











Camels and Needles: Computer ...

Figure 7: “"rush"

‘love was'

&& 'love will be' if
(I, ever-faithful),
do wait, patiently;
"negative”, "worldly", values disappear,
@last, 'love triumphs';

join (hands, checkbooks),
pop champagne-corks,

"live happily-ever-after".
"not so" ?
tell me: "I listen",
(do-not-hear);
push (rush, hurry) && die lonely if not-careful;

"I will wait,"

&wait

# Sharon Hopkins, June 26, 1991
# rush (a perl poem)
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Hopkins Camels and Needles: Computer ...

Figure 8: "Black Perl"

BEFOREHAND: close door, each window & exit; wait until time.
open spellbook, study, read (scan, select, tell us);
write it, print the hex while each watches,
reverse its length, write again;
kill spiders, pop them, chop, split, kill them.
unlink arms, shift, wait & listen (listening, wait),
sort the flock (then, warn the "goats" & kill the "sheep");
kill them, dump qualms, shift moralities,
values aside, each one;
die sheep! die to reverse the system
you accept (reject, respect);
next step,
kill the next sacrifice, each sacrifice,
wait, redo ritual until "all the spirits are pleased";
do it ("as they say").
do it(*everyone***must***participate***in***forbidden**s*e*x*).
return last victim; package body;
exit crypt (time, times & "half a time") & close it,
select (quickly) & warn your next victim;
AFTERWORDS: tell nobody.
wait, wait until time;
wait until next year, next decade;
sleep, sleep, die yourself,
die at last

# Larry Wall
# lwall@jpl-devvax.jpl.nasa.gov

[Used by permission.]
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Camels and Needles: Computer ... Hopkins

Figure 9: “shopping"

# (must be run under Perl 4.003 or higher)

home: read (ads, 20, 30); sort drawers; getsockname; package returns;
write note, tell husband; pack (purse, full, $bills);
unlink frontgate; split, goto mall;

parking: shift gears; splice (truck, van, "crunch");
reverse; truncate (cars, 3); require ids, insurance;
tell bozos, wait; warn them if alarm;
keys pocketed, open mall-doors;

mall: join (crowds, frenzy); return old-stuff, goto sales if ‘time-is-right*;
listen (muzak, children); seek (bargains, deals, gadgets, goodies),
system-atically; select (carefully), "what you want"; kill no time;
"need more credit cards" ? open accounts: "buy now, pay later!";
push (people, "out of my way!"); values everywhere; "Buy Everything!!!";

later: reset stopwatch; sort purchases; log $$, checks, etc.
exit; goto car, home; join (husband, kids);

tell children, each (twice), goto bed;
tell spouse, "Goodnight";

g g s e e

hugband: pipe (lit, glowing), close drapes;
accept (resigned, accustomed), defeat

# Sharon Hopkins, July 18, 1991
# shopping (a perl poem)
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3DFS: A Time-Oriented File Server
W. D. Roome

AT&T Bell Laboratories
Murray Hill, New Jersey 07974

ABSTRACT

3DFS™ is a network file server that provides time-oriented access to files and directories. 3DFS allows a user to
read the version of a file as it existed on a particular day in the past, or to list the files in a directory on some prior
date. 3DFS saves the daily incremental backups from other file systems (Sun file servers, Vaxen, ...), and creates an
on-line file system from these dumps. 3DFS uses optical disks in an automated jukebox, so no operator
intervention is required. 3DFS uses the Sun NFS™ protocol, and looks like any other NFS server. Any UNIX®
command can read files in 3DFS, and users mount 3DFS just like any file server. Because 3DFS provides on-line
access to old versions, users can access those versions in-place, without copying them to magnetic disk. This
paper describes 3DFS, its implementation, and our experience with it.

1. Introduction

Almost everyone who has ever used magnetic disks has discovered—sometimes very painfully—that magnetic
disks can fail catastrophically. Such failures may be rare, but when they occur, the resulting loss of data can be
disastrous. Time-sharing file systems typically use simple techniques to recover from magnetic disk failures, such
as copying the magnetic disks to magnetic tape every day, at some time when the system is lightly loaded (c.g.,
4am). If a disk fails, it is restored from the last such tape.

These periodic dumps have a wealth of useful information about the change history of the file system. In theory,
we could use them to provide new services. For example, we could allow a user who had accidentally deleted a
file to recover the version of a file saved that morning—or last week, or last month, or last year. Similarly, users
could trace when a file was changed, and how it was changed.

In practice, though, computer systems rarely provide such services, and if they are provided, they are difficult to
use. One reason is that it cannot be done efficiently if the data is stored on magnetic tapes. To recover an
individual file, someone must locate the correct tape, mount it, and scan it for the desired file. This is inherently
slow. It is even worse if the user does not know the exact file name or modification date (“‘I think it was the
middle of last month.’’). However, such services become practical if magnetic tapes are replaced by an optical
disk jukebox.

1.1 3DFS

The *“Three Dimensional File Server,” or 3DFS™, provides such services. 3DFS is a network file server in a local
area network (Figure 1). 3DFS uses an optical disk jukebox to store the periodic dumps, and allows users to
browse through the saved files. For example, 3DFS allows users to:

« read the version of an individual file on a particular date,
« list all files in a directory as of a particular date,

* UNIX and 3DFS are trademarks of AT&T, NFS is a trademark of Sun Microsystems, and Vax is a trademark of Digital Equipment Corp.
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o determine what versions are available,

« list all file names that ever existed in a directory,

» compare an old version of a file with the magnetic disk version or with another old version, or
 copy an old version of a file back to a magnetic disk.

Optical Disk Jukebox

- 5=

. . 3DFS [
Workstation Workstation File Server —

| I I

Ethernet | | |

File And
Compute Server

el e R e e B e R

Figure 1: 3DFS network environment.

File Server File Server

To users, 3DFS looks like any other network file server. Users can append @date to any file or directory name to
get the version on that date. A user can use standard commands to browse through the 3DFS file system. 3DFS is
read-only, and refuses all ordinary write requests.

A conventional file system has two dimensions, depth down the directory tree and breadth across a directory; 3DFS
adds a third dimension extending back in time.

~wdre27aug). ..
wdr@25aug
Figure 2: 3DFS File Model.

Adding a dump to 3DFS involves running a user-level program on a magnetic disk server. This program finds all
files that have been modified since the last time it was run, and sends them over the network to the 3DFS server.
The 3DFS server writes them to optical disk and updates various indexes on its magnetic disk. This is automatic,
requires no operator intervention, and can be done while 3DFS and the conventional file servers are handling other
requests. The system administrator decides how often this is-done. Typically this is done daily, at various times
between midnight and 7:00am.

Note that 3DFS can accept dumps from any UNIX® file system, not just from NFS servers. Thus 3DFS can provide
time-oriented access to local file systems, PC file systems, etc.
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1.2 Status And Outline

A prototype of 3DFS, called GCAN [Roo91], was designed in the middle of 1988, and has been running since
February 1989 in a network of Sun and Vax® computers. This network is used by over 100 people at AT&T Bell
Labs, and has more than 80 diskless Sun workstations, 12 Sun file servers, and one Vax 8650. Within a year, those
users had accepted GCAN an essential part of their computing environment.

Based on our experience with GCAN, the system was redesigned and reimplemented during 1991. The changes
included more reliable linking of versions, faster access, and the use of a standard, commercially available optical
disk jukebox driver that supports a variety of jukeboxes. The result was renamed 3DFS, and is now available as an
AT&T product.

Section 2 describes the file system interface to 3DFS, and after that, Section 3 describes related work. Section 4
describes how 3DFS is implemented, and Section 5 presents our conclusions.

2. User Interface

2.1 Basics

Let’s say that 3DFS is mounted on /3dfs. The top directory has a sub-directory for each computer whose files are
saved by 3DFS, and under each directory is 3DFS’s image of that computer’s file system:

$ 1ls /3dfs

bebop forte kephen newage phero

brad fugit melpomene novax polyhymnia
calliope hadrian mnemosyne papyrus rubato

By default, the directory tree under bebop has the most recently saved image of bebop’s file system: that is,
yesterday’s version. Users access older versions by appending an optional date specification to any file or
directory name:

name @ day month year : hour : minute

This tells 3DFS to use the most recent version of that file or directory whose modification time was on or before the
indicated date. The month is a name, and the others are numbers. 3DFS accepts the standard three-character month
names, in upper or lower case, plus a variety of alternatives (e.g., jul, JUL, July, july). If the hour and
minute are omitted, 3DFS uses 23:59 (end of the day), and if the year is omitted, 3DFS uses the current year. Thus
for the machine bebop, the following command lists the files in the directory /usr/wdr as of the end of July 9:

$ 1s -1 /3dfs/bebop/usr/wdr@9july
The following command lists the latest version of x . ¢ that was modified on or before that date:
$ 1s -1 /3dfs/bebop/usr/wdr/x.c@9july

The date specification is an optional modifier; it is not considered part of the file name. If the date specification is
omitted, 3DFS uses the default date. Initially the default date is the current date, so that any request gets the most
recently saved version of that file or directory (e.g., the version as of early this morning). If a date specification is
attached 1o a directory, that date becomes the default date for everything that uses that access path. Thus the
following refer to the same version of wdr:

/3dfs/bebop/usr/wdr@9july
/3dfs/bebop/usr@9jul/wdr
/3dfs/bebopRIJUL/usr/wdr

A process can specify a date when setting its current directory. In this case, all subsequent non-absolute file
references will use that default date. Thus the following reads the Sept. 22 version of x . c:
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$ cd /3dfs/bebop/usr/wdr@22sep
$ cat x.c

As an additional example, the following commands change to the July 9 version of the current directory, list all . c
files as of that date, and then compare the June 28 and July 9 versions of x. c:

$ cd .@%]july
$ 1s -1 *.¢c; diff x.c x.c@28june

The following restores x . ¢ by copying the July 9 version back to magnetic disk:
$ cp .Q9jul/x.c /usr/wdr

Finally, it is possible to execute binary files stored in 3DFS:
$ /3dfs/bebop/bin@25jul/ls -1 x.c

2.2 Ordinary Commands, Magic File Names

It must be emphasized that the above examples used ordinary UNIX commands. The 3DFS server itself interprets
the @ suffixes. Commands do not need to be compiled with a special library, and no kernel changes are needed for
the clients which mount 3DFS or for the servers which dump files to 3DFS.

You can think of x@23aug as a pseudo-file. It is a file, in that it can be opened by any command, just like any
other file. But when asked for the contents of a directory, 3DFS does not give pseudo-file names; 3DFS gives x
rather than x@23aug. As aresult, file name expansion does not work on the @ suffixes, and they do not appear in
directory listings; hence the term pseudo-files. Thus cat x@23aug works,but cat xQ@*aug does not.

The @ notation is needed because 3DFS is more complicated than other file servers. In a conventional file system, a
file or directory is completely specified by its pathname. 3DFS needs the pathname plus a default date, and a set of
option flags that define the semantics of 3DFS (see below). 3DFS uses the @ mechanism to change the date and
those flags. The date and flags attached to a directory automatically propagate to any files or directories derived
from that directory—even when using . . to go back up the directory tree. For example, the following lists the
Sept. 5 version of the include directory:

$ cd src@5sep; 1s -1 ../include
2.3 Other Features

3DFS interprets the string after the @ as a comma-separated list of specifiers, one of which can be a date. Other
specifiers change the date and/or the option flags. For example, the keyword 1atest means use the latest version
dumped to 3DFS, rather than the version on a specific date; this is the initial default date.

3DFS assigns a version number to each version of a file or directory, starting with 1. The letter v followed by a
number means use that version, as in:

$ 1s -1 x.c@v2?

Version 0 gives the latest version. One of the option flags is 1inkvers, which tells 3DFS to replace the link
count with the version number (the link count is not very interesting in 3DFS). Thus the following says that the
July 2 version is version number 14:

$ 1s -1 x.c@2jul, linkvers
-rw-r--r-- 14 wdr 7020 Jul 2 12:27 x.c@2jul,linkvers

If linkvers is used on a directory, it applies to all subsequent references. The keyword nolinkvers turns
this option off. The keyword prev tells 3DFS to find the previous version of a file, as in:
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$ 1s -1 x.c@2jul x.c@2jul,prev
~rw-r--r-- 1 wdr 7020 Jul 2 12:27 x.c@2jul
-rw-r—--r-- 1 wdr 6123 Jul 1 12:27 x.c@2jul,prev

The keyword next tells 3DFS to get the next version of a file, and is otherwise identical to prev.

Normally the file system image presented by 3DFS reflects all file deletions as of the indicated date. If zilch was
deleted on July 2 and recreated on July 10, 3DFS will give a not-found error for zilch@4jul. There are two
ways around this. First, if the file does not exist on the indicated date, prev tells 3DFS to go back to the previous
version that did exist, as in:

$ 1ls -1 zilch@4jul

zilch@43jul not found

$ 1s -1 zilch@4jul,prev

-rw-r--r-- 1 wdr 3036 Jul 1 15:23 zilch@4jul,prev

Second, the keyword noimage tells 3DFS to ignore all file deletions. Thus:
$ 1s .@noimage

lists all names that have ever existed in this directory, and
$ 1s .@noimage/*src*/*.c

lists all . c files that have ever existed in a directory with src.

3DFS has several file and directory attributes that do not fit in the UNIX *‘stat’’ structure. These include the version
number, default date, and option flag settings. To make this information available, 3DFS provides a stat
pseudo-file for each file and directory. This is a small (<1024 character) text file whose lines are in the
keyword:value format:

$ cat etc@2nov,stat
Fsid: 5

Hnode: 424451
Version: 106
MaxVers: 120

Inode: 2432
Uid: 3
Gid: 10

DefDate: 689144399 Sat Nov 2 23:59:59 1991

HandleOptions: novers,nodumpdate,nolinkvers, image,norawlink
ModDate: 688307702 Thu Oct 24 08:35:02 1991

InodeDate: 688307702 Thu Oct 24 08:35:02 1991

HdrOptAddr: 12.0llaa2c

PrevOptAddr: 12.0144d70

Fsid and Hnode are internal identifiers that 3DFS assigns to uniquely identify a file (see Section 4). Version is
the version number, MaxVers is the latest version of this file, DefDate is the default date, and
HandleOptions are the 3DFS options that are in effect. ModDate and InodeDate are the data- and inode-
modification times for this file (the 1s command also reports these). HdrOptAddr, elc., give the optical disk
addresses (disk number and offset) of various data structures used by 3DFS. These stat files were extremely
useful while developing 3DFS; they provided a simple window onto 3DFS’s internal data structures.

2.4 New Commands

We added a few new commands to make it easier to use 3DFS. The 3dpath command takes a file (or directory)
name in a magnetic disk file system, and prints the full path name of that file in 3DFS. For example, if the current
directory is in a magnetic disk file system, the following displays today’s changes to req.c:
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$ diff req.c ‘3dpath req.c'
Another new command is 3d1s, which is similar to 1s except that it lists all versions of each file:

$ 3dls -1 req.c

-rw-r--r-- wdr 55467 18Sep9%1 17:02 req.cR18Sep9l
-rw-r--r-- wdr 54944 12Sep91 11:41 req.c@l2Sep9l
-rw-r--r-- wdr 52880 5Sep91 17:14 req.cR0S5Sep91l
-rw-r--r-- wdr 52181 30Aug9l1 14:07 req.c@30Aug9l
-rw-r--r-- wdr 48962 14Aug9l1 08:33 req.c@l4Aug9l
-xw-r--r-- wdr 49145 23Jun9l1 12:27 req.c@23Jun9l
-rw-r--r-— wdr 48730 20Jun%l1 14:11 req.c@20Jun9l
~rw-r-=-r-- wdr 48558 9Jun9l 09:16 req.c@09Jun9l

As another example, the following searches all available versions of the file named req. c:
$ grep foo ‘3dls req.c'

If given the name of a file in a magnetic disk file system, 3d1s uses 3dpath to get the full path name of that file
in 3DFS, and then lists the available versions. Thus 3d1s works on magnetic disk files as well 3DFS files.

3dls is an ordinary user command; it uses the prev option to find the available versions. That is, 3d1s first
finds the date of the latest version (say 18sep) and outputs that version. 3d1s then asks for the previous version
(18sep, prev), finds the date of that version, and outputs it. 3dls continues until 3DFS says there is no
previous version.

One other new command is 3dpwd. This is an extension of the pwd command, which prints the name of the
current directory. If the current directory is within the 3DFS file system, 3dpwd adds the date and option flags to
the pathname:

$ cd /3dfs/bebop/usr/wdr; 3dpwd
/3dfs/bebopllatest/usr/wdr

$ cd .@23jun9l,linkvers; 3dpwd
/3dfs/bebopR23jun9l, linkvers/usr/wdr

If the current directory is not in 3DFS, 3dpwd acts like pwd and prints the unadormed name of the current
directory.

2.5 Symbolic Links

3DFS stores symbolic links with their real values. But when a user accesses that symbolic link, 3DFS rewrites the
link value to keep the link within 3DFS. For example, suppose that /usxr/wdr is a symbolic link to /b3/wdr.
When giving the symbolic link value to a client, 3DFS replaces /b3 with /3dfs/bebop/b3, and inserts the
default date, as in:

$ cd /3dfs/bebop/usr@2sep; ls -1d wdr
lrwxr-xr-x 1 root 7 Jun 01 1991 wdr -> /3dfs/bebop/b3@2sep9l/wdr

If 3DFS didn’t do that, an access to wdr would return the user to /b3/wdr in the magnetic disk file system.
These modifications are controlled by a set of symbolic link rewrite rules provided by the 3DFS system
administrator. If a link does not match any of the rewrite rules, 3DFS does not modify it.

Sometimes the user really wants the symbolic link value as it existed on magnetic disk. For example, when
copying a directory tree from 3DFS to magnetic disk you will want symbolic links to refer to the magnetic disk file
system, not 3DFS. Therefore 3DFS accepts the keyword rawlink, which means ‘‘do not rewrite symbolic links’”:

$ cd /3dfs/bebop/usr; ls -1d wdr@rawlink
lrwxr-xr-x 1 root 7 Jun 01 1991 wdr@rawlink -> /b3/wdr
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2.6 Death Masks And File Migration

When a machine is decommissioned, the final state of its file system can be left in 3DFS as a death mask. Thus any
user who needs files from the decommissioned machine can get then from 3DFS.

Symbolic links can be used to migrate large, rarely changed files or directory trees from a magnetic disk file
system to 3DFS—and still make them look as if they were still in the magnetic disk file system. Suppose we want
to migrate x.c in /usr/wdr to 3DFS. First we verify that x.c has been saved in 3DFS, and get its date (say
June 9, 1991). Then we replace x . c on bebop with a symbolic link to the version in 3DFS:

$ m x.c; ln -s /3dfs/bebop/usr@9jun9l/wdr/x.c .

Then the operating system redirects any reference to x.c to the version stored in 3DFS. As far as the user is
concerned, x.c is still in /usr/wdr; the only difference is that accesses are slightly slower, and the file cannot
be written. This technique works for directories as well as files. For example, we do this for login directories of
users who have left our organization.

2.7 Protection And Security

3DFS uses the permission bits and owner/user/group ids to do the same checking as any other UNIX file server.
Files that are read-protected on the magnetic disk file server will be read-protected in 3DFS. 3DFS also uses the
same export-list mechanism as a Sun NFS file server.

3DFS has some additional protection features. First of all, 3DFS is a read-only file system; 3DFS refuses all write
requests. You cannot change history. And second, 3DFS has per-server access restriction lists. For example,
suppose 3DFS is saving dumps from bebop and novax, and suppose that novax is a general file server, but
bebop is a standalone system. Then the 3DFS administrator can specify that any client can access novax’s part
of the 3DFS file system, but only bebop can access bebop’s part. As a result, bebop can have its own user id
space, which can overlap that of novax, without any loss of protection.

2.8 Caveats

The time-oriented access and pseudo-file features of 3DFS stretch the concept of a UNIX file system. While 3DFS
does look remarkably like an ordinary file system, there are a few clashes.

An inherent limitation is that 3DFS does not know when a file is renamed. 3DFS uses pathnames to link file
versions; changing a pathname breaks the history for that file. For example, if you move x.c to y.c on Sept. 1,
and then ask for y . c@23aug, 3DFS will say ‘‘not found.”” Of course, x.c@23aug will work, but 3DFS does not
know about the rename. Directory renames are more insidious; because 3DFS uses pathnames, renaming a
directory renames all the files under it and breaks their history.

Another inherent problem is that if a read-protected file was accidentally left unprotected on one day, 3DFS will
make that version available for all time. As yet this has not been a problem (users who are paranoid about read-
protection don’t make this mistake!), but if necessary it would be easy for 3DFS to use the access permissions for
the most recent verston of a file, if those are more restrictive than an earlier version.

When listing the contents of a directory, 3DFS does not append the date to the file names. Therefore file name
expansion does not work on a name with an @. Adding the date to the file name would cure this problem, but
would clutter the directory and would cause other problems (e.g., then * .c would not work). Users can work
around this restriction by attaching the date to the directory (e.g., . @6may/ * . c) or by using the 3d1s command
to generate the names of the available versions. Of course, the long-term solution is to change the file name
expansion mechanism so that it knows about 3DFS, but that violates our goal of not requiring any changes to UNIX.

Because 3DFS is a file server, its error messages are constrained to the UNIX error codes. Therefore 3DFS must say
“‘not found”’, instead of ‘‘bad date,”’ or ‘‘file name exists, but not on that date,’’ or *‘the optical disks for that date

are on the shelf—ask the operator to insert them.”” We could have defined new error codes, but again, we did not
want to change UNIX.
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Finally, the optical disk jukebox takes about 15 seconds to switch disks, and this causes some problems. For
example, 3DFS cannot give the user any warning that a disk switch is in progress. Furthermore, NFS uses an
exponential backoff and repeat protocol, and adapts the timeout based on the observed response time.
Unfortunately, this adaptation mechanism cannot cope with the extreme variation in response time that 3DFS can
exhibit, so we occasionally get timeouts. Fortunately, 3DFS uses extensive caching (see Section 4), so if a request
does timeout, the user can wait a minute and try again; by that time, 3DFS will have loaded its cache. One
solution, of course, would be to modify the NFS protocol or invent our own. We rejected that approach because it
would require changing the kernel on every 3DFS client. Such kernel modifications would have been more
annoying to us—and to our users—than an occasional timeout.

3. Related Work

Several systems provide similar functionality to 3DFS. However, 3DFS has several unique features:

* 3DFS looks like a regular file server, and uses a standard interface (NFS),

« 3DFS provides versions of directories as well as files,

* you can use ordinary UNIX commands to browse through and access the old versions,

* 3DFS provides on-line access to old versions, so they do not have to be copied to magnetic disk, and
« 3DFS accepts dates at any point in the file system hierarchy.

Various operating systems, such as IBM’s OS/370 and DEC’s VMS, provide versions of files. With some
systems, each update creates a new version, and preserves the old version. With others, only selected updates
create a new version. However, versions are only provided for files, not directories, and (at least for 0S/370) only
for selected files. Old versions are accessed by version number, not date. The old versions are stored on magnetic
disk, along with the latest version. Because space is limited, only a few versions are preserved for each file; the
others are automatically deleted. Finally, if the file is deleted, it’s gone; the old versions cannot retrieved.

The Cedar File System (CFS) [Gif88] provides immutable versions of files: a user gets a file from CFS, updates a
local copy of the file, and when done, writes the file back to CFS as a new, read-only version. CFS allows access
by date as well as by version number, and provides versions of file lists, which take the place of UNIX directories.
However, CFS only preserves a few old versions of each file.

The File Motel [Hum88] is similar to 3DFS, in that it stores old versions of files and directories on optical disk,
allows users to retrieve old versions by date, and retains old versions indefinitely. The difference is in the user
interface. The File Motel provides its own access commands: a search command, which tells you what versions
are available, and a copyback command, which copies selected versions to magnetic disk. With 3DFS, old versions
can be accessed in-place, using standard UNIX commands; files do not have to be copied to magnetic disk. Also,
while the File Motel provides versions of directories, such access is very slow.

The Plan 9 file server [Pik90] is similar to 3DFS, in that Plan 9 also provides access to old versions through the file
system. Plan 9 keeps the true file system on optical disk, and has a two-level cache on magnetic disk and main
memory. Updates are applied to the memory and magnetic disk caches, using a copy-on-write scheme.
Periodically (e.g, daily), the file server freezes all activity and copies the updated blocks to optical disk. Thus the
Plan 9 server does its own backup, and Plan 9 allows users to access the images formed by these daily backups.

Plan 9 differs from 3DFS in the interface and implementation. Plan 9 only allows dates to be attached to the root of
the file system; /1991/0402/usr/foo/bar gives the April 2 version of /usr/foo/bar. 3DFS accepts
dates at any part of the file system. However, the Plan 9 dates are real; they appear in a directory listing, and file
name expansion works on them. Thus 3DFS accepts foo@2apr, which is hard to do in Plan 9, while Plan 9
allows /1991/04*/usr/foo (for all April versions of a file), which requires a special command in 3DFS.
3DFS has some features not in Plan 9, such as noimage, which gives all names that have ever existed in a
directory.

As for the implementation, 3DFS provides time-oriented access for any existing file system, while Plan 9 only
provides that for the files in the Plan 9 file system. Of course Plan 9 can provide services that 3DFS cannot, such as
automatically archiving files to optical disk, and transparently de-archiving them on write.
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Finally, a wealth of techniques have been developed for recovery and version control for database management
systems [Ber87]. However, in general these methods are too expensive to use for file systems.

4. Implementation

A 3DFS server has two layers: an upper-level NFS interface, which we’ll call 3DFS, and a lower-level version
storage engine, called ABARS (Automated Backup And Recovery System [Bar90]). ABARS gets daily dumps from
various file servers in a network, and stores them on optical disk. The 3DFS layer constructs an NFS file system
from those dumps. We have tried to cleanly separate the two layers. For example, ABARS handles the optical disk
and jukebox dependencies; 3DFS doesn’t care how or where the versions are stored. This paper concentrates on
the 3DFS layer. The 3DFS layer is derived from the GCAN prototype [R0091]; ABARS has been an AT&T product
for several years. 3DFS replaces ABARS’s copyback restore interface, and ABARS replaces GCAN's optical disk
driver and dump-collection mechanism.

ABARS supports read-write optical disks as well as write-once (WORM) disks. However, for compatibility, 3DFS
treats all optical disks as write-once.

4.1 Basics

3DFS assigns a unique file server id (fsid) number to each file server, and assigns a unique hnode number to each
pathname in a server. Hnode numbers are similar to UNIX inode numbers, in that they are are 32-bit internal file
identifiers, and directories map names to hnode numbers. The difference is that hnode numbers are permanent
identifiers; they are one-to-one with pathnames, and are never reused. For example, suppose 3DFS assigns hnode
number 47 to /usr/wdr. If that file is deleted and later recreated, 3DFS will still use hnode 47 for it. Each server
has a separate hnode number space, and 3DFS has a set of versions for each hnode. Thus a specific version of a file
or directory is uniquely identified by a (fsid, hnode, version) triple.

The dumps that ABARS writes to optical disk consist of a series of file and directory versions (Figure 3). Each
version has a fixed-size header followed by data. Each header has a permanent opfical disk address. For our
examples, assume that an address is an optical disk number and an offset, such as 14.45610. The important thing
is that given the optical address of a header, 3DFS can read the header or data for that file or directory version.

dump header hnode 123: hnode 456: hnode 598:

APRDORA T I I dump trailer
fsid 17 hdr | data | hdr| data | hdr| data P

(Dumps for other file servers)

dump header hrode 231: hnode 598: hnode 692:

ey p— " ] e dump trailer
fsid 17 hdr | data |hdr| data |hdr| data P

(Dumps for other file servers) <=

Figure 3: Dumps on optical disk.

Each header includes UNIX information such as mode, permissions, size, modification time, etc., plus 3DFS
information, such as the hnode and version numbers, and the optical disk address of the previous version of this

file or directory. For a directory, the data is a set of (name,hnode) pairs for all names in that version of the
directory.
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4.2 Hnodes

3DFS maintains an hnode database for each file server. Each database entry has a pathname, the hnode number
assigned by 3DFS, the most recent version number, and the optical disk address of the header for that version. An
entry can be retrieved by either pathname or hnode number. An hnode number can be assigned for a new
pathname, and once an hnode entry exists, its version number and optical disk address can be updated. Once an
hrode entry has been created, it cannot be deleted, and the hnode number and pathname cannot be changed.

On optical disk, the header of each version of a file or directory has the optical disk address of the previous version
of that file, and the hnode database points to the most recent version, as in Figure 4. Thus given the hnode number
of a file, we can follow this chain to find the version at a given date or version number (3DFS uses caches to speed
up the linear search; see below). Because we want to be able to use write-once optical disks, a file version cannot
be updated once it is written to optical disk. This precludes doubly-linked structures.

Hnode DB, fsid 17:
hnode | vers vol.offset

6.214804 hnode 123, vers 14, 22 Sep 1991

123 14 6.214804 > header data
6.106380 hnode 123, vers 13, 10 Sep 1991

header data
4987664 hnode 123, vers 12, 28 Aug 1991

header data

Figure 4: Hnode database and linked versions.

The hnode database uses UNIX files in the 3DFS server’s local magnetic disk. If lost, it can be recreated by reading
the dumps on optical disk. The hnode database takes about 40 bytes per pathname (actually 24 bytes plus the
length of the last leaf name in the pathname), and only grows when pathnames are added. The size appears
reasonable; for a small system, the hnode database only takes a few megabytes. A large system, with (say) 4
million pathnames, would need 160 megabytes for the hnode database. That might require adding another disk to
the 3DFS server. However, if UNIX files average 15 kbytes, 4 million names corresponds to 60 gigabytes of
magnetic disk space. Compared to that, an extra disk on the 3DFS server is trivial.

4.3 Adding Dumps

Dumps are initiated by the 3DFS server, according to a schedule provided by the administrator. The 3DFS server
starts a *‘scanner’’ process on the remote file server, and pipes its output over the network to a “‘collector’’ process
on the 3DFS server. The scanner searches the file system for all files and directories that have changed since the
last dump. For each, the scanner writes a header, the pathname, and the data to the collector. For directories, the
data is a list of names currently in the directory. The scanner process uses standard UNIX commands to search the
file system; it is independent of the file system structure, and is easily portable. It works on Suns, Vaxen,
Pyramids, Crays, etc.
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The collector writes a modified version of each entry to optical disk. The UNIX part of the header comes from the
scanner’s header. To get the 3DFS header, the collector looks up the pathname in the hnode database, adding it if
needed. That gives the hnode number, the optical disk address of the previous version, and the version number for
this version. For a directory, the collector looks up each name in the hnode database, and writes (name,hnode)
pairs to optical disk. After writing the header and data for a file, the collector updates the hnode database to have
the version number and optical disk address of the just written header.

Although adding a dump requires extensive searching and updating of the hnode database, as yet the hnode
database has not been a bottleneck. In general, the bottleneck for dumps is either the speed of the network, or else
the write speed of the optical disk (most optical disks write at less than 200 kbytes/sec).

4.4 NFS Requests

NFS [Sun88] is a stateless remote procedure call (RPC) protocol [Bir84]. Each request is independent; the server
does not maintain state between requests. For each request, the client’s operating system packages the request
arguments into a linear string, sends that data to the server via the underlying TCP/IP protocols, and waits for the
server’s reply. An agent process in the server receives the request, executes it, and returns the reply to the client.
Each agent handles one request at a time, although the server can have several agent processes accepting requests.

The agents in 3DFS are user-level processes, as opposed to kemel processes used by other NFS servers. These
agent processes take requests from a common queue, and use shared memory segments for common caches. The
advantage of user-level processes is that they are easier to write and test, and are more portable. For example, they
can open files, print error messages, use large stacks, etc. We can use a conventional debugger on them, and errors
cannot crash the server. Furthermore, we can install a new version of the 3DFS server in 30 seconds (just kill the
old agent processes and restart them). The disadvantage is that user-level processes are slightly slower. Given that
the optical disks are relatively slow, this is not as important for 3DFS. For us, the portability and ease of
programming make up for the slower speed.

3DFS only uses five of the request types defined by the NFS protocol; the other requests update files, and are
rejected by 3DFS. Most NFS requests take a file handle as an argument. A file handle is an NFS server’s internal
file identifier, and is 32 bytes long. The handle is opaque to the client: the client does not examine the data in the
handle. The server defines the handle format, and different servers use different handle formats. Normally the
client supplies a handle that the NFS server returned as the result of a previous request.

The handle for the 3DFS root comes from the mount server; the rest come from lookup requests. The arguments
for Lookup are a file handle for a directory and a name in that directory. The server searches the directory defined
by the handle for the name. If it exists, the server makes a new handle for that file (or directory), and returns that
handle and the attributes of that file. If that file name does not exist, the server returns an error code.

The getattr request returns various attributes of the file described by that handle: the type and size of the file,
the last modification date, etc. The read request takes as arguments a file handle for an ordinary file, an offset,
and a length. The server reads that many bytes starting at that offset, and returns that data to the client.

The readdir request takes as arguments a file handle for a directory, an offset, and a length. It is similar to
read, except that it is for directories. This request retumns a list of (name,id-number) pairs in a canonical format.
This request is different from read because data that the server returns is not necessarily identical to the data
stored on disk (for example, the server compresses out unused space). The readlink request takes as argument
a file handle for a symbolic link, and returns the file name to which requests are to be redirected.

In 3DFS, the handle holds the state information needed for a request:

« The (fsid,hnode,version) of this file or directory. The version number may be 0, for *‘latest version’’.
o The default date, as a UNIX time stamp; 0 means “‘latest.”
« Bit flags indicating various options, such as 1inkvers and rawlink.,

For getattr, 3DFS gets the header information for the indicated version of the hnode number. As a worse case,
3DFS uses the hnode database to locate the most recent entry, and then follows the chain to the desired version.
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However, as described below, the caches speed this up. The header has everything needed for the reply. For a
read request, 3DFS also gets the header, and verifies that the client has read permission on that version. 3DFS
then reads the data from optical disk and returns it. The readdir and readlink requests are similar.

3DFS uses the option flags in the handle to change its actions as needed. For example, if the Linkvers option is
on, getattr replaces the link count with the version number. If rawlink is on, readlink returns the raw
value of the symbolic link; otherwise it returns a modified value, as described in Section 2.5. If noimage is on,
readdir uses the hnode database to find all names that have ever appeared in this directory; otherwise readdir
returns the contents of the selected version of the directory as stored on optical disk.

The lookup request is the most complicated. First, suppose that the name is a simple reference, such as src.
3DFS gets the header for the version of the directory given in the handle, and verifies that the client has search
permission on that version. 3DFS then reads (name,hnode) pairs from the directory, looking for sxc. If there is no
entry, 3DFS returns a not-found error. Otherwise 3DFS gets the version of src’s hnode on the default date given
in the handle, and returns a new handle with the hnode and version number for that version of src. The new
handle’s default date and flags are the same as those in the directory handle, so the default date automatically
propagates down an access path.

Now suppose the client asks for src@2sep. After parsing the name, 3DFS gets the Sept. 2 version of the
directory, verifies that the client has search permission on it, and reads the (name,hnode) pairs in that version. If
there is no entry for src, then src didn’t exist on Sept. 2, and 3DFS returns a not-found error. Otherwise 3DFS
gets the Sept. 2 version of src’s hnode, and creates and returns a handle with that version number. 3DFS changes
the default date to Sept. 2, so if sxc is a directory, the new default date will automatically propagate down the
access path. 3DFS handles the other options similarly.

4.5 Locating Versions

3DFS needs to locate a particular version of an hnode, either by date or by version number. As a worse case, 3DFS
can use the hnode database to locate the most recent entry, and then follow the chain to the desired version.
However, that can be very slow, so 3DFS uses two caches to speed up that search. The first is the header cache. It
contains all the information 3DFS needs from the optical disk header of a particular version of a file or directory:
type, access permissions, size, modification date, version number, address of previous version, etc. The header
cache is keyed by the (fsid,hnode,version) triple.

The other is the version cache. Each cache entry has a (fsid,hnode,version) triple, plus the modification time of
that version and the optical disk address of the header. However, the version cache only has entries for every N’th
version; currently N is 5. The version cache is keyed by (fsid,hnode) pairs.

To locate a specific version number of an hnode, say version 10, 3DFS first searches the header cache for that
version number. If there is no entry, 3DFS then searches the version cache for that fsid and hnode, looking for the
entry with the smallest version number greater than or equal to 10. If 3DFS finds one, it uses that as the starting
point for the linear search. If not, 3DFS starts from the most recent version. 3DFS adds entries to the header and
version caches as it follows the chain.

To locate a version for a particular date, 3DFS searches the version cache for that fsid and hnode, looking for the
smallest modification time greater than then desired date. That version becomes the start for the linear search.

The 3DFS agent processes use shared memory segments for these caches. Furthermore, these are two-level caches;
when an entry is deleted from the shared memory cache, it is written to a cache file on 3DFS’s local magnetic disk
rather than being completely discarded. The magnetic disk caches are large but configurable; the default is about
25 megabytes each. We have tried to make the version cache large enough to hold the N’th version of every file.
If that is true, then 3DFS will have to do a linear search through at most N-1 versions. 3DFS automatically
recreates these cache files as needed, so if the local magnetic disk is destroyed, the administrator can just clear the
cache file and restart 3DFS.
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4.6 Lessons Learned

3DFS is an an example of merging a research project, GCAN, with an existing product, ABARS. The version of
3DFS described here is the second attempt at merging them; the first did not succeed.

First, GCAN used UNIX inode numbers as its internal file identifiers. From GCAN we learned that internal file
identifiers and version numbers were a good idea—but UNIX inode numbers were not suitable. Things like the
emacs editor and file system reorganizations change the inode number of a file, so an inode number is not a
permanent id. Furthermore, UNIX reuses inode numbers when a file is deleted, so two files with the same inode
number are not necessarily the same. While GCAN managed to work with inode numbers (more or less), the result
was extremely complex, and it required a lot of optical disk searching. Therefore 3DFS invents its own intemnal file
identifiers (hnode numbers) based on pathnames.

GCAN had an 8 megabyte memory cache of optical disk blocks. We learned that (a) 8 megabytes wasn’t enough,
(b) we should to save the cache on magnetic disk so it would survive restarts, and (c) we should cache headers and
selected information rather than raw optical disk blocks.

When merging a research project and a production system, we learned that both must be willing to compromise.
GCAN was written in Concurrent C [Geh89), and used a real-time kernel running on a separate Single Board
Computer plugged into the backplane of a Sun workstation. This included the optical disk drivers and the jukebox
controller. The author still thinks this is a superior environment for writing complex multi-threaded systems such
as file servers (of course, being a co-inventor of Concurrent C, the author admits that he might be slightly biased).
Nevertheless it was a different programming environment, and would have required a lot of training and support.
So we gave up the idea of using Concurrent C, and revised GCAN to use the standard UNIX environment.

But ABARS also had to compromise. At first, 3DFS was to be added on top of ABARS, with no changes to ABARS.
Recall that 3DFS now keeps the version number, etc., in the header on optical disk. But that required a change to
ABARS. Therefore the first 3DFS attempt kept the 3DFS header information on magnetic disk, rather than on
optical disk. That complicated 3DFS, required a lot of magnetic disk space on the 3DFS server, and made it very
difficult to recover from a magnetic disk crash. Therefore we abandoned that approach, and changed ABARS to
allow an optional 3DFS header on optical disk. This was a relatively simple change to ABARS, but it greatly
simplified 3DFS, and made the overall system much easier to maintain.

Finally, we learned to minimize the data that must be on magnetic disk, and to design for crash recovery and
concurrency from the start. The first 3DFS attempt assumed that crash recovery and concurrency control could be
added later; that did not work. In the final version of 3DFS, only the hnode database must be on magnetic disk, and
the first thing we did was figure out how to recover it. 3DFS has several large cache files, but those can be
discarded after a disk crash or downsized if there is little space available.

5. Conclusions

The most important feature of 3DFS is that it provides on-line access to old versions via the file system, rather than
off-line access via special commands. Thus users can browse through 3DFS with ordinary UNIX commands, and
they can treat the old versions of files as first class files. We have discovered that when given the chance, users
prefer to read old versions rather than copy them back to magnetic disk.

As a result, 3DFS has saved magnetic disk space in two ways. The first is that we can migrate files or directory
trees from magnetic disk to 3DFS by using symbolic links. The other is that our users have been more willing to
remove old files from magnetic disk, because they know that they can get them back from 3DFS if needed.

Although it seems odd at first, 3DFS’s @ pseudo-file mechanism for specifying the date and options does work, and
does not clash with UNIX. This pseudo-file mechanism provides a lot of flexibility, and the options make it easy
for users to control the semantics of 3DFS.

Finally, implementing 3DFS at user-level instead of kemnel-level was very effective. That sacrificed some
performance, but it has made it much easier to debug and maintain 3DFS, and has kept 3DFS independent of the
internals of the operating system.
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Faster String Functions
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The string functions provided by ANSI C and by traditional Unix C libraries are usually
not as well-optimized as they could be. Careful tuning of inner loops is common, and on
some processors it is profitable to rewrite them in assembler to exploit special instruc-
tions, but on most systems operations are still done a character at a time. Given fairly-
lenient assumptions about the architecture, versions that operate a word at a time are pos-
sible.

Word-at-a-time processing is superficially difficult for C strings, since they are terminated
by a single NUL that is awkward to detect within a word. However, carefully chosen
combinations of logical and arithmetic operations can do such detection at a cost of 3-6
operations per word, depending on data constraints and architecture, without relying on
any architecture-specific specialized instructions or data paths. This technique has been
around as occasionally-heard folklore for some time, but does not appear to have been
investigated in detail.

The resulting word-at-a-time string functions are conspicuously faster than the usual ones
for long strings. The crossover point is typically 20-30 characters, and the asymptotic
speed advantage can be as much as a factor of 5, although a factor of 2-3 is more typical
on 100-character operands. For specialized requirements where customized interfaces
and customized code are permissible, rather higher factors are possible.

Certain problems occur, notably higher startup overhead, difficulties with unaligned
strings, and the prevalence of relatively short strings as operands to some string functions.
The case for the fast functions is mixed, and an adaptive algorithm is needed to maximize
overall performance. It would also be useful to package the algorithms for use in custom
string code, although this is somewhat challenging.

Introduction

In its early days, C had no string functions. The programmer was expected to write his own
code for all string operations. The first C string functions were introduced to the world in
“K&R1” [1}, the classic book about C, and distributed as part of Version 7 Unix [2] in 1979.
Although there is still a lot of old or badly-written C code which does not use them, use has become
widespread since then, and a slightly-expanded set of string functions was included when C was
standardized as ANSI C [3].

The string functions traditionally were used where efficiency was not critical. The operations
they do are often simple, and function-call overhead was high on traditional processors. Little atten-
tion was given to their efficiency until the inclusion of some calls to them in Weicker’s “Dhrystone”
benchmark [4], which is quite sensitive to their speed. (Indeed, Dhrystone has been criticized for
placing unrealistically high weight on a few string operations that are easy to optimize in ways which
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are seldom applicable to real programs.) At this point vendors started to be seriously interested in
optimizing the string-function code and even inlining simple cases.

The inefficient traditional implementation of the string functions was actually a reasonable
choice for many programs. String operations were seldom involved in critical paths, and the func-
tions were more a convenience than anything else. An early freely-redistributable version [5],
mostly “the obvious code” with little attention to optimization, comprised less than 600 lines of code
for 25 well-commented functions.

In some programs, however, string operations really are of critical importance to efficiency.
Some such programs do not use the string functions, for efficiency’s sake. Others do, because their
authors either had an unusually good C implementation or made no attempt to tune their programs
for performance. For those that do, the performance of the string functions really is important.

The orthodox method of improving string performance—inlining—is indeed of considerable
value [6], but it can be counterproductive in some situations. It helps the frequent cases where string
operations are small and call overhead dominates their performance, but can hurt in more demand-
ing cases where the simple inlined version can be inferior to a more sophisticated subroutine.

Conventional Implementations

Implementations of the string functions are often relatively straightforward. Operations are
done a character at a time in the obvious way. Speedups are limited to the usual forms of tuning:
thorough use of registers, tightening up the inner loops to avoid unnecessary tests and memory refer-
ences, exploitation of architecture-specific optimizations like dereference-and-increment-pointer
operations, and loop unrolling to minimize pipeline breaks. The result is essentially what would
result from feeding the most obvious C code [7] through a very good optimizing compiler.

There are two common exceptions to this. First, some of the string operations are relatively
easy to modify to work a word at a time. The obvious examples are memcpy and some of its
immediate relatives, where size and alignment of the operands are known and it is relatively easy
(circumstances permitting) to do the operation a word at a time. This is essentially loop unrolling
followed by combination of successive character operations into word operations.

Second, some architectures provide specialized instructions that are sufficiently high-level that
compilers are unlikely to discover their relevance unaided. At one extreme, the later CISC architec-
tures sometimes provide instructions that implement (say) strcpy directly, perhaps given some setup
work beforehand [8]. At the other extreme, some RISC architectures merely provide an instruction
or two that can be helpful in building string routines, such as the AMD 29000’s CPBYTE instruction
[91 that compares two 32-bit words byte-by-byte and reports whether any two corresponding bytes
matched. Such instructions typically have to be invoked explicitly, either by compiler-supported
trickery or by the last resort of writing in assembler, and are not even remotely portable. Even when
the operation performed by a special instruction can be expressed in a portable way, its efficiency
typically is not portable.

The ultimate barrier to fast string functions is fetching and testing one character at a time. The
penalty of fetching one character at a time can often be mitigated by caches or clever loop unrolling,
Testing one character at a time remains a bottleneck, the more so because it involves the bane of fast
execution: conditional branches. Many of the string functions are fundamentally limited by the
need to test for the string’s terminating NUL, even if the operation being performed (e.g. copying)
does not intrinsically require examination of the data.

Breaking The Byte Barrier

The obvious way to optimize character-at-a-time operations is to operate a word at a time
instead, where “word” is whatever width of data the processor manipulates relatively efficiently.
Certain assumptions are needed to make this approach viable.
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First, it is essential that a character not straddle a word boundary. Such a problem cannot hap-
pen with normal Western character sets, in which each character is expressed in a single byte and
bytes pack cleanly into words. The possibility is much more problematic with the multi-byte
representations used for the large symbol sets of ideographic languages like Japanese. This paper
will not discuss the issue further, beyond noting that this is yet another case where character-
manipulating programs are greatly simplified if all characters are of uniform size for internal pro-
cessing (even if they are represented with variable-length sequences externally).

Second, it must be permissible to fetch a word from memory in situations where the obvious
code would fetch only a single character. The semantics of C string functions make it impossible to
write a word at a time unless it is positively known that all characters in that word are part of the
string being written (possibly including its terminating NUL). Reads, by contrast, are harmless at the
C level provided the compiler does its job properly. However, at the architectural level further res-
trictions often appear.

One troublesome possibility is that the word may not completely exist, or may not be entirely
accessible. The most obvious reason for this is that an addressable area of memory might end at
some point within the word. There is an analogous possibility that a protection boundary might
exist in mid-word. If a word access is not required to be aligned on a word boundary, these prob-
lems can appear even on architectures whose address-space allocation is done in multiples of words
(e.g. a page at a time). On the vast majority of architectures, address space is assigned in multiples
of words, and restricting ourselves to word-aligned operations eliminates the problem. Such opera-
tions typically are faster than unaligned ones even on architectures that support unaligned accesses,
although the overhead needed to assure alignment must be considered.

Although one can conceive of other reasons why a word access would cause difficulties when a
character access would not, they are basically limited to esoteric architectures or specialized cir-
cumstances. While the bytes after a string’s terminating NUL may be garbage, accessing the ones
within the same word as the NUL is normally harmless.

A third, and not entirely trivial, assumption needed for word-at-a-time string operations is that
it’s worth the trouble. The details will be considered shortly, but one overall issue of significance is
that the words must be large enough to amortize some extra overhead. It’s unlikely to be worthwhile
to do string operations a word at a time on a 16-bit processor, unless memory accesses are expensive
while instructions are cheap, because there just isn’t enough added parallelism in doing only two
bytes at a time. On 32-bit processors the situation is much better. On 64-bit processors it looks very
good indeed, although none were conveniently available for testing (with one problematic exception,
see below).

The fourth and final assumption needed to do string operations a word at a time is that there is
some way of efficiently testing an entire word for the presence of a specific character. This is the
crucial word-at-a-time operation that does not obviously exist in a portable form. This operation is
necessary both for hunting for a desired character in the string (e.g. in strchr) and for locating the
terminating NUL.

Testing For A Character In A Word

Facilities for operating on the individual bytes of a word in fast storage (e.g. a register) are rare
and very architecture-specific. More often, only bitwise operations like shifts and masks are avail-
able. Morecover, we do not want to operate on individual bytes one at a time; for efficient character
testing, we want to test all bytes of a word in parallel. Occasional architectures like the AMD 29000
provide such a primitive, but most do not, and there is no obvious way to construct one. Normal
comparison instructions look for all bytes matching, not any byte matching.

Generalizing, we need to test for any of several conditions within a word. Examination of the
typical word-level operations reveals one that seems promising: and-with-mask followed by test-
against-zero is an “any” test, with the test failing if any of the masked-in bits were non-zero. (Often
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the masking and the test can be combined, by exploiting the setting of condition codes from the
result of the masking.) This reduces the problem to somehow expressing the byte-match condition
as a bit that can be tested.

Comparing the individual bits of the bytes is easy: exclusive-or is a bitwise comparison opera-
tor yielding bitwise results. The trick is to combine the bitwise results into a single bit per byte.
Fortunately, the necessary circuitry to do this already exists in all normal processors: the
carry/borrow subsystem needed to implement add/subtract does roughly what is wanted. (The dis-
cussion that follows will assume two’s-complement arithmetic. Generalization to one’s-complement
arithmetic seems feasible but has not been investigated carefully.)

With all the pieces now in place, the simplest approach to testing a word for a given character
is approximately as follows. We use C notation throughout, aided by one macro: W(x) is a word
with x in each byte. We assume eight-bit bytes, but the generalization to any byte length is trivial.
The expression*

(word*W(c)) - W(0x01l) & W(0x80)

is nonzero if any byte of word was c. The exclusive-or converts the problem into testing for any
byte being zero. Subtracting one from each byte causes a borrow in any zero byte, propagating a 1
into its high-order bit. We then test all the high-order bits for any Is using and-with-mask. Note
that we have (assuming a 32-bit processor) tested four bytes using only three operations; it will be
difficult for a character-at-a-time equivalent to beat this!

Alas, there is a problem here. There are no “spare” bits to hold the results, and non-zero
values in the result-bit positions of word and ¢ might cause trouble. On analysis, the problem is real
but not bad enough to make the approach unworkable.

Consider how the problem could manifest itself. There are two forms of error in such tests:
misses and false alarms. A miss is when the test fails to detect the desired character. A false alarm
is when it claims to have detected it in its absence. Clearly the test is valueless for our purposes
(and most others) if misses can occur. False alarms, on the other hand, might compromise perfor-
mance but need not compromise correctness: we can always add a slow but dependable test as a
backstop for a fast one that sometimes gives false alarms.

A miss will occur if a zero byte’s 1 result bit is somehow zeroed out by a borrow propagating
in from elsewhere. However, the subtraction transforms a zero byte into an all-1 byte, and a borrow
from below can affect only the low-order bit of such a byte. Borrows travel only upward, never
downward. So borrow propagation never turns a hit into a miss.

False alarms, on the other hand, are a definite possibility. The result bit will be 1 after the
subtraction if the byte was zero beforehand, or if the result bit was 1 and the rest of the byte was
nonzero. (“Beforechand” is here defined as “after any borrows from below”, but this is unimportant:
a borrow from below indicates a hit somewhere below, in which case we don’t care about false
alarms in this byte.) The zero case is a hit, but the other is not: if a particular byte in word contains
a character that differs from c in both its high bit and at least one other, a false alarm occurs.

Users of ASCII benefit here from a fortunate coincidence: bytes containing ASCII characters
never have the high bit on, so this test cannot get false alarms in an ASCII world. Unfortunately,
the ASCII world is limited and steadily shrinking, Eight-bit character sets are necessary in most of
the non-English-speaking world already and are imminent even in the English-speaking world, so
this problem really should be dealt with.

* Note C's peculiar operator precedence: -the ‘~' binds tighter than the ‘&'
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One fairly obvious way of dealing with the false alarms is to note that they cannot occur when
the top bits do not differ, and elaborate the test thusly:

( (word~*W(c)) & W(Ox7f) ) - W(0x01l) & W(0x80)

By zeroing out the top bit before the subtraction, this version does only a seven-bit comparison, pre-
tending that the top bits are always equal. We still get false alarms when the bytes differ only in the
top bit, but this would typically be a much less frequent case. At a cost of only one extra operation
per invocation, this is probably the preferred form when eight-bit characters are known to be
present,

Even this might be unacceptable in certain situations. A test that does not give false alarms
really is desirable, at least as a last resort for difficult cases. Observe that a false alarm appears only
if the top bit was 1 before the subtraction and remains 1 afterwards. (As before, we do not care
about false alarms caused by borrows from below because they indicate a real hit somewhere below.)
Observe also that if the top bit was 1 before the subtraction, this byte cannot be a hit. If we
remember which top bits were 1 before the subtraction, and clear out those bits afterward, we have
prevented false alarms without causing misses. We can optimize this by observing that after the sub-
traction, only the top bits matter—the others are about to be eliminated by the and-with-mask
operation—and so we can clear out all bits that were 1 before the subtraction. The resulting test is:

(
temp = word *~ W(c),
temp - W(0Ox01l) & W(0x80) & ~temp

This adds about two operations to the original test, depending on whether the copy of temp is free (it
would be on a three-operand architecture with plenty of registers) and on whether the architecture
has an and-not instruction. There is some potential for internal parallelism, as in

(

templ = word ~ W(c),

temp2 = templ - W(0x01), temp3 = W(0x80) & ~tempil,
temp2 & temp3

)

which might win back some of the speed lost by the extra operations. If the architecture is particu-
larly favorable—with the temporaries being free and the evaluation of femp3 entirely parallel with
temp2—this might even be as fast as the original test, in which case it is certainly preferable.

Backstops And Other Implementation Issues

The first two versions of the fast test need a backstop to screen out false alarms. And regard-
less of whether false alarms are possible or not, usually it is necessary to identify the exact character
that caused a hit. A simple way of doing both of these jobs is to check the word a character at a
time when the fast test reports a possible hit. This can be done either by retaining a copy of the ori-
ginal word in a register and picking bytes out of it, or by re-fetching it a byte at a time. Which
approach is preferable depends on architectural issues like the number of available registers and the
effectiveness of caches.

If words are large and false alarms frequent, it may be preferable to use the third version as a
backstop to one of the first two before picking characters apart.

In principle, the character-at-a-time test can be optimized by examining the results of the
word-at-a-time test and testing only characters that are possible hits. (Here we have an exception to
earlier comments that borrow propagation is unimportant. it can produce spurious possible hits if
this optimization is used.) In practice, however, the complexity of this optimization seems to
outweigh its gains: unless (perhaps) words are large and memory performance is poor, the time (and
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conditional branches) needed to examine the word-at-a-time results are more expensive than a few
more character tests.

Details of the implementation of the fast tests are critical. A single superfluous instruction in
the main loop can exact a serious speed penalty. Constants kept in registers are typically faster than
immediate operands. Specialized loop instructions are often beneficial, as is loop unrolling. Good
compilers are desirable; otherwise, either elaborate contortions are needed to trick the compiler into
generating the desired code or it becomes necessary to write in assembler.

In general, these tests are register-intensive. Counting several temporaries, constants, pointers,
variables for the backstop, and various bits of bookkeeping, the 16 registers of a VAX or 68000 are
barely adequate and the situation on a 386 is hopeless. Modern RISC processors do much better in
this regard, and their three-operand instructions are also helpful.

Performance

The best way of assessing performance is to measure the results on complete “real” applica-
tions, not contrived benchmarks. This has not been done for these fast tests, for two reasons. The
first is that, for reasons to be discussed later, implementing a complete string-function library using
them is complex and time has not permitted it. The second is that real applications rarely depend
heavily on the string functions for performance, so using them to measure improved string functions
is problematic. Even Dhrystone, which is known to overemphasize string operations, is seldom dom-
inated by them. So simple benchmarks have been used.

Clearly, the best case for the fast tests is searching long strings with favorable alignment. The
memchr function is the epitome of this: only a single character need be found (as opposed to strchr
which must look for both the desired character and the terminating NUL), the length is provided so
one can tell whether the string is long enough to be worth the setup overheads, and it is typically
used to search entire buffers which are well-aligned.

A benchmark program was written using memchr to search a string for a character that was
found only at the very end. Some precautions were taken to try to avoid cache interference and
other problems, but the results necessarily have to be taken with a large grain of salt. Unix’s poor
timing facilities also caused difficulties, and the numbers that follow should not be considered to be
more precise than about +5%,

Two cases were chosen for benchmarking: looking for an “a” at the end of a 100-character
string, and looking for a NUL at the end of a 1000-character string. The former is arguably vaguely
realistic. The latter is close to best-case: a long string and a chance for special optimizations for
NUL (see below). Both of these tests used a word-aligned string containing no top-bit characters.
The speeds relative to the manufacturer’s memchr were:

System First Test Second Test Third Test
100’2’ | 1000 NuL | 100’2’ | 1000 NUL | 100’2’ | 1000 NUL
Sun 3/180
(68020) 24 4.0 22 4.0 2.1 3.6
SunOS 3.2
Sun 4/490
(SPARC) 19 2.6 1.8 25 20 2.7
SunOS 4.1.1
SGI 4D220
(R3000) 20 2.6 1.8 24 1.7 2.2
Irix 3.2

Less-formal tests on various other systems generally yielded similar results: improvement by a factor
of 2-3 on these cases.
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There were three notable exceptions to this overall picture. One was the Intel 386, notoriously
register-starved but with relatively good specialized string instructions. Another was some members
of the VAX family, marginal on registers and well-supplied with string support; there were sugges-
tions of some variation that might reflect differences in the implementation of the string instructions.
The last was the Cray XMP, which superficially looked like an extremely favorable case—adequate
registers, wide words, and notoriously poor character handling—but in fact has vectorized (!) string
functions that are provably optimal for the architecture. On all three of these, the word-at-a-time
memchr was somewhat slower than the system-library memchr.

On the other extreme, memchr looking for a NUL in an extremely long string on the Sun 3/180
approached a factor of 5 advantage. This is a fairly unrealistic case but serves to demonstrate that
we can actually get better than a factor of 4 on a processor whose words are 4 characters wide.

Preliminary tests on implementations of a few other string functions gave broadly similar
results.

Although nobody seems to have published good statistics on use of the string functions, there is
anecdotal evidence that most strings are relatively short. On short strings, the word-at-a-time tests
are crippled by startup overhead. They have to set up two or three times as many registers, and on
processors that are short of registers or with compilers that allocate them poorly, those registers will
have to be saved first and restored afterward. The crossover length, where the word-at-a-time ver-
sions start being faster, varies from 6-40 characters depending on the exact function, test, and pro-
cessor. Modern processors like the MIPS ones, with many registers and well-chosen register-
allocation conventions, have lower crossover lengths than the older processors like the 68020.

The startup time is worsened if the string(s) are not word-aligned. The penalty is surprisingly
large, sometimes doubling the crossover length. Here again there is a lack of solid numbers, but
informal studies suggest that many of the string functions are often used on unaligned operands.

Combinations And Variations

The word-at-a-time approach clearly is a mixed blessing, giving substantial performance advan-
tages in favorable circumstances but exacting a significant penalty in unfavorable ones. With several
variations of the basic tests, and assorted complications that may or may not occur, these functions
are obviously a good application for adaptive algorithms that vary their behavior to match the jobs
they are asked to do.

One easy adaptation that has already been alluded to is adaptation based on the character
being searched for. For one thing, a character with the top bit on clearly should use the second or
third test rather than the first one. A more subtle example is that NUL is a special case: exclusive-
oring with 0 is a no-op, so the exclusive-or operation can be eliminated completely for an optimized
NUL finder. (The 1000-character tests discussed earlier used such a variation.)

Adaptation based on the string can also be useful. A trivial example is that when the length is
known (e.g. in memchr), the setup overhead of the word-at-a-time algorithms can be avoided if the
string is too short to profit from them. Unfortunately, most of the string functions don’t provide the
length. At first glance, one could work around this by doing the first n characters using a character
algorithm and then switching to the word-at-a-time algorithm if the string is still going. Unfor-
tunately, doing even a small number of characters the slow way pushes the crossover-point length up
quite a bit: it takes a lot of string scanned a word at a time to make up for the slowness of starting
off a character at a time. Another nuisance is that unintelligent compilers often do their register
management mostly at function entry and exit time, so the adaptive routine has to pay the
save/restore penalty of the word-at-a-time algorithm regardless. That can be avoided by putting the
word-at-a-time code in an auxiliary function, but this adds call/return overhead that can be even
worse.
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A more significant example of adaptation based on the string is to try the first (fastest) test
with a fallback to the later ones if a significant number of false alarms appear. This has the potential
for considerable performance improvement in a world where all-ASCII strings are still common but
strings with top-bit characters are also appearing in increasing numbers. The prototype implementa-
tions tested used a simple approach to this;

while (first test doesn’t hit)
continue;

if (real hit)
go elsewhere

while (second test doesn’t hit)
continue;

if (real hit)
go elsewhere

while (third test doesn’t hit)
continue;

This achieves progressive fallback to slower but less false-alarm-prone algorithms without any over-
head to keep track of how the algorithms are doing. That is important: any bookkeeping overhead
can be very visible in performance. It might possibly be worth sampling the string to decide whether
the first test is even worth trying, but almost any unnecessary operations during startup hurt cross-
over length badly, compared to just letting the first test get its false alarm and fall through.

The fanciest form of adaptive algorithm, of course, is one that keeps a record of past behavior
to guide future decisions. A program’s past string usage is probably a better guide to its intentions
than an a priori guess. For example, it is not worth using the word-at-a-time algorithms at all in a
program that is doing a lot of small, unaligned string operations; the program will actually be faster
with character-at-a-time string operations.

Possibly the best approach is to remember whether the last few operations were all small, and
use character-at-a-time operations if they were. It will typically be better to err towards word-at-a-
time operations, since the time wasted by doing one long operation a character at a time will pay for
the startup overhead of many small operations done a word at a time.

The bookkeeping for history-based decisions can get complex. Different string functions may
well have different usage patterns. It is not unreasonable to guess that a search function like strchr
would typically have longer operands than strcat, for example. A detailed study of string-function
usage would be most helpful in deciding how much cleverness is worthwhile.

Ultimately, it would be desirable to package the word-at-a-time tests up so that user-written
code could exploit them. The string functions provide only a fairly limited set of operations, and
one often wants some variation that is best implemented with custom code. For example, if the goal
is to locate all occurrences of a given character in a block of text, rather than just the first one, the
overhead of repeated calls to memchr can be impossibly high, but doing the search a character at a
time is also relatively slow. Another example is Boyer-Moore and related string-search algorithms
[10], often dominated by their “skip loop”, which is essentially a specially optimized one-character
search. Unfortunately, the fast tests are difficult to package because they have a complex interface,
especially when backstops and fallback approaches are needed. Sophisticated compiler inlining fol-
lowed by global optimization may be the only real solution.

A Final Example

One may reasonably ask whether this is all worth the trouble. The answer is: ‘“sometimes”.
This paper ultimately grew out of a chance remark by a friend years ago: he observed that he some-
times still used a local variant of ed for simple jobs, because it started up so much faster than all the
screen editors. It did not seem to me that screen editors necessarily had to be slow, if one avoided
fundamental design errors like writing a multi-megabyte editor in an interpretive language.
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The result was an experimental prototype, a proof-of-principle for fast screen editors. Most of
its speed came from fairly orthodox performance engineering [6]; studying bottlenecks, eliminating
unnecessary operations, making the typical case fast. Its temporary file was initialized to an exact
copy of the input file, avoiding any time-wasting reorganization of the text. After careful implemen-
tation of various components, a major bottleneck appeared in scanning a block of input text for new-
lines.

If one accepts false alarms on any top-bit character and any ASCII character below newline,
the following does one less operation per loop than any of the more general tests:

word - W(’\n’+1) & W(0x80)

The only ASCII character below newline that is used with any frequency is tab, and even for C pro-
grams making heavy use of tabs for formatting, this specialized test is fastest if false-alarm handling
is efficient. To avoid ruinous call overhead, this test was incorporated into a carefully-tuned routine
that found all newlines in a block. This nearly doubled the speed of input processing.

The resulting screen-editor prototype starts up, on a large input file, in roughly 1/3 the startup
time of ed. This is an order of magnitude faster than typical screen editors. Here, the cost of string
operations very definitely matters.

Conclusion

No algorithm should be considered fastest unless it is exploiting the full parallelism of the
hardware, and even seemingly-sequential algorithms like the string functions can benefit consider-
ably from full use of machine data paths. Implementors need to be careful about overheads, how-
ever, and adaptive algorithms are often appropriate to cope with varying usage patterns.
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Availability

This effort was aimed at producing a reimplementation of the ANSI C string library using
word-at-a-time operations, but the need for in-depth study of string-function usage and careful con-
struction of non-trivial adaptive algorithms has made this impossible (due to time constraints and
changes of priorities). The existing code—test harnesses and prototype implementations of some of
the functions—will be made available for anonymous FTP on zoo.toronto.edu.

The screen-editor prototype is a laboratory demonstration only and is unsuited to real use. It
is not available at this time.
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A History of the COSNIX Operating System : Assembly
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Abstract

From 1971 until July, 1991 a variant of the assembly language version of the Unix operat-
ing system (Unix-A) was used to run a transaction processing system called COSMOS (Com-
puter System for Mainframe Operations) in the Regional Bell Operating Companies. At one
time about seven hundred such systems were running on PDP 11//45 and PDP 11/70 computers.
This talk describes the history and development of that Unix operating system variant, called
COSNIX, and explains some of the reasons for its success. Ihope, also, that it gives a feeling of
the challenges involved in producing a viable system during the days when computing resources
were much more severely limited than they are today.

1. In the Beginning

In 1971 Ken and Dennis (yes, that Ken and Dennis) came to our computer room in Whippany, N.J. to install
an assembly language Unix system on our PDP 11/20. From this came an operating system called COSNIX, which
supported a transaction system called COSMOS (Computer System for Mainframe Operations) [1] which at one
time ran on about seven hundred PDP 11/70 and 11/45 systems. (COSMOS was used to keep an inventory of the
equipment in a telephone central office and to assign facilities for new service requests. Items assigned included
telephone numbers and switching equipment. Connectivity information for active telephone circuits was also kept.)
COSMOS was the first transaction processing system which was Unix based. It was the first system to add a tradi-
tional database file system to Unix. Amazingly, the system was in use in the Regional Bell Operating companies
from 1972 until July, 1991.

In this talk I give some of the history of the system and discuss what went right, what went wrong, and what
might still be relevant to designing a system in the last decade of the twentieth century. Return with us to the bad
old days of computing to see that it was really possible to do useful work with a 24K byte operating system (includ-
ing buffers).

First, I will describe the system’s history up until 1977 (when I left the project). After that time, new demands
were made upon the system; the history of the hardware and software changes after 1977 will be discussed in a sepa-
rate section.

2. The Hardware Environment

Much of this will be impossible for those born after the Eisenhower administration to believe, but it is true.
The systems deployed in the field were PDP 11/45 and 11/70 computers. The much faster 11/70 was a perhaps
one-half MIP machine. They had from 128K to 248K bytes of core memory. The memory cycle time was 1.4
microseconds. (The raw memory cycle was 900 ns; measured through the UNIBUS it was about 1.4 microseconds.)
There was also a memory management unit that allowed eight variable sized pages (64 bytes to 8K bytes per page)
for each of three separate address spaces (kemel, supervisor and user). The 11/70 also had a 2K byte, two-way set-
associative cache with a 4 byte (2 word) block size. The cache had a 300 ns cycle time. We retrofitted an outside
vendor’s cache to our 11/45 systems. Moving head disks were the size of washing machines and from 20 to 40
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Megabytes each. They had an average access time of around fifty milliseconds. A fixed head disk with a total
capacity of one half megabyte was also included. The boot ROM was 32 16-bit words of diodes, which one pro-
grammed with cutting pliers a bit at a time. In 31 words we had both a boot from disk and from nine-track magnetic
tape. There were up to 48 lines of data multiplexors and a 110 baud or 300 baud console terminal. Two nine-track
800 bpi (later 1600 bpi) magnetic tape drives were also included, as were a high speed (300 character/second) paper
tape reader and a 300 line per minute line printer. The hardware cost around $200,000 in 1971. (The majority of the
total cost of the transaction system was in generating the database, not in purchasing the hardware.)

3. The Software Environment

As mentioned above, the operating system was only 24K bytes. This included input line buffers for the termi-
nals, a 255 character linked list for all character devices and about a dozen 512 byte buffers for disk and tape blocks,
and space for the system stack. (All of the block I/O was in 512 byte increments.) User processes were limited to
32K bytes. Unix files were limited to 64K bytes. Instruction and data spaces were mapped together, which allowed
self modifying code. The operating system mapped completely over the user space to facilitate data movement from
user to kernel space and vice versa. (That is, four kernel memory segmentation registers were used to map the ker-
nel addresses from 24K through 56K to the same physical memory locations as the currently running user’s
addresses space of 0 to 32K. This allowed the operating system, which was run in kernel mode, to use move instruc-
tions instead of move to/from previous space instructions to pass data to (or get data from) the user’s address space.)
From a user point of view, though, except for the size limitations, the system appeared remarkably like it is today.

Such systems supported about 40 users running a few thousand transactions per hour.

It should be emphasized that both software development and the transaction system used the same operating
system. Transaction users were constrained by a restrictive shell and a per login name scheme for program execu-
tion permission. These restrictions were necessary from an operational point of view. They were also, as we shall
see later, taken advantage of in promoting improved performance.

4. Building the System

We faced three classes of problems when building COSNIX from the assembly language Unix system base.
First, we had to add features to Unix, such as a directly accessible system of large database files. Second, we needed
to correct a number of small Unix system bugs in order to build a reliable system for the naive users we had. Third,
we needed to make the system run faster to avoid having cobwebs grow on our users while they waited for a
response.

4.1, Additional Features

The database system was designed to be a purely ASCII file system with chained records representing tele-
phone circuits. The records were of fixed block size for each file. An index was kept in main memory to make any
record directly accessible. ASCII files were used to make it simple to peruse and edit all files without the need for
database specific tools.

All database writes and the start and end of each transaction were recorded on a log tape. This allowed for
recovery of the database to a consistent state in the event of a system failure,

A system call was added to allow the system to be taken down gracefully. The dry system call set a bit in the
system if it was to be taken down.” The restricted shell of the transaction users refused to start a new transaction if
this bit was set. Thus transactions were allowed to complete and the system was taken down when it was quiescent.

The stay system call allowed the user’s program to run for up to one more time slice. It was used as a very
simple way of implementing exclusive data base access. A single time slice was ample for exclusive data base
access and it was enormously simpler than any of the common schemes for allowing exclusivity. (Stern warnings
were given never to call stay in a loop.)

Other necessary system changes included supporting more than two user partitions (more than 88K bytes of
memory), more than one tape drive, and a 16-line data multiplexor (eventually up to three of these).

* The name dry comes from the fact that it dried up the input stream.
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4.2. Bug Fixes

The types of system bugs most frequently encountered were improperly protected segments that caused code
to be reentered which wasn’t reenterable and improperly saved registers for some paths through the system. These
resulted either in processes mysteriously disappearing or in the system crashing altogether. For example, killing a
program which was rewinding a magnetic tape resulted in a system crash. This was a register reuse problem. Some-
times interrupting a process caused one’s shell to die; this was traced to improperly reentered code. (It was the
wakeup routine that was reentered improperly.)

Many bugs were fixed before the system ever entered use by the operating companies, and a number were
fixed after that. Within about a year of entering the field, the operating system was apparently bug free. That is,
when the system crashed it was always found to be either a power failure or a hardware failure; the code may not
have been completely bug free, but at least in the mode the system was used it appeared to be so. Even in the devel-
opment environment the system appeared to be bug free. Our 11/70 development system ran for more than one year
without a crash. All crashes were, in fact, hardware failures.

4.3. Performance Improvements

Even with the bug fixes and the necessary changes for a transaction processing system, we found ourselves in
major difficulty. The system was depressingly slow. Despite the fact that all of the transactions were written using
a threaded code FORTRAN compiler, the dominant amount of time was spent waiting for disk, with system time
also exceeding user time. This is not really too surprising considering that we had to load programs, read database
files, and write scratch files so that a series of overlaid processes could collectively process a transaction. (Remem-
ber that user processes were only 32 K bytes.) Essentially all our effort was spent in reducing the actual number of
disk accesses and in making those that did occur as fast as possible. Compared to a minimally changed system, we
eventually developed a system more than twenty times as fast. (There were a few changes speeding the execution of
system code, but these, in the end, were of only small consequence.) It should be noted that the 16-bit address space
was probably the cause of about half of the disk activity (reading and writing the scratch files used to connect pro-
grams), but 32-bit machines were too expensive in 1971 to make them a reasonable choice for our system.

The earliest changes we made to the system to speed it up were to map logically sequential blocks to physi-
cally non-sequential blocks; that is, to produce a gapped file. This gave enough time to schedule the read of consec-
utive blocks before the disk head passed by them. The blocks were laid out alternately. The database files also used
a non-consecutive block scheme. The gaps for the database files were determined experimentally and differed
among files. Also, Unix files had a forced read ahead of one block applied to them. An exception was made for
executable files: Since executable files were always read as a whole when they were being loaded for execution, they
were laid out physically contiguously so that a single large read was done to the appropriate point in main memory.
Such files were marked as contiguous in their inodes. System buffers were bypassed for execution. We could still
load and execute non-contiguous files, and this was the rormal case in the development environment. Swapping
was changed to the moving head disk from the fixed head, since for typical processes the higher transfer rate of the
moving head disk more than offset the added seek time. Most systems in the field had no fixed head disk.

System buffers were another area for consideration. One of the few changes that affected disk use indirectly
involved the clist. (The clist was a linked list of character buffers for all slow-speed devices. It was a total of 255
characters when we received the system.) We mapped the clist to a separate page of memory and we changed its
total size to 2732 characters. This added two disk buffers to the system, and more importantly meant that we could
change the high and low water marks so that programs would not be swapped as often. (Text, data and bss totaled
24K bytes; thus freeing up the clist space allowed space for two more disk buffers within the 24K byte constraint.)
(The high water mark for character I/O is the number of characters queued by a particular process for output on the
clist that causes the process to be suspended. The process is rescheduled for running once the clist has been drained
to fewer than the low water mark number of characters for that process.) Further, we made the low water mark equal
to the high water mark minus one if there was only one runnable process in the system. This prevented any extra
enforced idling of the one runnable process and so got it finished as soon as possible. The clist tended to fill quite
easily (as most of the terminals were only 110 or 300 bps), and thus the clist’s drain seem perpetually clogged.

In order to optimize buffer use further a separate buffer cache for inodes was kept. Thus we did not waste
whole disk buffers for only one or two frequently used inodes.

The user processes were enlarged with a nearly trivial change. The threaded code depended on a large number
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of pure code routines. These were mapped into a FORTRAN page which was accessible in user space for all users
but not by the kernel except, of course, for loading the page initially. Thus, a user process could grow to 40K, and
8K of that had to be loaded only at system initialization time. This cut down on the number of overlays required for
many transactions. Recall that transactions were always a series of user processes which overlaid each other and
which passed data via scratch files. (Processes either did a fork and exec or just an exec. ) From about two to twenty
processes constituted a transaction.

Directory searching was the next area to optimize. Users of the COSMOS system were confined to a single
(common) directory which contained all of their executable files and scratch files. The search to find scratch files
and to delete them meant going through a directory with several hundred files. The solution was to have a user’s
working directory as before and a user’s executable directory. For system developers, who used the regular (Ritchie)
shell, they were the same directory. Transaction users had a restricted shell and their working and executable direc-
tories were distinct. (The shell set the executable directory as distinct, and its children inherited the executable
directory.) This simple change of about a dozen instructions sped individual transactions by a factor of two to ten.
We next paid careful attention to directory ordering. By checking usage frequency on the database logging magnetic
tape, we ordered transactions so that more than 99 percent were in the first block of the directory of the transaction
executable files. The first three entries covered more than half the processes executed.

Finally, we paid careful attention to the physical layout of the files corresponding to the directories. A gap
was left between the inodes and the executable files for the scratch files, for example. Frequently used executable
files were placed closest to the inodes. To the extent possible, database files were placed to minimize seek time.
That is, files often used in sequence were placed next to one another; files used frequently were placed closer to the
middle cylinder than those used less frequently. Systems running on PDP 11/45s with 50 millisecond (average)
access time disks regularly did more than 200,000 physical disk I/Os per hour, or one disk transfer every 18 millisec-
onds on average.

S. System Changes Since 1977

‘The previous portions of this paper described system changes made through about 1977, when the author
stopped working on COSNIX. A new and rather more stringent set of demands was placed on the system after that
time. The system was required to interface to two different networks, the forty-eight terminal limit was increased to
ninety-six, and adequate response time was still required while running on a PDP 11/70. (A few of the smaller sys-
tems remained running on PDP 11/45s until the mid 1980°s.) The operating system source was identical for 11/45s
and 11/70s, and for different hardware configurations; conditional assembly was used to generate the specific
machine code needed.

Additional hardware and substantial system changes were used to accomplish these goals.

The first of the network connections was a multiplexed connection to a Datakit Virtual Circuit Switch (VCS)
which can connect up to 96 terminals to the system. (The system, in practice, was only sufficiently responsive for
about eighty users.) The other network connection was to a system called the *‘work manager’’, which distributed
service order information within the telephone company. In addition to the device drivers for the network connec-
tions, the work manager connection resulted in a somewhat more elaborate system of priority queues within the
operating system,

The hardware changes included the necessary equipment for the network connections and additional data mul-
tiplexors. In addition, system main memories were usually increased to half a megabyte (typical), though some sys-
tems were given a full complement of main memory (3.75 megabytes). (Not all systems had their main memories
increased. The increased memory became economically possible because solid state memories (DRAMS) became
inexpensive relative to core memories.) Also, a 4-16 megabyte solid state disk was added to many of the systems
that needed increased performance.

Most of the performance improvements continued the theme of using the disk as little as possible. The same
system, it should be emphasized, continued to be used for both development and for transaction processing.
Restricted shells and dedicated directories allowed for some software speed hacks which will be covered in more
detail below.

While it was possible to use the large main memory mainly for adding more user processes, this was not found
to be a very effective use. If there were n user partitions (the user partitions were of fixed size), the system would
not swap if there were n or fewer active processes. The system would start to swap at n+1 processes: Each partition
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would swap in rotation, assuming that no process ran to completion in a time slice. At that point the system would
have been just as effective if it had had only a single user partition. Effective main memory use tries to speed each
process so that each completes quickly and thus there are relatively few active processes in the system at a time.

The system code was expanded from about 12K bytes to about 22K bytes during this period. Buffer space,
including disk buffer space, was mapped dynamically when the system referenced it. (The clist had been mapped
dynamically for a number of years.) The number of disk buffers grew from about a dozen to more than 100. The
disk buffers were subdivided into three categories. (Disk, as always, means high speed device including disk, solid
state disk and magnetic tape.) About 15 of the buffers were used to keep the first directory blocks read, permanently
in main memory. The actual number of blocks was a system generation parameter. When the system was booted, a
chosen set of directory blocks were the first 15 (or whatever the parameter was set to) accessed. No more than about
30 percent (a system generation parameter) of the blocks were usable for the solid state disk. This limit was
imposed so that the mechanical disks would have a good sized cache even though the solid state disks contained the
most frequently used files. The solid state disk’s access and transfer times were sufficiently fast that caching pro-
vided only a modest speedup; for a mechanical disk the speedup is about a factor of one thousand.

The solid state disk (ak.a. the Megaram) had an access time of 53 microseconds. Its transfer rate was more
than a megabyte/second. The solid state disks were used to store the swapped processes, the temporary files used to
pass data among processes involved in a transaction, the object code of the more frequently run transactions and
some of the smaller, but more frequently used, database files. It was also possible to store just the beginning of a
database file. (The beginning of some database files contained frequently used index information.) Some user com-
mand files (shell scripts) were stored on the solid state disk as well. The area used for each of the above types of
information, as well as the specific transactions and database files stored, were tunable parameters for each installa-
tion. Actual (mechanical) disk access was thus confined to infrequently run transaction object code fetches and
some database file manipulation.

Database writes to the solid state disk were copied to the magnetic disk as well. This was also true for com-
mand files (shell scripts), but this was not true for the temporary files used by transactions (since they were truly
temporary and did not have to survive any sort of service interruption).” This trick for transaction temporary files is
an example of how transaction users and developers were treated differently by the same system because of the dif-
ferent shells they used and the different directories employed for temporary files.

Another example of different treatment of transaction users and developers was in how inodes for temporary
files were treated. Since the temporary files were truly temporary and didn’t exist beyond the end of a transaction, a
pool of inodes was kept in main memory for the transaction temporary files. They were never written to disk; the
pool was of constant size, with inodes being reused by successive transactions. Regular inodes were flushed periodi-
cally to disk if they had been modified.

Another trick peculiar to transaction users was that temporary file names were created by concatenating a
name known to the process with the user’s tty number, rather than by using the creat system call to find a unique
identifier. This was possible because the restricted shell for transaction users did not allow multiple simultaneous
transactions.

Directory searching was made faster by doing full block reads of directories rather than by doing a series of

reads each the size of an individual directory entry. (Each entry was 10 bytes; file names were eight characters and
two bytes were used for the inode number.)

Database directories were kept entirely in main memory. A combined fork , exec and wait system call was
implemented to make transactions using that sequence faster. The FORTRAN compiler was changed to produce
more compact and faster code. Compact code allowed for smaller transactioris and fewer processes per transaction.
The ‘‘FORTRAN page’’ (where pure code which was usable by all processes was kept) was increased from 8K
bytes to 24K bytes. This meant user processes could be up to 56K bytes.

* Database updates and the start and stop of each transaction were logged on magnetic tape. Thus a crashed system could have its
database restored to a point of the last completed transactions and all transactions which were in progress at the time of the interrup-
tion could be restarted.
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6. Comparisons With Recent Work

Nearly all methods for optimizing disk use are based on one of the following four ideas: avoid disk use alto-
gether by caching; optimize sequential reads by synchronizing rotational delay to the time required to schedule a
read- ahead (that is, alternating physical blocks are logically sequential); optimize transfers by moving large blocks;
optimize seek time by clustering frequently used files. COSNIX used all of these schemes. All but the caching were
static because the file system itself was static except for scratch files and a few command files. (This was not true in
the development environment, but we didn’t care about optimizing the file system there.) The iPCRESS [2] file sys-
tem used the same sort of optimization scheme for file positioning that we did except for the fact that our buckets
each contained one file. The file system work described for speeding a SUN implemented NFS [3] used the same
alternating block scheme and read ahead that we used, (Using alternating blocks for disks with internal track buffers
is, of course, counterproductive.) and tried to produce larger contiguous segments dynamically where possible. We
produced large contiguous segments only for executable files for reasons of space. (Our entire operating system was
smaller than one of their segments.) We had a problem analogous to the one of large sequential reads flushing out
virtual memory pages, in that large sequential database reads could flush the entire cache. We solved it by having
three separate categories of cache blocks only one of which would likely be subject to large sequential reads. The
SUNOS solution was quite different; it adjusted the order of replacement in the disk cache from LRU when sequen-
tial file reading was done. We loaded executable files directly to their user partition; this also helped prevent flush-
ing the cache.

7. Conclusions About Development (No Philosophy Yet)

The fundamental conclusion is that by careful measurement and tuning we" were able to provide quite good
service on a machine that is two orders of magnitude slower and has two orders of magnitude less memory than a
modem workstation, The operating system was more than an order of magnitude smaller as well. (The research
V10 Unix system uses about 160K bytes of memory for text plus data when running on a VAX; on a SPARC work-
station the (SUN) operating system uses about 1.1 Mbytes of memory for text plus data.) Simple inquiries were
processed in less than one second.

We learned lots of lessons in doing this development. First, one must measure everything in both the labora-
tory and in the field. Field measurements were based on the database logging tapes and on counters inserted in the
system. Laboratory measurements were done with a combination of synthetic loads and scripts of real commands.
A fixed database was used at the start of each script so that variations in the database would not affect performance
and to allow for regression testing. The actual use of the system was quite different from what was expected. More
than ten times as many inquiries were run than expected. Not too surprisingly, use grew as the system became more
responsive. Organizations that were not intended to use the system found it useful. A major mistake was measuring
only a few parameters at a time, though this was done mostly for reasons of limited space.

Also, one must play hunches a little bit, even with measurements. For example, adding alternating blocks
actually made the system a bit slower; adding read ahead made the system a bit faster, but the combination of the
two sped disk reads up by a large factor. We would have rejected alternating blocks had we not guessed at its poten-
tial and relied purely on a measurement. Some improvements also tend to negate previous ones, of course. Reading
executable files with a single read eliminated much of the improvement of the alternate block and read ahead
schemes.

We found that the purely ASCII database was the right way to go despite a small space and computational
penalty. (The ASCII data base required converting record numbers it contained from ASCII to binary. The record
numbers would have taken less space had they been stored as binary.)

In a modern 32-bit system with lots of memory for a disk cache and a high speed processor, much of the care-
ful management of buffers would result in relatively small gains. In a database system, though, it is relatively easy
for transactions that march through a large portion of the database to flush a disk cache. It may be prudent to have
some cache reserved for purposes other than database use. On the other hand disk speeds have improved much less
rapidly than processor speeds (only about a factor of two in access times) and so disk cache misses are relatively
more expensive. Thus, the careful attention to disk layout is relatively more important today than before. Certainly

* There were never more than two people working on the COSNIX operating system. It was always a part time task, with other sys-
tem programming and field support being our primary jobs.
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the directory ordering and separate working and executable file directories would still make a difference in perfor-
mance and both are easy to do.

We found that the best uses of main memory were for locking in frequently used read-only data and for main-
taining caches. Adding more partitions for user programs was of limited utility. In a contemporary system imple-
mentation one would probably keep all of the pure code for most of the transactions in main memory in addition to
the sort of things that we did. The material which was kept on the solid state disk would also almost certainly reside
in main memory in high performance implementations.

The choice of FORTRAN as a language would be silly today. It was the only portable language supported at
the time the project was started and the programming staff were all fluent in it. It probably would have been wise to
have rewritten some of the more frequently run programs in C for space efficiency, but bug fixes and feature addi-
tions always seemed to come first. The system was designed B.C. (Before C). The transactions were eventually
rewritten in RATFOR (FORTRAN with C- like control statements). The RATFOR was machine-translated to C.
This machine translated C was what was then maintained as transaction source code.”

Now COSMOS is run on a model 200E or 300E Amdahl mainframes running Amdahl’s Unix system. Each
machine has 2 CPU’s, 8 front-end-processors and 256Mbytes of memory. They each replace about 50 PDP 11/70s.
If one normalizes by the number of machines it replaces the Amdahl has more than twice the processing power and
about five times as much main memory.

Finally, the relentless rooting out of every bug proved to be a great benefit in maintaining the systems in the
field. We achieved sufficient credibility in the correctness of the system that hardware/software finger-pointing
problems were avoided. Once we had more than a dozen systems, it became easy to identify the relationship among
nearly all hardware faults and their effect on the system. The system became the diagnostic of first resort. Looking
at a system hang or a crash usually pointed straight to the hardware fault (for someone knowledgeable in the sys-
tem).

8. Philosophical Implications for System Design

In this section I will argue for the return to smaller, simpler systems from several different points of view.
Even if one isn’t prepared to give up any of the features of current systems, one should at least understand that there
is a large performance penalty associated with using them relative to the simpler systems for most activities. This is
especially true if the simple systems are tuned for a particular job. Performance penalties of a too-fully-featured sys-
tem can easily be an order of magnitude, or more. (See the MULTICS example below. There are many others.)
Correctness is also likely to suffer.

It is important to look at the current state of systems compared with what was done twenty years ago. New
systems are generally much more complex and somewhat more capable. The question is what price we pay for these
added capabilitics. Much the same situation occurred in processor design. It became possible to design complex
instruction sets which seemed to add lots of capabilities to the instruction sets of early computers which were,
because of the technology of the time, necessarily RISC machines. The VAX was a prime example of an overly
complex instruction set. The added capabilities were largely unused and came at a high cost in performance poten-
tial. The trend is, of course, back to RISC machines. Perhaps systems should fall into this mode as well. Modern
computers would offer extremely high performance if currently used systems were much simpler.

Much of the problem with modern software has to do with the sociology of development. Designers are
rewarded for adding features. There is a reward for generality. Features that are used, even by a handful of people,
remain forever. No rewards are given for rewriting, for removing features, or even for carcful coding or perfor-
mance measurement. The progress of hardware technology covers any added inefficiencies and general purpose sys-
tems, like reptiles, grow throughout their lives.

For systems that are dedicated to a specific task, as COSNIX was, the reward structure is quite different than
for general purpose systems. Feature addition is confined to that which is useful. Although it isn’t easy, some fea-
tures are removed. Technology can cover the cost of extra features only if hardware is updated at all sites, which is
usually an expensive proposition. If features do slow a system substantially, the same users who asked for them are
perfectly capable of complaining about their performance cost. There is a constant incentive to clean up, rewrite and

+ This is, I know, a desperate act. It wasn’t my idea. I had left the project by the time this work was done. It apparently was suc-
cessful, though I assume that major rewrites by humans eventually cleaned things up.

USENIX — Winter 92 435



A History of the COSNIX ... Kaplan

generally do things better. Many of the features are not really changes in capability, but are strictly performance
improvements. There are no rewards for features for their own sake; everything needs a defined purpose up front.

None of this is to say that modern system design is totally wrong. Use of high level languages in system
design seems only reasonable these days. It likely leads to many fewer mistakes per unit of code than assembly lan-
guage programming, though complex languages (such as ADA) may be exceptions. The problem is that systems are
at least as buggy as many years ago because they are so large. Performance suffers more than one would think. Fea-
tures like virtual memory are very expensive to implement and are needed only by the very largest programs. Each
memory reference is slowed by the need for mapping, and caches are also complicated. Today main memories are
so big that systems could again do very well without virtual memory. (Years ago main memories were so small that
virtual memory systems performed horribly because of excess paging and so were not used very much.)

Bloat in systems such as X windows and most Unix systems is likely a result of the above sociological phe-
nomena as well as the systems being a training ground for student programmers. (A small contribution to increased
size comes from the use of intelligent peripherals which require substantially more code than the previous generation
of dumb peripherals.) I suppose their supporters call such systems ‘‘feature rich”’ and ‘‘ambitious’’ rather than
bloated, but they seem to be disproportionately sized by any measure. Such phenomena are hardly new, however.
MULTICS [4-6] was the logical predecessor of the Unix system, but was not nearly as successful. It tried to do too
.much, for its time. Basically it had all the features of early Unix systems plus virtual memory, automatic file migra-
tion and automatic file backup. Further, the entire file system was part of the virtual address space. The system
used about 30K 36-bit words of program space and about 36K words of buffer space. It was written in PL/I except
for portions that had to be written in assembly language. Assembly language Unix used at that time about 12K bytes
of code space and 12K bytes of buffer space. MULTICS ran on a dual processor GE 645 computer with 384K words
of main storage; Unix ran on a PDP11/20 with 28K words (16 bit) of main storage or a PDP11/45 with up to 44K
words. MULTICS initially performed quite poorly. In 1969 it supported about 3 users [7]. By 1972 it supported
about 55 users. In order o do this several key sections written in PL/I had to be rewritten in assembly language.
Some of the features that were more expensive were also dropped [6]. Thompson and Ritchie took the elegant fea-
tures of MULTICS, left out the hard or expensive to implement stuff, and made a capable and tiny system. In short,
by careful choice of what to implement and by well written assembly language coding, the Unix system provided
most of the functionality of MULTICS at less than one-tenth the cost in both hardware and software. The relative
development costs were even greater: The Unix-A operating system was developed in about 1 man-year [8]; the
MULTICS operating system required about 100 man-years [6-7].

Small systems may be their own reward. Small systems are faster, easier to understand and more easily port-
able, though language plays a role in portability. They will run on small machines, such as palm top computers.
While memory is about 10,000 times less expensive today than when COSNIX was started, it still makes little sense
to be profligate in systems that run on millions or even tens of millions of machines. Perhaps this explains why
MS/DOS is still more popular than Unix in the PC market. MS/DOS is much less capable, but it is substantially
smaller. If one could save half a megabyte in each PC, that would amount to saving 30 terabytes of memory - more
than a billion dollars (at $40/megabyte)! In this sense, memory is far from free.

Another virtue of small systems is that they are normally conceived of and written by a small group of people
(in the best case just one person). This can result in a system that has a clean structure and a clear point of view. If
developed by the same people who conceived it, little is lost in the translation between specification and code. On
the other hand, designs which result from the harmonious operation of large committees are likely to produce discor-
dant code. (Look at any international standard that was produced by a committee before there was an implementa-
tion, if you don’t believe the previous sentence.)

I hesitate to talk about cars in NORTHERN California, but allow me an analogy. We used to have systems
like MGs. They were perhaps crude by comparison to today’s technology, but they performed well for their time.
Somehow we have managed to develop systems like the Cadillacs of the 60’s, with lots of chrome and giant tail fins.
Maybe what we need is a Miata with modern technology, but some of the old virtues.
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Creating MANs using LAN Technology:
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Abstract

Commercially available, off-the-shelf internetworking products provide good mechanisms for the creation of
limited-throughput metropolitan and wide area networks. However, for many applications either the
throughput obtained from T1 or slower communication circuits is inadequate, or the expense of obtaining
high throughput using multiple T1 or whole DS-3 circuits is prohibitive. .

Proposed service offerings such as 802.6, SMDS, frame relay, or SONET promise adequate speed
metropolitan area network connectivity at a reasonable price. Today these services are not available, or
where they are available are limited to T1 speeds.

Metropolitan Fiber Systems owns over 17,000 miles of fiber optic cable in 12 cities. Most of this capacity
is currently devoted to providing leased T1 and DS-3 circuits, and a significant portion of those circuits are
for data transmission. This provided a unique opportunity to address the question of how to provide LAN
speed connectivity in and between metropolitan areas using commercially available products.

This paper discusses the development of the very high speed MAN connectivity service offerings based on
FDDI provided by MFS.

1. Introduction

Recent studies [1] indicate that the number of local area networks in service is increasing at about 17% per
year, and that over the next few years almost all of them will be connected to LANSs at sites other the one at
which they are located. With this growth comes increased client-server computing, and generally increased
requirements for information sharing. Of course, it is expected that these increases will stimulate further
growth and start an ever-increasing spiral.

Those of us who have experienced the explosive growth of TCP/IP-based internetworking and distributed
computing systems built on UNIX over the past decade find little surprise in these trends. Further, we bring
a great deal of experience and common wisdom to bear on the question of how best to build such
interconnection. However, our experience to date is based on technology and paradigms which are
fundamentally limited.

It is difficult to construct networks larger than a single LAN without sacrificing performance. Currently,
standard leased telephone circuits are widely used in the construction of internetworks. However, due to the
architecture of the North American telephony system, these circuits only come in capacities which reflect
the need of the telephone companies to build modular switched voice circuit networks, such as 64kb/s (DS-
0), 1.544 Mb/s (DS-1 or T1), and 45 Mb/s (DS-3). There are no services which provide native LAN data
rates.

Further, the tariff structures for these leased circuits are based on a number of different mileage sensitive
components, and can involve service provision from multiple carriers to achieve connectivity. The end
result of this is that any leased service is expensive, and that the faster the service is, the more expensive it
gets. Regardless of their connectivity requirements most institutions can only afford T1 service, which at
best provides 15% the capacity of an Ethernet. As a result, metropolitan and wide area networks constructed
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from leased telephone circuits provide only limited throughput, which limits the functions that may be
performed between remote networks.

A substantial amount of research has been undertaken which focuses on how to live with these restrictions.
While many of these projects have borne interesting fruit, none have provided solutions for all of the
problems arising from the much slower remote network links.

At the same time, the telephone companies and their vendors have been working towards the development
and acceptance of high-functionality switching systems. These systems, such as SONET and SMDS, are
designed to provide services more attuned to the construction of internetworks, but in a manner which
integrates into the existing telephony architecture. The number of participants involved and the magnitude
of the task have delayed the introduction of these services, probably well into the mid-90’s.

2. Background for this project

Despite the aforementioned difficulties, there are people who believe that it is both possible and desirable to
have native LAN speed networking to remote sites today. For some, these reasons center around improved
productivity [2,3]; for others, a refusal to accept degraded performance for any reason. Regardless of
motivation, for anyone desiring full speed LAN to LAN connectivity outside of a campus there are few
commercially available solutions, and all of them are expensive. These solutions include using

* dedicated fiber optic pathways, either privately constructed or using leased dark fiber
* time-division multiplexing hardware to extract 10 Mb/s of bandwidth from a full 45

Mb/s DS-3 circuit (and potentially doing something else with the “leftover” 35 Mb/s in
the DS-3)

dedicated DS-3 circuit with LAN to LAN routers (and potentially wasting the surplus
capacity)

+ multiple T1s, across which data are striped to achieve higher throughput

All of these solutions require a substantial network engineering effort to deploy. All of them involve
significant recurring monthly expenses to maintain the service. All of them require extensive on-going
network support and management. For most companies, the aggregate expense prohibits deploying such
networks.

2.1. Why MFS?

Metropolitan Fiber Systems is a nationwide company which provides competitive access in the leased
circuit market in 12 cities. Their hallmark is flexible and reliable service, with diverse routing of their fiber
optic network and dedicated points-of-presence (POPs) in the buildings which they serve. They have many
thousands of miles of fiber optic cable in the ground, and are well capitalized on an all equity, no debt,
basis.

Their primary business is in selling dedicated access from customers to long distance providers. They also
provide leased lines between any points in their networks, such as between long distance carriers or between
multiple customer sites. The latter resulted in a number of requests for dark fiber or multiple T1 circuits
between customer sites. On investigation, MFS discovered that many customers were trying to construct
their own native LAN speed networks, and deduced that there was a latent market for a service offering.

As MFS already had the embedded fiber optic network and dedicated POPs, they decided to investigate
whether or not it might be possible to develop a standard product which provided native LAN speed
connectivity. As the bulk of these customer requests were coming from their Houston operation, the
investigation was to begin there under the direction of F. Scott Yeager.
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2.2, Why now?

Given that SONET and SMDS are going to be available Real Soon Now, it seems obvious to ask why one
might bother with a “non-standard” solution. The answer to such questions is simply that SONET and
SMDS remain possibilities, but not real solutions. Despite claims of availability, it is unclear when these
services will be available at native LAN speeds. It is difficult to become excited about promised next day
service in a nanosecond world [4).

Some market analysis was undertaken which indicated that a new service would be widely accepted if full
native LAN rate connections were available at prices which approximated those of T1 circuits. Given that it
had to be understood how to provide this service prior to understanding how it might be priced, Yeager was
given authorization to proceed with the project.

2.3. Why Houston?

Houston is a unique place in many respects. First, there are eleven supercomputers in the area and a very
large number of mini-supercomputers and massively parallel systems. Computation at this level implicitly
brings with it large volumes of data, and potential requirements for networks capable of moving such data
in real time.

Second, greater metropolitan Houston covers approximately 5000 square miles. From NASA’s Johnson
Space Center in the Clear Lake area to the technology park around the Houston Advanced Research Center
in The Woodlands is approximately 75 miles as the crow flies, and substantially longer as the bit flows.
Further, almost this entire area is governed by the City of Houston, instead of many different townships.
The result is that the political and regulatory aspects are significantly streamlined.

Third, Houston does not truly have a central business district. Rather there are a number of areas, each of
which has a large concentration of high-rise office buildings. Additionally, there are a number of technology
and industrial parks, each of which typically attracts some business unit from enterprises who have
principal offices in another area of town. The result is that many of the larger businesses have significant
business operations in several different locations around town.

This distribution of computing equipment and users across a very large area, all under the same municipal
authority, was a perfect test bed for constructing a large metropolitan area network. Further, a number of
high capacity computation users presented the same problems over and over again: how can I get my data
from one set of my offices to another at reasonable speed and at a price I can afford?

Discussions began around this topic in early 1991 with the formation of a steering committee formed of
potential users of such services, and technical experts from the academic community and consulting firms.
Several months of discussion followed, and in April, Technology Transfer Associates was contracted to
work with MFS engineering staff in performing the necessary research and development to provide a
solution, and the actual implementation of the network.

2.4. Goals

From the outset, it was clear that there were conflicting issues afoot. The steering committee, formed of
potential users, wanted high-speed connectivity with complete reliability, redundancy, and security. They
also wanted to not pay more than current prices for T1 circuits, since their budgets were typically sized for
T1s. On the other hand, MFS wanted the high-speed network service to be a true product, not a custom
network engineering exercise, which brought with it a whole host of internal requirements. They also
wanted it to be possible to make a profit providing such services. These issues were massaged towards
convergence, defining a set of goals which balanced the user requirements with the costs of providing
service.

First, the connectivity provided was to be at native LAN speeds, and using standard LAN connections.
Thus, a “virtual Ethernet circuit” would provide connectivity at speeds up to 10 Mb/s and terminate with
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standard female DB-15 slide-lock AUI connectors. The “circuit” would be the seamless integration of
whatever parts were required to make this occur, much as the mechanics of telephone switching are hidden.

Second, there were to be no restriction as to what networking protocols would be carried. While the notion
of providing an IP-only network was attractive, it would not be useful to a user with primarily DECnet or
AppleTalk networks in place. The was further complicated by the fact that some users were interested in
providing connectivity for protocols which are not routable, such as LAT or a variety of the vendor-specific
MAC-level device management protocols.

Third, users would be assured that their data was secure on the MAN, and that the MAN didn't compromise
the security of their internal networks. This assurance was to cover unauthorized receipt of data from a
private network (snooping), unauthorized transmission of data into a private network (spoofing), and
unauthorized monitoring of transmissions within a private network (traffic analysis). However, the MAN
was not required to remove existing security problems within a user network, rather just not to exacerbate
them,

Fourth, adequate performance would be available under normal conditions, in a “bandwidth on demand”
manner. For most service applications, a shared capacity network would be used to keep costs down.
However, the capacity and utilization of this network would have to be monitored and additional capacity be
added as needed, much as the long distance telephone networks or power distribution grids are handled. It
was understood by all that in periods of peak utilization, that there might be degraded performance, but not
service interruptions. Additionally, another service was to be offered for critical applications, which allowed
a user to pay a premium for guaranteed capacity on dedicated circuits.

Fifth, a variety of configurations and billing options should be available. Some users wanted a fixed
monthly rate for which they could budget; others wanted a “pay as you go” rate structure which allowed
them to build an internal business case for the service. As this seemed to be a religious issue, it was decided
to accommodate both views.

Sixth, the implementation would be done in a manner which kept MFS from having to manage the user
networks as well as their own. This proved to be a critical point, and closely related to the issue of handling
any protocol which the user desired to use. It was eventually agreed that everyone would be best served by
an arrangement where MFS provided a bridge-like interface to a virtual private backbone for each user. The
user could then utilize their internal network management system to manage what appeared to be another
network segment. MFS would neither have to resolve network addressing conflicts between users nor
manage routing tables, which significantly reduced the difficultly of providing the service. However, this
indicated that some sort of encapsulation scheme would be needed to satisfy the security requirements.

Finally, the service should facilitate links between metropolitan areas using a variety of carriers. For some
users, this meant links to dedicated long distance leased lines. For others, connections to Internet service
providers. In any case, given that the MFS telephony network was already interconnected with the long
distance carriers, it was felt that this would be both relatively easy and very useful.

3. The Rules

Given that we now understood what we were trying to accomplish, an Request for Information was written
and issued to every vendor or user organization which came to mind as possibly having relevant experience
or products. Instead of getting the normal flood of responses, however, we received a large number of
tentative telephone inquiries verifying that we meant what we said, and questioning our sanity.

Why were these vendors so surprised that we wanted to build a high-speed MAN at this time? Well, it was
apparently because we were going against all the rules. Of course, we hadn’t bothered to check with the
appropriate Powers That Be first, and consequently didn’t have a copy of the rules.

To prevent further confusion should anyone else need to know them, the major rules in building a MAN
follow. Please note that while we are now entering satire mode, these are almost verbatim responses
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received in the course of collecting information about how to construct a MAN that met the desired service
requirements. Sad, but true.

3.1. SONET (or SMDS) is the MAN solution

One of these two technologies is the best MAN solution. After all, they were designed to solve just this
problem. Well, at least they were designed by the telephone companies to solve their understanding of the
problems involved with building metropolitan area telephony networks. And integrating the solution into a
hundred year old installed base of voice switching equipment.

And of course, it’s going to work, and really work well. After all, both are standards. And they were
developed the right way, by getting everyone who had any interest in either providing service or selling
hardware to service providers together and writing the standard first, then building the hardware and software
1o that specification.

And of course, they really will be available soon. Really. Just ask the telephone companies.

3.2. FDDI is a campus network, and only useful for short distances

FDDI is designed for use as a replacement campus backbone, because Ethernet is too hard to deploy right if
there is a lot of it. It is also designed for high-speed transport of data for high capacity computing. But no
one will use it for that because it’s too expensive to deploy to the desktop. Besides, no one can fully load
an FDDI ring from a single computer, and probably not from a large number of computers.

But you can buy anyone’s FDDI hardware and just plug it together and have it work, because it's a standard.
Speaking of which, just read the standard. You must use multimode fiber optic cable. You can’t run a
network over 100 kilometers long. And there are probably other things you can’t do either.

What you really want is FDDI-2 or FDDI-Follow-On, because they’ll really be a lot better. Someday.
Maybe. If we don’t decide that something else is better first.

3.3. Encapsulation is evil

You can’t use encapsulation bridging. You can even use encapsulation. It’s evil. Did you sleep through the
Bridge Wars in the late ‘80s? Don’t you remember that we all agreed to use the same transparent bridging
schemes so that everything could work with everything else?

Oh sure, I guess you do encapsulate data in TCP packets, and TCP packets in IP packets, and IP packets in
Ethernet packets, but that’s different. Just don’t do it.

3.4. You can’t deploy something until it’s a standard

You can’t deploy something until it’s a standard, because we won’t sell it to you until then. If you need the
functionality sooner, you just can’t have it. You didn’t see people using Ethernet or TCP/IP before they
were standards, did you?

You did? Oh, never mind then. But it’s still not a good idea.

Satire mode off.

4. The Solution

Having ignored the rules, we instead paid attention to actual solutions. First among these was a business
unit of Centel in Tallahassee, Florida, that we discovered was supplying Ethernet connectivity over FDDI
networks for a variety of offices of the state government. A trip to Florida to investigate followed, where
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we found that they had very different service goals. As a result, while we could take their existence as proof
that this was a viable service, we could not use their approach to providing service.

We additionally discovered efforts by United Telephone of Ohio to provide a wide area FDDI network for
their internal use, and that the Autostrada in Italy was using FDDI networks to link their toll booths over
significant distances. Somehow, though, we couldn’t quite manage to justify a fact finding trip to Italy.

Nonetheless, there seemed to be a consensus that FDDI could be used to provide a shared common carrier
for multiple users, provided some key issues were resolved. Given that we understood what the transport
mechanism might be, further research was undertaken to decide how to best use such a facility.

In discussing the development of the architecture and associated facilitating technology, Ethernet will be
specifically referenced when there is a need to discuss a particular type of LAN. Much as “he” should be
taken to be gender-neutral in similar cases, “Token Ring” or “FDDI” could be substituted for “Ethernet”
without loss of generality.

4.1. Underlying Architecture

The architecture for providing the MDS service evolved over time, and was refined by exposure to a variety
of different partial solutions from a number of different sources. There one fundamental key to the
architecture: the notion of segregating the whole network into the interior network on which the service is
provided, and the exterior network which is the user view of the network, including the permanent private
virtual backbones through the interior network which connect points in the exterior network.

When dealing with most modern networks, we find that they have become to some extent fully accepted and
are well down the path to becoming pervasive technologies. For example, approach a telephone or a
television or for that matter, a computer workstation, with someone who uses the device frequently (but
who is not charged with keeping the device or its attached network in working order!). Interrupt them at
some point as they prepare to use it, asking some question about how it works or the number of moving
parts in the system and where they are located, or some such. Inevitably the answer given is either some
form of “gosh, I don’t know/never thought about it” or some manner of brush-off indicating that the answer
isn’t important.

This level of acceptance is very important in positioning any new service offering. If it is not possible to
provide sufficient abstraction as to what exactly is going on, it will be very difficult to involve people in
using the service rather than figuring out exactly what it going on when they use it. Consequently, the
division between the interior and exterior networks, and the justification for explaining the exterior network
first.

4.1.1. Exterior Network

From a global view, the exterior network is a collection of user networks, connected by a set of private
virtual backbones. The backbones are disjoint, and hence the user networks are not connected. Seen in a
logical schematic view, there would be a set of improbably large Ethernets or Token Rings, each of which
would be connected to a variety of different locations. Some of these locations would be in part the same,
i.e. different tenants in the same building. However, they would be disjoint, or the virtual backbones would
blend into a new common virtual backbone.

From the perspective of an individual user company, things would not look very much different. The
difference would be that the user would only see their networks and private virtual backbone. Thus, the
exterior network view of a set of user networks connected over a private virtual backbone would be similar
to a collection of Ethernet segments bridged onto a common backbone Ethernet. The differences in this case
is that the common backbone would span many miles, and that instead of bridges connecting the individual
LAN segments onto the backbone, there would be MDS network interface devices.

These network interface devices have some interesting properties from the user perspective. They appear to
be a learning bridge, forwarding traffic which is not local to the LAN. Consequently, the user network may
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either be connected to the interface device directly via a transceiver direct to the LAN, or via an intermediate
internetworking device such as a bridge or router under the control of the user. The resultant flexibility is a
useful feature. At this point, they do not perform routing or filtering functions although there is no
technical reason why this would not be possible at some point in the future,

However, the network interface device is much more than a bridge, because instead of passing any properly
formed MAC packet with a local address from the interior network into the local network, they perform a
security function as well. The details of this will be discussed in the implementation section.

Thus, the user view of the network would be of network segments, connected to network interface devices
which are tied together via a virtual private backbone. And, as long as the implementation holds, that view
should remain undisturbed.

4.1.2. Interior Network

Of course, the success of the abstraction into interior and exterior networks is completely dependent on the
success of the interior network in meeting the level of abstraction posited by the exterior network. Further,
if the interior network doesn’t work, the whole project has failed. Needless to say, a significant amount of
time was spent on the issues surrounding the interior network.

In general, we agree that encapsulation bridging is not a good idea. However, for selected applications it
provides the only acceptable solution. Consider in particular the need to provide a LAN interface which is
protocol neutral and which provides the capability to connectivity only among selected LANs. Clearly, the
interface should be that of a bridge, but how to satisfy the limited connectivity requirement?

The Network Systems FDDI Bridge/Router product has a proprietary “closed user group” function which
provides the right type of service. It allows individual ports on a variety of different devices to be connected
together in a virtual backbone. However, the provides strict bridging on both sides of the device, and as a
result restricts the topology of the interior network to be non-redundant or at best governed by spanning tree
rules. This causes difficulty in providing a robust network capable of surviving multiple failures or
handling capacity issues gracefully.

Clearly, the right solution is to have a routed interior network to allow for diversity and robustness, and a
still provide a bridge interface to the attached user LANs. But how to do this?

Synchronicity being what is, RFC 1234 [6] on encapsulating Novell traffic for creating tunnels through IP
networks and RFC 1241 [7] for creating IP host-to-host encapsulation tunnels for experimental protocols
came out at just that time. RFC-1241 was taken as a starting point, and with some modifications designed
to facilitate LAN to LAN instead of host to host connectivity, and a new experimental encapsulation
protocol was born. This protocol was experimentally implemented by Fibercom and incorporated as a
special software update for their existing hardware.

How then does this new encapsulation protocol work? At the point where a user connects to the MAN, an
encapsulator/decapsulator is provided as the network interface device. These encapsulators are built from
multiport bridge or router hardware, and have some number of exterior network LAN connections plus a
dual attach FDDI connection to the interior network.

The exterior LAN connections are identified by their port number, and the address of the encapsulator on
which they appear. The encapsulator has an IP address in the interior FDDI network. Thus, any port may be
described by a tuple of <port number, IP address>. The private virtual backbone is then a set of
port tuples, with the connectivity between the various encapsulators handled by normal IP routing
functions.

When a MAC datagram arrives at the exterior LAN port of an encapsulator, the first step in processing it is
to determine whether or not the destination address is local to that LAN. If it is non-local, it will be
forwarded in a normal learning bridge manner. Otherwise, it will be ignored. Note that this determination of
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whether or not to forward a given datagram is not restricted to the learning bridge function; it just happens
that this meets the service requirements and internal goals associated with delivering the MDS service.

Given that the MAC datagram is to be forwarded, the next step is to map from the port on which it arrived
onto the appropriate private virtual backbone. As any port may only be a member of a single virtual
backbone, this is a relatively straightforward table-lookup, yielding a “circuit number”,

The circuit number will then be mapped onto an IP destination address. For point-to-point virtual
backbones, this will lookup will give the IP address of the remote encapsulator. An IP datagram will then
be constructed, with a source address of the originating encapsulator, a destination address of the target
encapsulator; an encapsulation header which contains the originating port number and the circuit number,
in addition to some other security information; and the original MAC datagram as the data portion.

The resulting IP datagram is then routed as necessary to the target encapsulator, where it is unpacked. The
unpacking process involves a reverse mapping of the circuit number to the originating IP address and port
number. Given that the numbers all match, and the security information is correct, the original MAC
datagram is then inserted into the destination network.

Should the private virtual backbone contain more than two exterior LANS, then an IP multicast address is
constructed for the set of encapsulators. There are few other changes to the process. The first change is in
the construction of the MAC level transport packet for the IP datagram, where an appropriate mechanism
must be used to multicast the packet to the destinations. Second, prior to the IP datagram actually being
received by the decapsulation software, it must be verified that the particular receiving decapsulator is in fact
a member of the multicast group. Finally, prior to transmission of the decapsulated MAC datagram into
the target exterior LAN, a reverse learning bridge function is applied. This keeps the packet from being
forwarded unless its destination address is present in the exterior LAN.

All of the tables which are used to maintain the private virtual backbones are manually configured and
down-loaded into the target devices. Contrast this with the semi-automatic router information protocols
commonly used in internetworking implementations. As the goal is not to provide maximum
interconnectivity but rather to insure maximum privacy, it is entirely appropriate to restrict the conditions
under which a reconfiguration of the interface between the exterior and interior network occurs.

This scheme has a number of appealing features. First, it does keep the operations of exterior LANs from
affecting any aspect of the operations of the interior network. Second, it does allow any network protocol to
be utilized by users from one exterior LAN to another. Third, it allows the network to be managed by
conventional SNMP network management tools. Finally, it allows the construction of a robust and
redundant interior network to which additional capacity can easily be added using commercially available off-
the-shelf products,

This issue of providing additional capacity is critical in the overall deployment strategy. Given that the
interior network is constructed as an IP routed network, the first line of defense is to deploy targeted DS-3
circuits to link regions of the interior network between which there is a large volume of traffic. This
custom tailoring of the network to fit traffic patterns is possible due to the supply of DS-3 circuits in the
standard MFS telephony network, plus the ease of integrating the additional capacity into an IP network.

When performance degrades further, the next step would be to deploy a second FDDI backbone, and take
advantage of IP multipath routing. This “stacking” of FDDI rings can be extended until the available supply
of fiber optic cable is depleted, at which point wave division multiplexed lasers could be used to run two or
more FDDI rings on the same fiber pair by running different rings at different light frequencies. For
example, lasers are readily available at one at 1300 nm, at 1550 nm, and several other standard frequencies.

By the time that service demands far outstrip available capacity, the preferred solution will be to convert the
backbone to OC-48 SONET or some similar multi-gigabit technology. Any technology which will support
an IP routed network, and for which the economics work, is completely viable.

In the mean time, for service requirements which demand guaranteed bandwidth availability, service can be
provided by using time division multiplexors on DS-3 circuits. This would be a very expensive proposition
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for a user to undertake directly, as we noted in the introduction. However, due to the fact that MFS has the
ability to re-use the portion of the DS-3, it is possible to offer such a service for a 30 to 50 percent
premium over the common backbone service.

4.2. Implementation Details

Having decided on an architecture, all that remained was to devise some solutions to a few pressing
problems.

4.2.1. FDDI on single mode fiber

Given that multimode fiber may be driven using low-cost LED drivers, but that single-mode fiber requires
significantly more expensive laser drivers, it should come as no surprise that there really is no standard for
FDDI on single-mode fiber. Nonetheless, as telephone companies use single-mode fiber exclusively, there
are several vendors of both FDDI equipment and general fiber optic equipment which have solutions for this
problem. The problem then remains finding solutions which work together in a reasonable manner.

For example, one FDDI equipment vendor, Fibercom, has very high quality single-mode lasers built onto
their FDDI cards. Other vendors stated that they would have on-board single-mode lasers available “soon”.
In the mean time, it was suggested that we use converter boxes such as those built by Network Systems,
ODS, or Fibermux. In testing, we discovered that the ODS and Fibermux converters worked well with the
Fibercom on-board lasers, leading us to believe that the multimode versus single-mode issue is overstated.

Given a resolution for the laser interoperability issue, the remaining issue was distance. Again, using single
mode fiber and laser drivers, the true limit is something called optical budget. Simply put, optical budget is
the attenuation limit over the fiber. A typical laser driver/receiver pair might have 20 dB of optical budget,
meaning that at 20 dB of optical attenuation, there is insufficient light signal to process at the receiver.

In the equipment which we tested, optical budgets of 30 dB were common, and one vendor stated that given
an opportunity to hand-select the transmit/receive pairs, a budget of 35 dB could be attained. However, this
proved not to be necessary. In the Houston network, the longest uninterrupted fiber run is just under 35
miles, and has a measured attenuation of 19.4 dB. Much longer distances could be covered easily. However,
the ability to transmit and receive laser signals over long distances is only part of the problem.

4.2.2. FDDI over long distances

The MFS backbone network in Houston was initially targeted to be approximately 90 miles in length.
Conventional wisdom was that FDDI standard specified that rings were to be limited to 100 KM, or about
62 miles. Once again, investigation proved to be useful.

Careful reading of the ANSI FDDI standard [5], in section 4.4.1, page 31 indicated that the overall timing
was limited, and that if you assumed the maximum number of stations on the ring, each with the
maximum station delay, that you could only go 200 kilometers, which limited the ring size to 100
kilometers given that a full ring wrap-around must be accommodated.

The true limit is that the D_Max value, the maximum ring latency permitted. The value for D_Max is
specified as 1.617 milliseconds, by default. The calculations in the standard note that if you have the
maximum of 1000 stations on the ring, each of which has the maximum of 15-symbol (600 nanosecond)
latency per physical connection, that you use up .6 milliseconds in physical connection delay, leaving
1.017 milliseconds of transmission time. Given that light flows at about 5100 nanoseconds per kilometer,
the 200 kilometer number is derived, and the misconception begins.

However, if you are willing to limit the number of stations significantly, a different story is possible. For
example, in the “null network”, with no stations present, you may have a ring of approximately 100 miles
(around 324 kilometers in full wrap). It is thus possible to calculate the number of stations which you may
accommodate on any network size between 62 and 100 miles. With 5 stations, we were able to successfully
operate a ring of approximately 80 miles, at full speed and in full wrap.
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4.2.3. Security issues

The encapsulation protocol is only part of the security solution. There are a number of other issues which
are equally important. First, it is critical to provide for the physical security of the network. This is
partially handled by the nature of fiber optic networks, and the fact that MFS has secure POPs into which
the encapsulator hardware is placed.

Second, is the issue of insuring that policies are followed to prevent user attachment to the network other
than through a network interface device, or mxs-configuranon of the network control tables. Third, is that
of ensunng that other procedures are followed in normal operations when there might be any potential
security exposure.

The net result of this is that actions were taken to insure that the MFS MAN would meet the requirements
of an auditably secure network. An audit team from a computer risk management group is evaluating the
procedures, and is preparing additional procedures for continuing operations and audits.

4.2.4. Capacity management issues

Knowing that it is possible to add more capacity in a relatively straightforward manner does not lessen the
issnes around capacity management. Initially, the problem is self-limiting. For the first few users, the fact
that the transport mechanism provides 1060 Mb/s of connectivity but that they can only source 10 or 16
Mby/s of data will suffice to keep the channels clear.

However, as the number of participants increases, this will no longer be true. The question becomes, how
does one manage capacity availability in a network? Unfortunately, good answers are not readily
forthcoming. There is little information about how to directly monitor usage in an internetwork and
determine that N additional Mb/s of throughput is required to maintain adequate service levels.

Two different tools will be used in this process. First, detailed monitoring is being done via SNMP. A very
large number of data rate and transmission information is being accumulated into a relational database. This
data may be probed to yield an understanding of the characteristics of the network. Second, detailed
simulations are being investigated. The information accumulated about the nature of the network, combined
with detailed knowledge of the performance and queueing characteristics of the various internetworking
devices used makes it possible to simulate the effect of adding additional load or transmission capacity. This
form of “what if” reasoning will make it possible to better understand how to manage the capacity of the
network.

4.2.5. Billing Issues

There is one other user issue: billing practices and rates. There are many religious issues involved in
internetwork construction, and chief among these is that of pricing. In addition to the actual dollar rate per
unit connection, there is the issue of flat rate versus usage sensitive rates.

Rather than attempt to resolve that issue, we decided to embrace the diversity of views and accommodate
both of them. Given that the logical view of the exterior network includes a network interface device,
having this device count data quantities in and out of the network should be relatively straightforward, even
if doing so does leave us with another “implementation detail”. The more difficult question is what to
charge for usage on a variable basis.

5. Evaluation

Evaluation is still on-going. The official announcement of the MFS MultiMegabit Data Service offering
was August 20, 1991, There has been a significant amount of interest in the service offering, and in the use
of the IP encapsulator to construct private networks. However, a the actual number of circuits in service
remains small, possibly due to the fact that the service is only available in buildings to which MFS has
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fiber connectivity. Nonetheless, a significant amount of performance data are being collected and figures for
performance and utilization will be made available.

In testing, we found that with no load on the FDDI backbone that we could achieve end-to-end transmission
rates of just under full Ethernet speed. This remained true as the number of simultaneous network
conversations was raised to the point at which we ran out of test equipment with which to increase the load.
Latency remains acceptable, with nodal queuing delays similar to those found in Ethernet-only networks and
transmission delays reduced from a purely Ethernet network. Specific figures and description of
measurement techniques will be available in future works.

In testing FDDI transmission rates across the backbone, we ran into significant difficulties. For example,
how do you stress test a 100 Mb/s network when you can't get more than 13 Mb/s from your host FDDI
adaptor? Work is still underway to increase the speed of transmission to and from several Sun file servers.
In the interim, a variety of FDDI packet generator technology was utilized, allowing us to significantly load
the ring. Note that this loading may be relatively insignificant with regard to performance is it was to a
limited number of recipients and from a single source, which may have some impact on the bridging and
routing performance of the interior network.

Even under load over the full 80 mile distance of the ring, we found no performance degradation. The ring
was placed in and out of wrap mode, again under load, again without degradation in performance. Ethernet
conversations in process simultaneously showed no signs of being affected by the artificial load on the
FDDI ring, or of the wrap state of the ring.

The IP encapsulators give wire-speed performance for "normal” data, but show a 30% degradation for tiny-
grams (i.e. 64 to 100 byte packets). Analysis indicates that this is due to the transmission overhead of the
encapsulation headers. Clearly, this technique is better suited to larger datagrams, as the cost of
encapsulating is fixed, but the cost of transmitting the extra encapsulation header bits is relatively lower for
longer packets.

6. The Future

While the initial development of the IP encapsulator and the resultant service offering is complete, there
remain a number of issues which remain to be addressed in the future. The service offering itself, and the
way in which the service is provided, is a response to user requirements. It is reasonable to expect an
evolutionary approach into the future,

6.1. High speed wide area networks

As MFS is interconnected to all of the long distance providers, using the MDS service in the metropolitan
area to attach to a private connection to the wide area and other cities is a simple proposition. A more
complex issue is how to take advantage of large quantities of potential traffic and aggregate it onto a smaller
number of higher-speed long distance connections. To this end, discussions are underway with several of the
long distance providers, and with the commercial internet exchange members.

It is interesting to note that the MDS service offering has another possibility as well: that of allowing
some long distance carrier to provide pay-as-you-go bandwidth on demand wide-area connectivity. Since the
interior network on which the MDS service is provided is all IP routed, it would be very simple to install
FDDI-to-DS3 routers, and measure the usage on a per-connection basis. Particularly coupled with a service
offering like the MCI switched DS-3 service, this would allow more cost effective construction of DS-3
backbone networks, and potentially allow lower cost for consumers of such services.

While this is not part of the current product family, it is a subject of great interest, and further work will
doubtless be done. Details to be resolved include how to handle the separation between the long distance
service provider and the MDS network, and how to handle billing issues since per-unit-time is difficult to
establish in a packet network.
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6.2. SONET, SMDS, and the like

As the interior network is constructed using IP routing, it is possible to re-deploy the network on new
underlying technologies as they become available. This is a significant notion, and marks a major difference
between the MDS service and others. The important portion of the technology is that it provides port-to-
port connectivity for a variety of LAN connections over a routed TCP/IP network. The specifics of how
that network is constructed are irrelevant so long as there is adequate capacity to meet the service
requirements. Even at this time it is clear that FDDI does not have a tremendously long service life,
possibly on the order of a few years. Following that, new technologies will be required.

So, when OC-48 SONET networks with full drop-and-insert capabilities are available, it would be relatively
simple to replace the transport with SONET. LAN speed connectivity could then be provided either directly,
or by grooming out OC-3 circuits (which could be mapped into FDDI) as needed. Likewise, if SMDS
becomes a viable technology, portions of the network may be replaced with SMDS switched service.

6.3. Other gigabit networks

At this point, however, it is the other giagabit network technologies which appear most attractive, The
possibility of seeing HIPPI switching distances extended significantly, and deploying a metropolitan area
HIPPI switched service is very exciting. Likewise the possibility of seeing the distance limits removed
from other networking technologies such as the Ultra Network has some appeal, particularly given that
similar digital data rates have far longer distance limits in other applications. Ditto anything happening at
Protocol Engines. We plan to monitor advances in this area carefully.

7. Availability
The results of this work are available in three forms:

If you are interested in obtaining LAN-to-LAN connectivity at native LAN data rates, using the MDS
service, call the Metropolitan Fiber Systems office in your area. If you are unable to locate or contact your
local MFS office, contact Scott Yeager at MFS in Houston at (713) 236-9637.

If you are interested in obtaining an IP encapsulator with which to construct your own network, please be
patient. The description of how to build an encapsulator will be released to the Internet Activities Board in
the first part of 1992. Whether or not it is adopted as an IAB standard, this information will be made widely
available at that time, and a number of internetworking device vendors have committed to implementing the
encapsulation protocol.

If you are interested in clarification on any point in this paper, or additional information regarding this
technology or its applications, please contact me directly at Technology Transfer Associates; 6750 West

Loop South, Suite 500; Bellaire TX 77401; Voice: (713) 661-2084, FAX: (713) 662-8504; E-mail:
stan@tta.com .

8. Conclusion
There are a few points which bear repeating
« progress is only made by deviation from accepted practice

+ the FDDI standard is sufficiently flexible, and the manufacturers interpretation of the
standard sufficiently pessimistic to make it possible to construct rings much larger than
might be expected based;
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» the development of a new type of internetworking device, the encapsulator, makes it
possible to build secure internetworks supporting multiple different protocols in a
common carrier fashion;

« the encapsulator also obviates the need to support protocols on a backbone network

other than TCP/IP, which can make a significant difference in the complexity of

managing a complex network
The ultimate significance of the MFS network service offerings will not be clear until further deployment
has happened and additional results are available. However, being able to obtain native LAN speed
throughput for near the cost of T1 circuits should have a very large impact on the ways in which people
build and use large networks for distributed computing. Just providing the opportunity to re-think the way
in which distributed computing problems are solved is in itself very exciting.
Finally, it is important to note that in this project we have broken rules regarding FDDI networking, the

kinds of internetworking devices you should use, and how phone companies should behave. Further, we
seem to have survived and prospered. Thus, it's clear that sometimes you *can* break the rules.
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