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Installing OS/MP 4.1C on a Dataless Client

The ramdisk installation software uses the value of the bootROM variable IN-
STALLED to determine if the basic operating system needs to be installed. Set the
value of this variable to 0 before loading the ramdisk as follows:

The system will ask if you want to re-install if INSTALLED is not O.
Install the OS/MP 4.1C CD-ROM disk into the CD-ROM drive.

To load the ramdisk on S4000 systems, using a local CD-ROM drive, enter a boot
command of the following form:

The bootROM copies the ramdisk image into memory and boots it:

The system displays a spinner while copying the ramdisk into memory. When the
copy completes, the spinner pauses up to three minutes.

Loading the Ramdisk via a Remote CD-ROM Drive or the Network

Loading the ramdisk from a remote CD-ROM drive is essentially the same as load-
ing the ramdisk from an image area of the OS/MP 4.1C contained on a remote disk
accessed over the network. The command to load the ramdisk depends on the type
of system.

Power on the system. After the system passes the self-tests, the bootROM prompt
is displayed.

The ramdisk installation software uses the value of the bootROM variable IN-
STALLED to determine if the basic operating system needs to be installed. Set the
value of this variable to 0 before loading the ramdisk as follows:

The system will ask if you want to re-install if INSTALLED is not 0.

If you are installing by a remote CD-ROM drive (via the network), install the
OS/MP 4.1C CD-ROM disk into the remote CD-ROM drive. Create a mount point
directory (if one doesn’t exist), and mount the CD-ROM drive on the remote ma-
chine, referred to here as diskhost, as follows:
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The remote system diskhost, must be on the same network as the system being
installed. For example, with a class C network, the first three numbers in the Inter-
net addresses of the two machines must be the same, such as 192.1.3.42 and
192.1.3.17. Also, the local machine must be listed in /etc/hosts, or in the NIS/YP
hosts database the ethernet address must be in /etc/ethers, or in the NIS/YP ethers
database. In addition, diskhost must have the rarpd(8) daemon running.

Since tftp(1) will be used by the system to load the ramdisk image, it must be en-
abled on the diskhost. Examine the file /etc/inetd.conf. A line similar to the one
below should be in the file:

If the line starts with a #, remove the #.

If a —s appears after the last in . t £tpd in/etc/inetd.conf, either remove it or use
the directory /tftpboot instead of /var/tmp in the example below. Approximately
6 MBytes will be needed in the directory used.

If /etc/inetd.conf has been changed, inetd(8) must be told to re-read the configu-
ration file:

The pid of inetd is the first number on the line that doesn’t contain egrep. In the
above output, pid is 249.

Enter the following boot command:

The bootROM copies the ramdisk image into memory and boots it:

A spinner is displayed while copying the ramdisk into memory. When the copy
completes, there is a pause of up to three minutes.
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Dataless Installation

After Booting Ramdisk

When the ramdisk is booted, it first determines what sort of terminal is being used.
If it is a serial terminal, that is, a terminal attached to the ttya/ttyb port, or if the
bootROM variable CONSOLE is not set, a list of supported terminals is displayed
as follows:

If you are using a frame-buffer as the console, select the 4, the sun terminal type.

If the value of the bootROM variable INSTALLED is non-zero, the mandatory
system software has already been installed. In that case, the system displays the fol-
lowing:

The above message is for the benefit of users intending to re-install the system soft-
ware, but have not reset the INSTALLED environment variable.

If the message appears, enter yes to re-install the mandatory system software, or
no to continue the installation without re-installing it.
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The disk drives attached to the system are then scanned, and a menu of procedures
is displayed:

The provided functions are described below:

Change Disk Partitioning - Allows the changing of the sizes of disk partitions,
and what those partitions are to be used for (filesystem, swap, or unused). Refer to
the Changing Disk Partitions Section for details on changing disk partitions.

* % % NOTE % % %

If changes are going to be made to the disk partitions on which OS/MP 4.1C will
reside, the changes must be made before installing software. Disk partitions not
containing OS/MP 4.1C can be modified before or after the installation.

Install Software - Intended primarily for installing new systems. If system soft-
ware has already been installed, then this option may be used to install any Sol-
bourne software distribution, such as X Windows.

Invoke a Bourne Shell - Starts an interactive Bourne shell. This option is provided
mainly for formatting disks and restoring filesystems. The sizes of disk partitions
should not be changed here with the format(8) command. If they are, you must then
select Change Disk Partitioning before attemptingto Install Soft-
ware.

Reboot System - Starts UNIX after software installation. Alternatively, you may
reload the ramdisk from scratch.

Halt System - Returns control of the system to the bootROM.
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Help may be requested at any ramdisk prompt by entering a question mark by it-
self.Table 26 shows edit commands available when entering text in response to
prompts:

Table 26. Input Editing Commands

Character Interpretation
backspace ("H) delete last input character
delete (A7) delete last input character
AU erase input line
AR redisplay input line
W delete input up to */’ or whitespace
rC cancel input, returning to nearest menu
ESC cancel input, returning to nearest menu
AL redisplay entire screen
return (*M) end input
newline (*J) end input

If a string is too long to be displayed in the available space, the beginning of the
string is displayed as *‘. . .”’. This allows display of the end of the string, which is
usually of more interest.

Keywords can be shortened to any unique prefix (such as ‘co’ for ‘continue’), ex-
cept for ‘yes’ and ‘no’, which must always be spelled out.

Fatal errors during software installation are usually reported by messages begin-
ning with System error or Internal error and ending with a “‘#”’
prompt. If a fatal error occurs, software installation may be restarted by entering:

where /] is the linefeed character. The command stty sane may not be echoed (and
is intended to fix that problem). In the event of a fatal error during software instal-
lation, please report the problem to Solbourne customer support.

Software Installation from the Ramdisk

Installing software has two distinct stages: gathering information and modifying
the system. No permanent changes are made to the system until all information has
been provided.
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For a dataless client installation, there are three informational menus:

O Standard Filesystem Definition - specifies where the standard filesystems
(root (/), swap, and /usr, optionally /var and /tmp) are located.

O Dataless Install Identification - specifies the dataless client’s name and the
servers Internet address.

0O Media Identification - Determines the installation media from which to install
(tape, CD-ROM, or network directory), and determines where that media is
located.

All three menus provide the command cancel. The first two also provide the com-
mand previous. These commands allow you to return to prior menus, optionally
discarding any changes that have been made.

cancel always returns to the ramdisk menu. If changes are to be discarded, then all
changes made since Install Software was selected are forgotten.

previous always returns to the previous menu (which is the ramdisk menu, in the
case of the Filesystem Definition menu). The changes discarded in this case are
those made in the menu you are leaving.

cancel has higher priority than previous. In other words, if you use previous to
leave a menu without discarding changes, then cancel from that menu and discard
changes, the changes made in the earlier menu are also discarded.

Standard Filesystem Definition

The Standard Filesystem Definition menu defines where the mandatory filesys-
tems are located. These filesystems (except for root) may be either on a local disk
partition or provided by a disk server. If root is to be on a remote system, install the
system as a client of that system. For a dataless system, the /usr files should have
already been installed on the server.

Any changes made to the standard filesystems with the partition tool will appear in
this menu.

Changing an entry at the Standard Filesystem Definition

The following steps assign the /usr filesystem to rootbeer:/export/exec/Series5.,
rather than using the default of /usr being a subdirectory of the root filesystem.

To modify the /usr filesystem, enter the number 3.

The usr menu will be highlighted, and the system will request a disk partition. The
format is host:path, where host is the name of the server from which the /usr files
will be used. path is /exportlexeclarchitecture (Which was created by running con-
fig_server) where export is your export directory, and architecture is the architec-
ture of your dataless client. Assign it to rootbeer:/export/exec/S4000.

The new arrangement is displayed as shown in Figure 79.
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The following steps assign the /var filesystem to sd0d, rather than using the default
of /var being a partition of a local disk.

These steps are optional. If followed, the result is a filesystem definition that is the
same as that supplied on the factory installation of a diskful system. In addition, it
makes use of partition d, thus using 9.3 MB of disk space that is not used when the
default disk partition is used with the standard filesystem definition.

In Figure 79 shown below, the notation ‘‘(required)’’ appears next to the root(/),
swap and /usr filesystems. These filesystems must be defined; however, they may
be placed on any partition of any disk.

Figure 79. Sample Standard Filesystem Definition Menu for Dataless Clients

To modify the /var filesystem, enter the number 4.

The var menu will be highlighted, and the system will request a disk partition. As-
sign it to sd0d.

The new arrangement is displayed as shown in Figure 80.
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Figure 80. Modified Standard Filesystem Definition Menu for Dataless Clients

Once all changes for the standard filesystems have been made, enter continue:

Next you are asked to verify the /usr partition. If the value is correct, enter yes to
proceed to the Dataless Install Identification Menu:

The Dataless Install Identification Menu

The Dataless Install Identification Menu is a new menu that only appears when the
/usr partition in the Standard Filesystem Definition Menu specifies that the /usr
files will be NFS-mounted from another machine, and therefor, a dataless installa-
tion.

This menu was added so that it is no longer necessary to hand modify the /etc/hosts
and /etc/hostname.ei files. In releases prior to OS/MP 4.1C, at the completion of
the dataless installation, the user had to exit to a Bourne Shell, and modify these
files by hand.

Figure 81 shows the Dataless Install Identification Menu.
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Figure 81. Dataless Install Identification Menu for Dataless Clients

The Client Machine Name is simply the name of the Dataless Client that you are
currently installing.

The Internet address is the address of the server from which the /usr files will be
used. In this case the server is rootbeer.

Both of these variables must be set before continuing. After these values have been
entered correctly, enter continue. Next you are asked to verify the values en-
tered. If the values are correct, enter yes to proceed to the Media Identification
Menu.

Installation Media Identification Menu

The Installation Media Identification Menu describes which media will be used
during the installation.

On Series S4000 systems, the default values are determined by how the ramdisk
was booted.

Figure 82 shows the Installation Media Identification Menu of a S4000 machine
that was booted from a local tape device st1 (SCSI address 5).

Installing from a Tape

Installing from a local tape drive requires that the Tape drive field be set to either
st0 or st1 (the only supported tape drives) and that Tape host be set to ‘local-
host’. The Installation media type must also be set to ‘Tape’.

Installing from a remote tape drive requires that all the fields be set:
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Figure 82. Installation Media Identification Menu - Local Tapehost
Installation media type must be set to Tape.
Tape drive should be the basic name of the tape drive on the tapehost.

The Local Internet address is the address of the system being installed. If the de-
fault value is not correct, make sure that the client name corresponding to the cor-
rect address appears in /etc/hosts or the NIS/YP hosts map as appropriate.

The broadcast mask should not be changed unless your network uses a non-stan-
dard mask. Such a mask is used when a network is sub-netted (i.e., a Class B net-
work is treated as several Class C networks). A leading ‘Ox’ is necessary if entering
the mask as a hexadecimal number. A leading ‘O’ is needed for octal numbers. If

neither prefix is given, the value is assumed to be in decimal.

Tape host must be set to the name of the system with the tape, which is used to
determine the tape host’s Internet address. The name itself, however, is not espe-
cially important (it is discarded after the installation is complete). As such, the de-
fault name, tape-n-boot-serv, generally need not be changed.

Figure 83 shows the Tape Drive Identification menu of a system that was booted
from a remote tape using tape device st (SCSI address 4).

When the details of the tape drive have been entered correctly, enter continue.
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Figure 83. Installation Media Identification Menu - Remote Tapehost

Local CD-ROM Installation

Installing from a local CD-ROM disk drive requires that the Installation media type
be set to CD-ROM, the CD-ROM drive field be set to /dev/sxr0 (/dev/srl if
installing from sv2 on a Cougar controller) and the CD host field be set to ‘1o~
calhost’. Figure 84 shows the Installation media type menu with the CD-ROM
parameters set to install from CD-ROM.

Network and remote CD-ROM Installations

Figure 85 shows the Installation media type menu with the Network parameters set
to install from the network or a remote CD-ROM. Installations of this type require
that all the fields be set as follows:

Installation media type must be set to Network

Installation directory should be the full path name of the location of the installa-
tion area, or the full path of the CD-ROM mount point, on the network host. For
example, if the remote CD-ROM is mounted on / cdrom, then the installation path
is simply /cdrom.

The Local Internet address is the address of the system being installed. If the de-
fault value is not correct, make sure that the client name corresponding to the cor-
rect address appears in the tape host’s /.rhosts file. Check /etc/hosts or the NIS/YP
hosts map as appropriate.
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Figure 85. Installation Media Identification Menu -Remote CD-ROM
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The broadcast mask should not be changed unless your network uses a non-stan-
dard mask. Such a mask is used when a network is sub-netted (i.e., a Class B net-
work is treated as several Class C networks). A leading ‘Ox’ is necessary if entering
the mask as a hexadecimal number. A leading ‘0’ is needed for octal numbers. If
neither prefix is given, the value is assumed to be in decimal.

Network host must be set to the name of the system with the installation directory,
which is used to determine it’s Internet address.

For a remote CD-ROM install, the nethost must have /edromin it’s /etc/ex-
ports file, and must export it. Also, the rpc.mountd(8), nfsd(8), and rarpd(8) dae-
mons must be running on nethost.

When the details of the media have been entered correctly, enter continue.

Root Files Installation

You are then asked if you want to install just the mandatory root files. This is asked
as a confirmation before starting the installation:

After entering yes, the installation is performed.
The steps taken during the installation are:

1. extract miniusr. (This contains the installation software, as well as enabling
swapping. The root disk might not be repartitioned after this step without
requiring reinstallation.)

2. create filesystems (root(/), /usr, possibly /var or /tmp, as well as any new
filesystems requested via the partition tool)

3. install mandatory root files

When installation has finished, the ramdisk menu is displayed (see Figure 86).
If the installation failed, call Customer Support.

Rebooting from the Ramdisk

After a successful installation, and after running config_server on your server, start
UNIX by rebooting as shown in Figure 87.

At the Reboot System menu select Boot Unix as shown in Figure 87:
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Figure 87. Reboot System Menu
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After selecting 1, there is a short pause, and then:

Disabling tftp

If the ramdisk was loaded from a remote tape drive, tftp(1) was enabled at that
time.

For security reasons, it should now be disabled on the system from which the tape
was read.

First, comment out the line, as shown below, in /etc/inetd.conf:

Next, determine the process ID of inetd(8):

The pid of inetd is the first number on the line that doesn’t contain egrep. In the
above output, pid is 249.

Last, signal inetd to re-read the configuration file:

At this point, the system configuration information must be specified as described
in the section After Installing...
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After Installing...

Initial Boot System Configuration

When a newly installed system is booted multi-user for the first time, the system
asks a series of configuration questions:

% % % NOTE % % %
Using the default ‘none’ for the NIS domain name disables the NIS/YP services.
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Reconfiguring the System

You may need to reconfigure the system if: (1) wrong value was set during the ini-
tial configuration, or (2) the system did not successfully come up to multi-user
mode.

If you find that a wrong value was set during configuration, you can modify the ap-
propriate file manually, or reconfigure. Manually correcting the settings should
only be done if you are an experienced system administrator. Reconfiguring auto-
matically is fairly straight-forward, as explained in the following procedure.

If the system has hung up during the boot process, cycle the power off and on).

% % % NOTE % % %

If automatic boot is enabled it is necessary to interrupt the reboot by typing Con-
trol-C in the early stages of the reboot; otherwise the system will hang up as before.

Then bring up the system in single-user mode:

If the system booted successfully originally, you may instead log in as root:

In either case, if a file exists that tells the system it has been configured, remove it:

The above file may not exist; this is not a problem. Go ahead to the next step.

Now reboot. If you are in single-user mode, exit:

Otherwise, use fastboot:

The system asks configuration questions just as it did the first time it booted after
being installed.
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Before Installing...

Installing OS/MP 4.1C
on a Diskless Client

Any host on a network must be added to the hosts database. Before you can add a
host to either database, a name and an address must be chosen for that host. Be sure
both are unique for your network.There are three forms of network information da-
tabases to be considered.

O Static files - this is the simplest form of the databases: two files, /etc/hosts and
letc/ethers.

O Network Information Service - NIS, formerly called Yellow Pages (YP), is a
centralized version of the static files approach. Fundamentally, one system, the
NIS/YP master, uses the static files. Other systems ask the master to look up
entries in its files.

O Domain Name Service - DNS is part of the software used to administrate the
Internet, and is beyond the scope of this document. If you are using it, contact
your system administrator for information on updating entries in it.

If you are using NIS/YP, the following actions must be taken on the NIS/YP mas-
ter. If you are using static files, these actions must be taken on the system that is to
act as a server (by providing either its tape or disk drive). Only the superuser (ac-
count name root) is allowed to update these files.

First: Update the hosts database with the name and IP address chosen for the new
client by adding a line of the following form to /etc/hosts:

192.1.3.42 ' hamster

Next: If you are installing a diskless client, update the ethers database by adding a
line of the form below to /etc/ethers. The six colon-separated numbers are the ones
displayed by the system when the power is turned on. The name must be the same
as was added to the hosts database.

0:0:8e:10:0:16 hamster
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Installing...

Setting BootROM Variables

Finally: If you are using NIS/YP, the working copy of the database must be updat-
ed:

% % % NOTE % % %
The make command should be executed on the NIS/YP master server only.

Before installing a diskless client, you must have already installed the server. On
the server, you must also have run config_server for this client’s architecture, and
you must have run install_client for this machine. Refer to Installing OS/MP 4.1C
on a Server for details.

The Solbourne diskless client must have the proper bootROM environment vari-
ables set, in order to boot from a server by default. The following tables list vari-
ables that must be set on a Solbourne client.

Table 27. Variables that must be set on a Solbourne Series 5, 5E or 6 Client

Variable Sample Value

DEFAULTROOT tftp.ei(,,hostnumber)

DEFAULTBOOT /export/root/clientname/vmunix

DEFAULTSWAP lexport/swap/clientnamelswap.clientname

DIAGBOOT lexport/exec/SeriesS/kvm/stand/dg for a Series5
client
/export/exec/Series6/kvm/stand/dg for a Series6
client

DIAGSERVER tftp.ei(,,hostnumber)

CONSOLE bw(), cg(), zs(), or fb()
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Table 28. Variables that must be set on a Solbourne Series S4000 Client

Variable Sample Value
DEFAULTROOT tftp.ei(,,hostnumber)
DEFAULTBOOT [clients/root/clientname/vmunix
DEFAULTSWAP /clients/swap/clientname/swap.clientname
DIAGBOOT [clients/exec/S4000/kvm/stand/dg
DIAGSERVER tftp.ei(,,hostnumber)
INPUT-DEVICE keyboard, ttya, or ttyb
OUTPUT-DEVICES screen, ttya, or ttyb

In the tables above, clientname represents the name of the diskless client and Aost-
number represents the last portion of the internet address of the server. For exam-
ple, if the server’s Internet address is 192.9.201.134, the hostnumber is 134.

The acceptable settings for CONSOLE depend on the version of the bootROM in
the system.

The diskless client must have the proper bootROM environment variables set to
boot from a server by default. To set the variables:

Turn on the client.

Set the following bootmode variables:

In the commands above, c¢1ientname represents the name of the diskless client,
and hos tnumber is the last portion of the internet address of the server. For ex-
ample, if the server’s internet address is 192.9.201.134 the hostnumber is 134.

The type can be Series5, Series6 or S4000, or a directory name comprised of a
basename standing for the machine architecture and an extension standing for the
operating system and release level, as created by the -n option of config_server;
for example, S4000.0smp.4.1A.



260  Installing OS/MP 4.1C on a Diskless Client

After Installing...

Set the BOOTMODE to auto and reboot:

% % % NOTE % % %

If the system reports a protocol error while attempting to boot, kill and restart in-
etd(8) on the server.

When a newly installed system is booted multi-user for the first time, the system
asks a series of configuration questions:

% % % NOTE % % %

Using the default ‘none’ for the NIS domain name disables the NIS/YP services.
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Reconfiguring the System

You may need to reconfigure the system if: (1) wrong value was set during the ini-
tial configuration, or (2) the system did not successfully come up to multi-user
mode.

If you find that a wrong value was set during configuration, you can modify the ap-
propriate file manually, or reconfigure. Manually correcting the settings should
only be done if you are an experienced system administrator. Reconfiguring auto-
matically is fairly straight-forward, as explained in the following procedure.

If the system has hung up during the boot process, press the Reset button (for Series
S4000 machines, cycle the power off and on).

% % % NOTE % % %

If automatic boot is enabled, to interrupt the reboot by typing Control-C in the ear-
ly stages of the reboot; otherwise the system will hang up as before.

Then bring up the system in single-user mode:

If the system booted successfully originally, you may instead log in as root:

In either case, if a file exists that tells the system it has been configured, remove it:

The above file may not exist; this is not a problem. Go ahead to the next step.

Now reboot. If you are in single-user mode, exit:

Otherwise, use fastboot:

The system asks configuration questions just as it did the first time it booted after
being installed.
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Changing Disk Partitioning

All hard disks are shipped with a default partitioning. Disk partitioning is useful
for:

O Changing the size of a partition

O Assigning secondary swap space before installation

O Assigning mount points

OS/MP 4.1C uses the default partitions in the following way:

Table 29. Default Disk Partitions and Filesystem Assignments

Partition Filesystem
a /
b swap
d Ivar
8 Jusr

% % % CAUTION % * %

Changing the size of a partition destroys any information on that partition.

* % % NOTE % % %

If you change the partitioning on the drive containing the root partition, you must
reinstall the operating system.

The following instructions assume the ramdisk has already been loaded, as de-
scribed in the Starting Diskful Installation section.

After selecting Change Disk Partitioning from the ramdisk menu (as
shown in Figure 88), a spinner is displayed while the partition tool starts up.

Once its initialization is complete, it displays a description screen and asks if you
wish to continue. Answering ‘no’ returns to the ramdisk menu. Answering ‘yes’
produces a menu of disks installed in the system (see Figure 89). If a disk is missing
from this menu, verify that the SCSI address is set correctly on the drive, and that
the cables are firmly seated.
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Figure 89. Disk Partitioning Menu
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To return to the ramdisk menu, enter ‘exit’ at the disk menu.

Select the disk you wish to examine and proceed to section, “Partition or Review
Disk”. This tool is also available on installed systems in /usr/etc/partition.

Partition or Review Disk

Upon selecting the disk you wish to examine, a screen describing the disk is dis-
played as shown in Figure 90. '

Figure 90. Partition or Review Disk Menu

To change the size of a partition, see ‘‘Resizing Partitions,”” section. To modify
mount points, see ‘‘Changing Mount Points’’. For discussion of templates, see
‘“Templates’’. Other available actions are:

O Change display parameters - modifies how partition sizes are displayed, in
megabytes, blocks (sectors), or cylinders/tracks/sectors.

O Undo last action - does just that. Only the most-recent change is remembered,
and undo counts as a change. Therefore, two undos in a row have no net effect.

0O Undo ALL actions - discards all changes made since selecting this disk from
the disk menu. It is possible to undo an undo all.



266  Changing Disk Partitioning

Resizing Partitions

No changes are made to the disk itself until returning to disk menu. If changes have
been requested:

This section demonstrates changing the size of partitions by increasing the size of
partition d to 12 megabytes, taking the additional space from the g partition.

First, select the resize partition action from the Partition or Review Disk
menu:

This causes the Resize partition menu entry to highlight, and the following ques-
tions to be asked:

Figure 91 shows the updated screen with the new sizes. Observe that the d partition
is not exactly 12 megabytes. This is because partition sizes may only be changed
in fixed quantities determined by cylinder boundaries (the number of sectors per

track and the number of heads in the drive). '

Also, the tool is asking for another partition to resize. It will continue to do so until
ablank line is entered by just typing <Return> at the prompt, Please specify
partition to be resized:

The default partitions can be changed during the install procedure. We recommend
using partition c for the entire disk.

OS/MP 4.1C supports booting from any configured disk, whether IPI, SMD, or
SCSI, with the following exceptions:

* - You cannot boot from a disk connected by an MCAB, and

*  You cannot boot from a SCSI disk in a BoSS tray numbered higher than sd31.
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Figure 91. Partition or Review Disk Menu - Resizing Partition

For example, if you have two SCSI drives, you may choose either sd0 or sd1 as
your DEFAULTROOT device. The root(/) file system may be on any partition on
the boot disk. See section on page 25 for setting DEFAULTROOT. The installation
tools and the supplied ‘‘GENERIC”’ kernels require that the root and usr file sys-
tems for IPI-based systems be assigned to partitions of the first four drives of the
first controller.

The Series5, Series5E and Series6 generic kernels support four SCSI disks on the
I/0 ASIC SCSI controller as well as four VMEbus ‘‘xd’’ disk controllers. Each
“xd’’ disk controller can support four disks in the generic kernels.
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Example partitions for these drives are listed in the following tables:

Table 30. Example IPI Disk Partitions

IPI Disks
1.2 Gbytes 3.0 Gbytes
512 byte sectors 512 byte sectors
Size Size
Partition Use Sectors (Mbytes) Sectors (Mbytes)
a / 18522 9
b swap 65856 32
c all 1679328 820
d fvar 20580 10
g fusr 1574370 768
h unmounted N/A N/A

Table 31. Example SCSI Disk Partitions

SCSI Disks (sd0)

327 Mbytes 661 Mbytes 200 Mbytes

Size Size Size
Partition Use Sectors (Mbytes) Sectors (Mbytes) Sectors (Mbytes)

a / 16800 8 16695 8 16800 8
b swap 66150 32 66780 32 66220 32
c all 639450 312 1292670 631 391300 191
d /var 19425 9 19080 9 18963 9
g /usr 537075 262 1190115 581 288960 141
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Changing Mount Points

Partitions that will contain filesystems must be given mount points. A mount point
is where in the directory structure the filesystem will appear. Two filesystem
mount points that must be defined on all systems are / (also called root) and /usr.
The following example shows how to define a new filesystem.

To define a new filesystem named /bench on patrtition b, begin by entering 2 in re-
sponse to the Partition or Review Disk menu:

This causes the Change mount points entry to be highlighted, and you
may specify the partition and desired mount point:

The display is updated to reflect the new mount-point, as shown in Figure 92. As
with changing partition with changing partition sizes, the tool is asking for another
mount point to change. Entering a blank line by pressing <Return> will return to
the menu prompt.

To define a swap partition, proceed as if defining a mount point, but enter either
‘“‘swap’’ or ‘‘primary’’ as the partition name. Only one partition should be labeled
primary. This partition is verified to be sufficiently large, and is presented to the
system as the primary swap space, however, you can add additional swap space by
labeling the others ‘‘swap’’. The primary swap area must be at least 32MB.

Other swap areas should be listed in the /etc/fstab file and enabled by the
swapon(8) command from within the /etc/rc.local file.
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Figure 92, Partition or Review Disk Menu - Changing Mount Points
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Templates

Overlaying with a template is a fast way to change all the partition sizes on a disk
simultaneously. Initially, only the Solbourne standard templates are available.
However, if a customized template is saved, it can be used just as readily as the
standard templates. This feature is mainly used when there are several identical
disks in a system.

After a particular set of partition sizes has been settled upon, it can be saved as a
new template (menu item 4). This new template is stored on the ramdisk, and so is
lost when the system is next halted or rebooted.

* % % CAUTION % % %

Applying a template from one type or size of disk to a different type or size of
disk is very likely to result in corrupted filesystems on the modified disk. Such
a mistake usually causes a system panic at some point (possibly several days)
in the future.



272  Changing Disk Partitioning




Appendix A - MAN pages 273

Appendix A - MAN pagés




274  Appendix A - MAN pages




MPSTAT (1) UNIX Programmer's Manual MPSTAT (1)

NAME
mpstat - show multi-processor usage or cache statistics

SYNOPSIS
Just/kvm/mpstat [ -x | -¢ ] [ interval [ count] ]

AVAILABILITY
This program is only available on Solbourne multiprocessing machines.

DESCRIPTION
mpstat enters the system and shows average and per-processor percentage usage data

during a particular time interval. The first group of data represents the average of all the
processors in the system while the second and subsequent data groups represent partic-
ular processors, with their particular name designations above each group.

Without an interval or count option, mpstat displays a one-line summary of MP system
activity since the system has been booted. If interval is specified, mpstat summarizes
activity over the last interval seconds. If a count is given, the statistics are repeated
counttimes.

The particular fields of each data group give a breakdown of percentage usage of CPU
time:

us user time for normal processes

ni time for processes with an altered scheduling priority (nice(1))

sy system time

id CPU idle

OPTIONS
-x  Displays, per cpu, the amount of time spinning (sp), the amount of time in diskwait
(dw), and the amount of time waiting on cross-service calls (sv).

-c  Displays, per cpu, the percentage of cache hits (hi) and cache bandwidth used (bw)
for the level 2 (L2) and level 3 (L3) caches. It also displays the estimated percen-
tage of the Kbus bandwidth (KB) which is being used (this is computed from the
level 3 cache miss rate). This option is only available on Series6é CPUs.

FILES
/dev/ikmem
/vmunix

SEE ALSO
mps(1), nice(1), ps(1), vmstat(8)

BUGS
The time spinning displayed by the -x option is only accurate for cpu 0.
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NAME
mps - display the status of current processes on an MP system

SYNOPSIS
lusr/kvm/mps [ [-]JacCegjkinrSuUvwx [ -tx ]I[ num ] [ kernel-name ] [ c-dump-file ] [

swap-file ]

AVAILABILITY
This program is only available on Solbourne multiprocessing machines.

DESCRIPTION

mps displays information about processes on an MP system. mps is identical to ps(1)
except that the CPU field was added to show the cpu number on which the process is or
was running. Normally, only those processes that are running with your effective user ID
and are attached to a controlling terminal (see termio(4)) are shown. Additional
categories of processes can be added to the display using various options. In particular,
the -a option allows you to include processes that are not owned by you (i.e., that do not
have your user ID), and the -x option allows you to include processes without control ter-
minals. When you specify both -a and -x, you get processes owned by anyone, with or
without a control terminal. The -r option restricts the list of processes printed to “running”
processes: runnable processes, those in page wait, or those in short-term non-
interruptible waits.

mps displays the process ID, under PID; the control terminal (if any), under TT; the cpu
time used by the process so far, including both user and system time), under TIME; the
state of the process, under STAT; and finally, an indication of the COMMAND that is run-

ning.
The state is given by a sequence of four letters, for example, ‘RWNA.
First letter indicates the runnability of the process:
R Runnable processes.
T Stopped processes.
P Processes in page wait.
D Processes in non-interruptible waits; typically short-term waits
for disk or NFS /0.
S Processes sleeping for less than approximately 20 seconds.
I Processes that are idle (sleeping longer than approximately 20
seconds).
Z Processes that have terminated and that are waiting for their

parent process to do a wait(2V) (“zombie”’ processes).

Second letter  indicates whether a process is swapped out:
blank  Represented as a SPACE character indicates that the process
is loaded (in memory).

w Process is swapped out.
> Process has specified a soft limit on memory requirements and
has exceeded that limit; such a process is (necessarily) not
swapped.
Third letter indicates whether a process is running with altered CPU scheduling
priority (nice(1)):

blank  Represented as a SPACE character indicates that the process
is running without special treatment.

N The process priority is reduced.

< The process priority has been raised artificially.

Fourth letter indicates any special treatment of the process for virtual memory
replacement. The letters correspond to options to the vadvise(2)
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system call. Currently the possibilities are:
blank  Represented as a SPACE character stands for VA_NORM.

A Stands for VA_ANOM. An A typically represents a program
which is doing garbage collection.
S Stands for VA_SEQL. An S is typical of large image processing

programs that are using virtual memory to sequentially address
voluminous data. .

kernel-name specifies the location of the system namelist. if the -k option is given, c-
dump-file tells mps where to look for the core dump. Otherwise, the core dump is
located in the file /vymcore and this argument is ignored. swap-file gives the location of a
swap file other than the default, /dev/drum.

OPTIONS

Options must all be combined to form the first argument.

-a
-C

-e

g

!

-n

Include information about processes owned by others.

Display the command name, as stored internally in the system for accounting pur-
poses, rather than the command arguments, which are kept in the process address
space. This is more reliable, if less informative, as the process is free to destroy
the latter information.

Display raw CPU time instead of the decaying average in the %CPU field.
Display the environment as well as the arguments to the command.

Display all processes. Without this option, mps prints only “interesting” processes.
Processes are deemed to be uninteresting if they are process group leaders. This
normally eliminates top-level command interpreters and processes waiting for users
to login on free terminals.

Display a listing useful for job control information, with fields PPID, PID, PGID, SID,
TT, TPGID, STAT, UID, TIME, and COMMAND as described below.

With this option, the STAT field has three additional letters:

C indicates the process does not want SIGCHLD when a child changes state
done to job control.

E The process has completed an exec, and the parent can no longer change
the process group of this process.

o) The process is an orphan, with no parent process to handle job control sig-
nals.

Normally, kernel-name defaults to /vmunix, c-dump-file is ignored, and swap-file
defaults to /dev/drum. With the -k option in effect, these arguments default to
vmunix, /vmcore, and /dev/drum, respectively.

Display a long listing, with fields F, PPID, CP, PRI, NI, $Z, RSS, and WCHAN, as
described below.

Produce numeric output for some fields. In a long listing, the WCHAN field is
printed numerically rather than symbolically, or, in a user listing, the USER field is
replaced by a UID field.

Restrict output to “running” processes.
Display accumulated CPU time used by this process and all of its reaped children.

Display user-oriented output. This includes fields USER, %CPU, %MEM, SZ, RSS
and START as described below.

Update a private database where mps keeps system information. Include ‘mps -U’

Solbourne Computer, Inc. 6 March 1991 2



MPS (1)

UNIX Programmer's Manual MPST(1)

in the /etc/rc file.

-v  Display a version of the output describing virtual memory information. This includes
fields RE, SL, PAGEIN, SIZE, RSS, LIM, %CPU and %MEM, described below.

-w Use a wide output format (132 columns rather than 80); if repeated, that is, -ww,
use arbitrarily wide output. This information is used to decide how much of long
commands to print.

-X Include processes with no controlling terminal.

The following two options are mutually exclusive. When specified, these options must
appear immediately following the last option.

-tx

Restrict output to processes whose controlling terminal is x (which should be

specified as printed by mps; for example, t3 for /dev/tty3, tco for /dev/console,
tdo for /dev/ttyd0, t? for processes with no terminal, etc). This option must be
the last one given.

num A process number may be given, in which case the output is restricted to that
process. This option must also be last, and must appear with no white space
between it and the previous option.

DISPLAY FORMATS

Fields that are not common to all output formats:

USER
%CPU

NI
SIZE
SZ

RSS
LIM

%MEM
RE

SL
PAGEIN

uiD
PPID
SID

PGID
TPGID

CP
PRI
START

Name of the owner of the process.

CPU use of the process; this is a decaying average over up to a minute of
previous (real) time. Because the time base over which this is computed
varies (since processes may be very young) it is possible for the sum of all
%CPU fields to exceed 100%.

Process scheduling increment (see getpriority(2) and nice(3V)).

The combined size of the data and stack segments (in kilobytes)
Real memory (resident set) size of the process (in kilobytes).

Soft limit on memory used, specified using a call to getrlimit(2); if no limit
has been specified, this is shown as xx.

Percentage of real memory used by this process.
Residency time of the process (seconds in core).
Sleep time of the process (seconds blocked).

Number of disk 1/Os resulting from references by the process to pages not
loaded in core.

Numeric user-ID of process owner.
Numeric ID of parent of process.

Numeric ID of the session to which the process belongs. SID = PGID = PID
indicates a session leader.

Numeric ID of the process group 6f the process.

Numeric ID of the process group associated with the terminal specified
under TT (distinguished process group, see termio(4)).

Short-term CPU utilization factor (used in scheduling).
Process priority (non-positive when in non-interruptible wait).

Time the process was created if today, or the date it was created, if before
today. ‘
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WCHAN Event on which process is waiting (an address in the system). A symbol is
chosen that classifies the address, unless numeric output is requested (see
the n flag). In this case, the address is printed in hexadecimal.

CPU Relationship between process and processor. Under the CPU field, the
cpu number the process is or was running on is displayed.

F Flags (in hex) associated with process as in <sys/proc.h>:
SLOAD 00000001 in core
SSYS 00000002 swapper or pager process
SLOCK 00000004 process being swapped out
SSWAP 00000008 save area flag
STRC 00000010  process is being traced
SWTED 00000020 parent has been told that this process stopped
SULOCK 00000040 user can set lock in core
SPAGE 00000080 process in page wait state
SKEEP 00000100 another flag to prevent swap out
SOMASK 00000200 restore old mask after taking signal
SWEXIT 00000400 working on exiting
SPHYSIO 00000800 doing physical I/0
SVFORK 00001000 process resulted from vfork()
SVFDONE 00002000 another vfork flag
SNOVM 00004000 no vm, parent in a vfork()
SPAGI 00008000 init data space on demand, from vnode
SSEQL 00010000 user warned of sequential vm behavior
SUANOM 00020000 user warned of anomalous vm behavior
STIMO 00040000 timing out during sleep
SORPHAN 00080000 process is orphaned
STRACNG 00100000 process is tracing another process
SOWEUPC 00200000 process is being profiled and has a pending count increment
SSEL 00400000 selecting; wakeup/waiting danger
SFAVORD 02000000 favored treatment in swapout and pageout
SLKDONE 04000000 record-locking has been done
STRCSYS 08000000 tracing system calls
SNOCLDSTOP 10000000 SIGCHLD not sent when child stops
SEXECED 20000000 process has completed an exec
SRPC 40000000 sunview window locking

A process that has exited and has a parent, but has not yet been waited for by the
parent, is marked <defunct>; a process that is blocked trying to exit is marked <exit-
ing>; otherwise, mps makes an educated guess as to the file name and arguments
given when the process was created by examining memory or the swap area.

ENVIRONMENT

The environment variables LC_CTYPE, LANG, and LC_default control the character
classification throughout mps. On entry to mps, these environment variables are
checked in the following order: LC_CTYPE, LANG, and LC_default. When a valid value
is found, remaining environment variables for character classification are ignored. For
example, a new setting for LANG does not override the current valid character
classification rules of LC_CTYPE. When none of the values is valid, the shell character
classification defaults to the POSIX.1 “C” locale.

FILES

/vmunix system namelist
/dev/kmem kernel memory

Solbourne Computer, Inc.
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/dev/drum swap device

Ivmcore core file

/dev searched to find swap device and terminal names

letc/psdatabase system namelist, device, and wait channel information
SEE ALSO

kill(1), w(1), getpriority(2), getrlimit(2), wait(2V), vadvise(2), nice(3V), termio(4),
locale(5), pstat(8), mpstat(1)
BUGS

Things can change while mps is running; the picture it gives is at best a close approxi-
mation to the current state.
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NAME

solpatch - install, list, remove patch packages
SYNOPSIS

solpatch [ -d spool_dir] [ -l patch_logfile ]
DESCRIPTION

solpatch allows for the installation, listing, and/or removal of patch packages.

The Solbourne Patch Management System utilizes the SunOS/SVR4 packaging applica-
tion software utilities. The System V ABI specifies a new model for the distribution for-
mat of applications. This model is called software packages, and is supported by tools
and utilities to create releasable distribution media. Software that is packaged using the
ABI formats is guaranteed to install correctly, easily, and in a similar fashion on all ABI-
compliant systems.

Solpatch interfaces with the package utilities pkgadd, pkgrm, pkginfo, and pkgparam.

Solpatch must be run as the super-user.

OPTIONS
-d patch_spooldir

This is the directory where the patch packages reside prior to installation. These
patch packages may have been obtained via anonymous ftp from
solbourne.com, via email from SOLIS (Solbourne On-Line Information System) at
solis@solbourne.com, or via tape from the Solbourne Technical Services group.
Each patch package consists of a directory containing the actual package infor-
mation files and package objects. The default patch spool directory area is
Ivar/spool/pkg. The patch spool directory area can a Iso be defined by setting
the PATCH_SPOOLDIR environment variable.

-l patch_logfile

This is the file specification of where the actions performed by solpatch are
logged. The default solpatch logfile is /var/adm/patch_logfile. The solpatch
logfile can also be defined by setting the PATCH_LOGFILE environment variable.

USAGE
The root account from which the solpatch utility is invoked should contain the following
directories in the PATH environment variable to locate the solpatch utilities: /usr/bin,
/usr/sbin, /fusr/sadm/install/bin

The Main Menu
Solpatch presents a main menu entitled Solbourne Patch Management System after per-
forming initialization and pre-processing steps. From the main menu you can select to
install patch package(s), list currently installed patch package(s), or remove installed
patch package(s).

Help is available from all menu option screens by pressing the 'h’ key.

Common Command Keys/Cursor Movement ,
Common screen manipulation functions available at the install, list, and remove screens
are display next page ('n’ key), display previous page ('p’ key), scroll screen display up a
line (U key), and scroll screen display down a line (d’ key).
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The screen display can be captured to a user specified file from the solpatch install, list,
and remove menus by entering 'c’ at the prompt line. All pages of a multi-screen display
will be captured. Multiple invocations of the capture option will append to the specified
file if it exists. ‘

Help can be obtained by entering 'h’ at the prompt lines of the install, list, and remove
menus.

An invalid option that is entered will cause the screen to beep.

Install option

Upon selecting the install patch package(s) option from the main solpatch menu, a list of
patch packages available for installation is presented. Information items displayed on
this screen include the patch id number (listed with sequence numbers along the left side
of the screen), install toggle field, type of patch package (M for mandatory, O for
optional), and a description of the patch package. The full README file associated with
a patch package can be displayed by entering the patch sequence number

followed by the letter 'h'. '

By default, all patch packages with a type of "M" (mandatory) are presented with a install
toggle field set to 'y’ and all patch packages with a type of "O" (optional) are presented
with a toggle field set to 'n’. To toggle the instali field for a patch package from 'y’ to 'n’ or
from 'n’ to 'y, simply enter the patch id sequence number at the prompt line.

During the pre-processing phase upon invocation of solpatch, a dependency check is
performed on all patch packages currently installed and those available for installation in
the patch spool directory. If an error is encountered during this phase the install toggle
field will display a -’ for the patch package that encountered an error during the depen-
dency check. Upon selection of this patch package, when attempting to toggle the install
field from 'n’ to 'y, an error window will be presented to the u ser informing of the patch
packages on which this patch package depends, but were unable to be located as either
installed or found in the patch spool directory. This patch package will not be allowed to
be installed until the dependency errors are corrected. This will usually involve obtaining
the missing patch package(s) via one of the methods mentioned above.

For patch packages that have special installation instructions associated with them, a
special character such as "*' will be displayed immediately to the right of the Type field.
Special instructions regarding this patch package will be displayed to the user upon
selection of this patch package.

If a patch package is selected for installation, all patch packages which the selected
patch package depend upon are automatically also selected for installation and the install
toggle field set to y’. Conversely, if a patch package is selected to toggle the install field
from 'y’ to 'n’, all patch packages which depend on the patch package will also have their
install fields set to 'n’.

When the user selects the 'i’ (install) option, all patch packages which have the install
toggle field set to 'y’ will be installed. As installation is occurring, status information will
be displayed upon the screen and also logged to the patch logfile. Upon completion of
installation, the user will be prompted to press a key and will then be returned to the sol-
patch main menu.
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List option

Upon selecting the list patch package(s) option from the solpatch main menu, a list of
patch package(s) currently installed on the system will be displayed. Information items
displayed on this screen include the patch id number, type of patch package (M for man-
datory, O for optional), and a description of the patch package. The full README file
associated with a patch package can be displayed by entering the patch sequence
number followed by the letter ’h’.

Remove option

FILES

Upon selecting the remove patch package(s) option from the main solpatch menu, a list
of patch packages currently installed on the system are displayed. Information items
displayed on this screen include the patch id number (listed with sequence numbers
along the left side of the screen), remove toggle field, type of patch package (M for man-
datory, O for optional), and a description of the patch package. The full README file
associated with a patch package can be displayed by entering the patch sequence
number followed by the letter ’h’.

By default, all patch packages are presented with a remove toggle field set to 'n’. To tog-
gle the remove field for a patch package from 'n’ to 'y’ or from ’y’ to 'n', simply enter the
patch id sequence number at the prompt line. '

For patch packages that have special removal instructions associated with them, a spe-
cial character such as '+’ will be displayed immediately to the right of the Type field. Spe-
cial instructions regarding this patch package will be displayed to the user upon selection
of this patch package.

If a patch package is selected for removal, all patch packages which the selected patch
package depend upon are automatically also selected for removal and the remove toggle
field set to 'y’. Conversely, if a patch package is selected to toggle the remove field from
'y to ', all patch packages which depend on the patch package will also have their
remove fields set to 'n’.

When the user selects the 'r (remove) option, all patch packages which have the remove
toggle field set to 'y’ will be removed. As removal of patches is occurring, status informa-
tion will be displayed upon the screen and also logged to the patch logfile. Upon comple-
tion of the removal process, the user will be prompted to press a key and will then be
returned to the solpatch main menu.

pkginfo package characteristics file
pkgmap package contents description file
Ivar/fadm/patch_logfile

default solpatch log file

lusr/bin/pkginfo display software package information
lusr/bin/pkgparam  displays package parameter values
lusr/sbin/pkgadd transfer software package to the system
lusr/shin/pkgchk check accuracy of installation
lusr/sbin/pkgrm removes a package from the system
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ENVIRONMENT VARIABLES
PAGER Solpatch checks the environment variable PAGER to determine

what pager to use to display help and README files. If no
PAGER is specified, ‘'more’ will be used.

SEE ALSO

pkginfo(1), pkgparam(1), pkgadd(im), pkgchk(im), pkgrm(im), pkginfo(4),
pkgmap(4), admin(4), prototype(4)
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dketl - control special disk operations

SYNOPSIS

lusrfetc/dkcetl disk command

DESCRIPTION

dketl is used to enable or disable special disk operations. In particular, enabling or disa-
bling of verified writes (write check functionality) is controlled by this program.

The disk specification here is a disk name of the form /dev/rxxnp, where xx is the con-
troller device abbreviation (xd, sd, etc.), n is the disk number, and p is the partition to
which the operation applies. The partition specification is simply the letter used to iden-
tify that partition in the standard UNIX system nomenclature.

SUPPORTED COMMANDS

wchk

-wchk
spin
-spin
suspend

resume

high

-high
BUGS

This function enables write checking for disks that support it for the named
disk partition. This means that disk partitions with this feature enabled, all
writes are verified to have been correctly written on the disk. This operation
emphasizes data reliability over performance, although for each implemen-
tation, the fastest reasonable method will be used (i.e., implemented in
hardware, if possible).

This disables write check functionality for the named disk partition.
Same as -spin.

This function allows the administrator to take the particular device contain-
ing the named partition offine. The drive is spun back up on the next
access.

This function allows the administrator to suspend all I/O operations to the
I/O bus containing the named partition.

This function allows the administrator to resume /O operations to the 1/0
bus containing the named partition.

This function places a higher priority for all operations which are destined to
the named disk partition. High priority implies that the 1/Os to this disk will
be started in front of any other operations destined for normal priority dev-
ices on the same I/O bus. Issuing two operations to a single high priority
disk may cause the second command to be started before the first. This
operation mode emphasizes the performance of particular drives over oth-
ers and may be useful in performance tuning.

This disables the high priority functionality for the named disk partition.

Use of the dketl command requires super-user permissions.

There are many other features this program could control, and may in the future.

FILES
Idev/rxxnp

SEE ALSO

dkio(4S), sd(4S), xd(4S)
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NAME

iostat - report 1/O statistics

SYNOPSIS

iostat [-cdDItv ] [ -l n][ disk ... ][ interval[ count]]

DESCRIPTION

jostat can iteratively report terminal and disk 1/O activity, as well as CPU utilization. The
first report is for all time since a reboot and each subsequent report is for the prior inter-

val only.

In order to compute this information, the kernel maintains a number of counters. For
each disk, seeks, data transfer completions, number of words transferred are counted;
for terminals collectively, the number of input and output characters are counted. Also,
at each clock tick, the state of each disk is examined and a tally is made if the disk is
active. The kernel also provides approximate transfer rates of the devices.

OPTIONS

FILES

iostat’s activity class options default to tde (terminal, disk, and CPU). If any activity class
options are specified, the default is overridden. Therefore, if only -d is specified, neither
terminal nor CPU statistics will be reported. The last disk option specified (either -d or -D)
is the only one that is used.

-C Report the percentage of time the system has spent in user mode, in user mode
running low priority processes, see nice(1), in system mode, and idling.

-d For each disk, report the number of kilobytes transferred per second, the number
of transfers per second, and the milliseconds per average seek (see BUGS
below).

-D For each disk, report the reads per second, writes per second, and percentage
disk utilization.

-1 Report the counts in each interval, rather than reporting rates.
-t Report the number of characters read and written to terminals.

-V Normally, the statistics for each drive are printed on a single line. On systems
where there are more than four drives, statistics for some drives are not printed
due to limited space on the output line. The -v option prints the output vertically,
one drive per line, allowing the statistics for all drives on the system to be
printed. A header is printed and the CPU and TTY statistics are not printed.

-ln Limit the number of disks included in the report to n; the disk limit defaults to 4.
Note: disks explicitly requested (see disk below) are not subject to this disk limit.

disk  Explicitly specify the disks to be reported; in addition to any enumerated disks,
any active disks up to the disk limit (see -l above) will also be reported.

interval Report once each inferval seconds.
count Only print count reports.

/dev/ikmem
/vmunix

SEE ALSO

BUGS

vmstat(8)

Milliseconds per average seek is an approximation based on the disk (not the controller)
transfer rate. Therefore, the seek time will be over-estimated in systems with slower
controllers.
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NAME
oncpu - manipulate processors on which a process runs.

SYNOPSIS
lusr/etc/oncpu -ppid
lusr/etc/oncpu -ppid cpu_set
lusr/etc/oncpu -apid
lusr/etc/oncpu -npid
Jusr/etc/oncpu -A
lusr/etc/oncpu -N
lusr/etc/onepu cpu_set| command ]

DESCRIPTION

oncpu is used to manipulate the processors on which a process can run and to control
whether processes have an affinity for the last processor on which they ran. Processor
affinity specifies if a process is trying to run on the same CPU for an extended length of
time. With affinity the CPU’s local cache state is preserved, an advantage with large phy-
sical caches. The disadvantage of affinity is that the latency until a process runs may
increase. OS/MP implements a dynamic affinity mechanism which will balance load
across available processors, with each process having an affinity to the processor on
which it last ran. When the load becomes too large, reducing the likelihood of meaningful
cache states being intact, affinity is disabled. This dynamic affinity mechanism is enabled
by default. oncpu can be used to enable or disable this dynamic affinity per process, or
for the entire system. oncpu can also limit processes to run on a restricted set of proces-
SOrs.

The numeric cpu_set field is interpreted as the processor number if the value is decimal
or is a hexidecimal (i.e., preceded by 0x). bit mask with bits set for each CPU on which a
process can run. In order to restrict a particular process to running'on processor number
0, use the cpu_set value 0. In order to restrict a particular process to run on processor 0,
1, 2, or 4, use the cpu_set value 0x17.

When child is created its initial cpu_set and affinity are inherited from its parent.

oncpu assumes that the kernel running is called /vmunix. If another kernel is running, a
different kernel_file must be specified at the end of the command.

The oncpu command has a number of forms:

oncpu -ppid
Display the current cpu_set and affinity for process pid.
oncpu -ppid cpu_set
Restrict process pidto run on the CPUs specified in cpu_set.
oncpu -apid
Enable dynamic affinity for process pid.
oncpu -npid
Disable dynamic affinity for process pid.
oncpu -A
Enable dynamic affinity for all processes on the system which have not had
affinity disabled via the -n option.
oncpu -N
Disable dynamic affinity for all processes on the system.
oncpu cpu_set [command]

Execute the specified command, restricting it to to run on the CPUs specified in
cpu_set. If command is not specified then the parent of oncpu is restricted to
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run on the CPUs specified in cpu_set.

NOTES
Attempting to restrict a process so that it can not run on any CPU causes a process to be
restricted to run on the CPU where the oncpu command was executing.

Attempting to restrict a process to run on a nonexistent processor causes the whole
operation to fail. That is, if the -p option is being used, the restriction operation fails. If
no - options are being used, the command is not executed.

FILES
/vmunix the kernel

SEE ALSO
cpustatus(8), pstat(8)
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NAME

preinstall - check for files to save before full install of OS/MP
SYNOPSIS

lusrletc/preinstall [ -1 ] [ -c mmddhhmm{[yy] ]
DESCRIPTION

The preinstall command is used to look for files that should be saved prior to doing a full
install of a new version of OS/MP. It looks on the system partitions (root, /usr, and /var)
for files which have been touched after the date of the last full install of OS/MP (or, if
given a cutoff date, files touched after that date.)

preinstall is normally used just before installing a new version of OS/MP to determine
what system-related files should be backed up. Then, after installing the new version of
OS/MP, you can merge or restore these files into the newly-installed system. Some files,
such as fetc/fstab, can typically be re-used without modification. Others, such as kernel
configuration files in fusr/kvm/sys/*/conf, must be hand-merged into the new version of
the OS with careful consideration of how the new OS version differs from the old.

Certain files are excluded from the output which are newer than the cutoff date. These
files are normally updated by system operation and do not need to be backed up. Exam-
ples of excluded files are: /etc/mtab, the /var/sadm accounting files, the /imp_mnt auto-
mounter directories, and patched kernel object files in Jusr/kvm/sys/+/OBJ.

By default, the cutoff date used is the modification date of the file /etc/sys_conf/system-
configured, which is touched the first time you boot a new version of the OS after a full
install. You may want to use some other cutoff date with the -¢ option if the current OS
was installed in some nonstandard way. '

By default, the files and directories newer than the cutoff are listed to standard output by
name, one per line. By using the -l option, the output is in long form (as from the -Is
option to find), showing the type, date, and size of each file.

OPTIONS
The following options are accepted by preinstall:

-l Present the output in long form, showing inode number,.size in kilo-
bytes (1024 bytes), protection mode, number of hard links, user,
group, size in bytes, and modification time. If the file is a special file
the size field will instead contain the major and minor device
numbers. If the file is a symbolic link the pathname of the linked-to
file is printed preceded by ‘->". The format is identical to that of find -Is.

-c cutoff Use the given cutoff date to decide which files to print, rather than the
date of the file /etc/sys_conf/system-configured. The cutoff date for-
mat is -c mmddhhmm[yy], with month, day, hour, minute, and optional
year in numeric form. This is the same format as for /usr/Sbin/touch.

SEE ALSO
find(1), touch(1v)

DIAGNOSTICS
please become superuser to run this script
The script needs to look inside system directories that are protected against
normal users, so it must be run as super-user.

Could not find the file /usr/etc/sys_conf/system-configured
This file, which should have been touched during the first-time boot of the
current version of OS/MP, is missing. You will have to use the -c option to
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preinstall after choosing a date that reflects the last time OS/MP was
installed.
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NAME
pstat - print system facts
SYNOPSIS '
lusrletc/pstat [ -afipSsTb | [ -u pid] [ system [ corefile] ]
DESCRIPTION
pstat interprets the contents of certain system tables. If corefile is given, the tables are
sought there, otherwise in /dev/kmem. The required namelist is taken from /vmunix
unless system is specified.
OPTIONS
-a Under -p, describe all process slots rather than just active ones.
-b Print a stack backtrace of all processes in the system.
-f Print the open file table with these headings:
LOC The memory address of this table entry.
TYPE * The type of object the file table entry points to.
FLG Miscellaneous state variables encoded thus:
R open for reading
W  open for writing
A open for appending
S shared lock present
X exclusive lock present
| signal pgrp when data ready
CNT Number of processes that know this open file.
MSG Number of references from message queue.
DATA The location of the vnode table entry or socket for this file.

OFFSET The file offset (see Iseek(2V)).
Print the inode table including the associated vnode entries with these headings:

ILOC The memory address of this table entry.
IFLAG Miscellaneous inode state variables encoded thus:
A inode access time must be corrected
C inode change time must be corrected
L inode is locked
R inode is being referenced
U update time (fs(5)) must be corrected
W wanted by another process (L fiag is on)
IDEVICE Major and minor device number of file system in which this
inode resides.
INO I-number within the device.
MODE Mode bits in octal, see chmod(2V).
NLK Number of links to this inode.
uiD User ID of owner.

SIZE/DEV ~ Number of bytes in an ordinary file, or major and minor
' device of special file.
VFLAG Miscellaneous vnode state variables encoded thus:
"~ R root of its file system
S shared lock applied
E exclusive lock applied
Z process is waiting for a shared or exclusive

lock
CNT Number of open file table entries for this vnode.
SHC Reference count of shared locks on the vnode.
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EXC Reference count of exclusive locks on the vnode (this may
be > 1' if, for example, a file descriptor is inherited across
a fork).

TYPE Vnode file type, either VNON (no type), VREG (regular),

VDIR (directory), VBLK (block device), VCHR (character
device), VLNK (symbolic link), VSOCK (socket), VFIFO
(named pipe), or VBAD (bad). '

-p Print process table for active processes with these headings:
LoC The memory address of this table entry.
S Run state encoded thus:

0 no process
awaiting an event
(abandoned state)
runnable
being created
being terminated
stopped (by signal or under trace)
F Miscellaneous state variables, ORed together (hexade-
cimal):
0000001 loaded
0000002 a system process (scheduler or
page-out daemon)
0000004 locked for swap out
0000008 swapped out during process creation
0000010 process is being traced
0000020 tracing parent has been told that pro-
. cess is stopped
0000040 user settable lock in memory
0000080 in page-wait
0000100 prevented from swapping during
fork(2V)
0000200 will restore old mask after taking sig-
nal
0000400 exiting
0000800 doing physical I/O
0001000 process resulted from a vfork(2)
which is not yet complete
0002000 another flag for vfork(2)
0004000 process has no virtual memory, as it
is a parent in the context of vfork(2)
0008000 process is demand paging pages
from its executable image vnode
0010000 process has advised of sequential VM
behavior with vadvise(2)
0020000 process has advised of random VM
behavior with vadvise(2)
0080000 process is a session process group
leader
0100000 process is tracing another process
0200000 process needs a profiling tick
0400000 process is scanning descriptors dur-
ing select
4000000 process has done record locks

OGTHWN =

Solbourne Computer, Inc. ' 2 December 1991 | ; 2



PSTAT(8) UNIX Programmer’s Manual PSTAT(8)
8000000 process is having its system calls
traced

PRI Scheduling priority, see getpriority(2).

SIG Signals received (signals 1-32 coded in bits 0-31).

uiD Real user ID.

SLP Amount of time process has been blocked.

TIM Time resident in seconds; times over 127 coded as 127.

CPU Weighted integral of CPU time, for scheduler.

NI Nice level, see getpriority(2).

PGRP Process number of root of process group.

PID The process ID number.

PPID The process ID of parent process.

RSS Resident set size — the number of physical page frames

_ allocated to this process.

SRSS RSS at last swap (0 if never swapped).

SIZE The size of the process image. That is, the sum of the
data and stack segment sizes, not including the sizes of
any shared libraries.

WCHAN Wait channel number of a waiting process.

LINK Link pointer in list of runnable processes.

PAM Current process affinity bitmask.

SPAM Saved process affinity bitmask.

ROTOR index of the next free list where pages will be allocated
from when a new page is required. This is used to avoid
cache aliasing.

-S Print the streams table with these headings:

LoC The memory address of this table entry.

WRQ The address of this stream’s write queue.

VNODE The address of this stream’s vnode.

DEVICE Major and minor device number of device to which this
stream refers.

PGRP This stream’s process group number.

SIGIO The process id or process group that has this stream
open().

FLG Miscellaneous stream state variables encoded thus:

Solbourne Computer, Inc.

waiting for ioctl() to finish

read/recvmsg is blocked

write/putmsg is blocked

priority message is at stream head
device has been “hung up” (M_HANGUP)
waliting for open to finish

stream is linked under multiplexor
stream is in message-discard mode
stream is in message-nondiscard mode
fatal error has occurred (M_ERROR)
waiting for queue to drain when closing
waiting for previous ioctl() to finish before
starting new one

waiting for acknowledgment for ioctl()
stream is in non-blocking mode

_stream is in asynchronous mode

stream uses old-style no-delay mode
stream has had TOSTOP set

MEMZOZOI VS —
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VTIME clock running

VTIME timer expired

collision on select() for reading

collision on select() for writing

collision on select() for exceptional condition

o ~"<0O

The queues on the write and read sides of the stream are listed for each stream.
Each queue is printed with these headings:

NAME The name of the module or driver for this queue.
COUNT The approximate number of bytes on this queue.
FLG Miscellaneous state variables encoded thus:

E queueis enabled to run

R someone wants to get from this queue when it
becomes non-empty

W someone wants to put on this queue when it
drains '

F queueis full

N queue should not be enabled automatically by

a putq
MINPS The minimum packet size for this queue.
MAXPS The maximum packet size for this queue, or INF if there is
no maximum.
HIWAT The high-water mark for this queue.
LOWAT The low-water mark for this queue.
-s Print information about swap space usage:

allocated: = The amount of swap space (in bytes) allocated to private
pages.

reserved:  The number of swap space bytes not currently allocated,
but claimed by memory mappings that have not yet created
private pages.

used: The total amount of swap space, in bytes, that is either
allocated or reserved.

available:  The total swap space, in bytes, that is currently available
for future reservation and allocation.

-T Print the number of used and free slots in the several system tables. This is use-
ful for checking to see how full system tables have become if the system is under
heavy load. Shows both used and cached inodes.

-u pid Print information about the process with ID pid.

FILES
Ivmunix namelist
/dev/ikmem default source of tables

SEE ALSO
ps(1), chmod(2V), fork(2V), getpriority(2), Iseek(2V), stat(2V), vadvise(2), vfork(2),
fs(5) iostat(8), oncpu(8), vmstat(8),

BUGS

It would be very useful if the system recorded “maximum occupancy”’ on the tables
reported by -T; even more useful if these tables were dynamically allocated.
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NAME
swapon - specify additional device for paging and swapping

SYNOPSIS
lusr/etc/swapon -a

lusr/etc/swapon
lusr/etc/swapon -w name...

DESCRIPTION
swapon specifies additional devices or files on which paging and swapping are to take
place. The system begins by swapping and paging on only a single device so that only
one disk is required at bootstrap time. Calls to swapon normally occur in the system
multi-user initialization file /etc/rc making all swap devices available, so that the paging
and swapping activity is interleaved across several devices.

The second form gives individual block devices or files as given in the system swap
configuration table. The call makes only this space available to the system for swap allo-

cation.
Note: “swap files” made with mkfile(8) can be used as swap areas over NFS.
OPTIONS
-a Make available all devices of type swap in /etc/fstab. Using swapon with the -a
option is the normal usage.
-w Reports the names of the device special files which are currently being used as
swap devices. Partitions are reported one per line.
FILES
/dev/sd?b
/dev/xy?b
/devixd?b normal paging devices
letc/fstab
letc/re
SEE ALSO
swapon(2), fstab(5), init(8), mkfile(8)
BUGS

There is no way to stop paging and swapping on a device. It is therefore not possible to
make use of devices which may be dismounted during system operation.
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NAME
vmstat - report virtual memory statistics
SYNOPSIS
~ vmstat [ -fisSp ] [ interval [ count ] |
DESCRIPTION

vmstat delves into the system and normally reports certain statistics kept about process,
virtual memory, disk, trap and CPU activity.

Without options, vmstat displays a one-line summary of the virtual memory activity since
the system has been booted. If inferval is specified, vmstat summarizes activity over the
last interval seconds. If a countis given, the statistics are repeated count times.

For example, the following command displays a summary of what the system is doing
every five seconds. This is a good choice of printing interval since this is how often some
of the statistics are sampled in the system.

example% vmstat 5

procs memory page faults

rbw avm fre reat pi po fr de srx0x1x2x3 in sy cs us sy id
200 918286 00 0 0 0 0 01000 412 53 591
100 846254 00 0 0 0 0 060 1 0 42153 317 40 54
100 840268 00 0 0 0 0 050 0 0 27103 25 8 26 66
100 620312 00 0 0 0 0 060 0 0 26 76 25 6 27 67
CTRL-C

example%

The fields of vmstat'’s display are:
procs Report the number of processes in each of the three following states:

r in run queue

b blocked for resources (i/o, paging, etc.)

w runnable or short sleeper (< 20 secs) but swapped
memory

Report on usage of virtual and real memory. Virtual memory is considered
active if it belongs to processes which are running or have run in the last 20

seconds.
avin number of active virtual Kbytes
fre size of the free list in Kbytes

page Report information about page faults and paging activity. The information on
each of the following activities is averaged each five seconds, and given in units

per second.

re page reclaims — but see the -S option for how this field is modified.

at number of attaches — but see the -S option for how this field is
modified.

pi kilobytes per second paged in

po kilobytes per second paged out

fr kilobytes freed per second

de anticipated short term memory shortfall in Kbytes

sr pages scanned by clock algorithm, per-second

disk Report number of disk operations per second (this field is system dependent).
For Solbourne systems, four slots are available for up to four drives: “x0” (or
“s0” for SCSI disks), “x1”, “x2”, and “x3". 4

faults Report trap/interrupt rate averages per second over last 5 seconds.
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in (non clock) device interrupts per second
sy system calls per second
cs CPU context switch rate (switches/sec)
cpu Give a breakdown of percentage usage of CPU time.
us user time for normal and low priority processes
sy system time
id CPU idle
phit Percentage of the time the context switch of a process resumes on the
same processor where it last executed (-p) option.
OPTIONS
-f Report on the number of forks and vforks since system startup and the number
of pages of virtual memory involved in each kind of fork.
-i Report the number of interrupts per device. Autovectored interrupts (including
the clock) are listed first.
- Display the contents of the sum structure, giving the total number of several
kinds of paging-related events which have occurred since boot.
=S Report on swapping rather than paging activity. This option will change two
fields in vimstat's “paging” display: rather than the “re” and “at” fields, vmstat
will report “si” (swap-ins), and “so’ (swap-outs).
-p Displays how often a context switch of a process resumes on the same proces-
sor rather than the normal CPU statistics.
FILES
/dev/ikmem
/vmunix
BUGS

If more than one autovectored device has the same name, interrupts are counted for all
like-named devices regardless of unit number. Such devices are listed with a unit
number of ‘?.
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