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AUTOMATIC TEXT PROCESSING 

A number of character-recognition devices are under development which hope­
fully will transcribe hard-copy text material to a form useable by a computer. 
Increasing attention is now being given to the problem of what the computer 
can do with this tremendous data base. The goals of such computer processing 
of natural-language text include automatic retrieval of data, automatic indexing, 
automatic formatting of data for subsequent logical and manipulative process­
ing, and so on. A number of possible techniques might be suggested to achieve 
these goals: fast scanning techniques for searching text for occurrences of 
words in particular combinations; word counting techniques which will extract 
word lists in order to approximate an indexing function; word association tech­
niques to group words which have some semantic relationship; grammatical 
analysis techniques which will make explicit the functions of the words in sen­
tences so that levels of information and word relationships can be determined. 
This paper discusses each of these techniques. 

W. D. CLIMENSON 

Data Systems Center 

Bethesda, Md. 

OVER THE PAST ten years, consider­
able attention has been given to the 

challenging task of reading printed text 
by machine. A number of specialized 
devices geared to a well-controlled read­
ing environment are already in operation 
to process bank checks, credit-card 
purchases, and public-utility accounts. 
Progress is being made in the develop­
ment of devices to read typewritten or 
printed text, and even handwritten 
material. 

Certainly one of the goals of this 
development is the ability to automatic­
ally transcribe data available in reports, 
books, and periodicals to a form which 
can be accepted by a computer. The 
question which one must immediately 
raise is: What can the computer do with 
these new sources of data? Some of the 
goals are: 

automatic language translation 
automatic retrieval of the stored texts 
automatic abstracting of texts 
automatic extracting of text portions 

in a form suitable for manipulating 
and correlating data 

cryptoanalysis 
But such ambitious goals can only be 

met with equally sophisticated and ad­
vanced computer processing techniques. 
It is curious that when such tasks are 
suggested as appropriate to computers, 
one usually hears either of two extreme 
reactions: "impossible" or "obviously 
feasible." It is hoped that the reader 
will be left with the impression that the 
current state of the art is somewhere 
between these extremes; that the com­
puter can be productive as an assistant 
in the tasks normally expected of a text 
processing function. 

COMPUTERS AND FORMATS 

Before some promising computer tech-

niques for dealing with raw text are dis­
cussed, it would be useful to consider 
the problem as one of formatting. If we 
view the capabilities of the computer in 
a deterministic sense, we must use terms 
such as record and item descriptions, 
parameters, and bounds when we de­
scribe a task to be performed; i.e. , we 
expect data to obey certain format rules. 
Otherwise we could not predict the out­
come of computer operations. Thus, a 
major task in data processing is defin­
ing and adjusting formats so that data 
can be recorded and processed (or re­
jected) in a consistent fashion. In short, 
natural languages such as English are 
quite unnatural to the computer and 
must be manipulated to conform with 
the machine characteristics if any pro­
ductive work is to be done. 

Thus we are faced with somewhat of a 
paradox: we want to process unformat­
ted data directly with a machine which 
can only accept formatted data. The 
answer must lie in a sort of bootstrap­
ping operation, starting with a minimum 
of format information which is available 
in natural language orthography: 

a limited character set. 
a limited punctuation set (including 

word, sentence, paragraph, and 
document delimiters). 

a large, but finite, number of legal 
combinations of symbols. 

While we take comfort in the fact that 
the combinatorial possibilities are finite, 
the central problem is to recognize an 
organization in the seemingly chaotic 
nature of natural language. Can we state 
what is legal in the language? If so, is 
the set of rules for forming utterances 
(which we call a grammar) of a charac­
ter and size which the limited capacity 
of a computer can handle? 

WILLIAM D. CLIMENSON received his BSEE 
magna cum laude from Duke University in 1953 and 
his MSEE from the Univers ity of Pennsylvania in 
1958. He joined RCA in 1957 and worked on 
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language information to be handled by the com­
puter. He set up automatic syntax analysis pro­
grams, and has done basic language control 
research into linguistics and computer-language 
problems. As Leader, Language Analysis and Doc­
umentation Handling Group in the Data Systems 
Center, Mr. Climenson has ancillary responsibilities 
for document handling and medical data-pro­
cess ing programs. He is a member of ACM and 
Vice-Chairman of its Special Interest Group on 
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TEXT ANALYSIS 

We might start by matching the simpler 
characteristics of the language with the 
elementary functions which a computer 
can perform, build on the insight that 
such an analysis provides, and recog­
nize and test possible operational appli­
cations as we proceed. 

First, we can certainly compare letter 
sequences, count matches (or mis­
matches) , and order the results. We 
could do this at the word or word se­
quence levels, and suggest, for example, 
that words which occur a sufficient num­
ber of times can be interpreted as de­
scriptive of a document's content. We 
can tack on to this process a list of 
reference words which permits us 1) to 
discard common "function" words (such 
as in, the, for), and 2) upgrade the im­
portance of some words which we know 
to be indicative of content regardless of 
the number of times they occur. 

At first glance this notion, as simple 
as it is, seems to provide striking results. 
Authors obviously select words in a non­
random fashion, and word-frequency dis­
tributions tend to exhibit clustering 
around significant words. But, on the 
other hand, good writing sty le sometimes 
demands the use of synonyms, and a 
given word spelling can have two or 
more unrelated meanings. This will de­
grade the value of word-frequency lists. 
We could overcome this difficulty to 
some degree by storing synonym and 
homograph word lists, and "respelling" 
texts so that synonyms become indis­
tinguishable and homographs are as­
signed subscripts prior to the applica­
tion of counting techniques. 

This basic word-look-up, word-count­
ing approach (with many variations) 
has been tried for three applications 
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which require a document description 
or characterization : 

automatic indexing, where a list of 
words ordered by their significance 
is used. 

automatic abstracting, where sen­
tences which best satisfy some 
statistical criterion are extracted 
from the document. 

direct text searching for information, 
where sentences containing selected 
key words are extracted and 
examined. 

None of these applications has been very 
successful; to the author's knowledge, 
these techniques have never been ad­
vanced to. an operational stage. There 
are two basic reasons for this: English 
orthography simply does not contain 
sufficient information which can be used 
directly for such intellectual tasks as 
indexing and abstracting, and the "re­
spelling" of words in text which was 
suggested above requires a satisfactory 
solution for a more difficult problem, 
that of semantics. 

THE SEMANTIC PROBLEM 

An appreciation of the rich reservoir 
of concepts which English allows us to 
communicate can be gained by playing 
a game with Roget's Thesaurus: pick 
two words at random from the thesaurus 
index. The object of the game is to get 
from one word to the other, using the 
cross references available in the the­
saurus categories, with as few inter­
mediate words as possible. For example, 
we can trace a path from pacify to 
punish as follows: 

pacify 723.4 
harmonize 23.8 
adjust 27.7 
compensate 30.4 
repay 807.9 
retaliate 718.2 
punish 972.5 

Any two adjacent words could be con­
sidered as synonyms, but a different 
aspect is selected to determine the next 
synonym in the chain. This suggests that 
if we could isolate these aspects of mean­
ing as a list of elementary concepts such 
as movement, size, relation and the like, 
we could synthesize any complex con­
cept we need, and more important, we 
could state explicitly how two concepts 
are related. In principle, this sounds like 
a good way to work on the problem of 
nailing down the definitions of words, 
and therefore suggests an approach to 
a vocabulary format for computer proc­
essing of text. 

Unfortunately, we can see that the 
solution is still as far away as before 
when we realize that there would be 
more than one way to synthesize a con­
cept; i.e., the rules for synthesizing con­
cepts constitute a sort of language gram-

mar which has all the characteristics of 
the natural language we are trying to 
control. This is the problem which has 
been plaguing investigators concerned 
with automatic language translation 
(and the entire field of linguistic analy­
sis, for that matter) . 

With such a pessimistic introduction, 
the reader may begin to wonder if we 
know anything at all about the language 
we use for communicating so effectively. 
We do, in fact know quite a bit about 
natural language, particularly its struc­
ture. By know, we mean that we have 
been able to state formal rules for con­
structing sentences, for example. Sec­
ondly, more sophisticated mathematical 
notions, when applied as carefully as 
they are defined, have been shown to be 
useful. The remainder of this paper will 
be concerned with these linguistic and. 
statistical techniques. 

AUTOMATIC SYNTAX ANALYSIS 
AND ITS APPLICATIONS 

A description of sentence structure is 
fundamental to any linguistic approach 
to text processing. If it were possible to 
determine the relationships of words in 
sentences, we could systematically de­
velop the necessary processes needed to 
analyze sequences of sentences, para­
graphs, and documents. This philosophy 
has motivated an investigation into 
natural-language structure by the Lan­
guage Analysis Group at the DEP Data 
Systems Center in Bethesda, Md. Con­
siderable progress has been made in 
automatic "parsing" or "diagramming" 
of English sentences. An RCA 501 pro­
gram has been written which accepts 
declarative sentences, marks the limits 
of phrases and clauses, and displays the 
results. 

An example of the printed output for 
two sample sentences is given in Fig. 1. 
The sentence is read vertically, one word 
per line, with indention to indicate nest­
ing of phrases and clauses. The symbols 
on the extreme right show the limits of 
phrases (called first-order strings~ : N, 
noun phrases; V, verb phrases; A, 
adjuncts (prepositional or adverbial 
phrases). The prefixed numbers indicate 
a phrase count. For example, in the sec­
ond sentence the sixth adjunct is "by a 
quick and decisive victory," which con­
tains the eighth noun phrase "a quick 
and decisive victory." Similarly, the sym­
bols in the center column indicate the 
limits of clauses or degenerate clauses 
(called second-order strings). Three 
types of second-order strings are recog­
nized: MN, main string in independent 
clause; NL, nounlike (entire strings 
which behave as nouns in a larger 
string); JG, ignorable (strings which 
do not play a vital syntactic role in the 
larger string). In addition, suffix sym-

bols are used to indicate the beginning 
of a second-order string subject ( S), the 
limits of the verb ( V), and the end of 
the obj ect (0 ) . 

The steps needed to perform this 
analysis are shown in Fig. 2 and de­
scribed below: 

1 ) After initial screening, the words 
in the sentence are replaced by 
the syntactic class (es) of the word. 
These correspond in a rough way 
to the conventional parts-of-speech. 

· 2 ) Words assigned to more than one 

Fig. 1-Example of printed outpul for two 
sample sentences (1 and 2). 

SENTENCE 

fHE 

WHILE 
THE 
MONSOON 

WHICH 
HAD 
JUST 
STARTED 

TURNED 
# KOREA'S 
DIRT 
AND 

GRAVEL 
ROADS 
INTO 

BOGS 

ENEMY 

MANAGED 
TO 
FERRY 

HIS 
ARK>R 
ACROSS 
THE 
# HAN 
AND 

ADVA?ICE 
INTO 

1 MNS 

1 MNV 

1 MNV 

THE 
OUTSKIRTS 

OF 
# SUWON 1 MNO 

SENTENCE 2 

1 lG 
1 lGS 

1 lGV 

1 lGO 

IN 1 lG 
DRAWING 
UP 

THEIR 
TIMETABLE 1 lGO 

THE 1 MNS 
COMMUNISTS 
APPARENTLY 

ASSUMED 1 MNV 

THAT 1 NL 
THE 1 NLS 
INITIAL 
ADVANTAGE 
OF 
A 
STROOO 
SURPRISE 
ATTACK 
IN 
GREAT 
FORCE 
AGAINST 
THE 
# REPUBLIC 
OF 
# KOREA 
WOULD 1 NLV 
BE 
FOLLOWED 1 NL V 
BY 
A 
QUICK 
AND 
DECISIVE 
VICTORY 
FOR 
THE 
FORCES 
OF 
COMMUNISM 1 MNO 1 NLO 

2 lG 

1 N 
1 N 

2 lGV 1 V 

2 lGO 1 V 

2 v 
2 N 
2 N 

3 N 
3 N 
2 A 

1 A 

2 A 4 N 

5 N 
5 N 

3 v 

3 v 

6 N 
6 N 
3 A 

7 N 
3 A 7 N 

8 N 
4 A 

9 N 
4 A 9 N 
5 A 
5 A 10 N 

1 v 

1 N 
1 N 

2 N 
2 N 
1 A 

2 v 

3 N 

3 N 
2 A 

4 N 

2 A 4 N 
3 A 

5 N 
3 A 5 N 
4 A 

6 N 
4 A 6 N 
5 A 
5 A 7 N 
3 V PASSIVE 

3 v 
6 A 

8 N 

6 A 8 N 
7 A 

9 N 
7 A 9 N 
8 A 
8 A 10 N 
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Fig . 2-Basic program steps in syntax analysis. 

class (such as surprise, which can 
be a noun or verb ) are examined to 
see if their specific fun ction in this 
particular context can be resolved. 

3 ) The first-order strings (phrases) 
are bracketed. This is done by a 
pass through the sentence fo r each 
of the three phrase types, search­
ing for allowable word sequences. 

4) On a final pass through the sen­
tence, second-order strings are iso­
late d. Durin g thi s pass, th e 
program searches for allowable 
sequences of first-order strings 
(rather than of individual words) 
to form clauses. 

5 ) Because some multiclass words 
could still remain unresolved after 
step 2, the search for first-order 
strings may include some arbitrary 
decisions. Rather than stop the 
analysis at these points and seek to 
resolve the difficulty, the program 
chooses one logical path and notes 

get next 

t e x t wo r d (i) 

find ne x t scope (j) 
wh i ch matches 

contex t of i 

get n ext 
en try in 

list2 

+ 
if d e sired , 

re - ente r a t I, 

c alling l ast lis t 
generated, lis t 1 

in passing that the decision may be 
wrong. Thus when the second­
order analysis is complete, so­
called " well-formedness" criteria 
may not have been met (e.g. a 
clause may lack a needed noun 
phrase). If this happens, the analy­
ysis returns to the point where the 
last arbitrary decision was made 
and follows a new path. 

The p rogram, whil e imperfect, can 
provide a "good" reading in about 80 
percent of the sentences expected in nor­
mal written discourse, and it seems fe as­
ible to expect that the program could be 
refined to an operational status. If this is 
so, how can the r esults of such an analy­
sis be used? A number of interestin g 
possibil ities are suggested in the follow­
ing paragraphs. 

Sentence Condensation 

First, we can hypothesize that there is a 
correlation between the position of a 

THE ATTACKI NG COMMUNIST DI VI S I ONS MOVED SWIFTLY ACROSS THE 
3 BTH PARALL EL TOWARD SEOUL , FIFTY MIL ES TO THE SOUTH, AN 

Fig. 4-Generation of a docume.nt . thesourus. 

find next substruc - f i nd co -occu rrence 
tu r e (k) whi ch pa rtner (m) of 

matches context of i :j, k 

list l which match 
m ' s i n th i s li st 2 

group all m 1 s for 
this i : j, k and 
fo r m a list 2 

r ep l ac e the s e i 1 s 
in li st I with 

common symbol 
t e rn o r a ril 

a dd e n t r y 
i :j, k: m 
to list I 

word or phrase in a sentence and its sig­
nificance to the document. To test this 
hypothesis, a sentence-condensation pro­
gram was written fo r the RCA 501 which 
uses the syntactic information available 
in sentences as the sole criterion for re­
ducin g the length of the document. Ma­
chine implementation of a limited se t of 
rules applied to this data produced a 
reduction to about 35 percent of ori ginal 
document length . An example of such a 
condensation is shown in Fig. 3, which 
was produced from a section of a book 
on the history of the K orean War. This 
type of intermediate use of automatic 
syntax analysis shows promise, but 
needs to be investi gated furth er. 

Thesaurus Generation 

A second appli cation of automatic syntax 
analysis is in the development of a spe­
cialized thesaurus. The principal diffi­
culty with a semantic analysis even in a 
limited subj ect fi eld is that the meaning 

BY 28 JUNE 1 950, THREE DAYS AFTER THE BEGINNING OF THE NORTH 
KOREAN I NVASION, THE CAPITAL HAD FALLEN I NTO ENEMY HANDS . Fig . Jo-Original text to be processed. 
THE ELEMENT OF TACT I CALSURPRISE AND THE NORTH KOREANS ' OVER­
WELMI NG SUPERIORI TY IN WEAPONS CURSHED ORGANI ZED ROK RESIS-
TANCE I N THE VI CI NI TY OF THE PARALLEL. NORTH KOREAN TANK 
COLUMNS GROUND FORWARD UNSCATHED AGAINST THE INEFFECTIVE 
REPUBL IC OF KOREA FORCES WHICH LACKED TANKS AND ADEQUATE 
ANTITANK WEAPONS . THE WILD EXODUS OF REFUGEES FROM SEOUL 
SWELLED THE POP ULAT ION OF THE TWON OF SUWON, WHICH LAY A 
FEW MILES BELOW THE CAP I TAL . INDIVDUAL ROK SOLDIERS DIS-
PLAYED A WI LL TO FIGHT, BUT COMMUNICATIONS WERE IN A STATE 
OF CHAOS, AND AMMUNITION OF EVERY KIND WAS RUNNING LOW . ON 
2 7 JUNE THE SEAT OF THE SOUTH KOREAN GOVERNMENT WAS TEMPO­
RARI LY MOVED FROM SEOUL TO TAEJON BELOW THE HAN AND KUM 
RI VERS . ALTHOUGH U. S . BOMBERS ATTACKED P ' YONGYANG AND 
TARGETS NEARER THE FRONT, ENEMY PLANES FREELY STRAFED THE 

SUWON AI RSTRIP WH I CH WAS NEAR THE HEADQUARTERS OF BRIG . GEN . 
JOHN H. CHURCH, THE COMMANDER OF ADCOM. WH I LE THE MONSOON, 
WHICH HAD JUST STARTED, TURNED KOREA ' S DIR'!' AND GRAVEL ROADS 
I NTO BOGS, THE ENEMY MANAGED TO FERRY HIS ARMOR ACROSS THE 
HAN AND ADVANCE I NTO THE OUTSKIRTS OF SUWON . RUSSIAN T34 
TANKS, RUSSIAN VEHI CLES, RUSSIAN COMBAT PLANES, AND RUSSIAN 
AUTOMATI C WEAPONS WERE USED AGAINST THE PEOPLE OF SOUTH 
KOREA . THOUSANDS OF NORTH KOREAN SOLDIERS WITH YEARS OF 
SERVI CE I N THE OTHER COMMUN I ST ARMIES PROVIDED THE HARD CORE 
OF THE I NVADING TROOPS . THERE CAN BE NO DOUBT THAT SOVI ET 
ADVISERS PLAYED AN OVERWELMING PART IN PLANNING THE OPERATION. 
I N DRAWING UP THEIR TIMETABLE, THE COMMUNISTS APPARENTLY 
ASSUMED THAT THE INITIAL ADVANTAGE OF A STRONG SURPRISE 
ATTACK IN GREAT FORCE AGAINST THE REPUBLIC OF KOREA WOULD 
BE FOLLOWED BY A QUICK AND DECISIVE VICTORY FOR THE FORCES 

OF COMMUNISM. 

Fig . 3b-Text condensation. 

ATTACKING DIVIS I ONS MOVED ACROSS 38TH PARALLEL TOWARD SEOUL ; 
THREE DAYS AFTER NORTH KOREAN I NVAS I ON BEGINN I NG, CAP I TAL 
HAD FALLEN INTO HANDS . SURPRISE ELEMENT , OVERWHELMI NG 
SUPERIORI TY CRUSHED ROK RESISTANCE IN PARALLEL VICINI TY. 
NORTH KOREAN GROUND FORWARD AGAINST KOREA FORCES REPUBLIC 
WH I CH LACKED TANKS , ADEQUATE WEAPONS . REFUGEES WI LD EXODUS 
SWELLED SUWON TOWN POPULATION. I NDIVI DUAL ROK SOLD I ERS 
DI SPLAYED WI LL; COMMUNICATIONS WERE IN CHAOS STATE; EVERY 
KIND AMMUNITION WAS RUNNING LOW. SOUTH KOREAN GOVERNMENT 
SEAT MOVED FROM SEOUL TO TAEJON . PLANES STRAFED SUWON 
AIRSTRIP . ENEMY MANAGED TO FERRY ARMOR . RUSS I AN PLANES; 
AUTOMATIC WEAPONS USED AGAI NST SOUTH KOREA PEOPLE. THOU­
S ANDS OF NORTH KOREAN SOLD I ERS WITH SERVICE YEARS PROVIDED 
TROOPS HARD CORE. COMMUNISTS ASSUMED THAT ATTACK INI TIAL 
ADVANTAGE IN FORCE AGAINST KOREA REPUBLIC FOLLOWED BY 
VICTORY F OR COMMUNISM FORCES. 



of a word depends on the context in 
which it is used. While context is a very 
elusive concept, a structural analysis at 
the sentence level can be used as an ele­
mentary approach to its formal defi­
nition. 

The particular approach suggested 
here avoids the pitfalls of setting up a 
single thesaurus for the entire language; 
instead it is hoped that small, document­
oriented thesauri can be constructed and 
that some of these may be eventually 
joined into larger organizations of vo­
cabulary. If this is possible, the "respell­
ing" of words in a text which was men­
tioned earlier could become quite useful. 

Assuming that a syntax analysis has 
been performed on a text, we could pro­
ceed as follows (see Fig. 4) . 

1) Search the text for all occurrences 
of a given word. For each occur­
rence note the structure (context ) 
in which it is used. This must be 
done with knowledge that these 
structures are described at various 
levels of precision. Those levels of 
structure which can be defined 
formally we will call "substruc­
tures;" the higher, less defined 
portions of text we will call 
"scopes." 

2) Attempt to match word occur­
rences in the same type of struc­
ture, starting at the most precisely 
defined level. 

3) Where a match is discovered with­
in some limits of scope and sub­
structure, find for each word its 
"co-occurrence partner" among 
the other units of the substructure 
(e.g. the co-occurrence partner of 

the head of a noun phrase might 
be the object of a succeeding prep­
osition ) . List these co-occurrence 
partners together. 

4) Replace all occurrences of all the 
words on such lists by a single, 
common symbol (word ) . 

5 ) Reenter the process, this time us­
ing the text in its "normalized" 
form, and repeat the procedure un­
til some criterion is satisfied. 

While this procedure has not been 
mechanized, manual simulation has 
shown that some significant semantic 
implications can be drawn from the re­
sults. Note that there was no mention of 
word meaning in the above; the pro­
cedure makes use of the author's struc­
turing of his ideas to determine when 
and where words can be considered syno­
nyms in this text. 

Paragraph Analysis 

Paragraph Analysis, a third application 
of automatic syntax analysis, is really 
an extension of it. That is, we would 
like to be able to state "well-formed­
ness" rules for units of text larger than 

the sentence. Because the variety of ways 
to form sentences into paragraphs is 
greater than that of putting words in 
sentences, we could expect a paragraph 
"grammar" to be less precise. 

A paragraph, in this analysis, is simi­
lar to the orthographically marked para­
graph in text in that both are concerned 
with unity of topic. But there is one im­
portant difference: Paragraph analysis 
considers a set of paragraph markings 
as its output, not its input. Therefore we 
are free to use as complex a paragraph 
structure as necessary to explicitly mark 
the relationships between sentences 
{just as we marked the relationships 
between words in syntax analysis). 

The relationship we are concerned 
with is one of dependency, which is man­
ifested in two ways: 

If some one element of a paragraph 
structure is deleted, other elements 
which depend on it must also be de­
leted. 

When certain dependencies are estab­
lished, it is possible to treat whole 
groups of sentences as a single ele­
ment in subsequent analysis. 

Some simple examples of sentence de­
pendency rules are given below (these 
can operate only after a syntax analysis 
on the text has been performed) : 

1 ) A sentence (clause) containing a 
noun phrase with this at the left 
depends on the first preceding 
clause which contains a noun 
phrase with the same word at its 
head (usually the right most word 
in the noun phrase) . 

2) A clause introduced by a word in 
a certain class of conj unctions such 
as although, depends on the pre­
ceding clause. 

3) A clause containing its plus noun 
phrase depends on the next follow­
ing clause which has the same 
noun phrase head. 

In addition to rules such as these, par­
agraph analysis makes use of rules to 
organize the discovered dependencies, 
and partition the document into para­
graphs. These take the form of topologi­
cal and linguistic well-formedness cri­
teria. 

The availability of structural data . 
above the sentence level makes feasible a 
number of useful tasks in processing tex­
tual material. A few possibilities are 
listed below. 

The notion of sentence condensation 
can be extended to permit deletion 
of entire clauses o·r sentences in 
order to systematically reduce the 
size of a document. 

The resultant paragraph structure can 
be examined to determine the mini­
mum text unit which can be con-

sidered informationally independ­
ent, therefore indexable. 

The previously mentioned method of 
generating a thesaurus could be en­
hanced since the paragraph struc­
ture adds precision to the notion of 
context. 

Transformations 

An important aspect of structural lin­
guisti cs is the recognition and explicit 
marking of equivalent or similar struc­
tures. Considerable work in this area at 
the sentence level has been done under 
the name " transformational analysis." 
This analysis provides the means for re­
ducing the number of structures pos­
sible in the language in a systematic 
fashion. Thus transforming or rewriting 
a sentence is to the language's structure 
as respelling of a text (from a thesau­
rus) is to its vocabulary. 

If both of these could be realized at the 
Jevel of context required, we would be 
within reach of our formatting goal. Con­
text is again mentioned here because 
care must be exercised not only in deter­
mining the types of transformations to 
be applied to the entire language, but 
where and when to apply them in the 
local environment of the text. For ex­
ample, we can specify a passive-voice to 
active-voice transformation: 

His buddy carried ] ohn. 
~] ohn was carried by his buddy. 

But if we met the latter sequence out 
of context, we would not know the trans­
formation to use to answer the question: 
Who does the his refer to? 

This type of processing and a descrip­
tion of it are very important for two 
basic reasons. First, it is as fundamental 
as syntax analysis in any attempt to 
describe language. Secondly, all of the 
applications in linguistic analysis men­
tioned previously could be more manage­
able if a previous (or a concurrent) 
transformational analysis was per­
formed. 

Statistical Analysis 

As mentioned previously, statistical tech­
niques applied directly to natural lan­
guage texts cannot promise more than 
rudimentary results. But it should be ob­
vious that if something close to a "well­
controlled" sample can be found, sta­
tistical techniques will offer much in the 
analysis of documents. 

The purpose of the following discus­
sion is not how the needed control of 
data might be achieved (perhaps manu­
ally or with the use of the suggested 
linguistic techniq~es) ; rather we will 
assume that a sufficient degree of text 
normalization has been obtained. 

Counting 

In addition to the counting techniques 
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suggested earlier, mention should be 
made of a method for "normalizing" 
word counts by using the ratio of their 
relative frequency in the document to 
their relative frequency in the file. This 
notion would attempt to characterize a 
document by determining how it differs 
from the remainder of the file. Thus, 
words which were equally common (or 
rare) in the file and in the document 
would be ignored. Words which occurred 
more in one document than would be ex­
pected (as predicted by the file sta­
tistics) would be selected as significant. 

Correlation 

Correlation techniques are pertinent to 
text processing in three ways: 

The retrieval of data which is only 
implicitly stored in the file. 

The amplification of requests for data. 

The characterization of the file lls a 
whole. 

In each of these we are getting farther 
away from the text itself and working, 
in most cases, with document descriptor 
lists. 

Basically, we are interested in deter­
mining numeric values for word (or de­
scriptor) relationships. For example, 
starting with a group of selected words 
and their occurrences in file documents 
we can generate a word-document mat­
rix, with each cell containing Nii> the 
number of occurrences of word i in docu­
ment j. Using conventional correlation 
techniques we can develop correlation 
coefficients for each word-pair. Similarly 
we could obtain a measure of correlation 
between two index terms using the num­
ber of documents indexed by both terms, 
and the number of documents indexed 
by each term (without regard for the 
other) . Other parameters have been used 
as well. 

The value of correlating terms can be 
seen if reference is again made to the 
semantic problem and context. That is, 
we can legitimately ask questions about 
the relationships of terms within the con­
text of the file or group of data we are 
working with (and not the entire uni­
verse of concepts). For example, the ef­
fectiveness of a document-retrieval sys­
tem can be enhanced considerably if in 
addition to retrieving documents, the 
system retrieves information about the 
file to help the requestor formulate his 
query. Specifically, the original terms in 
a request can be correlated with all other 
terms used in the file to determine which 
new ones (the requestor neglected to 
use) ought to be appended to the re­
quest. These new terms might be 
checked against the file for additional 
correlations. 

Secondly, correlation techniques are 

important in measuring the dynamic ele­
ments of the data to be processed. New 
trends and aspects of a particular sub­
ject area can be detected. One method of 
extending correlation techniques in the 
area of file characterization is discussed 
below. 

Factor Analysis 

It is often quite difficult to analyze a 
matrix of correlation coefficients because 
of the complex relationships which one 
must examine in order to determine, say, 
the overlap of two pairs of elements. The 
problem of interpreting correlation mat­
rices has been tackled by psychologists 
who have developed a technique called 
"factor analysis" to assist in the task of 
finding common elements in the vari­
ables of a testing situation. The tech­
nique has been carried over to the docu­
ment-retrieval field. In this application, 
factor analysis has been used to extract 
"factors" from a descriptor correlation 
matrix. A factor consists of a list of re­
lated descriptors each with a numeric 
weight (or loading) , which are extracted 
by a matrix reduction process. 

The various factors extracted from the 
matrix (lists of terms) can be inter­
preted and assigned names. They should 
(and do) show the gross classes of data 
in a document file and relationships of 
the terms used in document descriptions. 
Dynamic document classification might 
be possible using this technique. 

SUMMARY 

It is hoped that techniques borrowed 
from psychology, graph theory, linguis­
tics and so on will develop into useable 
tools in text analysis. Some progress has 
been made already. Because of the tre­
mendous increase in technical and ad­
mm1strative documentation and the 
anticipated availability of reading ma­
chines more progress must be made. 

There are two basic reasons why re­
search in automatic text processing has 
produced disappointing results thus far: 

1) The potential customer wants to 
see operational results in a rela­
tively short time. This has directed 
the researcher's attention to ad hoc 
and obvious techniques which 
seem to promise some payoff 
quickly. 

2) The researcher himself is either 
impatient to see useable results, 
or ~t the other extreme, is pursuing 
relevant tasks but at a leisurely 
academic pace, far removed from 
the realities of the problem at 
hand. 

As a result of these two factors, we have 
seen a number of simple techniques 
worked and reworked by different people 
at considerable cost with little success. 

It seems that an approach closer to that 
which we might call "goal-oriented lin­
guistic-theoretic" is needed. This re­
quires considerable discipline and 
patience from both the investigator and 
his sponsor, but could be more success­
ful in the long run. 

One could point to numerous examples 
of research in text processing supported 
on this basis. Three projects being car­
ried on at the DEP Data Systems Center 
might be mentioned: 

1) Fact Correlation Study, performed 
for the Rome Air Development 
Center, which supplied to the Air 
Force an applied research plan in 
text processing. 

2) Advanced Recognition Techniques 
Study, performed for the U. S. 
Army Electronics Materiel Agen­
cy, which is concerned with the use 
of contextual clues in improving 
the performance of character read­
ers. 

3) Fact Correlation, Phase Ila, for 
Rome Air Development Center, 
which is concerned with a bench­
mark program in concept correla­
tion; specifically, the problem of 
automatic reassembly of para­
graphs into the documents from 
which they were extracted. 
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