
















































































































































































































































































































































































































































































































































































































































































































Using the mirutil Utility 

There are two ways to use the mirutil utility. 

1. You can invoke mirutil with the command options 
(i.e. mirutil -m 1 2). 

2. You can invoke mirutil without command options (i.e. miru­
til). This action presents a menu from which you can select 
the desired option. 

Invoking the mirutil utility (with options) 

The mirutil syntax is: 

mirutil -option [primarydrive [secondarydrive]] 

The options are: 

s status of disks on the system. DO NOT USE the pri-
marydrive and secondarydrive options with the -s option 

m mirror a pair of disks 

r re-connect a disconnected disk on an existing pair 

d disconnect a disk from an existing mirrored pair 

u un-mirror a pair of disks 

v verify a mirror pair 

primarydrive is the drive to be mirrored 

secondary drive the drive the primary drive is mirrored on (the 
invisible disk). This is only needed with the -m 
option. 

A few examples of correct syntax follow: 

To display the status of disks on the system enter: 

mirutil -s 

To mirror /dev/dsk/lsO (the primary disk, which is the second 
drive in the system) on /dev/dsk/2s0 (the secondary disk, which is 
the third drive in the system), enter: 
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mirutil -m 1 2 

To disconnect disk 1 (primary disk) from disk 2 (secondary disk), 
enter: 

mirutil -d 1 (enter only the primary disk number) 

To reconnect disk 1 (primary disk) to disk 2 (secondary disk), 
enter: 

mirutil -r 1 (enter only the primary disk number) 

To verify a mirrored pair enter: 

mirutil -v 1 (enter only the primary disk number) 

To un-mirror a pair of disks enter: 

mirutil -u 1 (enter only the primary disk number) 

Suggestions on How to Use mirutil 

It is recommended to use the mirutil menu until you familiar 
with how mirutil operates. After you know the options available, 
you can perform the same operations available from the mirutil 
menu by invoking mirutil with options at the # prompt (i.e. 
mirutil -m 1 2). 
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Using the Mirror Disk Menu 

The following paragraphs describe the mirror disk utility menu 
options available (see Figure 12-2). To run mirutil, do the follow­
ing: 

1. Log in as root (or become the superuser). 

2. At the # prompt enter: 

mirutil 

12-6 

The status of all presently mirrored drives and the mirror 
utility menu are displayed followed by the mirror disk menu. 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

O dev/dsk/Os• 261632 Independent 

1 dev/dsk/ls* 261632 Primary In use Drive 2 3:55 7/' 86 

2 dev/dsk/2s• 261632 Secondary In use Drive 1 3:55 7/' 86 

(S)tatus of disks on the system. 

(M)irror a pair of disks. 

(R}e-connect a disconnected disk on an existing mirror. 

(D)isconnect disks fro• an existing mirrored pair. 

(U)•-•irror a pair of disks. 

(V)erify a airror pair. 

(Q)ait. 

Nbat do JOU select? (S/M/R/D/U/V/Q) 

Figure 12-2. Mirror Disk Menu Display 
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(S)tatus 

(M)irror 

Displays the current status of all disks 
in the system. 

Mirrors (assigns) two disks as a mir­
rored pair. 

(R)e-connect Re-connects a disconnected disk. This 
is the opposite of Disconnect. 

(D)isconnect Disks Temporarily separates a pair of disks. 

(U)n-mirror 

(V)erify 

(Q)uit 

Disk Mirroring 

Disconnect refers to a pair of disks 
which are set up as a mirror but which 
are currently not being kept in sync, 
usually due to some problem such as 
one of the drives being off-line. The 
drives are remembered as being mir­
rored and can be reconnected at any 
time with Reconnect. In the event of a 
drive failure of a mirrored disk, a disk 
becomes disconnected. 

Un-mirrors disks from an existing mir­
rored pair. Un-mirror is the opposite of 
(M)irror. Unlike disconnect, the un­
mirror option forgets all disk mirroring. 
When disks are un-mirrored each phy­
sical disk is a separate drive with no 
remembered information from disk mir­
roring. 

Checks that a mirrored pair of drives is 
in agreement. The verify option checks 
the mirrored pair sector by sector. This 
will take quite a while. You can use 
the drive that displays In Use under 
the Status column when the verify 
operation is taking place. Use this 
option if you want to verify that both of 
your mirrored drives are in agreement. 

Exits mirutil and returns the operat­
ing system. 
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3. To select an option from the menu, enter either the upper- or 
lower-case letter in parentheses (s, m, r, d, u, v, or q). As 
each option is executed, the menu is re-displayed. With the 
exception of the (S)tatus and (Q)uit functions, you must 
have superuser status or login as root. 
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Mirutil Utility Options 

This section describes the mirutil options and explains the 
displays presented by mirutil. The options will be discussed in 
the order they are displayed on the menu. 

Status of Disks on the System 

To display the status of all on-line system disks, enter: 

mirutil -s 

OR 

Enter: 

mirutil 

The mirror disk menu is displayed (see Figure 12-2). Enter: 

s or S 

The system returns a listing of the status of all system disks by 
the mirror disk menu (see Figure 12-3). 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

0 /dev/dsk/Os* 261632 Independent 

1 /dev/dsk/1s* 261632 Primary In use Drive 2 2:12 7/9 86 

2 /dev/dsk/2s* .261632 Secondary In use Drive 1 2:12 7/9 86 

(S)tatus of disks on the system. 

(M)irror a pair of disks. 

(R)e-connect a disconnected disk on an existing mirror. 

(D)isconnect disks from an existing mirrored pair. 

(U)n-mirror a pair of disks. 

(V)erify a •irror pair. 

(Q)uit. 

What do you se1ect? (S/M/R/D/U/V/Q) 

Figure 12-3. Status of Disks on the System 
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Following is an explanation of the mirutil display. 

Parameter Function 

DRIVE Displays each of the 16 possible system drives (/dev/dsk/Os* 
- /dev/dsk/15s*). 

SIZE Disk size in 512-byte sectors. 

TYPE One of three types: Independent (not mirrored), Primary mir­
ror disk, and Secondary mirror disk. The Primary disk is the 
first named when the pair is connected. It does not have to 
be the lower numbered disk. For example, 
mirutil -m 3 2 mirrors disk 3 on disk 2. Disk 3 is the pri­
mary disk. The secondary disk (disk 2) is the invisible disk. 

STATUS Blank (nothing in the field), In use, Disconnected, One drive,/-~ 
Unavailable, Mr nnnnn, or Vy nnnnn (where nnnnn is th6, ._; 
sector number). A functional independent disk that is not' 
mirrored will show a blank field (nothing in the field). Drives 
that are mirrored are indicated by In use. Disconnected 
means that the drive has been disconnected from its mirror. 
One drive indicates that the other drive in the pair is out of 
action and this is the survivor. An Unavailable disk is one 
that does not exist in the system, or is turned off. Mr nnnnn 
(where nnnnn is the number of sectors) indicates that the 
disk is in the process of being mirrored. It is currently at the 
sector number indicated by nnnnn. Vy nnnnn (where nnnnn 

MIRROR 

CREATED 

is the number of sectors) indicates that the disk is in the pro­
cess of being verified. It is currently at the sector number 
indicated by nnnnn. 

Shows which disk is the mirror-pair to the one displayed. 

The time and date the disk was mirrored. 

Figure 12-4. Explanation of Mirror Disk Status Listing 
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Mirror a Pair of Disks 

Selecting the m option (from the Mirror Disk Utility Menu) or 
invoking the -m option (with the mirutil command), mirrors (con­
nects) a pair of disks. Before you mirror disks see the section 
"Disk Mirroring Requirements and Limitations" earlier in this 
chapter. 

To mirror disk 1 (primary) on disk 2 (secondary) enter: 

mirutil -m 1 2 

OR 

Enter: 

mirutil 

The mirror disk menu is displayed (see Figure 12-2). Enter: 

morM 

The following display is returned. What you enter is shown in 
boldface type. 

Disk Mirroring 12-11 



DRIVE SIZE 

261632 

261632 

261632 

TYPE STATUS MIRROR CREATED 

O /deT/dsk/Os• 

l /deT/dsk/ls• 

2 /deT/dsk/2s• 

Independent 

Independent 

Independent 

Enter auaber of drive with data to ~e •irrored: 1 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

O /deT/dsk/Os• 

l /deT/dsk/l s• 

261632 Independent 

261632 Independent 

Enter au•ber of driYe to overwrite with new data: S 

Ok to copy all data fro• drive l onto drive 2 (y/n)? y 

This ••Y take a while and degrade system performance until completed. 

(S)tatus of disks on the system. 

(M)irror a pair of disks. 

(R)e-connect a disconnected disk on an existing •irror. 

(D)isconnect disks from an existing mirrored pair. 

(D)n-airror a pair of disks. 

(V)erify a airror pair. 

(Q)uit. 

What do you select? (S/M/R/D/U/V/0) 

Figure 12-5. Connecting a Pair of Mirrored Disks 
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If you then check the mirror status with the (S) selection from the 
mirror disk menu or invoke mirutil -s, you will see a display simi­
lar to Figure 12-6. Note the Mr 6400 in the STATUS column. 
This shows that the mirror operation is not yet complete. The 
mirror operation is in the process of copying data from one drive to 
a second drive. 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

1 /dev/dsk/ls* 261632 Primary One drive Drive 2 2:12 7/9 86 

2 /dev/dsk/ls* 261632 Secondary Mr 6400 

(S)tatus of disks on the system. 
(M)irror a pair of disks. 

Drive 1 2:12 7/9 86 

(R)e-connect a disconnected disk on an existing mirror. 
(D)isconnect disks from an existing mirrored pair. 
(U)n-mirror a pair of disks. 
(V) erify a mirror pair. 
(Q)uit. 

What do you select? (!S/M/R/D/U/V/Q) 

Figure 12-6. Status After Connecting a Mirrored Pair 

It is suggested to select the (S) option from the menu or invoke: 

mirutil -s 

to chec~ the status of disk mirroring. 

If: 

• you are mirroring two drives 

• one drive is the root drive and 

• disk mirroring fails 

see the section "In Case of Difficulty" in this chapter. 
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Re-Connect A Disconnected Disk 

If either disk in a mirrored pair is non-functional (or for some rea­
son fails during operation) it becomes disconnected. Invoking the 
·r option to the mirutil command or selecting r from the Mirror 
Disk Utility Menu re-connects a disconnected disk on an existing 
mirrored pair. 

To re-connect disk 1 (primary drive) to disk 2 (secondary drive) 
enter: 

mirutil -r 1 (only the primary drive needs to be entered) 

OR 

Enter: 

mirutil 

The mirror disk menu is displayed (see Figure 12-2). Enter: 

rorR 

A listing of the primary drives is returned. What you enter is 
shown in boldface type. 
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DRIVE 

l /deT/dsk/2s• 

SIZE 

261632 

TYPE STATUS MIRROR CREATED 

Primary Disconnected Drive 1 2:33 6/7 86 

Enter number of drive (primary): 1 

This may take a while and deqrade system performance 

until completed. 

SIZE 

261632 

TYPE 

Independent 

STATUS MIRROR CREATED DRIVE 

/dev/dsk/Os• 

l /dev/dsk/ls• 

2 /dev/dsk/2s• 

261632 Primary 

261632 secondary 

Mr 3800 Drive l l,33 6/7 86 

One drive Drive l 2,33 6/7 86 

(S)tatus of disks on the system. 

(M)irror a pair of disks. 

(R)e-connect a disconnected disk on an existing mirror. 

(D)isconnect disks from an existing mirrored pair. 

(U)n-•irror a pair of disks. 

(V)erify a mirror pair. 

(Q)uit. 

Nhat do you select? (S/M/R/D/U/V/Q) 

Figure 12-7. Re-attaching a Detached Disk 
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[NOTE] Only primary drives will be listed from which to 
choose, even if it is the secondary drive that is discon­
nected. 

It is suggested to select the (S) option from the menu or invoke: 

mirutil ·S 

to check the status of disk mirroring. When the drives are recon­
nected, the following display is returned. 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

0 /dev/dsk/Os• 261632 Independent 

1 /dev/dsk/1s• 261632 Primary In use Drive 2 2:33 6/7 86 

2 /dev/dsk/2s• 261632 Secondary In use Drive 1 2:33 6/7 86 

Disconnecting a Mirrored Pair 

At any time you can disconnect (temporarily separate) a disk from 
a mirrored pair. For example, you might want to disconnect a 
drive from its mirrored pair if you suspect a drive is not working 
properly. 

If drive 1 (primary) and drive 2 (secondary) are mirrored together 
and you want to work on drive 1, disconnect drive 1 from drive 2. 
Both drives contain the same information. While drive 1 is being 
repaired, use drive 2. Later, after drive 1 is repaired, you can 
reconnect drive 1 and drive 2 using the Reconnect command. 
Drive 1 will be updated with the information from drive 2. 
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To disconnect drive 1 (primary drive) from drive 2 (secondary 
drive) enter: 

mirutil -d 1 (only the primary drive needs to be entered) 

OR 

Enter: 

mirutil 

The mirror disk menu is returned. Enter: 

d 

A list of mirrored drives is returned. What you enter is shown in 
boldface type. The drive status is displayed after the disconnect 
operation. 

0 

1 

DRIVE SIZE 

/dev/dsk/Os• 261632 

/dev/dsk/1s* 261632 

TYPE STATUS MIRROR CREATED 

Independent 

Priaary In use Drive 2 l:12 6/7 86 

2 /dev/dsk/2s• l61632 Secondary In use Drive 1 l:12 6/7 86 

Enter number of drive to disconnect fro• its •irror: 1 

Are you sure you want to disconnect driTe 1 (y/n) y 

drive 1 being disconnected from mirror 1. 
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DRIVE SIZE TYPE STATUS MIRROR CREATED 

O /dev/dsk/Os• 261632 Independent 

l /dev/dsk/ls• 261632 Primary Disconnected Drive 2 2:12 6/7 86 

/dev/dsk/ls• 261632 Secondary One drive 

(S)tatus of disks on the syste•. 

(M)irror a pair of disks. 

Drive l 2:12 6/7 86 

(R)e-connect a disconnected disk on an existing airror. 

(D)isconnect disks from an existing •irrored pair. 

(~)n-mirror a pair of disks. 

(V)erify a mirror pair. 

(Q)uit. 

What do you select? (S/M/R/D/U/V/O) 

Figure 12-8. Disconnecting a Mirrored Pair 
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Un-mirror a Pair of Disks 

You can, at any time, un-mirror both disks from a mirrored pair. 
The un-mirror option forgets all disk mirroring. Select this option 
only if you want to permanently detach two drives. To un-mirror 
drive 1 (primary drive) from drive 2 (secondary drive) enter: 

mirutil -u 1 

Note that only the primary drive needed to be entered. 

OR 

Enter: 

mirutil 

The mirror disk menu is displayed. Enter: 

uorU 

mirutil returns the following display. What you enter is shown in 
boldface type. 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

1 /dev/dsk/1s* 261632 Primary In use Drive 2 2:12 6/7 86 

Enter number of drive to unmirror: 1 

Are you sure you want to un-mirror drive 1 (y/n) y 

After the drives are un-mirrored, mirutil returns the following. 
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DRIVE SIZE TYPE STATUS MIRROR CREATED 

1 /dev/dsk/1s• 261632 Independent 

2 /dev/dsk/2s• 261632 Independent 

(S)tatus of disks on the systea. 

(M)irror a pair of disks. 

(R)e-connect a disconnected disk on an existing airror. 

(D)isconnect disks from an existing mirrored pair. 

(V)n-mirror a pair of disks. 

(V)erify a mirror pair. 

(Q)ui_t. 

What do you se1ect? (S/M/R/D/U/V/Q) 

Figure 12-9. Un-mirroring a Mirrored Pair 

If you redisplay the mirror status, s, you will see a display similar 
to Figure 12-10: 

DRIVE SIZE TYPE 

1 /dev/dsk/1s* 261632 Independent 

2 /dev/dsk/2s* 2~1632 Independent 

(S)tatus of disks on the system. 

(M)irror a pair of disks. 

STATUS MIRROR CREATED 

(R)e-connect a disconnected disk on an existing airror. 

(D)isconaect disks from an existing mirrored pair. 

(U)n-airror a pair of disks. 

(V)erify a mirror pair. 

(Q)uit. 

What do you se1ect? (S/M/R/D/U/V/Q) 

Figure 12-10. Mirror Status After Un-mirroring a Disk 

Only the primary disks are listed. The secondary disk is now 
accessible. 
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Verify a Mirror Pair 

The verify option is included so the system administrator can ver­
ify that two physical drives are in agreement. Use this option to 
verify that drives are properly mirrored. The verify operation will 
take a while to complete. You can use the primary disk while the 
verify operation is being performed. 

To do this, invoke the -v option (verify) or select v from the mirror 
disk menu. The verify option checks the mirrored pair sector by 
sector. This option takes a while to complete. For example, the 
verify operation on a mirrored pair with a 512-byte sector size of 
121712 took about one hour. While the verify operation is taking 
place, you can use the drive with In Use listed under the Status 
column. While the Verify operation is taking place, drive 1 contin­
ues to mirror to drive 2. 

To verify that the mirrored pair, drive 1 (primary drive) and drive 
2 (secondary drive) are in agreement, enter: 

mirutil -v 1 

Note that only the primary drive needed to be entered. 

OR 
Enter: 

mirutil 

The mirror disk menu is displayed (see Figure 12-2). Enter: 

vorV 

The program returns a list of primary drives. 
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DRIVE 

1 /dev/dslt/l.s• 

SIZE TYPE STATUS 

261632 Primary Io use 

MIRROR CREATED 

Drive 2 2,12 6/7 86 

Enter number of drive to verify? 1 

Are you sure you want to verify drive 1 (y/n)? y 

DRIVE 

0 /dev/dslt/Os• 

1 /dev/dsk/1s* 

2 /dev/dslt/2s• 

SIZE 

261.632 

261.632 

261.632 

TYPE STATUS MIRROR 

Independent 

Primary In use Drive 2 

Secondary Vy 270 Drive 1 

(S)tatus of disks on the syste•. 

(M)irror a pair of disks. 

CREATED 

2ol2 6/7 86 

2ol.2 6/7 86 

(R)e-connect a disconnected disk on an existinq mirror. 

(D)isconnect disks from an existing mirrored pair. 

(U)n-mirror a pair of disks. 

(V)erify a mirror pair. 

(Q)uit. 

What do you sel.ect? (S/M/R/D/U/V/Q) 

Figure 12-11. Status While the Verify Operation is Taking Place 
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The verify process will take a while. As the drives are being 
verified, you can check the status with the (8) option or by enter­
ing: 

mirutil -s 

Following is a sample status display. 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

O /dev/dsk/Os• 261632 Independent 

l /dev/dsk/1s• 261632 Priaary In use Drive 2 2:12 7/9 86 

2 /dev/dsk/2s• 261632 Secondary Vy 4200 Drivel 2:12 7/9 86 

After the verify operation is complete, the status display looks like 
the following: 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

0 /dev/dsk/Os• 261632 Independent 

l /dev/dsk/1s• 261632 Pri•ary ID Use Drive 2 2:12 7/9 86 

2 /dev/dsk/2s• 261632 Secondary ID Use D.:rive 1 2:12 7/9 86 

Quit the Mirror Disk Program 

To quit the mirutil program, select the q option from the mirror 
disk menu. Enter: · 

qorQ 

The program exits and the operating system is returned. 
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Shutting Down Your System With Mirrored Disks 
To shut down your Plexus system with disks mirrored, invoke the 
/etc/shutdown program. See the chapter Startup and Shut­
down. You do not need to perform any special shutdown pro­
cedures with Sys5 Release 1.5 or later other than the normal 
/etc/shutdown. Startup and Shutdown". 

In Case of Difficulty 
This section describes what to do when disk mirroring fails. 

The System Goes Down While Mirroring Two Drives 

If your system goes down while you are performing a mirror 
operation, such as mirroring two drives, the mirutil program 
recognizes that the drives have been connected. See the chapter 
Startup and Shutdown for information on how to reboot your sys-
tem. After /unix is loaded, the system displays an error message. -- . / 

In the following example, disk 1 (primary) and disk 2 (secondary) 
were being mirrored when the RESET button was pressed. After 
/unix was loaded the system returned: 

12-24 

A connect to mirror 1 was interrupted, 
run mirutil to try again. 

Disk Mirrorin'"' 



( 

( 

( 

Invoke mirutil -s or invoke mirutil and select the (S) option from 
the menu. You will see a display similar to the following: 

DRIVE SIZE TYPE STATUS MIRROR CREATED 

O /dev/dsk/Os• 261632 Independent 

l /dev/dsk/ls* 261632 Primary One drive Drive l l•ll 7/9 86 

l /dev/dsk/ls* 261632 Secondary Disconnect Drive l 2•ll 7/9 86 

(S)tatus of disks on the system. 

(M)irror a pair of disks. 

(R)e-connect a disconnected disk on an existing mirror. 

(D)isconnect disks from an existing •irrored pair. 

(U)n-mirror a pair of disks. 

(V)erify a mirror pair. 

(Q)uit. 

What do you select? (S/M/R/D/U/V/Q) 

Figure 12-12. System Goes Down While Mirroring Disks 

The preceding display shows that a link between drives 1 and 2 
has been made but has been interrupted due to the system going 
down. Invoke mirutil -r 1 to reconnect drives 1 and 2 or invoke 
mirutil and select the (R) option to reconnect drive 1 to its mir­
ror. 

It is suggested to invoke mirutil -s or invoke mirutil and select 
the (S) option from the menu to check the status of the reconnect 
process. 
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The Root Drive and the Secondary Drive Become Unmir­
rored 

If: 

• you mirrored the root drive (primary drive) with a secondary 
drive (such as drive 1) 

• your drives become unmirrored 

• and you must repair the primary drive, drive 0 

follow the steps below: 

1. Shutdown the system. See the chapter Startup and Shut­
down. 

2. Disconnect the drive you need to work on from the system. 
In this example, disconnect drive 0. Repair the drive. 

3. Because drive 0 is disconnected, when you reboot the system, 
you must tell the boot PROMs to boot from drive 1, the 
secondary drive. To reboot a P /90 or a P /95 system from 
drive 1, enter: 

dk(l,O) /unix 

To reboot a Multibus system from drive 1 (EMSP controller) 
enter: 

xy(l,O) /unix 

To reboot a Multibus system from drive 1 (IMSP controller) 
enter: 

pd(l,0) /unix 

For additional information on booting your system, see the 
chapters Startup and Shutdown and Stand-alone Programs. 

4. After drive 0 has been repaired, shutdown the system and 
reconnect drive 0 to the system. 

5. Boot the system from drive 1 (see step 3). 

6. To reconnect drive 0 to drive 1, enter: 
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mirutil -r 0 

Note that you must specify the primary drive, drive 0, when 
reconnecting drive 0 and drive 1. 
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MANAGING SYSTEM PROCESSES 

This chapter, which presents an overview of process management, 
provides explanations of: 

• what user processes are 

• what ps(l) stands for and what happens when ps is executed 

• how to kill processes 

• how to free up frozen terminals 

• what thrashing is 
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Overview 
Some of the major functions of an operating system are: 

• managing what commands are to be executed. 

• managing when commands are executed. 

• giving priority to each user's request for processing input to 
output. 

When you enter a command at the C shell ( % ) or Bourne shell 
( $)prompt, Sys5 generates a process by assigning a process ID 
number (PID) to that command and loading it into main memory 
(RAM). 

Most of the process execution that takes place is transparent to 
the user. As an example, a typical user does not know the prior­
ity of the command request or when the job will actually be ser­
viced by the CPU. Sys5 takes care of all that. As the system 
administrator, you should be aware of processes and how to 
manage them. 
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Process Status Command 
The command ps(l) stands for process status. Use the ps(l) 
command to display listings of system processes. psis fully docu­
mented in the Sys5 UNIX User's Reference Manual. 

The format of the ps listing depends on the flags given to the ps 
command. For example, entering: 

ps 

returns a display of your processes in short format. Figure 13-1 
illustrates a sample display for a user using the C shell and run­
ning troff and tbl: 

PID TTY TIME COMMAND 

1979 ttyO 0:12 csh 

5511 ttyO 0:01 tbl 

5512 ttyO 0:00 sh 

5513 ttyO 0:01 lp 

5514 ttyO 0:02 troff 

5515 ttyO 0:00 post 

5517 ttyO 0:01 ps 

Figure 13-1. A Sample ps Listing 

A more detailed (and more frequently used version ofps) is ps -ef, 
which lists all system processes using a semi-long listing format. 
A typical ps -ef listing will look something like Figure 13-2, which 
illustrates the results of the ps -ef command for an 8-user system 
in multi-user mode with 6 users logged in. An explanation of the 
columns of ps -ef follows the listing. 
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UID PIO PPID C STIME TTY TIME COMMAND 
root o 0 2 Jul 2 ? 1266:30 swapper 
root 1 0 0 Jul 2 ? 3:58 /etc/init 
root 0 0 0 Jul 2 ? 0:02 [ xsched ] 
root 3 0 1 Jul 2 ? 10:28 [ lapb ] 
root 4 0 0 Jul 2 ? 0:23 [VT] 
root 5 0 0 Jul 2 ? 0:02 [ DFSL] 
root 6 0 0 Jul 2 ? 0:02 [ DFSR] 
root 7 O O Jul 2 ? 0:02 [ rnrclean ] 
root 6191 1 O 14:51 :58 console 0:01 /etc/getty console console 
joyce 1979 1 0 18:07:59 ttyO 0:14 -csh 
root 61 1 0 Jul 2 ? 0:05 /etc/cron 
doris 1655 1 0 17:07:29 tty6 0:15 -csh 
carol 2225 1 o 03:58:52 vttyO 0:06 -csh 
don 1943 1 0 18:03:06 tty2 0: 13 -csh 
jeffm 1565 1 0 16:48:48 tty3 0:11 -csh 
jeffh 1822 1 o 17:28:28 tty4 0:09 -csh 
root 6277 1 o 15:05:31 ttys 0:01 /etc/getty /dev/ttys 9600 
root 2211 1 0 02:18:58 tty7 0:01 /etc/getty /dev/tty7 1200 
Ip 72 1 0 Jul 2 ? 0:08 /usr/lib/lpsched 
root 5343 1 0 11 :16:36 ? 0:01 /etc/getty /dev/vtty1 9600 
root 91 1 O Jul 2 ? 0:01 /etc/getty /dev/vtty2 9600 
root 92 1 0 Jul 2 ? 0:01 /etc/getty /dev/vtty3 9600 
root 93 1 0 Jul 2 ? 0:01 /etc/getty /dev/vtty4 9600 
don 6249 1943 0 14:59:57 tty2 0:00 /bin/sh hold 
don 6252 6251 0 14:59:58 tty2 0:19 tbl acp.chap2 
don 6253 6251 2 14:59:58 tty2 0:03 [ Ip ) 
Ip 6269 72 0 15:04:53 ? 0:00 /usr/lib/lpsched 
doris 6294 1655 0 15:08:34 tty6 0:00 /bin/sh hold3 
Joyce 6301 1979 5115:09:00 ttyO 0:03 ps -ef 

Figure 13-2. A Partial Listing Illustrating the ps -ef Command 

An explanation of the columns of ps -ef follows: 

UID U sername that created the process - the login 
name. 

PID 

18-4 

Process ID number. A unique number assigned to 
each job. 
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PPID 

c 
STIME 

TTY 

TIME 

COMMAND 

Parent process ID; the process that spawned this 
process. 

Used by the process for scheduling, priority value. 

Starting time of process. 

The number of the tty port (terminal) which created 
the process. 

The cumulative execution CPU time for the process. 

The name of the process itself. The full command 
name and its arguments are printed under the -f 
option. 

Depending on the flags used with ps, other columns might be 
displayed. For example, executing ps -elf displays a longer listing 
format. See ps(l) in the Sys5 UNIX User's Reference Manual for 
additional information. 

What is getty? 

getty(lM), a process invoked by init(lM), stands for get tty pro­
gram. It runs when no one is logged in and has two arguments. 
The first argument is the /dev/tty-number that it is running on; 
the second argument is a number indicating the speed (baud rate) 
at which the port is expecting input. 

In the preceeding example, the first argument to /etc/getty is the 
tty-number, /dev/tty5. The second argument to getty refers to 
the line speed (baud rate), 9600. The speed parameter in 
/etc/inittab must match a label (the first field) in 
/etc/gettydefs(4). Additional information on the getty process is 
explained in the section on modems in the chapter Setting Up 110 
Devices. Figure 13-3 illustrates a sample listing of 
/etc/gettydefs. 
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console# EXTB HUPCL CS8 OPOST ONLCR t EXTB SANE IXANY TABJ #Console Loqin: tconso1e 

1200# 81200 HUPCL CSB I 81200 SANE IXANY TA83 #Mode• login: 1300 

3001 8300 HUPCL CS8 I 8300 SANE IXANY TA83 IModem login: 11200 

96001 89600 HUPCL csa I 89600 SANE IXANY TA83 #login: 19600 

24001 82400 I 82400 SANE IXANY TAB3 llo9in: 1300 

48001 84800 I B4800 SANE IXANY TAB3 llo9in: 11200 

Figure 13-3. Sample Listing of I etc/ gettydefs 
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Each entry in /etc/gettydefs has the following format: 

label#initial-flags#final-flags#login-prompt#next-label 

where: 

label 

initial-flags 

final-flags 

is the string against which getty tries to match 
its second argument. It is usually the speed 
(baud rate) the terminal is supposed to run. You 
must match this label with the line speed in the 
/etc/inittab file. See the section on modems in 
the chapter Setting Up 110 Devices for additional 
information. 

are the initial ioctl(l) settings which the terminal 
is set if a terminal type is not specified to getty. 
The flags /etc/getty understands are the same as 
the ones listed in /usr/include/sys/termio.h (see 
termio(7)). 

These flags take the same values as the initial­
fiags and are set just prior to getty . executing 
login. 

login-prompt The entire field, including spaces, is printed as the 
login prompt. 

next-label If this entry does not specify the desired speed 
(baud rate), indicated by the user typing a 
<break> character, getty searches the entry with 
the next-label as its label field and sets up the ter­
minal for those settings. 

See gettydefs(4) in the Sys5 UNIX Programmer's Reference 
Manual for more information. 

Figure 13-4 illustrates a partial listing of ps -ef. Note that the 
last item, the baud rate parameter to /etc/getty, matches a label 
(first field) in /etc/gettydefs (see Figure 13-3). In the 
/etc/inittab file, the baud rate parameter to getty matches the 
label (first field) in /etc/gettydefs. 
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root 6191 1 O 14:51:58 console 0:01 /etc/9etty console console 

root 98 1 O 17:02:01 3 0:00 /etc/9etty ttyl 9600 

root 101 1 O 17:02:01 7 0:00 /etc/9etty tty7 1200 

Figure 13-4. Partial Listing of ps -ef 

As illustrated on the first line above, note that the console baud 
rate parameter to /etc/getty matches the console label in 
/etc/gettydefs. In the second line, the 9600 baud rate parameter 
to /etc/getty matches the 9600 label in /etc/gettydefs. In the 
third line, the 1200 baud rate parameter to /etc/getty matches 
the 1200 label in /etc/gettydefs. For additional information see 
getty(lM) in the Sys5 UNIX Administrator's Reference Manual 
and the chapter Setting Up 110 Devices. 

The getty initialization settings are read from the /etc/gettydefs 
text file and implemented when the system is brought to the 
multi-user state. As such, they are totally configurable (see init­
tab(5), getty(8), and init(8) for additional information). 

More About Process Status 

When the who command is executed, the command returns a list­
ing of ttys currently logged in: 

joyce ttyO Jul 7 15:30 

jeffm tty3 Jul 7 09:29 

jeffh tty4 Jul 7 08:33 

don tty2 Jul 7 08:52 

doris tty6 Jul 7 08:13 

carol vtty2 Jul 7 13:23 

judy vttyl Jul 7 13:53 

Note that users are logged into ttys 0, 3, 4, 2, and 6 on the local 
system. Two additional users are logged into virtual terminals 
(remote system over NOS) vtty2 and vttyl. The following listing 
illustrates the partial display of the ps -ef command. Note that 
there is a /etc/getty for the console, ttyl, tty5, and tty7 because 
no one is logged into these terminals. 
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UXD PXD PPXD C STXME TTY 

root 82 1 O Jul 2 ttyl 

root 7836 1 o 01,23,06 tty5 

TIME COMMAND 

0,01 /etc/getty /dev/ttyl 9600 

0,01 /etc/getty /dev/tty5 9600 

root 8203 1 o oa,50,55 tty7 0,01 /etc/getty /dev/tty7 1200 

root 11816 1 o 15:41:48 conso1e 0:01 /etc/qetty conso1e console 

As illustrated above, there should be no other processes running 
for the console, ttyl, tty5, and tty7 since users at those terminals 
and the system console are not logged in to the system to perform 
any tasks. 

Users who are logged in are usually running the Bourne shell (sh) 
or C shell (csh) for the particular tty number. If -sh or -csh is the 
only process running for the tty, the user is sitting at the Bourne 
shell ( $ ) or C shell ( % ) prompt. The person did not invoke a 
command when the ps -ef command was run. 
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Fork and Execute 

Each time a user enters a command, the shell makes a copy of 
itself spawning (or forking) a sub-process with a unique PID 
number. The parent shell goes into a wait state and the child 
shell executes the command. When the execution of the child pro­
cess is completed, the child process exits (or terminates). Control 
is returned to the parent shell which displays the Bourne shell ( $ 
) or C shell ( % ) prompt again. The name for this task handling 
sequence is fork and execute. To illustrate this task handling 
sequence, a user process will be traced in the following paragraph. 
For additional information, see the chapter Kernel in the Sys5 
UNIX System Description manual. 

When a user logs on, after the Bourne shell executes the .profile 
file, the user is given a process dictated by the /etc/passwd file 
(usually a shell). As the user logs in, the getty process is 
replaced with a process for the login and subsequently the shell. 
The user sees the Bourne shell prompt ( $ ) : 

Assuming the user's terminal is connected to tty6, the process 
activity looks something like this (in total isolation): 

UID PID PPID C STIME TTY TIME COMMAND 

doris 50 1 0 Sep 21 6 0:04 -sh 

·Note that this is the only process running for tty6 - Doris's login shell. 
If Doris decides to look at one of her files with the cat command, she 
enters: 

cat filename 

When the shell receives this command, the shell locates the cat 
program in one of the directories specified in the shell's command 
PATH variable and the parent shell process (PID 50) above dupli­
cates itself into a child shell which executes the cat program. 

The original parent shell is put into a wait state until the child 
signals completion. During the time that the cat command is 
outputting the file, tty6's process status would look like: 
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UID PID PPID c STIME TTY TIME COMMAND 

doris 50 l 0 Sep 21 06 0:04 -sh 

doris 52 50 0 Sep 21 06 0:01 cat 

Note that the child shell has a unique PID number and also notice 
the parent process ID PPID. After the cat command is finished, 
the $ shell prompt returns, the child shell is terminated, and 
input control to tty6 is returned to the parent process: 

UID PID PPID C STIME TTY TIME COMMAND 

doris 50 l 0 Sep 21 06 0:04 -sh 

For each command executed by a user, the parent shell forks and 
executes the child until it either terminates by itself (as in the 
case with most singular UNIX commands such as cat(l)) or the 
user exits the application, terminates standard input with a 
<CTRL-d>, interrupts or otherwise kills the process. Invoking a 
database application program, for example, will not terminate the 
child process until the user signals to the application, in its terms, 
that (s)he would like to quit. At that time, control is turned back 
to the parent shell which originally called the program. 

The same is true with editors. The parent shell receives the com­
mand that invokes the vi program file. The user enters the ecli­
tor. The child is now a process the user is active in while ecliting 
the file, and (s)he remains in that process until entering the 
editor's command to exit (which terminates the child and returns 
control to the parent). 
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Killing Processes 
Depending on the application or utility, a typical user (without 
super-user powers) can kill an active child process usually by hit­
ting <CTRL-d> or the interrupt character (usually the <DEL> or 
<RUBOUT> key on the terminal). This action returns control to 
the next level parent. 

Another way to terminate a process is to display the process table 
with the ps command. This action obtains the PID number. 
Then, invoke the kill command: 

kill-9N 

where: 

N is the PID number associated with the process 

How to invoke the ps and kill commands will be explained later in 
the section "Freeing Up A Terminal" in this chapter. 

Who Can Kill Processes? 

An ordinary user can kill ONLY those processes associated with 
his/her UID name. An ordinary user cannot kill others' jobs to 
protect system security. The kill command takes some signal 
number as its first argument. This tells the system how to kill 
the process. See signal(2) in the Sys5 UNIX Programmer's 
Reference Manual for an explanation of the various signal 
numbers. 

The most often used signal is -9 which means kill the process no 
matter what! 

The super-user can kill any process. Killing processes is usually 
performed when a user is stuck using an application program or 
system command. If, for example, the user is editing a file and all 
of a sudden the screen freezes and nothing happens on that partic­
ular terminal (tty), the user cannot kill the process him/herself, 
because the terminal is non-functional. 
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How to Free Up Frozen Terminals 
There are many reasons why a terminal might freeze. Following 
is a list of actions to take. It is suggested to try the actions 
described in the list in the order presented. 

1. Type <CTRL cl> or press the <DEL> or <RUBOUT> keys at 
the user's keyboard. 

2. Reset the terminal (see your terminal's manual). 

3. The terminal might have received signals (i.e characters 
that said lock up the keyboard). Power the terminal off. 
After 30 seconds, turn the terminal on to force a hard reset. 

4. Flush the data in the buffers to/from this tty. To do this: 

a. Disconnect the device from the system port. 

b. Become the superuser. 

c. Enter: stty :flushi :flusho </dev/ttyxx 
(xx is the tty number) 

5. If only one terminal is frozen and you have tried all the 
options previously mentioned, you will have to kill the user's 
processes. See the section ''Freeing Up A Terminal" in this 
chapter. 

6. If all the terminals, including the system console, are frozen, 
see the section ''Freeing Up All Terminals" in this chapter. 

Freeing Up A Terminal 

In the frequent case where just one tty is stuck, after the the user 
with the stuck tty notifies the system administrator who has 
super-user access, the system administrator logs in as root on 
another terminal, gets a process listing of the system and kills 
any and all processes associated with the frozen or stuck terminal 
(tty). 

Managing System Processes 13-13 



UID PID PPID C STIME TTY TIME COMMAND 

root O 0 2 Jul 2 ? 1l66:30 swapper 

root 1 0 O Jul 2 ? 3:58 /etc/init 

root o 0 O Jul 2 ? O:Ol [ xsched I 

root 3 0 1 Jul 2 ? 10:38 [ lapb 

root 4 0 O Jul 2 O:l3 VT I 

root 5 0 o Jul 2 ? O:Ol Dl'SL 

root 6 0 o Jul 2 ? O:Ol Dl'SR 

root 7 0 O Jul 2 ? O:Ol •rol.ean 

root 6191 1 0 14:51:51 console 0:01 /~tc/getty console console 

root 61 1 O Jul l ? 0:05 /etc/cron 

carol 2225 1 O 03:58:5l vttyO 0:05 -csh 

don 1943 1 

jeff• 1565 1 

jeffh 1822 1 

root 6277 1 

root 2211 1 

lp 72 1 

root 5343 1 

root 91 1 

root 92 1 

root 93 1 

doris 1655 1 

0 18:03:05 tty2 

0 16:48:48 tty3 

0 17:28:l8 tty4 

o 15:05:31 ttys 

0 02:18:58 tty7 

O Jul 2 ? 

0 11:16:36 ? 

O Jul 2 ? 

O Jul l ? 

O Jul l ? 

O Jul 2 tty& 

don 6249 1943 O 14:59:57 tty2 

don 6252 6251 O 14:59:58 ttyl 

don 6253 6251 2 14:59:58 ttyl 

lp 6269 72 0 15:04:53 ? 

doris 6294 1655 O 15:08:34 tty& 

joyce 6301 1979 5115:09:00 ttyo 

0:13 -csh 

0:11 -csh 

0:09 -csh 

0:01 /etc/getty /dev/tty5 9600 

0:01 /etc/getty /dev/tty7 1200 

0:08 /usr/lib/lpsched 

0:01 /etc/getty /dev/vttyl 9600 

0:01 /etc/getty /dev/vtty2 9600 

0:01 /etc/getty /dev/vtty3 9600 

0:01 /etc/getty /dev/vtty4 9600 

0:00 -csh 

0:00 /bin/sh hold 

0:19 tbl acp.chap2 

0: 03 [ lp 1 

0:00 /usr/lib/lpsched 

0:00 vi chapl 

0:03 vi aop 

Figure 13-5. A Sample Listing Illustrating Process ID Numbers 

In Figure 13-5, there are two users currently running the vi pro­
gram: Doris and Joyce. As the system administrator, you must 
determine whether Doris on tty6 or Joyce on ttyO has the stuck 
process which must be killed. After investigating the problem, 
you determine that the person using tty6 (Doris) is the one who is 

/ 

stuck. /-, 
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Logged in as the super-user, you need to execute the kill com­
mand to terminate all processes associated only with tty6. 
Depending upon your terminal's features, you can also reset the 
terminal instead of killing the process (the terminal itself might be 
hung up). See your terminal's manual for additional information. 

[NOTE] Since the PIO numbers of child processes are larger 
than their parents, care must be taken to kill all 
processes associated with that tty in descending 
numerical PIO order so as to gracefully terminate them 
in sequence: 

To kill tty6's processes in descending numerical PID order, enter: 

kill -9 6294 1655 

The above action first wipes out the vi child process and then 
proceeds to kill the parent login shell, in effect completely logging 
Doris off tty6. The login: message will appear on Doris's ter­
minal. The ps -ef command should be run again after the kill to 
verify that both processes were terminated successfully and that 
only a getty is running on tty6 waiting for login input. 

Back at Doris's terminal, if the kill was successful, but the screen 
still appears frozen, the terminal on tty6 itself probably has to be 
reset locally or the cabling connections should be checked. Less 
often it may be necessary to kill a getty running on a port that 
does not display the login : message or anything else to the 
terminal's screen. This is okay to do. The getty process, if killed, 
simply causes init to generate a new getty process with a 
different PID number. 

Sometimes it is not possible to kill a process associated with a par­
ticular terminal. This is usually due to the fact that an I/O 
operation has not completed. 
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At the end of the day when no users are logged in, there should 
not be any processes running for any of the numbered ttys, except 
the getty process itself (meaning all users are off the system). 
Any other background processes that are associated with a partic­
ular tty .should be killed. There will be system processes with a ? 
in the tty field. Leave these processes alone. 

Generally, it is good practice to insist that all users be logged off 
the system before they leave for the day. Plexus systems will not 
automatically log users off. It is recommended to check to see 
that no shell processes are running when everyone is gone to pro­
tect users' accounts from unauthorized entry. 

Freeing Up All Terminals and the System Console 

If all the terminals including the system console are frozen, the 
system might have crashed. In this case (or if killing processes 
did not help), you must reboot the system and check the file sys-

' I "----/ 

tem with fsck from the system console. If you have an operable \.c__/ 

terminal, run /etc/shutdown before rebooting the system. See 
the chapter Startup and Shutdown for additional information. 
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Thrashing 
If your system's users generate such demands on system 
resources (especially on memory and scheduled processes), the 
system's resources will become taxed. The result might be a 
degradation of response time. If the demands on the system 
become extensive, the system can be halted. 

There is a limit to the number of processes that the system can 
handle and this threshold can be reached. Reaching the limits of 
the system's memory capacity manifests itself as a thrashing. 
Thrashing is a situation where the operating system scheduler 
spends much time giving each process its fair tum at the CPU. 
The time-sharing routines are taking up more of the system's 
time than other user processes. 

If there is a sudden, dramatic slow-down in the system's response 
time, execute the ps -ef command to assist you in verifying 
processes the system is currently managing. A sudden slow down 
can occur when someone is doing too much computing. Although 
rare, this can actually happen when many users are simultane­
ously executing CPU-intensive utilities (such as nroff or troff) in 
the background. 

You should know what the output from the ps command looks like 
when the system operates normally. If you execute ps and dis­
cover that users are simultaneously running many large 
application/utility processes, tell users that simultaneously run­
ning CPU-intensive programs is taxing the system's performance 
(slowing the system down). You might want to show them how to 
invoke the ps -ef command. Invoking ps -ef before they begin a 
CPU-intensive program, will tell them what other users are doing. 

Finally, you might discover that the system has actually been 
saturated with legitimate processes. Sys5 allows only a fixed 
number of processes to be executing at one time; this number is 
installation-dependent. The default is about 100. If you attempt 
to execute too many processes at once, the system will simply 
refuse to create any new processes. The shell will indicate this 
refusal by displaying: 
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cannot fork 
OR 

no more processes 

on the system console. Note that the above display will also occur 
when the swap space needs to be increased. If this occurs, execute 
the ps -ef command to see if someone has created many processes 
purely by accident. If several attempts to execute ps result in 
these replies or nothing your only alternative is to get another 
user to: terminate a process or two, exit the editor, log off, etc. 
This might reduce the number of current active processes and 
allow you to execute the ps and kill commands to terminate any 
and all extraneous processes. 

Fortunately, it is only on rare occasions that the system users fill 
up the process table to this extent by mistake. The system pro­
cess table can be increased from the default maximum, but care 
should be taken in doing so. It should be realized that other 
aspects of system performance can be impacted if the procedure is 
not performed correctly. To perform this procedure, contact a local " / 
guru. 
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CRISIS RECOVERY 

If the power fails without warning when your Plexus system is 
busy, it can damage the file systems. This section describes how 
to recover from this damage. First, a Trouble Shooting Guide is 
presented. The Trouble Shooting Guide tells you what Plexus 
manual (or chapter of this manual) to read to solve any problems 
you encounter. Then, the following topics are covered: 

• Recovering from Ungraceful Shutdowns 

• Recording Memory, ICP and/or ACP Dumps 

- Use this procedure if you have an ICP-based system or a 
system with ICPs and ACPs. 

• Recording Memory and ACP Dumps 

- Use this procedure if you have an ACP-based system. 

• Recording Memory and VCP Dumps 

- Use this procedure if you have a VCP-based system, such 
as a P/95 or a P/90. 
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Trouble Shooting Guide 
Often when a system exhibits failure symptoms, the problem is 
caused by a simple oversight such as a blown fuse, a switch in the 
wrong position or a cable not connected correctly. This section 
provides a checklist to help locate and correct these problems. 

For initial system-level troubleshooting, verify the following: 

Check: Refer to: 

System level: 
System power cord plugged in Install.ation Guide 
System Power On indicator lit Install.ation Guide 
System power keyswitch ON Install.ation Guide 
Main system fuse OK Install.ation Guide 

On tape drive: 
Tape heads clean Maintenance Manual 
Tape cartridge not in SAFE 
position if trying to write to tape Maintenance Manual 
Reel-to-reel write ring installed Maintenance Manual 
tape controller properly seated Install.ation Guide 

On processor module: 
Baud rate set correctly Installation Guide 
Board properly seated 

On disk drive: 
Actuator unlocked Install.ation Guide 
Disk-to-controller cables attached 
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Recovering from Ungraceful Shutdowns 

[NOTE] Attempting to use a damaged file system can cause 
greater damage to the file system. Use the procedures 
in this section to protect file systems from further dam­
age. 

To shut down the system gracefully when there is advance warn­
ing, use the procedures in the chapter, Startup and Shutdown. 

The act of recovery after an unscheduled system shutdown (such 
as a power failure) includes three phases. These are 

1. Restarting the system 

2. Checking and repairing damaged file systems 

( 3. Recovering lost data 

( 

These phases of system recovery are discussed in this chapter. 

Restarting the System 

After an unexpected power failure, follow this general procedure: 

1. Make sure the power switch is in the OFF position. 

2. If your system has auto boot enabled, ensure that switch 3 
on the switch pack along the front edge of the CPU board is 
in the OFF position (the fourth switch since the switches are 
numbered starting with 0). The switch should be in the for­
ward position. To set the autoboot switch OFF, push switch 
3 to the forward position with a straightened paper clip. 

3. The power should be restored. See the chapter Startup and 
Shutdown. Also, the system should be brought to single­
user mode so that the file systems can be checked and 
repaired. This process is described in the chapter Startup 
and Shutdown. 
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Repairing File Systems 

The program for checking and repairing damaged file systems is 
fsck. It is described in detail in the chapters Startup and Shut­
down and Stand-alone Programs. Also, fsck is described in the 
Sys5 UNIX Administrator Guide. 

[NOTE] If the root file system was damaged and you can not 
reboot, use standalone fsck from the boot ( : ) prompt 
to fix /dev/dsk/Os1. If the root file system has more 
than trivial damage, use /etc/restor to restore the file 
system instead of repairing it. 

~--

Before running fsck, verify that all file systems to be checked are 
listed in /etc/checklist. This is only necessary if fsck is to be 
used without specifying file systems on a multi-file system instal­
lation. The default value for fsck with no parameters is the list ~ 
in /etc/checklist. 

The command fsck should be run either: 

a. once with no parameters, or 

b. once for each file system, with the file system name as the 
only parameter. 

To run the command, enter either: 

fsck or fsck /dev/dsk/Xsxx 

where X is the physical disk (0 - n) 
xx is the logical disk number (0 - 15) 

The fsck program prompts for information when it finds damage. 
If you tell fsck to remove the file, the file is gone. If you tell fsck 
to restore the file, fsck places the file in lost + found. 

After fsck has completed, you might want to recover lost data. 
To do so, see the next section ''Recovering Lost Data". 
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Recovering Lost Data 

When fsck is done, depending on the extent of damage, some files 
and directories might be missing. To recover any erased files, 
there are two choices: 

1. Look in lost+found. The fsck program puts files here 
when it can not figure out where they belong. Files in 
lost+found are listed by i-node number such as 000045, 
002272, etc. 

Copy or move files found there back to their proper locations, 
then go to step 3. 

2. Recover files from backup tapes. In the course of repairing 
the file systems, fsck removes the damaged parts. A good 
backup or archive system is the best insurance. The pro­
cedures for recovering data from dump tapes are in the next 
section of this chapter. The chapter Backup Procedures 
explains how to use cpio(l), finc(lM), and volcopy(lM). 

3. To return the system to normal multi-user mode, see the 
chapter Startup and Shutdown. 

Running restor 

[NOTE] dump and restor are Sys3 programs Plexus has 
included in the Sys5 release. Although instructions 
describing how to use dump and restor are included, 
it is recommended to use cpio to make backups and 
restore files. See the chapter Backup Procedures and 
cpio(1) in the Sys5 UNIX User's Reference Manual for 
information on cpio. 

The purpose for making dump tapes is to create copies of file sys­
tems on tape, to be used if data on the disk is lost. This can hap­
pen when the system is powered off without warning or when 
users accidentally erase data. Dump tapes are then used to 

Crisis Recovery 14-5 



recover the lost data. 

Before using dump tapes to recover data after an ungraceful 
shutdown, see the section "Recovering from Ungraceful Shut­
downs". In many cases, these procedures can be used to restore 
the system to its original condition, making the restor operation 
unnecessary. 

Restoring part or all of a system from a backup tape is controlled 
by the command restor. 

There are two different restore procedures: 

• one for restoring single files or directories 

• another for restoring entire file systems 

Both of these procedures are provided in the subsections that fol­
low. 

Restoring Files and Directories 

To restore files and directories, do the following: 

1. If the data is missing because of a system failure, restore file 
system integrity as described in the section ''Restarting the 
System". 

2. Obtain the latest full dump tape and all incremental dump 
tapes taken since the full dump. If you know when the file 
or directory was last changed, use the incremental dump 
tape from that day. Depending on how you make your back­
ups, you might need only the last full dump and the last 
incremental dump tape made (see the note below). 
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[NOTE] It is recommended to make a level 0 dump of 
each file system at least every week. Every even­
ing make a level 9 dump of files changed since 
the last level O dump. Use a different tape each 
evening when you make the level 9 dumps. If you 
make incremental dumps using the same dump 
level, you only need two dump tapes when you 
restor (the latest level 0 dump and the latest 
incremental dump). 

3. Insert the latest incremental dump tape into the tape drive. 

4. If the tape is not rewound, rewind the tape. Enter: 

/usr/plx/tape -f /dev/xxx/Om rew 
xxx is rrm for reel-to-reel tape, 
rpt for cartridge tape, 
crm. for caching reel-to-reel tape (Multibus), and 
rft for caching cartridge tape (Multibus) 

Next list the contents of the tape and redirect the output to 
a file called temp. Enter: 

dumpdir > temp 

This creates a file temp in the current directory. This file 
contains a list of all the files and directories on the dump 
tape with their i-node numbers. 

5. Use one of the following procedures to look for the filename 
and its i-node number. 

a. Enter: more temp OR 

b. Use one of the editors (vi, ed, etc.) to look for the 
filename and its i-node number in the temp listing. 
OR 

c. Enter: grep filename temp 
(fil,ename is the file you are searching for) 
The grep program returns the filename and the i-node 
number. 
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6. If you located the file, go to the next step. If you did not 
locate the file, unload the tape and remove the tape from the 
tape drive. Insert the next to the latest incremental tape 
into the drive and perform steps 4 and 5 to locate the 
filename. You will need to load incremental dump tapes and 
perform steps 4 and 5 until you find the file you are looking 
for. 

7. After locating the file, change to the directory where you 
want the file restored. 

cddimame 

8. Enter: 

/etc/restor x file(s) 

file(s) is the name of the files (or directories) to be recovered. 
Use the entire pathname except for the name of the mounted 
file system (root directory). 

EXAMPLE: For the file /mnt/bin/stuff, use bin/stuff. 

9. If the system responds: 

bin/stuff: i-node XXXX 
Mount desired tape volume: Specify volume i: 

where XXXX is the i-node number. 

Enter the tape volume number. The volume number is 
always 1 if the dump is only on one tape. If the dump is on 
two or more tapes (because it did not fit on one tape) insert 
the first volume and enter 2 or the appropriate volume 
number. If a prompt complains that it can not find the file, 
load the next volume, etc. When restor finds the file, use 
that volume number. 

10. Unload the dump tape, remove the dump tape from the 
tape drive, and store it. 

11. restor restores individual files or directories using i-node 
numbers for file names. Use the mv command to change 
the i-node number to its file name. For example, if the file in 
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the temp listing was record.c and the i-node number was 
000544, enter: 

mv 000544 record.c 

12. Change the file's ownership protections. 

If enough of a file system is damaged, it might be easier to restore 
the entire file system using the procedure described in the section 
''Restoring Entire Disk File System". 

Restoring Entire Disk File System 

Use the following procedure carefully; it overwrites the entire file 
system. If the root file system is damaged, use the standalone 
procedures in the chapter, Stand-a/,one Programs to repair it 
before proceeding. You can seldom repair a root file system after a 
serious crash because. /etclinit or other files needed to boot the 
system might be damaged. 

To restore an entire file system, do the following: 

1. Obtain the latest full dump tape and all the incremental 
dump tapes taken since then. 

2. You definately need to restore the latest full dump tape 
(dump level 0). Depending on how you make your incre­
mental dumps, the incremental tapes you need to restore 
will vary. The following table illustrates three methods of 
making backups. The tapes you need to restore are noted by 
boldface type. 

Table 14-1. Different Methods of Making Dump Tapes 
Method.I 0 9 9 9 9 9 9 
Method2 0 1 2 3 4 5 6 
Method 3 0 · 1 2 1 3 1 2 

As you can see from the previous table, if you make incre­
mental tapes using Method 1, you need to restore only the 
lastest incremental (level 9) dump tape. If you make incre­
mental dump tapes using Method 2, you must restore all 
incremental dump tapes. If you make incremental dumps 
using Method 3, you must restore the latest level 1 
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incremental dump. This restores all dump levels before the 
level 1 dump. Also, you must restore the level 2 incremen­
tal dump tape. 

3. If recovering from a system crash or an ungraceful shut­
down, restore file system integrity as described in the section 
''Recovering from Ungraceful Shutdowns". If recovering 
accidentally erased data, skip this step. 

4. Run the program mkfs to create a new, empty file system. 

5. Insert the latest full dump tape into the tape drive. 

6. Enter: 

restor rf /dev/xxx/Om /dev/dsk/Xsxx 

where Xis the name of the physical disk (0 - n) 
xx is the name of the logical disk (0 - 15 ) 

EXAMPLE: /dev/dsk/Os3 

xxx is rrm for reel-to-reel tape, 
rpt for cartridge tape, 
crm for caching reel-to-reel tape (Multibus only), and 
rft for caching cartridge tape (Multibus only) 

7. Remove the full dump tape from the tape drive. 

8. Insert the appropriate incremental dump tape into the tape 
drive (see step 2). Enter: 

restor rf /dev/xxx/Om /dev/dsk/Xsxx 

where: Xis the name of the physical disk (O - n) 
xx is the name of the logical disk (0 - 15) 
xxx is rrm for reel-to-reel tape, 
rpt for cartridge tape, 
crm for caching reel-to-reel tape (Multibus only), and 
rft for caching cartridge tape (Multibus only) . 

9. When the dump is finished, remove the tape from the tape 
drive and store it. 
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10. Referring to step 2, restore any additional incremental 
dump tapes (see step 8). 

Since incremental dumps store only files that have changed, 
all files changed since the last full dump are progressively 
updated to the level of the last incremental dump. Files 
unchanged since the full dump remain unchanged. 

11. Run fsck to check the newly restored file system. See the 
Sys5 UNIX Administrator's Reference Manual. 
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Recording Memory, ICP, ACP, and VCP Dumps 
When a hardware or software problem causes the system to stop 
in the system debugger, call Plexus Field Service so the hardware 
problem can be corrected or the software problem diagnosed. If it 
is not a hardware problem and there is no software solution, 
Plexus Field Service might request that you take memory and 
ICP and/or ACP dumps to send to Plexus for evaluation. 

Memory, ICP, and ACP Dump Procedure 

Follow the steps in this section if you have an ICP-based system 
or a system with ICPs and ACPs. If you have an ACP-based sys­
tem, see the section "Memory and ACP Dump Procedure" in this 
chapter. 

[NOTE] If your system DID NOT crash, but one or more of your 
ports hung or the system is operating improperly, fol­
low the procedure below to provide more information: 

1. Have all users who had normal output from their terminals 
log off. However, do not have users log off who will change 
the condition you are reporting. 

2. Prepare a snap shot of the process environment by issuing 
the following command: 

cd/ 
ps -e:O. > psefl[ datetime] 

where: [datetime] are the date and time the command is 
entered. Do not include any special characters or separators. 

3. Update the superblock by entering: 

sync 
sync 

4. Continue with the following procedure starting with step 5 
-Dump Main Memory. ,_ 
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[NOTE] If your system DID crash or has gone into debugger 
mode, follow this procedure to prepare the dump tape. 

1. Write down any error messages exactly as displayed. 

2. Press the <er> key and observe whether the console echoes 
the command. 

3. If the error is a bus error and the system reports that it is in 
SYS DEBUG then enter: 

r 903f00 100 

and write down the last eight bytes (sixteen characters) of 
the resulting output. 

4. If the operating system has reported that it is in SYS 
DEBUG then type x and write down all registers and the 
PC. Next, type f and record all values. 

5. Dump the main memory as follows: 

a. Get a second person to help. 

b. Press <RESET>, enter sys reset ( 68020 job processor 
systems), or turn the keyswitch to the right, then back 
to the vertical position. Type an exclamation point ( ! ) 
immediately after the "PLEX" of the PLEXUS 
SELFTEST message. You have five seconds to do so. 

c. If you have a cartridge tape drive, ensure it is set not 
SAFE. If you have a reel-to-reel tape drive, ensure 
that the write ring is on the tape. Insert the tape into 
the tape drive. 

d. On the console keyboard, enter: 

td(0,0) 

This command dumps the main memory onto the tape. 
Wait until the memory dump has completed (this will 
take a while). 
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[NOTE] Follow the procedure below if your system DID or DID 
NOT crash. 

1. Bring the system up into single-user mode. The autoboot 
switch must be off. Ensure you have at least 64 blocks per 
ICP in your root directory to hold the icpdmpX files. Dump 
each ICP with the following command. 

cd/ 
/etc/icpdmp /dev/icX icpdmpX 

where: X is 0, 1, 2, 3, or 4 for ICPs 0, 1, 2, 3, or 4 respec­
tively. This performs an ICP memory dump to the file 
icpdmpX. 
See the following example for systems with ICPs and ACPs. 

For example if you have a system with 2 ICPs and 2 ACPs, 
enter: 

/etclicpdmp /dev/icO icpdmpO 
/etc/icpdmp /dev/icl icpdmpl 
/etc/acpdmp /dev/ac2 l<path>lacp2.mem 
/etc/acpdmp /dev/ac3 l<path>lacp3.mem 

2. Perform this step only if your system crashed. If it did not 
crash, go to the next step. Position the tape to append to the 
memory dump without erasing it by entering: 

/usr/plx/tape srcheof 1 

3. Position yourself in the root directory by entering: 

cd/ 

4. Place the dumps and other pertinent information onto the 
tape by entering the first command shown below. If you 
need to include any ps files you prepared earlier (in step 2 of 
the first procedure), enter the second command below. DO 
NOT enter both commands. 
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Is Jlcpdmp• J<path>/acp?.mem Jusr/llb/dnld* Jetc/lnlttab Jetc/rc Judx I cplo -oBv >ldilwl:=!Om 

OR 

Is Jicpdmp* J<path>lacp?mem Jpsefl* Jusr/llb/dnld* Jetc/lnlttab Jetc/rc Judx I cplo -oBv >ldilwl:iwe/Om 

where: 
xxx is rpt for cartridge tape, 
rrm for reel-to-reel tape, 
crm for caching reel-to-reel tape (Multibus only), and 
rft for caching cartridge tape (Multibus only) 

5. Write a short description of the problem you encountered, 
including: 

• What programs were running at the time. 

• What devices were attached to the communication proces­
sors (e.g., CRTs, printers). 

• Any unusual circumstances such as high number of 
processes, power :fluctuations, strange system behavior 
before the error messages appeared or the crash occurred, 
room temperatures (such as abnormally warm). 

Your description is important for Plexus Field Service to 
quickly identify the nature of the problem. 
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Memory and ACP Dump Procedure 

This section describes how to perform a memory and ACP dump 
procedure. Follow the steps in this section if you have an ACP­
based system. 

On the ACP there are eight LED indicators on the ribbon connec­
tor edge of the board. Four of these indicate: 

• ACP waiting for kernel download 

• ACP kernel downloading 

• ACP kernel running 

The two left-most LEDs indicate: 

• Bus Error (LED 7, the left-most LED) 

• Halt (LED 6, the LED second from the left) 

Table 14-2 lists the three ACP states. Figure 14-1 illustrates the 
LED locations relative to the I/O cables. 

LED 

14-16 

l'ARALLEL 
PRINTER 
CA•LE 

H- HRIAL CA•LE LOW HlllAL CA•LE 

Figure 14-1. ACP LED Activity Indicators 

Crisis Recovery 



( 

( 

( 

Table 14-2. ACP LED Status Indications 
LED Position 

7 6 5 432 1 0 ACP Status 

Off Off Off Off F Off Off F Waiting for kernel download. 
After system Reset. 

Off Off Off F F Off Off Off ACP Kernel up and running OK. 

On X Off X X Off Off Off ACP Hard Crash. 
ACP processor died. 

On Off Off F F Off Off Off ACP Soft Crash. 
DMA processor died. 

F =Flashing X = indeterminant (either on or oft) 

[NOTE] If your system DID NOT crash, but one or more of your 
ports hung or the system is operating improperly, fol­
low the procedure below to provide more information: 

1. Have all users who had normal output from their terminals 
log off. However, do not have users log off who will change 
the condition you are reporting. 

2. Prepare a snap-shot of the process environment by issuing 
the following command: 

ps -efl > pseft[ datetime] 

where: [datetime] are the date and time the command is 
entered. Do not include any special characters or separators. 

3. Update the superblock by entering: 
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4. Continue with the procedure below. 

[NOTE] If your system DID crash or has gone into debugger 
mode, follow this procedure to prepare the dump tape. 

The following procedure describes how to perform a memory and 
ACPdump. 

1. Prior to resetting the system after a system/ acp crash, 
record the state of all ACP LED's. 

2. Locate the tty connected to port 0 of the ACP and record any 
system messages printed out (only necessary on ACP's that 
crashed). 

3. If a main memory dump is to be performed, do this now. 
Follow the procedure below: 

a. Press <RESET>, enter sys reset (68020 job processor 
systems), or turn the keyswitch to the right, then back 
to the vertical position. Type an exclamation point ( ! ) 
immediately after the "PLEX" of the PLEXUS 
SELFTEST message. You have five seconds to do so. 

b. Insert a tape into the tape drive. If it is a cartridge 
tape, ensure that is is set not SAFE. If it is a reel-to­
reel tape, ensure that the write ring is on the tape. 
Enter: 

td(O,O) 

This command dumps the main memory onto the tape. 

c. Wait until the memory dump has completed (this 
might take a while). 

[NOTE] Follow the procedure below if your system DID or DID 
NOT crash. 
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1. After dumping main memory onto tape, bring the system up 
into single-user mode. The autoboot switch must be off. 
Run the utility program /etc/acpdmp on all ACPs in the 
system. Ensure that you have 514 blocks per acpX.mem file 
created. 

cd/ 
/etc/acpdmp /dev/acO /<path>/acpO.mem 
/etc/acpdmp /dev/acl /<path>/acpl.mem 
/etc/acpdmp /dev/ac2 /<path>/acp2.mem 
/etc/acpdmp /dev/ac3 /<path>/acp3.mem 
/etc/acpdmp /dev/ac4 l<path>lacp4.mem 

This action performs an ACP memory dump to the files 
acpO.mem, acpl.mem, acp2.mem, acp3.mem, and 
acp4.meli1. 

2. Perform this step only if your system crashed. If it did not 
crash, go to the next step. Position the tape to append to the 
memory dump without erasing it by entering: 

/usr/plx/tape srcheof 1 

3. Position yourself in the root directory. Enter: 

cd I 

4. Place the dumps and other pertinent information onto the 
tape by entering the first command shown below. If you 
need to include any ps files you prepared earlier (in step 2 of 
the first procedure), enter the second command below. DO 
NOT enter both commands. Specify files using relative path 
names. 

Is J<path>/acp?.mem Jusr/lib/dnld* ./etc/inittab ./etc/re Junlx I cplo -oBv > /dav/:i=/Orn 

OR 

Is J<path>/acp?.mem Jpsefl* ./usr/lib/dnld* ./etc/inittab ./etc/re Jllrix I cplo -oBv > /dev/:i=/Om 

where: 
xxx is rpt for cartridge drives, 
rrm for reel-to-reel tape drives, 
crm. for cachlng reel-to-reel tape (Multibus only), and 
rft for caching cartridge tape drives (Multibus only) 

Crisis Recovery 14-19 



5. Write a short description of the problem you encountered, 
including: 

• What programs were running at the time. 

• What devices were attached to the communication proces­
sor (e.g., CRTs, printers). 

• Any unusual circumstances such as high number of 
processes, power fluctuations, strange system behavior 
before the error messages appeared or the crash occurred. 

Your description is important for Plexus Field Service to 
quickly identify the nature of the problem. 

Contents of Memory and ACP Dump Tapes 

If you intend to send dump tapes to Plexus for evaluation, the 
tapes must contain the following: 

• All dump tapes should have the system memory dump as file 
1. 

• File 2 of dump tapes should be a cpio of the following files . 

. /unix 

./usr/lib/dnld/acp 

./usr/lib/dnld/acpS.syms 

./<path>/acpO.mem 

./<path>/acpl.mem 

./<path>/acp2.mem 

./<path>/acp3.mem 

./<path>/acp4.mem 

./etc/inittab 

./etc/re 

• Provide written information pertaining to ACP LED's at time 
·of system/ acp crash: 

1. ACP Port 0 messages, if any 

2. System console messages, if any 

3. Register contents, if possible 
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Memory and VCP Dump Procedure 

This section describes how to perform a memory and VCP dump 
procedure. Follow the steps in this section if you have a P/90, 
P /95 or other VCP-based system. 

On the VCP there are eight LED indicators on the ribbon connec­
tor edge of the board, numbered 7 through 0. Four different 
states of the eight LEDs indicate: 

• VCP waiting for kernel download 

• VCP kernel up and running OK 

• DMA bus error 

• 68020 bus error 

The two left-most LEDs indicate: 

• (LED 7, the left-most LED) - Bus Error 

• (LED 6, the LED second from the left)· - Busy (when the 
LED blinks on and off very fast) or Error (when lit) 

LEDs 5 through 0 are software programmable. Figure 14-3 illus­
trates the VCP LED activity locations. Table 14-3 lists the three 
VCP states. 

1~ ~ ~ ~11~ ~ ~ ~1 
Figure 14-3. VCP LED Activity Indicators 
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Table 14-3. VCP LED Status Indicators 
LED Position 

7 6 5 4 3 2 1 0 VCP Status 

Off Off Off Off F Off Off F Waiting for kernel download 

Off Off Off F F Off Off Off VCP kernel up and running OK 

On Off Off F F Off Off Off DMA bus error 

On X Off X X Off Off Off 68020 bus errror 

F =Flashing X = indeterminant (either on or oft) 

[NOTE] If your system DID NOT crash, but one or more of your ,/~~ 
ports hung or the system is operating improperly, fol-
low the procedure below to provide more information: 

1. Have all users who had normal output from their terminals 
log off. However, do not have users log off who will change 
the condition you are reporting. 

2. Prepare a snap-shot of the process environment by issuing 
the following command: 

ps -e:fl > pseft[ datetime] 

where: [datetime] are the date and time the command is 
entered. Do not include any special characters or separators. 

3. Update the superblock by entering: 

sync 
sync 

4. Continue with the procedure below. 
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[NOTE] If your system DID crash or has gone into debugger 
mode, follow this procedure to prepare the dump tape. 

The following procedure describes how to perform a memory and 
VCP dump. 

1. Prior to resetting the system after a system/vcp crash, 
record the state of all VCP LED's. 

2. Write down any console error messages exactly as displayed. 

3. Locate the tty connected to port 0 of the VCP and record any 
system messages printed out (only necessary on VCP's that 
crashed). 

4. If the operating system has reported that it is in SYS 
DEBUG, then type x and write down all registers and the 
PC. Next, type f and record all values. 

5. If a main memory dump is to be performed, do this now. 
Follow the procedure below: 

a. Press <RESET>, enter sys reset (68020 job processor 
systems), or turn the keyswitch to the right, then back 
to the vertical position. Type an exclamation point ( 1 ) 
immediately after the "PLEX" of the PLEXUS 
SELFTEST message. You have five seconds to do so. 

b. Insert a tape into the tape drive. If it is a cartridge 
tape, ensure that is is set not SAFE. If it is a reel-to­
reel tape, ensure that the write ring is on the tape. 
Enter: 

td(O,O) 

This command dumps the main memory onto the tape. 

c. Wait until the memory dump has completed (this 
might take a while). 
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[NOTE] Follow the procedure below if your system DID or DID 
NOT crash. 

1. After dumping main memory onto tape, bring the system up 
into single-user mode. The autoboot switch must be off. 
Run the utility program /etc/vcpdmp on all VCPs in the 
system. Ensure that you have 1200 blocks per vcpX.mem 
file created. 

cd/ 
/etc/vcpdmp /dev/vcO /<path>/vcpO.mem 
/etc/vcpdmp /dev/vcl /<path>/vcpl.mem 
/etc/vcpdmp /dev/vc2 /<path>/vcp2.mem 
/etc/vcpdmp /dev/vc3 /<path>/vcp3.mem 

This action performs an VCP memory dump to the files 
vcpO.mem, vcpl.mem, vcp2.mem, and vcp3.mem. 

2. Perform this step only if your system crashed. If it did not 
crash, go to the next step. Position the tape to append to the 
memory dump without erasing it by entering: 

/usr/plx/tape srcheof 1 

3. Position yourself in the root directory by entering: 

cd/ 

4. Place the dumps and other pertinent information onto the 
tape by entering the first command shown below. If you 
need to include any ps files you prepared earlier (in step 2 of 
the first procedure), enter the second command below. DO 
NOT enter both commands. Specify files using relative path 
names. 

Is ./<path>/vcp?.mem ./usr/llb/dnld* ./etc/lnlttab ./etc/re Junix I cplo -oBv > /dev/:u:c/Om 

OR 

Is J<path>lvcp?.mem Jpsefl* Jusr/lib/dnld* Jetc/inittab Jetc/rc Junlx I cplo -oBv > /dev/=IOm 
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where: 
xxx is rpt for cartridge drives, 
rrm for reel-to-reel tape drives, 
crm for caching reel-to-reel tape (Multibus only), and 
rft for caching cartridge tape drives (Multibus only) 

5. Write a short description of the problem you encountered, 
including: 

• What programs were running at the time. 

• What devices were attached to the communication proces­
sor (e.g., CRTs, printers). 

• Any unusual circumstances such as high number of 
processes, power fluctuations, strange system behavior 
before the error messages appeared or the crash occurred. 

Your description is important for Plexus Field Service to 
quickly identify the nature of the problem. 

Contents of Memory and VCP Dump Tapes 

If you intend to send dump tapes to Plexus for evaluation, the 
tapes must contain the following: 

• All dump tapes should have the system memory dump as file 
1. 

• File 2 of dump tapes should be a cpio of the following files . 

. /unix 

./usr/lib/dnld/vcp 

./usr/lib/dnld/vcp4.syms 

./<path>/vcpO.mem 

./<path>/vcpl.mem 

./<path>/vcp2.mem 

./<path>/vcp3.mem 

./etc/inittab 

./etc/re 
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• Provide written information pertaining to VCP LED's at time 
of system/vcp crash: 

1. VCP Port 0 messages, if any 

2. System console messages, if any 

3. Register contents, if possible 
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STAND-ALONE PROGRAMS 

This chapter describes what stand-alone programs do and explains 
how to use them. This chapter discusses the stand-alone pro­
grams that are not documented elsewhere in Plexus manuals. 

Overview 
Stand-alone programs run independently of Sys5. They are 
designed to run directly from the boot level, signified by the boot 
prompt ( : ). After pressing RESET, entering sys reset (68020 
systems), or turning the keyswitch to the right, then back to the 
vertical position, the system performs a self-test. Next, the boot 
prompt ( : ) is displayed. To invoke a stand-alone program at the 
boot prompt, you must specify the device and location of the 
stand-alone program you want to run. The details and syntax of 
this are explained later in this chapter. 

The capability to run programs independently from Sys5 is some­
times required to create, alter, or repair the environment in which 
Sys5 runs. Under certain circumstances you could not change the 
Sys5 environment without disabling the operating system kernel 
(and your accumulated files and programs) at the same time. 
Programs of this category alter or maintain the organization 
and/or format of the disk drive(s). 

Some Sys5 stand-alone utilities are provided, not to alter the 
environment, but to check system status of various parameters 
while the system is down. Others provide device-to-device copying, 
backup, and/or restore capabilities when it is inconvenient or 
impossible to bring the system up to single-user or multi-user 
mode first. 
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Although you will frequently run the Sys5 versions of several 
stand-alone programs described in this chapter such as cat and ls, 
you will rarely find it necessary to invoke the stand-alone pro­
grams. 

You will definitely need to invoke stand-alone programs if you: 

• Install a new disk 

• Experience a catastrophic disk failure 

• Increase the swap area or change its location 

• Spare some bad disk sectors (for EMSP, AMSP, or P/90 disks) 
or tracks (for IMSP disks) 

• Create additional file systems (after /dev/dsk/Os2 - the swap 
area) 

• Change the default logical disk sector addresses on the disk 

Notice that most of these examples are once-per-system occasions.· 
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Plexus Release Tape Stand-alone Programs 
Plexus release tapes contain some or all of the following files. The 
number in parentheses before the name indicates the position of 
the file (file number) on the release tape. 

(0) help 

(1) RESERVED 

Gives information about the release tape and how 
to use stand-alone programs. 

(2) unix A binary copy of the Sys5 operating system kernel. 

(3) dformat Disk format. Formats a disk drive, prompts for format 
information, and enables sparing of bad disk sectors. 

(4) mkfs 

(5) restor 

Make file system. Creates and organizes a bare file sys­
tem. See also mkfs(lM) in the Sys5 UNIX Administra­
tor Reference Manual and in the chapter Configuring 
Disks. 

Restores a file system from dump tape. Use stand­
alone restor for /dev/dsk/Osl. See also /etc/restor in 
the chapter Backup Procedures. 

(6) fsck Interactive file system consistency check. See also 
fsck(lM) in the Sys5 UNIX Administrator's Reference 
Manual. 

(7) dd Device-to-device copy program. Can read out of file sys­
tems. See dd(l) in the Sys5 UNIX Usa's Reference 
Manual. 

(8) tbackup Fast backup. Does a quick image copy from disk to tape 
or from tape to disk on Multibus systems. On 
VMEbus-based systems, file number 8 is RESERVED. 

(9) od Octal dump. Dumps a file to the screen in octal or hex 
format. See od(l) in the Sys5 UNIX User's Reference 
Manual. 

(10) dconfig Configures a disk with initialization information and the 
logical file system layout for Sys5. See also the chapter 
Configuring Disks in this manual. 
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(11) RESERVED 

(12) fsdb * File system debugger. See fsdb(lM) in the Sys5 UNIX 
Administrator's Reference Manual. 

(13) du* 

(14) ls * 

(15) cat * 

Reports disk usage. See du(l) in the Sys5 UNIX User's 
Reference Manual. 

Lists contents of directories. See ls(l) in the Sys5 
UNIX User's Reference Manual. 

Concatenates and prints files. See cat(l) in the Sys5 
UNIX User's Reference Manual. 

A few general remarks about stand-alone programs: 

* 

1. Never run the stand-alone version of a program while Sys5 
is booted. You must always run it from the boot level ( : ) 
when the operating system kernel, /unix, is not loaded. 

2. Stand-alone programs cannot create or write to regular disk 
files, although some can write special files (devices such as 
tape or disk). 

3. Stand-alone programs do not allow redirection, pipes, or pat­
tern matching on the command line. 

4. If you make a mistake when entering the program name, 
press #or <backspace> to erase one character. To erase one 
line, press @or <CTRL x>. 

5. The initial access to cartridge tape rewinds it before reading 
or writing it. 

6. Writing to a cartridge tape must be in multiples of 512 
bytes. 

7. Stand-alone programs automatically buffer read requests 
from special files; the buffer size is 1024 bytes. Thus, read 

These stand-alone programs are in the /stand directory on disk, but might 
not be included in your tape copy of stand-alone programs. 
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requests for less than 1024 bytes result in 1024 bytes being 
allocated per read. 

8. Writing to any of the special disk files must be in blocks of 
1024 bytes per write. 

9. The stand-alone commands normally use /dev/dsk/Osl as 
the root file system. This can be changed by changing the 
rootdev, pipedev, dumpdev, and nswap values in block 0 of 
/dev/dsk/Osl. See the chapter Changing Root and Swap in 
this manual. 
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How to Run a Stand-alone Program 

[NOTE] Stand-alone programs are self-contained and do not 
run under any operating system. They can be loaded 
and executed when Sys5 has not been loaded into 
memory. To abort a running stand-alone program, 
press DELETE or RUBOUT. 

The computer hardware and firmware (boot PROMs) control 
access to these programs. Your system is at the boot level and 
ready to receive instructions when the console displays 

PLEXUS PRIMARY BOOT REV X.X COMPLETE 
:D 

where D represents the cursor. / ~. 

Because the amount of memory at the PROM level is limited, "--­
commands issued at the PROM level are very rudimental. For 
example, PROMs cannot find and execute a program unless you 
specify exactly where that program is. This can be done one of 
two ways: 

1. The longer method. With the longer method, you specify the 
device and location using boot level naming conventions for 
the devices. 

2. The shorter method uses a shorthand syntax built into the 
PROMs that distinguishes only between the system's default 
disk drive and its default tape device. 

15-6 

The longer command format is useful if you have more than 
one backup device and need to specify which one has the 
stand-alone programs you want to use. For example, if you 
have two tape drives or if you have two hard disks and keep 
a second copy of the stand-alone directory on the second one, 
use the longer command format. It also allows you to keep 
and access more than one program of the same name on a 
tape. 
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The Long Method 

This section describes the long method for loading stand-alone pro­
grams from disk and tape. 

Loading Stand-alone Programs from Disk 

To invoke stand-alone programs that reside on disk at the boot 
prompt ( : ) using the long method enter: 

where: 

device 

number 

offset 

device (number,offset) program_name 

is pd (IMSP disks), xy (EMSP disks), dk (P/90 
and P/95). 

is the physical disk number (O is the first physical 
disk, 1 is the second physical disk, etc.) 

is the starting sector address of the file system 
that contains the program. 

program_name is the complete pathname (without the initial 
slash in this file system). 

To call the stand-alone program mkfs from the 
/stand directory in the root file system on your 
primary disk (IMSP drive), at the boot prompt 
( : ), enter: 

pd(O,O)stand/mkfs 

If you moved your stand-alone directory to the 
/dev/dsk/Os3 file system, which begins at 100000 
(512-byte sectors) you instead enter: 

pd(O,lOOOOO)stand/mkfs 

If you moved (or copied) your stand-alone directory 
onto the first file system on a second hard disk 
(i.e., disk 1), and named that directory bak.stand, 
enter: 

pd(l,O)bak.stand/mkfs 
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In all cases, the system responds: 

$$mkfs D 
where O represents the cursor. 

Loading Stand-alone Programs from Tape 

[NOTE] Boot ROM cannot perform byte swapping. The stand­
alone boot tape received from Plexus is byte swapped. 

To invoke stand-alone programs that reside on tape at the boot 
prompt ( : ) using the long method enter: 

where: 

device 

number 

offset 

device (number,offset) 

is the tape device name (rm for reel-to-reel tape 
drives, pt for cartridge drives). 

is the physical tape device number (O for the first 
tape drive, 1 for the second tape drive, etc.) 

is the number of the file that contains the pro­
gram you want to run. The file numbers are 
listed toward the beginning of this chapter. 

For example, to run stand-alone fsck (file number 6) from your 
release tape cartridge, respond to the boot level prompt ( : ) by 
entering: 

pt(0,6) 
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The system responds: 

$$fsck D 
where D represents the cursor. 

The following example describes how to run stand-alone fsck from 
your reel-to-reel tape drive. To run stand-alone fsck (file number 
6) from your release tape, respond to the boot level prompt ( : ) by 
entering: 

rm(0,6) 

The system responds: 

$$fsck D 
where D represents the cursor. 

For tape drives, you do not specify the program_name because 
there is only one program at that location. 

The Short Method 

Plexus systems permit truncating both the tape and the ·disk­
program names; the slash (I) as the first character in the path­
name means the program is disk-resident. 

Thus, to execute the stand-alone program, mkfs, from disk, at the 
boot prompt ( : ) enter: 

/stand/mkfs 

The slash (I) indicates that stand is on the disk. 

To execute the stand-alone program, mkfs, from the release tape, 
only the program name must be entered in response to the boot 
prompt (: ). To execute the tape resident program, enter: 

mkfs 

Most of the stand-alone programs have counterparts described in 
the Sys5 UNIX Administrator Reference Manual and the Sys5 
UNIX User's Reference Manual. When called, the stand-alone 
programs all return a double dollar sign ($$) followed by the pro­
gram name. The cursor is positioned one space to the right of the 
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program name. You enter arguments to the program there. For 
example, if you enter: 

pd(O,O)stand/dd 
xy(O,O)stand/dd 
dk(O,O)stand/dd 

or /stand/dd (IMSP drives) 
or /stand/dd (EMSP drives) 
or /stand/dd (P/95, P/90 drives) 

the system responds 

$$ dd 0 

where O represents the cursor. 

At the D prompt, enter the arguments to the dd program. Argu­
ments to stand-alone programs are usually the same as non­
stand-alone versions and are described in the Plexus Sys5 UNIX 
User's Reference Manual. Some stand-alone programs are 
interactive; that is, they prompt for any parameters needed. 

Upon completion, stand-alone programs print Exit followed by a 
value. The value 0 (zero) indicates that the program completed 
normally. 

Arguments to Stand-alone Programs 

The following special files can be used as arguments to the stand­
alone commands. 

[NOTE] Note that these device names can be used only after a 
stand-alone program has been loaded and are not to 
be confused with boot-level device names. 

/dev/dsk/XsXX Logical disks on the designated physical 
disk(s). Xis the physical disk number. XX is 
the logical disk number, ranging from 0 to 15. 
On a system with both IMSP and EMSP con­
trolled disks, /dev/dsk/XsXX defaults to EMSP 
controlled disks. To access an IMSP controlled / 
disk, use /dev/pd/XsXX. For more information 
on logical disks, see the the chapter 
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/dev/pd./XsXX 

Configuring Disks. 

Used to access logical disks on IMSP controlled 
physical disks (systems with IMSP and EMSP 
controllers). If you have a system with IMSP 
and EMSP controlled disks, the system 
defaults to EMSP-controlled disks. To access 
an IMSP-controlled disk, use /dev/pd./XsXX. X 
is the physical disk number. 

/dev/xyXsXX Used to access logical disks on EMSP­
controlled physical disks. 

/dev/rpt/Om[n] Cartridge tape drive (raw device). Om is 
rewind and Omn is no rewind. 

/dev/rpt/Ofm[n] 

/dev/rrm/Om[n] 

Cartridge tape drive (bit flipped). This is a 
raw device. Ofm is rewind and Ofmn is no 
rewind (P/95 only). 

Reel-to-reel tape drive (raw device). Om is 
rewind and Omn is no rewind. 

/dev/rrm/Obm[n] Reel-to-reel tape drive with byte swapping (raw 
device). Obm is rewind and Obmn is no rewind. 

/dev/null 

/dev/console 

The bit bucket. 

The console. 

Stand-alone Programs 15-11 



The Mount and Skip Commands 

The stand-alone commands recognize two special built-in com­
mands that set up their environment: mount and skip. mount 
allows access to disk files on file systems other than /dev/dsk/Osl. 
To use it, type an exclamation point (!) followed by a mount com­
mand in response to the stand-alone prompt $$. For example, to 
display files on a file system on /dev/dsk/Os2 with the cat com­
mand, (user response in bold): 

$$ cat ! mount /dev/dsk/Os2 /fs2 
<CTRLd> 
$$ cat /fs2/user/foobar 

Note that entering <CTRL d> causes a reprompt of$$ followed 
by the command name. 

The skip command allows direct access to particular files on tape; 
it positions the tape at the beginning of the file number you 
specify. To use skip, type an exclamation point(!) followed by the 
skip command in response to the stand-alone prompt $$. For 
example, to display cartridge tape file 3 with the cat command 
(user response in bold): 

$$ cat ! skip /dev/rpt/Omn 3 
<CTRLd> 
$$cat /dev/rpt/Omn 

Note that entering <CTRL d> causes the reprompt $$ followed by 
the name of the command. Note also that the skip command 
requires /dev/rpt/Omn (rather than /dev/rpt/Om). Using 
/dev/rpt/Om rewinds the tape before the second prompt. 
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Descriptions of Stand-alone Programs 
This section describes the functions of the stand-alone programs. 
These programs will be discussed in the order they appear on the 
release tape. Stand-alone programs are available on disk in the 
/stand directory and on your release tape. Invoking stand-alone 
programs from disk is faster and easier than loading stand-alone 
programs from your release tape. 

help 

Information about the release tape is displayed on the system con­
sole by the help program. It is self-explanatory and uses menus to 
allow access to more detailed information. To use the help pro­
gram: 

1. Insert the release tape into the tape drive 

2. At the boot prompt ( : ), enter: 

help 

To use the help program on disk, enter: 

/stand/help 

unix 

Under normal circumstances, this copy of the Sys5 operating sys­
tem is never accessed. It is included only as a last-resort backup 
in case all other copies have been lost. To load the kernel, unix 
from tape do the following: 

1. Insert the release tape into the tape drive. 

2. At the boot prompt ( : ) enter: 

unix 

The kernel, unix, is loaded, then the # prompt appears. See the 
chapter Startup and Shutdown for additional information. 
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dformat 

The controlling program for formatting hard disks is dformat. 
Formatting involves encoding the disks' magnetic surface with 
boundaries so the operating system can find byte patterns to read 
or blank spaces to write to. Each disk is divided (encoded) into 
tracks and sectors. Tracks are magnetic patterns of concentric 
circles on the disk surfaces. Tracks are divided into sectors. 

To the user, sectors have 512 bytes each. But actually, dformat 
knows that each sector is larger than 512 bytes by about 15%. 
This larger figure is known as the physical bytes per sector, and it 
varies according to the disk controller and disk drive installed in 
your system. For example, a disk might actually have 586 bytes 
per sector. The extra 72 bytes (beyond 512) provide the disk con­
troller hardware and firmware the pointers and addresses it needs 
to mark the beginning sector data. 

A microscopic fl.aw in the magnetic coating on a disk can prevent 
the operating system from reading or writing to the track(s) that 
share disk space with that flaw. When this happens, that track 
must be spared. That is, to keep the disk usable, the operating 
system must be informed that that track is bad. Then it can set 
up a new area of the disk to substitute for the bad part, remap 
the disk to skip the bad and use the substitute track. 

The stand-alone program, dformat, performs both types of disk 
preparation and maintenance routines: initial setup and format­
ting, and sparing, either automatic or manual. 

The main purpose of dformat is to set sector size, number of sec­
tors per track, number of alternate tracks or sectors, and to spare 
out the known bad sectors. Like most operating systems, Sys5 
can only access its disk by sectors. It must know exactly how 
large these sectors are in order to transform block requests into 
sector requests. Once the sector size and other issues have been 
decided, dformat goes out and defines sectors on the disk, writing 
sector headers for each sector. These headers make the sector 
able to identify itself to the disk controller and ultimately to Sys5 
when the sector is accessed, so the system can be sure it is get­
ting the right one. 
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dformat can also perform disk tests and repairs. It finds out if 
the disk can write data, and also if the disk can read what it 
writes. If dformat finds a track it can not read or write, it 
automatically spares it. It sets up a bad-track table such that 
any requests to access a bad track are automatically redirected to 
a good track. You can also use dformat to manually spare any 
bad tracks reported by a Sys5 error message. 

dformat can accept disk information either manually or automat­
ically. You can make a tape with your disk information on it and 
use this tape to run dformat, or you can enter the information 
interactively. 

dformat has several options. Not every option is available on 
every Plexus machine. 

Executing dformat 

When you run dformat, you will first see a menu of options. 
Select the letter of the option (f, s, r, 1, v, or q) you wish to run. 
These are: 

f Format the disk. 

The formatting operation has two phases: format and test. 
The format part consists of writing sector headers and writ­
ing the user pattern on the disk. The test portion consists of 
reading the user pattern just written, looking for unreadable 
sectors, and sparing any unreadable tracks it finds. With 
IMSP disk controllers, error messages of the form: 

track <cylinder>l<head> spared 

are printed for all bad tracks found and spared. 

F Format (No delay in listing bad sectors). 

s 

This option is used at the factory to format disks. 

Spare tracks. 

Enables manual (i.e., operator intervened) sparing of tracks 
or sectors. Be sure to make a new dformat bad track tape 
using the I option after you spare any newtracks or sectors. 
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r Read the disk, performing only a surface analysis. 

Does not re-format or spare bad tracks. This option gen­
erates and prints a report of the bad tracks on the disk, in 
the form: 

bad trk <cylinder>l<head> 

l List bad tracks. 

v 

q 

This option prints a table of all the bad tracks or sectors and 
their corresponding spares, in decimal and hex. You can also 
use this option to make a bad track tape for your disk, to use 
if you must reformat the disk. It is a very wise idea to make 
this bad track tape right after you format your disk and keep 
it in a safe place. Be sure to remake the tape if you spare 
any additional sectors! 

Verify a single sector (EMSP, AMSP, and P/90 controll­
ers) 

This option allows you to test a single sector. It writes to 
and reads from the specified sector, notifying you of any 
errors. This option makes the data on this sector invalid; 
therefore, DO NOT use this option unless you are pretty 
sure the sector is defective. The file using the tested sector 
will no longer be valid! 

Quit the program. 

dformat spares disks controlled by the IMSP by whole tracks. If 
there is a bad area on the disk, it remaps to one of twenty alter­
nate cyJinders. Disks controlled by an EMSP are spared by sector. 
The controller reserves two sectors at the end of each track as 
alternates. Disks controlled by a SCSI are spared by sector. For 
disks controlled by an AMSP, if only one sector on a track is bad, 
that sector is spared. If more than one sector is bad, the entire 
track is remapped to one of 50 alternate tracks. 

dformat with the f option rewrites the disk's sector headers. 
These are written by Plexus in the factory and should never have 
to be rewritten. The f option should be used only after consulta­
tion with Plexus field service (hardware maintenance) personnel. 
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In most cases, no matter how badly the file system has been 
scrambled, the disk can be completely restored by the use of 
dconfig, mkfs, and a backup restoration utility such as restor in 
that order. 

Because dformat with the f option writes a pattern of bits all 
over the disk, any previous contents of the disk are lost. If the 
disk still has good data on it, back it up before running dformat 
with the f option. 

The default sector size is 512 bytes; the default block size is 1024 
bytes. 

The following table lists the total number of 512-byte sectors nor­
mally created by dformat on Plexus disks. This table also lists 
the total number of lK-byte blocks, which is half the number of 
512-byte sectors. 
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Table 15-1. Total Number of Sectors Created by dformat 
Disk Controller Total 512-byte Total lK-byte 
Size Name Sectors Blocks 

NEC 22Mb 8" IMSP 40046 20043 
NEC 36Mb 8" IMSP 66810 33405 
Fuj. 71Mb 8" IMSP 134946 67473 
Fuj. 72Mb 14" IMSP 136170 68085 
NEC 142Mb 8" IMSP 272544 136272 
Fuj. 145Mb 8" IMSP 273020 136510 
Fuj. 145Mb 14" IMSP 272340 136170 
NT 270Mb 8" IMSP 518760 259380 
Fuj. 285Mb 14" IMSP 545088 272544 
Fuj. 71Mb 8" EMSP 131488 65744 
Fuj. 72Mb 14" EMSP 135465 67732 
NEC 142Mb 8" EMSP 261632 130816 
Fuj. 145Mb 8" EMSP 263360 131680 
Fuj. 145Mb 14" EMSP 270930 135465 
Fuj. 285Mb 14" EMSP 539616 269808 
NEC 286Mb 8" EMSP 541860 270930 
NEC 443Mb 9" EMSP 835316 417658 
Fuj. 570Mb 14" EMSP 1079232 539616 
Fuj. 586Mb 10.5" EMSP 1108800 554400 
Fuj. 145Mb 8" AMSP 269940 134970 
Fuj. 286Mb 8" AMSP 548060 274030 
NEC 443Mb 9" AMSP 849010 424505 
NEC 142Mb 8" AMSP 252402 126201 
Fuj. 67Mb 5 w· MMSP 141225 70612 
Fuj. 135Mb 5 ~" MMSP 282450 141225 
Max. 300Mb 5 w· MMSP 507360 253680 
Fuj. 310Mb 5 ~" MMSP 637875 318937 

The formula used in computing the total number of 512-byte sec­
tors on your disk is in the section "Calculating Total Sectors 
Available" in the chapter Configuring Disks. 
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How to Use This Program 

You will first see the menu of options: 

Please select desired option: 
f - Format the disk 
F - Format (No delay in listing bad sectors) 
s - Spare additional sectors on the disk 
r - Read the disk for media quality verification 
I - List the known bad sectors on the disk 
v - Verify sectors (EMSP disks, P/90, P/95) 

q - Quit 

Type in your desired option. The program loops back to this menu 
after each option completes. If an error has been encountered, an 
appropriate error message will be displayed. If an error was 
encountered during formatting the disk or sparing sectors/tracks 
on the disk, you will be told that the disk is not reliable. You 
might merely need to run the option again, or you might have a 
hardware problem. The error shown indicates which situation you 
have. 

After you select the desired option, you will be asked to indicate 
which type of controller you have. 

If you indicate the wrong type, you will either get errors during 
the option process or get a bus error and have to reboot. You will 
next enter the physical disk number of the disk you will be work­
ing on. The IMSP supports disks 0 through 3; the EMSP, AMSP 
(P/95), and SCSI (P/90) support disks 0 through 15. 

Following is a sample session from each option for each controller 
type. Prompts will be for string data, usually with a sample for­
mat given, numbers, usually with a minimum and maximum 
value shown, y or n responses to yes/no questions or other mean­
ingful single characters. 
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IMSP Examples 

The following will be described: 

• Format (with a bad track tape and without a bad track tape) 

• Spare 

• Read 

• List 

Format (IMSP) Without a Bad Track Tape 

Making a tape in this case is recommended. 

Do you have a bad track tape to use for formatting? [y or n] n 

Do you want to make one after the disk is formatted? [y or n] y 

Please enter tape drive to use in format /dev/rrm/Om: /dev/rrm/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

Please enter the disk serial number: 23404 

The disk serial number is purely for documentation purposes (so 
you can be sure you have the right tape for a specific disk). No 
verification of the disk serial number is done. 

1 - Drive Mfg. xx MB xx in. 
2 - Drive Mfg. xxxMB xx in. 
3 - Drive Mfg. xxx MB xx in. 
4 - Drive Mfg. xxx MB xx in. 
5 - Drive Mfg. xx MB x in. 
6 - Drive Mfg. xxx MB xx.x in. 
7 - Drive Mfg. xxx MB x in. 
x - Drive Mfg. xxx MB x in. 
9 - Drive Mfg. xx MB x in. 
10 - Drive Mfg. xx MB x in. 
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Disk type? [1-11 ]: 1 

1 - Disk Serial Number: 23404 
2 - Total Number of Cylinders: 823 
3 - Number of Fixed Heads: 5 
4 - Sectors per Track: 34 
5 - Data Bytes Per Sector: 512 
6 - Number of Alternate Cylinders: 20 
7 - File System block size: 1024 
8 - Default boot name: /unix 

Number of line entry to change or <RETURN> <RETURN> 

Defective tracks on fixed? (cyl,head) [0-822,0-4]: 4,1 

Defective tracks on fixed? (cyl,head) [0-822,0-4]: 

cyl head 

4(0x4) 1(0x1) 

formatting 

testing 

spared to: cyl head 

412(0x19c) 4(0x4) 

Disk formatted and initialized successfully! 

In the preceding example, we formatted a disk of a known type. It 
is possible to format other disks by selecting the OTHER type. 
You will be prompted for the necessary information. The data 
bytes per sector, number of alternate cylinders, file system block 
size and boot name are all default values. These can be altered by 
selecting the appropriate line number when prompted to do so. 
The altered values will be the ones written to your tape. 

The cylinder and head of each track spared will be displayed with 
the alternate track to which it has been spared. To terminate 
input of the defective tracks, just press return at the prompt. 
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With a Bad Track Tape 

Do you have a bad track tape to use for 

formatting? (y or n] y 

Please enter tape drive to use in 

format /dev/rrm/Om: /dev/mn/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

1 - Disk Serial Number: 23404 

2 - Total Number of Cylinders: 823 

3 - Number of Fixed Heads: 5 

4 - Sectors per Track: 34 

5 - Data Bytes Per Sector: 512 

6 - Number of Alternate Cylinders: 20 

7 - File System block size: 1024 

8 - Default boot name: /unix 

Number of line entry to change or <RETURN> <RETURN> 

Enter bad tracks from tape? (y or n] y 

Bad track: cyl 4 head 1 

formatting 

testing 

Disk formatted and initialized successfully! 

In this example, the disk type information is read from tape. You 
can choose to alter the information by selecting the appropriate 
line number when prompted to do so. You will be given the option 
of writing the altered information to your tape. 

You have the option of reading the defective track information 
from your tape or entering it by hand. If you choose the latter, 
you have the option of writing the new track information to your 
tape, unless you have altered your tape header information, in 
which case the hand-entered tracks will be written to tape 
automatically. The cylinder and head of each track spared will be 
displayed. 
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Spare (IMSP) 

Defective tracks on fixed? (cyl, head) 

[0-<# cylinders>,0-<# heads>]: 3,1 

track 3/1 spared 

Defective tracks on fixed? (cyl, head) 

[0-<# cylinders>,0-<# heads>): 

Do you want to make a new track tape? [y or n] y 

Disk serial number? 23030 

Please enter tape drive to use in format 

/dev/rrm/Om: /dev/rrm/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

It is possible to make a new bad track tape whenever you spare 
tracks on an IMSP controlled disk, and it is highly recommended 
that you do so. 

( Read (IMSP) 

(_ 

Disk reads complete 

This option will only display information if bad tracks which 
are not spared are encountered. 

List (IMSP) 

Output spared sector track list on tape? [y or n] y 

Please enter tape drive to use in format 

/dev/rrm/Om: /dev/rrm/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

cyl head spared to: cyl head 

4(0,4) 1 (Ox1) 412(0x19c) 4(0x4) 
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EMSP Examples 

This section contains the following: 

• Format (with and without a bad track tape) 

• Spare 

• Read 

• List 

• Verify 

Format (EMSP) Without a Bad Track Tape 

It is recommended that you make a tape at this time. 

Do you have a bad track tape to use for formatting? 

[y or n] n 
Do you want to make one after the disk is 
formatted? [y or n] y 

Please enter tape drive to use in 

format /dev/rrm/Om: /dev/rpt/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

Please enter the disk serial number: 20340 

1 - Fujitsu 72 MB 14 in. 

2 - Fujitsu 145 MB 14 in. 

3 - Fujitsu 285 MB 14 in. 

4 - Fujitsu 570 MB 14 in. 

5 - Fujitsu 71 MB 8 in. 

6 - Fujitsu 586 MB 10.5 in. 

7 - NEC 142 MB 8 in. 

8 - NEC 443 MB 9 in. 

9 - NEC 22 MB 8 in. IMSP only! 

10 - NEC 36 MB 8 in. IMSP only! 
11 - OTHER 

Disk type? [1-1] 4 

1 - Disk Serial Number: 20340 

2 - Total Number of Cylinders: 589 
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3 - Number of Fixed Heads: 7 
4 - Sectors per Track: 34 
5 - Physical Bytes Per Sector: 590 
6 - Number of Alternate Sectors: 2 
7 - Default boot name: /unix 
8 - Number of patterns: 1 
9 - Number of retrys: 1 

Number of line entry to change or <RETURN> <RETURN> 

Input bad sectors in Plexus format (cylinder, head and logical sector) or 
Manufacturer format (cylinder, head, offset and length)? [p or m] p 

Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 0,2,10 
Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 3,I,20 
Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 16,4,5 
Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 

Formatting disk, with 34 sectors/track 
Formatting disk, writing 65212 sectors 
Formatting disk, writing 65212 sectors 
Formatting disk, writing 9758 sectors 
retry(O) 
Writing cylinder 

10,20, .... 
Reading cylinder 
10,20, .... 

Bad cylinder head sector (logical) 
0 2 10 
3 1 20 
16 4 5 

Formatting disk with 2 spare sectors/track 
Formatting disk, writing 65184 sectors 
Formatting disk, writing 65184 sectors 
Formatting disk, writing 1564 sectors 

With a Bad Track Tape 

Do you have a bad track tape to use for 
formatting? [y or n) y 

Please enter tape drive to use in 
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format /dev/rrm/Om: /dev/rrm/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RESET 

1 - Disk Serial Number: 20340 

2 - Total Number of Cylinders: 589 

3 - Number of Fixed Heads: 7 

4 - Sectors per Track: 34 

5 - Physical Bytes Per Sector: 590 

6 - Number of Alternate Sectors: 2 

7 - Default boot name: /unix 

8 - Number of patterns: 1 

9 - Number of retrys: 1 

Number of line entry to change or <RETURN> <RETURN> 

Enter bad tracks from tape? [y or n] y 

Formatting disk with 34 sectors/track. 

Formatting disk, writing 65212 sectors. 

Formatting disk, writing 65212 sectors. 

Formatting disk, writing 9758 sectors. 

retry(O) 

writing cylinder 

10,20,30, ... 

reading cylinder 

10,20,30, .... 

Bad cylinder head sector (logical) 

0 2 10 

3 20 

16 4 5 

formatting disk with 2 spare sectors/track 

formatting disk, writing 65184 sectors 

formatting disk, writing 65184 sectors 

formatting disk, writing 1564 sectors 

In the first example, if you are formatting a disk of a type other 
than the one defined, you can select #ll and define the relevant 
information. To terminate the defective sector input, press 
<return> at the prompt. 
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In the second example, if you make changes to the tape header 
information, or elect to enter your defective sector list manually, 
you will be given the option of rewriting your bad track tape. 

The program displays the lists of cylinders being written and read 
and the count of sectors being formatted on disk as an indication 
of its progress. 

Spare (EMSP) 

Input bad sectors in Plexus format (cylinder, head and logical sector) or 
Manufacturer format (cylinder, head, offset and length)? [p or m] p 

Defective sector (cyl, head, sec) [0-588,0-6,0-33]: 1,1,1 
Defective sector (cyl, head, sec) [0-588,0-6,0-33]: 

Bad cylinder head sector (logical) 
1 1 1 

DON'T FORGET TO MAKE A NEW BAD TRACK TAPE!! 
USE THE 'list' OPTION. 

To terminate input of the defective sectors, press return at the 
prompt. Due to the program design, it is not possible to make a 
new track tape during running this option, as it is with an IMSP 
controller. Be sure to run the list option and make a new bad 
track tape, so that you always have a good tape. 

Read (EMSP) 

Reading cylinder 
10,20,30 ... 

No spared sectors -or-
Bad cylinder head sector (logical} 

# # # 

This program will read the disk and notify you of any bad sectors 
it finds which need to be spared. 

List (EMSP) 

Checking headers for cylinder: 
0, 
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Output spared sector list to tape? [y or n] y 

Disk serial number? 
Pleaseentertapedriveto use in format/dev/rrm/Om: /dev/rnn/Om 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

Press return to see the spared sector list: 

Bad cylinder head sector (logical) 

# # # 

You will not see the tape prompts unless you choose to make a tape. 

Verify (EMSP) 

This test will invalidate data on the sector tested! 

Continue? [y or n] y 

Defective sector (cyl,head,sec) [O-x,O-y,0-z): 

Number of format patterns? [1-7): 

Number of format retries? [1-10]: 

retry(#) 

This will show a retry entry for each retry of each pattern. If the 
pattern written to the disk does not match the pattern read from 
the disk, an error will be indicated. 

AMSP Examples 

This section contains the following: 

• Format (with and without a bad track tape) 

• Spare 

•Read 

• List 

Format (AMSP) Without a Bad Track Tape 

It is recommended that you make a tape at this time. 

Do you have a bad track tape to use for formatting? 
[y or n] n 

Do you want to make one after the disk is 
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formatted? [y or n] y 

Please enter tape drive to use in 
format [/dev/rrm/Om]: <cir> 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

Please enter the disk serial number: 20340 

1 - NEC 167 MB 8 in. 
2 - Fujitsu 337 MB 8 in. 
3 - Fujitsu 168 MB 8 in. 
4 - Fujitsu 520 MB 9 in. 
5 - OTHER 

Disk type? [1-1] 4 

1 - Disk Serial Number: 20340 
2 - Total Number of Cylinders: 760 
3 - Number of Fixed Heads: 19 
4 - Sectors per Track: 60 

5 - Physical Bytes Per Sector: 604 
6 - Number of Alternate Tracks: 50 
7 - Default boot name: /unix 
8 - Number of patterns: 1 
9 - Number of retrys: 1 
10 - Number of blocks in minor dev 0: 84901 O 
11 - Gap 1: 12 
12 - Gap 2: 12 

Number of line entry to change or <RETURN> <RETURN> 

Input bad sectors in Plexus format (cylinder, head and logical sector) or 
Manufacturer format (cylinder, head, offset and length)? [p or m] p 

Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 0,2,10 
Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 3,1,20 
Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 16,4,5 
Defective sector (cyl, head, sec) [0-822, 0-4, 0-34]: 

Formatting disk, with 60 sectors/track 
retry(O) 

Writing cylinder 
Reading cylinder 
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Bad cylinder head sector (logical) 
0 2 10 
3 1 20 
16 4 5 

Displays for each disk follow: 

Disk type? [1-4) 1 (NEC 167Mb 8") 

1 - Disk Serial Number: 12345 
2 - Total Number of Cylinders: 1024 
3 - Number of Fixed Heads: 8 
4 - Sectors per Track: 32 
5 - Physical Bytes Per Sector: 640 
6 - Number of Alternate Tracks: 50 
7 - Default boot name: /unix 
8 - Number of patterns: 1 
9 - Number of retrys: 1 

10 - Number of blocks in minor dev 0: 252402 
11 - Gap 1: 16 
12 - Gap 2: 16 
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Disk type? [1-4] 2 (Fuj 337Mb 8") 

1 - Disk Serial Number: 54321 

2 - Total Number of Cylinders: 832 
3 - Number of Fixed Heads: 1 O 

4 - Sectors per Track: 68 

5 - Physical Bytes Per Sector: 594 

6 - Number of Alternate Tracks: 50 
7 - Default boot name: /unix 

8 - Number of patterns: 1 

9 - Number of retrys: 1 

1 O - Number of blocks in minor dev 0: 849010 
11 - Gap 1: 12 

12 - Gap 2: 12 

Disk type? [1-4] 3 (Fuj 168Mb 8") 

1 - Disk Serial Number: 24680 

2 - Total Number of Cylinders: 823 

3 - Number of Fixed Heads: 10 
4 - Sectors per Track: 34 

5 - Physical Bytes Per Sector: 586 

6 - Number of Alternate Tracks: 50 
7 - Default boot name: /unix 

8 - Number of patterns: 1 
9 - Number of retrys: 1 

10 - Number of blocks in minor dev O: 269940 
11 - Gap 1: 8 
12-Gap2:8 

With a Bad Track Tape 

Do you have a bad track tape to use for 

formatting? [y or n] y 

Please enter tape drive to use in 

format [/dev/rrm/Om]: <er> 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RESET 
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1 - Disk Serial Number: 20340 

2 - Total Number of Cylinders: 760 

3 - Number of Fixed Heads: 19 

4 - Sectors per Track: 60 

5 - Physical Bytes Per Sector: 604 

6 - Number of Alternate Tracks: 50 

7 - Default boot name: /unix 

8 - Number of patterns: 1 

9 - Number of retrys: 1 

10 - Number of blocks in minor dev 0: 849010 

11 - Gap 1: 12 

12 - Gap 2: 12 

Number of line entry to change or <RETURN> <RETURN> 

Enter bad tracks from tape? [y or n] y 

Formatting disk with 60 sectors/track. 

retry(O) 

writing cylinder 

reading cylinder 

Bad cylinder head sector (logical) 

0 2 10 

3 1 20 

16 4 5 

To terminate the defective sector input, press <return> at the 
prompt. 

In the second example, if you make changes to the tape header 
information, or elect to enter your defective sector list manually, 
you will be given the option of rewriting your bad track tape. 

The program displays the lists of cylinders being written and read 
and the count of sectors being formatted on disk as an indication 
of its progress. 

Spare (AMSP) 

Input bad sectors in Plexus format (cylinder, head and logical sector) or 
Manufacturer format (cylinder, head, offset and length)? [p or m] p 
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Defective sector (cyl, head, sec) [0-588,0-6,0-33]: 1,1,1 

Defective sector (cyl, head, sec) [0-588,0-6,0-33]: 

Bad cylinder head sector (logical) 

1 1 1 

DON'T FORGET TO MAKE A NEW BAD TRACK TAPE!! 

USE THE 'list' OPTION. 

To terminate input of the defective sectors, press return at the 
prompt. Due to the program design, it is not possible to make a 
new track tape during running this option, as it is with an IMSP 
controller. Be sure to run the list option and make a new bad 
track tape, so that you always have a good tape. 

Read (AMSP) 

Reading cylinder 

No spared sectors -or-
Bad cylinder head sector (logical) 

# # # 

This program will read the disk and notify you of any bad sectors 
it finds which need to be spared. 

List (AMSP) 

Checking headers for cylinder: 

0, 
10, 

Output spared sector list to tape? [y or n] y 

Disk serial number? 

Please enter tape drive to use in 

format [/dev/rrm/Om]: <er> 

PLEASE INSERT YOUR BAD TRACK TAPE AND PRESS RETURN 

Press return to see the spared sector list: 

Bad cylinder head sector (logical) 

# # # 

You will not see the tape prompts unless you choose 
to make a tape. 
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P/90 Examples 

Disks ordered with your P/90 system have been formatted by 
Plexus at the factory. DO NOT run dformat on a new P/90 sys­
tem. If you need to reformat a disk or purchase an unformatted 
disk, use the dformat program to format the disk. 

Formatting a P/90 disk is extremely simple. The dformat 
options available on the P /90 include: 

• Format (with and without a bad track tape) 

• Spare 

• Read 

• List 

• Verify 

The dformat menu for each of these options is the same for the 
P/95 and the P/90. After selecting the proper controller (SMD for 
P/95 or ESDI for the P/90), ensuring that the proper tape drive is 
selected (!dev/rpt/Om), and selecting the disk type from the 
menu, the dformat program lists a menu of technical informa­
tion. See the section "AMSP Examples" earlier in this chapter 
and follow the menus in these examples. Press <er> after each 
menu selection. 

mkfs 

The stand-alone program, mkfs, like its /etc/mkfs counterpart, 
creates file systems. It declares that a certain range of disk 
addresses is to be considered a file system, and sets up disk blocks 
(free list, superblock, the i-list) within that file system for Sys5 to 
maintain housekeeping information about the files within the file 
system. 

The controlling blocks contain information such as how many files 
are in the file system, how many blocks are free, where files live 
on the disk, and how big they are. ' 

When creating file systems to be mounted (i.e., file systems other 
than the root file system), you can run /etc/mkfs under Sys5 or 
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mkfs of the stand-alone environment. When creating the root file 
system, however, stand-alone mkfs must be used because it 
prepares a file system so Sys5 and its utilities (the root file sys­
tem) can be restored from tape onto the disk. 

[NOTE] Plexus has already run stand-alone mkfs on the root 
file system. You do not will not need to run stand­
alone mkfs unless you alter the default size or location 
of the root file system or the swap area. 

Because mkfs re-initializes the superblock and i-lists, any data 
that is already on the logical disk, though not overwritten, 
becomes inaccessible, since Sys5 loses all pointers to it. Therefore, 
mkfs must be used with caution AND ONLY AFTER A 
BACKUP! 

After running mkfs and before mounting the file system you 
made, it is a good idea to run fsck on the new file system, to 
insure the integrity of the file system. 

To create a file system using stand-alone mkfs from disk, enter at 
the boot ( : ) prompt: 

/stand/mkfs 

The system returns: 

$$ mkfs 

Next enter: 

/dev/dsk/X~ xxxx m n 

where: 
X is the physical disk number ( 0 - n) 
x is the logical disk number ( 0 - 15) 
xxxx is the file system size in lK blocks 
m is the software interleave 
n is blocks/cylinder 
See the following table for actual values of m and n. 
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Table 15-2. Software Interleave and Blocks per Cylinder 

cylsize softint 
Drive Cont Sect/ Blocks/ Software 
Type Cyl Cyl Interleave 

NEC 22Mb 8" IMSP 102 51 1 
NEC 36Mb 8" IMSP 170 85 1 
Fuj. 67Mb 5 w· MMSP 175 88 9 
Fuj. 71Mb 8" IMSP 238 119 1 
Fuj. 71Mb 8" EMSP 224 112 7* 
Fuj. 72Mb 14" IMSP 170 85 1 
Fuj. 72Mb 14" EMSP 165 82 7* 
Fuj. 145Mb 8" AMSP 330 165 7* 
Fuj. 135Mb 5 i,{" MMSP 350 175 9 
NEC 142Mb 8" IMSP 272 136 1 
NEC 142Mb 8" EMSP 256 128 7* 
NEC 142Mb 8" AMSP 248 124 7* 
Fuj. 145Mb 8" IMSP 340 170 1 
Fuj. 145Mb 8" EMSP 320 160 7* 
Fuj. 145Mb 14" IMSP 340 170 1 
Fuj. 145Mb 14" EMSP 330 165 7* 
Max. 300Mb 5 W' MMSP 420 210 9 
NT 270Mb 8" IMSP 396 198 1 
Fuj. 286Mb 8" AMSP 670 335 7* 
Fuj. 285Mb 14" IMSP 544 272 1 
Fuj. 285Mb 14" EMSP 528 264 7* 
NEC 286Mb 8" EMSP 660 330 7* 
Max 3 lOMb 5 W' MMSP 525 262 9 
NEC 443Mb 9" EMSP 1102 551 7* 
NEC 443Mb 9" AMSP 1120 560 7* 
Fuj. 570Mb 14" EMSP 1056 528 12 
Fuj. 586Mb 10.5" EMSP 1320 660 7* 

* softint is optimal for standard Sys5 operation. softint can be 
changed to be optimal for your normal operation. 

See the section "Cylinder Size" in the chapter Configuring Disks 
for equations describing how to compute mkfs cylinder size. 
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dconfig 

dconfig is a rather comprehensive program that determines 
several disk and system factors. You can run dconfig to obtain or 
change the status of any of the following parameters: 

• Disk identification (id) 

• Operating system kernel name (primary bootname) 

• Alternate operating system kernel name (secondary bootname) 

• Disk information specific to the actual disk unit installed, 
including number of cylinders, sector size, sectors per track, 
etc. 

• System's node name (if you want to give your system a name 
to put it on a uucp network) 

• Which logical disk will contain the root file system and perform 
pipes and dumps 

• Which logical disk will provide the swap area 

• Address and size of the swap area 

• Boundaries and default start addresses of each potential logical 
disk 

[NOTE] These parameters are vital to the system. Some 
parameters (such as disk cylinders, sector size, etc.) 
have no alternate values for your system. Changing 
them simply disables your system. Other parameters 
can be changed if done carefully and consistently, 
such as: device numbers for root, swap, etc., swap 
size and location, start addresses of the logical disks. 

Changing your nodename will not affect internal system perfor­
mance, but other nodes on your uucp net must be notified if you 
still want their messages to find your system. 

You can run /etc/dconfig or stand-alone dconfig to look at the 
status of any of the parameters previously mentioned. You should 
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run stand-alone dconfig, however, to change any of the parame­
ters. You will most likely invoke stand-alone dconfig to perform 
the following functions: 

1. Create a Sys5 node name for uucp (see the chapter UUCP 
Administration in the Sys5 UNIX Administrator's Guide). 

2. Enlarge or relocate the swap area (see the chapter Chang­
ing Root and Swap in this manual). 

3. Change the default organization of logical file systems (see 
the chapter Configuring Disks in this manual). 

For additional information describing how to use stand-alone 
dconfig see the chapters Configuring Disks and Changing Root 
andSwap in this manual. 

fsck 

fsck is a file system consistency checker. To run stand-alone fsck 
from disk at the boot prompt (:) enter: 

/stand/fsck 

The system returns: 

$$ fsck 

At the $$ fsck prompt, press <er> to check the file systems 
listed in /etc/checklist. See the section "Step-by-Step Disk 
Configuration Overview" in the chapter Configuring Disks for 
additional information on editing /etc/checklist. To check specific 
file systems, enter the disk device name at the $$ fsck prompt 
(user response in bold). Enter: 

where: 

x 
xx 

15-38 

$$ fsck <er> (to check file systems in /etc/checklist) 
OR 

$$ fsck /dev/dsk/Xsxx (to check a specific file system(s). 

is the physical disk number 

is the logical disk number (0-15) 
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For further information, see the the document fsck in the Plexus 
Sys5 UNIX Administrator Guide. This describes in great detail 
what fsck does and how it works. Stand-alone fsck can check a 
maximum of five file systems per invocation. 
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restor 

The stand-alone program restor is the partner of /etc/dump. 
restor puts the contents of dump tapes back onto disk. Use 
stand-alone restor to restore the the root file system from dump 
tape. Stand-alone restor and /etc/restor are documented in the 
section "Using res tor" in the chapter Backup Procedures. 

dd 

This program works as described in the manual pages. See the 
chapter, Backup Procedures, for an explanation of how dd fits in 
with the other Sys5 programs that do tape I/O. 

fbackup 

fbackup is a fast, stand-alone Plexus program that copies from 
disk to tape, or tape to disk, in streaming mode, blocking files at 
32 disk sectors per tape record. fbackup is not available on 
VMEbus-based systems. 

See the chapter Backup Procedures for an explanation of how 
fbackup fits in with the other Sys5 programs that perform tape 
I/O. 

fbackup is faster than /etc/dump and writes in a format that is 
understood by dd. You should use fbackup rather than 
/etc/dump if you need the speed. 

To use fbackup, you need to know: 

1. the starting disk address of the file system (obtained from 
dconfig) 

2. its length in 512 byte disk sectors 
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Multiply the number of lK blocks you specified when you executed 
mkfs by 2 to obtain 512-byte sectors. Use the number of 512-byte 
sectors. 

Your file systems cannot in any case be larger than the logical 
disk sizes reported by dconfig, and fbackup does not mind if the 
file system size figure is larger than the size of the actual file sys­
tem. If you have changed the file system sizes to larger than 
standard values without having increased the default logical disk 
sizes, you will have trouble. 

fbackup does not care what you back up and does not recognize 
file system boundaries. It just backs up the sectors you specify 
(i.e. copies to tape). You should care what gets put on the tape 
and be sure you know what the boundaries are (in case you have 
to recover data). 

( Other Stand-alone Programs 

( 

Plexus provides stand-alone versions of the following commonly 
used Sys5 commands. These stand-alone programs are described 
in the Plexus Sys5 UNIX User's Reference Manual and the Plexus 
Sys5 UNIX Administrator Guide. 

fsdb File system debugger. 

od Octal dump. It allows dumping of a file in various octal, 
decimal, or hex formats. It is mainly a debugging tool. 

ls List files and directories. 

cat Concatenate, used to display files. 

du Reports disk usage. 
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A 
accounting, 5-17 
ACP, 2-28 

INDEX 

ACP dump, how to perform, 14-16 
ACP 1/0 port connections, 6-8 
ACP LED indicators, 14-16 
AMSP disk configuration values, 8-20 
adding a new user, 10-3 
additional file systems, creating, 8-7 
administrator, alternate, 1-6 
administrator, duties of, 1-4 
advanced communications processor, 2-28 
Arbiter board, P/95, 2-21 
auto boot, 5-9 

B 
backing up file systems, 9-10, 11-7 
backing up files, 11-19 
backplane, 2-23 
backup program, very fast, 15-40 
backup programs, 11-1 
backup script, 11-22 
backups, automating, 11-21 
backups, file systems, 11-7 
backups, files, 11-19 
backups, scheduling, 11-1 O 
backups, when to make, 11-6 
bcheckrc file, 3-22, 5-10 
/bck directory, 3-6 
/bin directory, 3-8 
blocks available, total 1 K, 8-8 
blocks per cylinder, 8-32, 9-15, 15-38 
blocks, indirect, 7-7 
boot block, 7 -6 
booting the system, 4-3 
brc file, 3-22 
bytes per sector (EMSP), 8-11 

c 
can not fork, 13-18 
cartridge tape and disk controllers, 2-30 
cartridge tape drive, 5-19 
cat, standalone, 3-31 
CCB, 2-12 
central processing unit, 2-24 
changing multiple group affiliation, 10-14 
checking file systems, 14-4, 15-40 
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INDEX 

checklist file, 3-22 
clear to send signals, 6-1 O 
commands, system administration, 3-22 
common circuits board, 2-9 
computer log, 1-8 
conf.c, 3-18 
configuring a second drive, 8-30 
configuring disks, 8-1, 8-14 
connecting a modem, 6-28 
connecting printers, 6-18, 6-22 
console pinout table, 4-2 
console, connecting, 4-2 
console, how to unfreeze, 13-16 
controller, disk (AMSP), 2-32 
controller, disk (EMSP), 2-32 
controller, disk (ESDI), 2-33 
controller, disk and cartridge tape (IMSP), 2-30 
controllers, disk and tape, 2-30 
copying files, 7-11 
cp command, 7-11 
cpio, 11-2, 11-4, 11-19, 11-20 
CPU, 2-24 
creating additional file systems, 8-6, 8-14 
creating devices in /dev, 6-2, 8-5 
creating file systems, 8-6, 15-36 
creating group entries, 10-6 
creating login directories, 10-3 
creating lost+found, 8-28 
creating password entries, 10-4 
creating user accounts, 10-1 
crisis recovery, 14-1 
cron, 3-22 
cshprofile, 3-23 
.cshrc file, 10-8 
CTS signals, 6-1 O 
cylinder size, 8-12 
cylinder, blocks per, 8-32, 9-15 
cylinder, sectors per, 8-32 
cylinders, number of, 8-10, 8-11 

Sys5 Admin Handbook 1-2 Plexus Computers 



( 

INDEX 

D 
data area, 7-7 
data carrier detect signals, 6-10 
data, how to recover, 14-5 
DCD signals, 6-10 
dconfig cylinder size, 8-12 
dconfig, 3-31, 8-12, 9-7, 9-11, 9-21, 9-29 
dconfig, standalone, 3-31 
dd, 11-2, 11-4, 11-26 
dd, standalone, 3-31 
ddate, 3-23 
/dev directory, 3-8 
device files, 3-8 
device names, cartridge tape drives, 5-19 
device names, reel-to-reel tape drives, 5-23 
device numbers, major, 3-10 thru 3-17 
device numbers, minor, 8-25 
devices, creating in /dev, 6-2, 8-5 
devices, peripheral, 2-38 
df command, 7-19 
dformat, standalone, 3-31 
dial in modem, setting up, 6-30 
directories, restoring, 14-6 
directory ownership, how to change, 10-10 
disk and cartridge tape controller (IMSP), 2-30 
disk configuration values, 8-11, 8-19, 8-20 
disk configuration, 8-1, 8-14, 15-37 
disk configuration, second drive, 8-30 
disk controller (EMSP), 2-32 
disk controller (AMSP), 2-32 
disk controllers, 2-30 
disk drives, 2-34 
disk free (df) command, 7-19 
disk free space, determining, 7-19 
disk mirroring, 12-1 
disk organization, 7-2, 8-15 
disk, optical, 2-34 
disks, how to mirror, 12-1 
disks, logical, 7-2 
disks, physical, 7-2 
drives, disk, 2-34 
drives, tape, 2-35 
du, standalone, 3-31 
dump, 3-23, 11-3, 11-4, 11-6, 11-10 
dumps, full, 11-11 
dumps, incremental, 11-13 
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E 
eccdaemon, 3-23 
EMSP disk configuration values, 8-19 
error messages, cannot fork, 9-4, 13-18 
error messages, no more processes, 9-4, 13-18 
error messages, reel-to-reel tape drives, 5-32, 5-35 
error messages, swap space too small, 9-4 
error messages, Sys5: panic: out of swap space, 9-4 
error messages, umount, 7-17 
/etc directory, 3-22 
/etc/dump, 11-3, 11-4, 11-6, 11-10 
/etc/getty, 13-5 
/etc/gettydefs, 13-7 
/etc/in it, 4-1 O 
/etc/inittab, 4-1 O 
/etc/labelit, 11-25 
/etc/mirutil, 12-1, 12-4 
/etc/mnttab file, 7-17 
/etc/re file, 3-25, 4-12 thru 4-32 
/etc/restor, 11-4, 11-14 
/etc/shutdown, 4-8 
/etc/TIMEZONE file, 4-22 
/etc/ttyconf, 6-2 
executable files, 3-8 
exporting variables, 10-11 

F 
fast backup program, 15-40 
fbackup, 11-2, 11-3, 11-5, 11-7, 15-40 
fbackup, standalone, 3-31, 11-7 
file naming, 7-9 
file ownership, how to change, 10-12 
file size, maximum, 5-14 
file system checking, 14-4, 15-38 
file system, general information, 7-1 
file system, restoring, 14-9 
file systems, creating, 8-1, 8-6, 15-34 
file systems, how to back up, 7-14, 8-17 
file systems, how to repair, 14-4 
file systems, mounting, 7-15 
file systems, set up at Plexus, 7-13 
file systems, unmounting, 7-15 
files, backing up, 11-19 
files, copying, 7-11 
files, devices, 3-8 
files, executable, 3-8 
files, how to name, 7-9 
files, linking, 7-10 
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files, moving, 7-12 
files, restoring, 11-16, 14-6 
files, types of, 3-4 
finc, 11-2, 11-3, 11-4, 11-25 
find, 11-19, 11-25 
forking, 13-10 
formatting program for hard disks, 15-14 
free, 11-2, 11-3, 11-5, 11-25 
free space, 7 -8 
freeing up frozen terminals, 13-13 
freeing up the system console, 13-16 
frozen terminals, 13-13 
fsck, 3-23, 4-5, 4-9, 14-4 
fsck, standalone, 3-31 
fsdb, 3-23 
fsdb, standalone, 3-31 

G 
getty, 3-23, 13-5 
gettydefs file, 3-23, 13-7 
group affiliation (multiple), changing, 10-14 
group entries, creating, 10-6 
group file, 3-23 
group ownership, how to change, 10-12 
grpck, 3-23 

H 
hard disks, formatting program, 15-14 
hardware components, 2-1 
hardware, P/35, 2-2 
hardware, P/55, 2-5 
hardware, P/60, 2-7 
hardware, P/75, 2-10 
hardware, P/90, 2-14 
hardware, P/95, 2-17 
help, standalone, 3-31 
holidays, 5-18 

I 
Hist, 7-6 
i-node number, 11-17 
ICP, 2-28 
ICP dump procedure, 14-12 
ICP 1/0 port connections, 6-5 
IMSP controller, 2-31 
IMSP disk configuration values, 8-19 
indirect blocks, 7-7 
init, 3-23, 4-11 
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init 2, 4-11 
init a, 5-8 
init b, 5-8 
init C, 5-8 
init a, 5-8 
init q, 5-8 
inittab, 3-24, 4-11 

INDEX 

input/output devices, how to set up, 6-1 
intelligent communications processor, 2-28 
interleave, 8-28, 9-15, 15-36 
introduction, 1-2 

K 
kernel, 3-2, 3-3, 15-13 
kernel, configuration file, 3-18 
kill command, 13-12 
killing system processes, 13-12 

L 
labelit, 3-24, 11-25 
Link cards, 2-21, 2-33 
linking files, 7-10 
In command, 7-10 
loading tapes manually, reel-to-reel drives, 5-29 
loading tapes, reel-to-reel drives, 5-28 
log out, how to, 4-7 
logbook, 1-7 
logging in as root, 4-6 
logging out, how to, 4-7 
logical disks, 7-2 
login directories, creating, 10-3 
login incorrect message appears on terminal, 10-18 
login procedure, 4-3 
lost data, how to recover, 14-5 
lost+found directory, 3-6, 7-16 
lost+found, creating, 8-28 
Is, standalone, 3-31 

M 
MMSP disk configuration values, 8-20 
major device numbers, 3-9 
managing system processes, 13-1 
memory boards, 2-25 
memory dump procedure, 14-12, 14-16, 14-21 
memory dump, how to perform, 14-12, 14-16, 14-21 
microprocessor, 2-24 
minor device numbers, 8-25 
mirror disk, 12-1, 12-4 
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mirutil, 12-1, 12-4 
mkfs cylinder size, 8-27 
mkfs, 3-24, 8-4 
mkfs, standalone, 3-31 
mknod, 3-24, 8-5 

INDEX 

mknod, minor device numbers, 8-25 
/mnt directory, 3-6 
mnttab file, 7-17 
modem, setting up, 6-28 
modem, pinout table, 6-6, 6-9, 6-13 
modems, 2-38 
modes, system, 5-6 
motd, 3-24 
mount command, 3-24, 4-24, 8-27, 8-28 
mounting file systems, 7-15 
moving files, 7-12 
multi-user mode, 4-11, 5-7 
mv command, 7-12 
mvdir, 3-24 

N 
ncheck, 3-24 
new user, how to add, 10-3 
no directory message appears on terminal, 10-18 
no login appears on terminal, 10-17 
no more processes, 13-18 
number of cylinders, 8-10, 8-11 

0 
od, standalone, 3-31 
openup, 3-24 
operating system, overview, 3-2 
optical disk, 2-34 

p 
P/35, hardware, 2-2 
P/55, hardware, 2-5 
P/60, hardware, 2-7 
P/75, hardware, 2-1 O 
P/90, hardware, 2-14 
P/95, hardware, 2-17 
parallel port connections, 6-7 
parallel printer pinout table, 6-7, 6-14 
parallel printer, connecting, 6-18 
passwd, 3-25 
passwd (bin), how to set up, 4-7 
passwd (root), how to set up, 4-7 
password entries, creating, 10-4 
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passwords (system), how to set up, 4-6 
PATH, 10-10 
peripheral devices, 2-38 
physical disks, 7-2 
Plexus systems, introduction, 1-2 
power failure, recovering from, 14-1 
power supply, 2-24 
power up procedure, 4-3 
prime time, 5-18 
printer (parallel) pinout table, 6-7, 6-11, 6-14 
printer (parallel), connecting, 6-18 
printer (serial) pinout table, 6-5, 6-8, 6-13 
printer (serial), connecting, 6-22 
printers, 2-39 
process status command, 13-3 
processes, killing, 13-12 
processes, managing, 13-1 
.profile, 3-25 
.profile file, creating, 10-8 
.profile, initializing changes, 10-11 
programs, standalone, 15-1 
ps command, 13-3 
ps_data, 3-25 
pwck, 3-25 

R 
re file, 3-25, 4-12 thru 4-32 
rebooting the system, 4-3 
recovering lost data, 14-5 
reef-to-reel tape controller, 2-33 
reel-to-reef tape drive loading/unloading, 5-28 
reef-to-reel tape drive manual loading/unloading, 5-29 
reel-to-reef tape drive performance, 5-27 
reef-to-reel tape drive, device names, 5-23 
reel-to-reef tape drive, how to use, 5-19 
reef-to-reel tape drive, modes, 5-27 
reel-to-reel tape drives, error messages, 5-32, 5-35, 5-37 
repairing file systems, 14-4 
resetting the system, 4-3, 8-18 
response time, slow, 13-17 
restor, 3-25, 11-4, 11-14, 11-16 
restor, standalone, 3-31, 11-16 
restore from dump tape, 11-14, 15-28 
restoring directories, 14-6 
restoring file systems, 11-4, 11-14, 11-16, 14-6 
restoring files, 11-16, 14-6 
restoring the root file system, 11-14 
root directory, listing, 3-5 
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root file system and swap area, increasing the size of, 9-9 
root file system, description, 3-5 
root file system, increasing the size of, 9-9 
root file system, organization, 3-5, 7-4 
root file system, restoring, 11-14 
root file system, subdirectories, 3-6 
root, how to become, 1-9 
root, powers of, 1-10 
root, precautions, 1-11 
root's login environment, setting up, 5-2 

s 
SAFE switch, 5-21 
scheduling dumps 11-1 O 
second drive, configuring, 8-34 
sectors available, total 512-byte, 8-8 
sectors available, calculating, 8-9 
sectors per cylinder, 8-32 
sectors per track, 8-11 
serial port connections, 6-5, 6-8, 6-12 
serial ports, 2-27 
serial printer pinout table, 6-6, 6-8, 6-13 
serial printer, connecting, 6-22 
setmnt, 3-25 
setting the terminal type, 10-15 
setting up printers, 6-18, 6-22 
setting up a modem, 6-28 
setting up 1/0 devices, 6-1 
setting up input/output devices, 6-1 
setting up root's login environment, 5-2 
setting up system passwords, 4-6 
setting up terminals, 6-3 
setting up ttys, 6-3 
shell, 3-3 
shutdown, 3-26, 4-8 
shutdowns, recovering from ungraceful, 14-3 
shutting down the system, 4-3, 4-8 
single-user mode, 5-6 
single-user mode, entering 4-1 O 
skip command, 15-12 
slow system, 13-17 
software components, 3-2 
software interleave, 8-28, 9-15, 15-36 
spawning, 13-10 
/stand directory, 3-7, 3-29 
/stand, programs residing in, 3-31 
standalone fbackup 11-5 
standalone programs, 15-1 
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standalone programs, arguments to, 15-10 
standalone programs, cat, 15-41 
standalone programs, dconfig, 15-37 
standalone programs, dd, 15-40 
standalone programs, description of, 15-13 
standalone programs, dformat, 15-14 
standalone programs, du, 15-41 
standalone programs, fbackup, 15-40 
standalone programs, fsck, 15-38 
standalone programs, fsdb, 15-41 
standalone programs, general information, 15-3 
standalone programs, help program, 15-13 
standalone programs, how to load, 15-7 
standalone programs, how to run, 15-6 
standalone programs, Is, 15-41 
standalone programs, mkfs, 15-34 
standalone programs, od, 15-41 
standalone programs, rester, 15-40 
standalone programs, unix, 15-13 
standalone programs, use of, 3-29 
standalone programs, when to run, 3-29 
standalone rester, 11-15 
startup and shutdown, 4-3 
states, changing, 5-6 
states, system, 4-10 
states, user-definable, 5-6 
super user, 1-9 
superblock, 7-6 
swap area too small error messages, 9-4 
swap area, decreasing the size of, 9-5 
swap area, determining the size of, 9-3 
swap area, increasing the size of, 9-5, 9-9 
swap area, moving the location of, 9-5 
Sys5 overview, 3-2 
system administration commands, 3-22 
system administrator, alternate, 1-6 
system administrator, duties of, 1-4 
system console pinout table, 4-2 
system console, connecting, 4-2 
system console, how to unfreeze, 13-16 
system log, 1-8 
system modes, 5-6 
system process management, 13-1 
system processes, killing, 13-12 
system processes, managing, 13-1 
system shutdown, how to, 4-8 
system slowdown, 13-17 
system states, 4-10, 5-6 

Sys5 Admin Handbook 1-10 Plexus Computers 



( 

( 

INDEX 

T 
tape (cartridge) and disk controller (IMSP), 2-30 
tape backup procedure, 11-1 
tape backup script 11-22 
tape controllers, 2-30 
tape drive error messages, reel-to-reel drives, 5-32, 5-35, 5-37 
tape drive loading, reel-to-reel, 5-28 
tape drive manual loading, reel-to-reel, 5-29 
tape drive modes, reel-to-reel, 5-27 
tape drive performance, reel-to-reel, 5-27 
tape drive unloading, reel-to-reel, 5-28 
tape drive, cartridge, 5-19 
tape drives, 2-35 
tape drives, how to use, 5-19 
tape dumps, full, 11-11 
tape dumps, scheduling, 11-10 
tape utilities 11-2 
tar, 11-2, 11-4, 11-23 
terminal pinout table, 6-5, 6-8, 6-13 
terminal type, setting, 10-15 
terminals, 2-38 
terminals, how to unfreeze, 13-13 
terminals, setting up, 6-3 
thrashing, 13-17 
time, prime, 5-18 
TIMEZONE file, 4-22 
timezone information, 4-22 
/tmp directory, 3-7 
total blocks available, 8-8 
total sectors available, 8-8 
total sectors available, calculating, 8-9 
trouble shooting guide, 14-2 
troubleshooting guide, user accounts, 10-17 
ttyconf, 6-2 
ttys, setting up, 6-3 
ttytype, 3-26 

u 
umount, 3-26, 4-23 
umount error messages, 7-17 
umount example, 8-27 
ungraceful shutdown, recovering from, 14-3 
/unix file, 3-7 
unix overview, 3-2 
unloading tapes, reel-to-reel drives, 5-29 
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unmounting file systems, 4,23 7-15 
user accounts, creating, 10-1 
user accounts, troubleshooting guide, 10-17 
users, types of, 1-10 
/usr directory, 3-27 
/usr subdirectories, 3-27, 3-28 
utilities, 3-2 
utmp, 3-26 

v 
variables, exporting, 10-8 
VCP, 2-29 
VCP, how to configure, 6-15 
VMEbus Communications Processor, 2-29 
VMEbus Communicatons Processor, how to configure, 6-15 
volcopy, 11-2, 11-3, 11-5, 11-8 

w 
wall, 3-36 
who command, 13-8 
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c: 

Reader Comment Form 

There's always room for improvement, and we at Plexus 
Computers are interested in any comments and suggestions that 
would make this manual better. If you take the time to make 
comments, we'll take the time to read and consider them for the 
next revision. Mail your comments to us at this address: 

Technical Publications Department 
Plexus Computers, Inc. 
3833 North First St. 
San Jose, CA 95134 

Manual Name: Sys5 Administrator's Handbook 

Publication Number: 98-05133.2 Ver. B 

1. Is there information that you think should be included (or 
removed)? 

2. If you found errors, please list the page number and describe 
the error. 

3. Any other comments? 

Your Name (optional): 

Company Name and Address: 
(or attach a business card) 




