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YACC 

A token declared by %left, %right, and %non&8soc need not be, but may be, declared by 
%token as well. 

The precedences and associativities are used by yacc to resolve parsing conflicts. They give rise 
to disambiguating rules. Formally, the rules work as follows: 

1. The precedences and associativities are recorded for those tokens and literals that have 
them. 

2. A precedence and associativity is associated with each grammar rule. It is the 
precedence and associativity of the last token or literal in the body of the rule. If the 
%prec construction is used, it overrides this default. Some grammar rules may have no 
precedence and associativity associated with them. 

3. When there is a reduce/reduce conflict or there is a shift/reduce conflict and either the 
input symbol or the grammar rule has no precedence and associativity, then the two 
disambiguating rules given at the beginning of the section are used, and the conflicts are 
reported. 

4. If there is a shift/reduce conflict and both the grammar rule and the input character 
have precedence and associativity associated with them, then the conflict is resolved in 
favor of the action (shift or reduce) associated with the higher precedence. If the 
precedences are the same, then the associativity is used; left associative implies reduce, 
right associative implies shift, and nonassociating implies error. 

Conflicts resolved by precedence are not counted in the number of shift/reduce and 
reduce/reduce conflicts reported by yacc. This means that mistakes in the specification of 
precedences may disguise errors in the input grammar. It is a good idea to be sparing with 
precedences and use them in an essentially "cookbook" fashion until some experience has been 
gained. The y.output file is very useful in deciding whether the parser is actually doing what 
was intended. 

ERROR HANDLING 

Error handling is an extremely difficult area, and many of the problems are semantic ones. 
When an error is found, for example, it may be necessary to reclaim parse tree storage, delete 
or alter symbol table entries, and, typically, set switches to avoid generating any further 
output. 

It is seldom acceptable to stop all processing when an error is found. It is more useful to 
continue scanning the input to find further syntax errors. This leads to the problem of getting 
the parser "restarted" after an error. A general class of algorithms to do this involves 
discarding a number of tokens from the input string and attempting to adjust the parser so 
that input can continue. 
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To allow the user some control over this process, yacc provides a simple, but rea.sonably 
general feature. The token name "error" is reserved for error handling. This name can be 
used in grammar rules. In efi'ect, it suggests places where errors are expected and recovery 
might take place. The parser pops its stack until it enters a state where the token "error" is 
legal. It then behaves as if the token "error" were the current look-ahead token and performs 
the action encountered. The look-ahead token is then reset to the token that caused the error. 
If no special error rules have been specified, the processing halts when an error is.detected. 

In order to prevent a cascade of error messages, the parser, after detecting an error, remains in 
error state until three tokens have been successfully read and shifted. If an error is detected 
when the parser is already in error state, no message is given, and the input token is quietly 
deleted. 

As an example, a rule of the form 

stat : error 

means that on a syntax error the parser attempts to skip over the statement in which the 
error is seen. More precisely, the parser scans ahead, looking for three tokens that might 
legally follow a statement, and start processing at the first of these. If the beginnings of 
statements are not sufficiently distinctive, it may make a false start in the middle of a 
statement and end up reporting a second error where there is in fact no error. 

Actions may be used with these special error rules. These actions might attempt to reinitialize 
tables, reclaim symbol table space, etc. 

Error rules such as the above are very general but difficult to control. Rules such as 

stat : error ';' 

are somewhat easier. Here, when there is an error, the parser attempts to skip over the 
statement but does so by skipping to the next semicolon. All tokens after the error and before 
the next semicolon cannot be shifted and are discarded. When the semicolon is seen, this rule 
will be reduced and any "cleanup" action associated with it performed. 

Another form of error rule arises in interactive applications where it may be desirable to 
permit a line to be reentered after an error. The following example 
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error '\n' 
{ 

printf( "Reenter last line: " ); 
} 
input 

$$ = $4; 

is one way to do this. There is one potential difficulty with this approach. The parser must 
correctly process three input tokens before it admits that it has correctly resynchronized after 
the error. If the reentered line contains an error in the first two tokens, the parser deletes the 
offending tokens and gives no message. This is clearly unacceptable. For this reason, there is a 
mechanism that can force the parser to believe that error recovery has been accomplished. 
The statement 

yyerrok; 

in an action resets the parser to its normal mode. The last example can be rewritten as 

input : error '\n' 

{ 

} 

{ 
yyerrok; 
printf( "Reenter last line: .. ); 

} 
input 

$$ = $4; 

which is somewhat better. 

A!5 previously mentioned, the token seen immediately after the "error" symbol is the input 
token at which the error was discovered. Sometimes, this is inappropriate; for example, an 
error recovery action might take upon itself the job of finding the correct place to resume 
input. In this case, the previous look-ahead token must be cleared. The statement 

yyclearin ; 

in an action will have this effect. For example, suppose the action after error were to call some 
sophisticated resynchronization routine (supplied by the user) that attempted to advance the 
input to the beginning of the next valid statement. After this routine is called, the next token 
returned by yylex is presumably the first token in a legal statement. The old illegal token must 
be discarded and the error state reset. A rule similar to 
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stat : error 
{ 

} 

resynchO; 
yyerrok ; 
yyclearin; 

could perform this. 

These mechanisms are admittedly crude but do allow for a simple, fairly effective recovery of 
the parser from many errors. Moreover, the user can get control to deal with the error actions 
required by other portions of the program. 

THE "yaee" ENVIRONMENT 

When the user inputs a specification to yacc, the output is a file of C language programs, 
called y.tab.c on most systems. (Due to local file system conventions, the names may differ 
from installation to installation.) The function produced by yacc is called yyparse(}; it is an 
integer valued function. When it is called, it in turn repeatedly calls yylex(} , the lexical 
analyzer supplied by the user (see "LEXICAL ANALYSIS"), to obtain input tokens. 
Eventually, an error is detected, yyparse(} returns the value 1, and no error recovery is 
possible, or the lexical analyzer returns the end-marker token and the parser accepts. In this 
case, yyparse() returns the value o. 

The user must provide a certain amount of environment for this parser in order to obtain a 
working program. For example, as with every C language program, a program called main(} 
must be defined that eventually calls yyparse(). In addition, a routine called yyerror() prints a 
message when a syntax error is detected. 

These two routines must be supplied in one form or another by the user. To ease the initial 
effort of using yacc, a library has been provided with default versions of main() and yyerror(}. 
The name of this library is system dependent; on many systems, the library is accessed by a 
-ly argument to the loader. The source codes 

mainO 
{ 

return ( yyparseO ); 
} 

and 
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# include <stdio.h> 

yyerror(s) 

{ 

} 

char *s; 

fprintf( stderr, "%s\n", s ); 

YACC 

show the triviality of these default programs. The argument to yyerror(j is a string containing 
an error message, usually the string "syntax error". The average application wants to do 
better than this. Ordinarily, the program should keep track of the input line number and print 
it along with the message when a syntax error is detected. The external integer variable 
yychar contains the look-ahead token number at the time the error was detected. This may be 
of some interest in giving better diagnostics. Since the main() program is probably supplied by 
the user (to read arguments, etc.), the yacc library is useful only in small projects or in the 
earliest stages of larger ones. 

The external integer variable yydebug is normally set to O. It it is set to a nonzero value, the 
parser will output a verbose description of its actions including a discussion of the input 
symbols read and what the parser actions are. Depending on the operating environment, it 
may be possible to set this variable by using a debugging system. 

HINTS FOR PREPARING SPECIFICATIONS 

This part contains miscellaneous hints on preparing efficient, easy to change, and clear 
specifications. The individual subsections are more or less independent. 

Input Style 

It is difficult to provide rules with substantial actions and still have a readable specification 
file. The following are a few style hints. 

1. Use all uppercase letters for token names and all lowercase letters for nonterminal 
names. This rule comes under the heading of "knowing who to blame when things go 
wrong". 

2. Put grammar rules and actions on separate lines. This allows either to be changed 
without an automatic need to change the other. 

3. Put all rules with the same left-hand side together. Put the left-hand side in only once 
and let all following rules begin with a vertical bar. 

4. Put a semicolon only after the last rule with a given left-hand side and put the 
semicolon on a separate line. This allows new rules to be easily added. 
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5. Indent rule bodies by two tab stops and action bodies by three tab stops. 

The example in Appendix 12.1 is written following this style, as are the examples in this section 
(where space permits). The user must make up his own mind about these stylistic questions. 
The central problem, however, is to make the rules visible through the morass of action code. 

Left Recursion 

The algorithm used by the yaee parser encourages so called "left recursive" grammar rules. 
Rules of the form 

name : name rest_ofJule 

match this algorithm. These rules such as 

list item 
list ',' item 

and 

seq item 
seq item 

frequently arise when writing specifications of sequences and lists. In each of these cases, the 
first rule will be reduced for the first item only; and the second rule will be reduced for the 
second and all succeeding items. 

With right recursive rules, such as 

seq item 
item seq 

the parser is a bit bigger; and the items are seen and reduced from right to left. More 
seriously, an internal stack in the parser is in danger of overflowing if a very long sequence is 
read. Thus, the user should use left recursion wherever reasonable. 

It is worth considering if a sequence with zero elements has any meaning, and if so, consider 
writing the sequence specification as 
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using an empty rule. Once again, the first Tule would always be reduced exactly once before 
the first item was read, and then the second rule would be reduced once for each item read. 
Permitting empty sequences often leads to iDcreased generality. However, conflIcts might arise 
if yacc is asked to decide which empty sequence it has seen when it hasn't seen enough to 
know! 

Lexical Tie-ins 

Some lexical decisions depend on context. For example, the lexical analyzer might want to 
delete blanks normally but not within quoted strings, or names might be entered into a symbol 
table in declarations but not in expressions. 

One way of handling this situation is to create a global flag that is examined by the lexical 
analyzer and set by actions. For example, 

%{ 
int dflag; 

%} 
... other declarations ... 

%% 

prog decls stats 
.. , 

decls : 
{ 

} , , 

stats : 
{ 

} , , 

1* empty */ 

dflag = 1; 

decls declaration 

1* empty */ 

dflag = 0; 

stats statement 

other rules .. , 

specifies a program that consists of zero or more declarations followed by zero or more 
statements. The flag "dflag" 15 now 0 when reading statements and 1 when reading 
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declarations, ezcept lor the first token in the first statement. This token must be seen by the ~-) 
parser before it can tell that the declaration section has ended and the statements have begun. 
In many cases, this single token exception does not affect the lexical scan. 

This kind of "back-door" approach can be elabora.ted to a noxious degree. Nevertheless, it 
represents a way of doing some things that are difficult if not impossible to do otherwise. 

Reserved Words 

Some programming languages permit you to use words like "if", which are normally reserved as 
label or variable names, provided that such use does not conflict with the legal use of these 
names in the programming language. This is extremely hard to do in the framework of yacc. 
It is difficult to pass information to the lexical analyzer telling it "this instance of il is a 
keyword and that instance is a variable". The user can make a stab at it using the mechanism 
described in the last subsection, but it is difficult. 

A number of ways of making this easier are under advisement. Until then, it is better that the 
keywords be reserved, i.e., forbidden for use as variable names. There are powerful stylistic 
reasons for preferring this. 

ADVANCED TOPICS 

This part discusses a number of advanced features of yacc. 

Simulating Error and Accept in Actions 

The parsing actions of error and accept can be simulated in an action by use of macros 
YYACCEPT and YYERROR. The YYACCEPT macro causes yyparse() to return the 
value 0; YYERROR causes the parser to behave as if the current input symbol had been a 
syntax error; yyerror() is called, and error recovery takes place. These mechanisms can be 
used to simulate parsers with multiple end-markers or context sensitive syntax checking. 

Accessing Values in Enclosing Rules 

An action may refer to values returned by actions to the left of the current rule. The 
mechanism is simply the same as with ordinary actions, a dollar sign followed by a digit. 
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sent adj noun verb adj noun 
{ 

look a.t the 8entence ... 
} 

adj THE 
{ 

$$=THE; 
} 
I YOUNG I 
{ 

$$ = YOUNG; 
} 

noun DOG 
{ 

$$=DOG; 
} 
I CRONE I 
{ 

if( $0 = YOUNG) 
{ 

printf( "what?\n" ); 
} 
$$=CRONE; 

} 

In this case, the digit may be 0 or negative. In the action following the word CRONE, a check 
is made that the preceding token shifted was not YOUNG. Obviously, this is only possible 
when a great deal is known about what might precede the symbol "noun" in the input. There 
is also a distinctly unstructured flavor about this. Nevertheless, at times this mechanism 
prevents a great deal of trouble especially when a few combinations are to be excluded from an 
otherwise regular structure. 

Support for Arbitrary Value Types 

By default, the values returned by actions and the lexical analyzer are integers. The yaec 
program can also support values of other types including structures. In addition, yacc keeps 
track of the types and inserts appropriate union member names so that the resulting parser is 
strictly type checked. The yaee value stack is declared to be a union of the various types of 
values desired. The user declares the union and associates union member names to each token 
and nonterminal symbol having a value. When the value is referenced through a $$ or $n 
construction, yaee will automatically insert the appropriate union name so that no unwanted 
conversions take place. In addition, type checking commands such as lint is far more silent. 
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There are three mechanisms used to provide for this typing. First, there is a way of defining 
the union. This must be done by the user since other programs, notably the lexical analyzer, 
must know about the union member names. Second, there is a way of a.ssociating a union 
member name with tokens and non terminals. Finally, there is a mechanism for describing the 
type of those few values where yacc cannot ea.sily determine the type. 

To declare the union, the user includes 

%union 
{ 

body of union ... 
} 

in the declaration section. This declares the yacc value stack and the external variables yyIvai 
and lIyval to have type equal to this union. If yacc was invoked with the -d option, the union 
declaration is copied onto the lI.tab.h file .. Alternatively, the union may be declared in a header 
file, and a typedef used to define the varia.ble YYSTYPE to represent this union. Thus, the 
header file might have said 

typedef union 
{ 

body of union ... 
} 
YYSTYPE; 

instead. The header file must be included in the declarations section by use of %{ and %}. 

Once YYSTYPE is defined, the union member names must be associated with the various 
terminal and nonterminal names. The construction 

< name> 

is used to indicate a union member name. If this follows one of the keywords %token, % left , 
%right, and %nonassoc, the union member name is associated with the tokens listed. Thus, 
saying 

%left <optype> '+' '-' 

causes any reference to values returned by these two tokens to be tagged with the union 
member name optype. Another keyword, %type, is used to associate union member names 
with nonterminals. Thus, one might say 

%type <nodetype> expr stat 
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to associate the union member nodetgpe with the nonterminal symbols "expr" and "stat". 

There remains a couple of cases where these mechanisms are insufficient. If there is an action 
within a rule, the value returned by this action has no a priori type. Similarly, reference to left 
context values (such as $0) leaves yacc with no easy way of knowing the type. In this case, a 
type can be imposed on the reference by inserting a union member name between < and> 
immediately after the first $. The example 

rule : 

{ 

} 

aaa 
{ 

$<intval>$ = 3; 
} 
bbb 

fun( $<intval>2, $<other>O ); 

shows this usage. This syntax has little to recommend it, but the situation arises rarely. 

A sample specification is given in Appendix 12.3. The facilities in this subsection are not 
triggered until they are used. In particular, the use of %type will turn on these mechanisms. 
When they are used, there is a fairly strict level of checking. For example, use of $n or $$ to 
refer to something with no defined type is diagnosed. If these facilities are not triggered, the 
yacc value stack is used to hold int's, as was true historically. 

APPEND1X 12.1 

A Simple Example 

This example gives the complete yacc applications for a small desk calculator; the calculator 
has 26 registers labeled "a" through "z" and accepts arithmetic expressions made up of the 
operators +, -, .,/,% (mod operator), &. (bitwise and), : (bit wise or), and assignments. If an 
expression at the top level is an assignment, the value is printed; otherwise, the expression is 
printed. As in C language, an integer that begins with 0 (zero) is assumed to be octal; 
otherwise, it is assumed to be decimal. 

As an example of a yacc specification, the desk calculator does a reasonable job of showing 
how precedence and ambiguities are used and demonstrates simple recovery. The major 
oversimplifications are that the lexical analyzer is much simpler for most applications, and the 
output is produced immediately line by line. Note the way that decimal and octal integers are 
read in by grammar rules. This job is probably better done by the lexical analyzer. 

%{ 
# includes<stdio.h> 
# includes<ctype.h> 
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int regs[26}; 
int base; 

%} 

'rostart list 

%token DIGIT LEITER 

%left'I' 
%left '&' 
%left '+' '.' 
%left '*' 'I' '%' 
%left UMINUS 1* supplies precedence for unary minus *1 

% % 1* beginning of rule section * I 

list 1* empty *1 
I list stat '\n' 
I list error '\n' 

{ 

yyerrork; 

} 

stat expr 

expr 

24-34 

{ 
printf( "%dn", $1 ); 

} 
I LEITER '=' expr 
{ 

regs[$I} = $3 
} 

'(' expr ')' 
{ 

$$ == $2; 
} 
I expr '+' expr 
{ 

} 
I expr '.' expr 
{ 

$$ = $1· $3 
{ 
I expr ,*, expr 
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( { 
$$ = $1 * $3; 

} 
I expr' I' expr 
{ 

$$ = $1/$3; 
} 
I exp '%' expr I 
{ 

$$ = $1 % $3 
} 
I expr '&' expr I 

{ 
$$ = $1 & $3; 

} 
I expr 'I' expr I 
{ 

$$ = $1 1$3 
} 
I '.' expr %prec UMINUS 
{ 

$$ =. $2; 
} 

i,( I LETTER 
{ 

$$ = reg[$1 J; 
} 
I number 

number DIGIT 
{ 

$$ = $1; base = ($1==0) ? 8 ; 10; 
} 
I number DIGIT I 
{ 

$$ = bas * $1 + $2 
} 

%% 1* start of program * / 

yylex( ) 1* lexical analysis routine * / 
{ 1* return LETTER for lowercase letter, 

yylval = 0 through 25*/ 

1* returns DIGIT for digit, yylval = 0 through 9*/ 

C 
1* all other characters are returned immediately * / 

int c; 
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} 

/*skip blanks* / 
while (c==getchar( ) ) = = ") 

/* c is now nonblank • / 

if( islower( c » 
{ 

} 

yyIvaI = c- 'a'; 
return( LETI'ER ); 

if( isdigit( c » 
} 

} 

yyIvai == c-'O'; 
return( DIGIT ); 

return( c ); 

APPENDIX 12.2 

YAOO Input Syntax 

This appendix has a description of the yaee input systax as a yaee specification. Contex 
dependencies, etc. are not considered. Ironically, the yaec input specification language is most 
naturally specified as an LR(2) grammar; the sticky part comes when an identifier is seen in a 
rule immediately following an action. If this identifier is followed by a colon, it is the start of 
the next rule; otherwise, it is a continuation of the current rule which just happens to have an 
action embedded in it . .As implemented, the lexical analyzer looks ahead after seeing an 
identifier and decides whether the next token (skipping blanks, newlines, and comments, etc.) is 
a colon. If so, it returns the token CJDENTIFIER. Otherwise, it returns IDENTIFIER. 
Literals (quoted strings) are also returned as IDENTIFIERS but never as part of 
CJDENTIFIERs. 

/* grammar for the input to yacc * / 

/* basic entries * / 
%token IDENTIFIER /* includes identifiers and literals * / 
%token CJDENTIFIER /* identifier (but not literal) 

followed by a colon * / 
%token NUMBER /* 10-9]+ * / 

/* reserved words: %type > TYPE %left=>LEFT,etc. * / 

%token LEFT RIGHT NONASSOC TOKEN PREC TYPE START UNION 
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%token 
%token 
%token 

MARK 1* the %% mark * / 
LCURL 1* the % { mark * / 
RCURL 1* the % } mark * / 

1* ASCII character literals stand for themselves * / 

%token spec 

%% 

spec 

tail 
{ 

} 

defs MARK rules tail 

MARK 

In this action, eat up the rest oj the file 

1* empty: the second MARK is optional * / 

defs 1* empty * / 

defs 
I 
I 
{ 

} 

defs def 

START IDENTIFIER 
UNION 

Copy union definition to output 

I LCURL 
{ 

} 

Copy C code to output file 
RCURL 

I ndefs rword tag nlist 

rword : TOKEN 
LEFT 
RIGHT 
NONASSOC 
TYPE 

tag 1* empty: union tag is optional * / 
'<' IDENTIFIER '>' 

nlist : nmno 
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nlist nmno 
nlist' , 'nmno 

nmno : IDENTIFIER /*Note: literal illegal with % type *1 
I IDENTIFIER NUMBER /* Note: illegal with % type *1 

/* rule section *1 

rules: CJDENTIFIER rbody proc 
I rules rule 

rule CJDENTIFIER rbody prec 
I 'I' rbody prec 

rbody : 1* empty *1 
. I rbody IDENTIFIER 

I rbodyact 

act : '{' 
{ 

Copy action translate $$' etc. 
} 

'}' 

Bprec /* empty *1 

.. , 

PREC IDENTIFIER 
PREC IDENTIFIER act 
prec';' 

APPENDIX 12.3 

An Advanced Example 

This appendix gives an example of a grammar using some of the advanced features. The desk 
calculator example in Appendix 12.1 is modified to provide a desk calculator that does floating 
point interval arithmetic. The calculator understands floating point constants; the arithmetic 
operations +,. *, I, unary· "a" through "z". Moreover, it also understands intervals written 

(X,Y) 
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where X is less than or equal to Y. There are 26 interval valued variables "A" through "z" that 
may also be used. The usage is similar to that in Appendix 12.1; assignments returns no value 
and prints nothing while expressions print the (floating or interval) value. 

This example explores a number of interesting features of yaee and C language. Intervals are 
represented by a structure consisting of the Jeft and right endpoint values stored as doubles. 
This structure is given a type name, INTERVAL, by using typedef The yaee value stack can 
also contain floating point scalars and integers (used to index into the arrays holding the 
variable values). Notice that the entire strategy depends strongly on being able to assign 
structures and unions in C language. In fact, many of the actions call functions that return 
structures as well. 

It is also worth noting the use of YYERROR to handle error conditions--division by an 
interval containing 0 and an interval presented in the wrong order. The error recovery 
mechanism of yaee is used to throwaway the rest of the offending line. 

In addition to the mixing of types on the value stack, this grammar also demonstrates an 
interesting use of syntax to keep track of the type (for example, scalar or interval) of 
intermediate expressions. Note that scalar can be automatically promoted to an interval if the 
context demands an interval value. This causes a large number of conflicts when the grammar 
is run through yaee-18 Shift/Reduce and 26 Reduce/Reduce. The problem can be seen by 
looking at the two input lines. 

2.5+{3.5-4.} 

and 

2.5 + ( 3.5,4 ) 

Notice that the 2.5 is to be used in an interval value expression in the second example, but this 
fact is not known until the comma is read. By this time" 2.5 is finished, and the parser cannot 
go back and change its mind. More generally, it might be necessary to look ahead an arbitrary 
number of tokens to decide whether to convert a scalar to an interval. This problem is evaded 
by having two rules for each binary interval valued operator-one when the left operand is a 
scalar and one when the left operand is an interval. In the second case, the right operand must 
be an interval, so the conversion will be applied automatically. Despite this evasion, there are 
still many cases where the conversion may be applied or not, leading to the above conflicts. 
They are resolved by listing the rules that yield scalars first in the specification file; in this 
way, the conflict will be resolved in the direction of keeping scalar valued expressions scalar 
valued until they are forced to become intervals. 

This way of handling multiple types is very instructive but not very general. If there were 
many kinds of expression types instead of just two, the number of rules needed would increase 
dramatically and the conflicts even more dramatically. Thus, while this example is instructive, 
it is better practice in a more normal programming language environment to keep the type 
information as part of the value and not as part of the grammar. 
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Finally, a word about the lexical analysis. The only unusual feature is the treatment of floating 
point constants. The C language library routine atof(} is used to do the actual conversion from 
a character string to a double precision value. If the lexical analyzer detects an error, it 
responds by returning a token that is illegal in the grammar provoking a syntax error in the 
parser and thence error recovery. 

%{ 

#include<stdio.h> 
#include<ctype.h> 

typedef struct interval 
{ 

double 10, hi; 
} INTERVAL; 

INTERVAL vmulO, vdiv( ); 

double atof( ); 

double dreg[ 26 J; 
INTERVAL vreg[26 J; 

%} 

%start line 

%union 
{ 

} 

int ivaI; 
double dval; 
INTERVAL vval; 

%token <ivaI> DREG VREG /*indices into dreg, vreg arrays * / 

%token <dval> CaNST /* floating point constant * / 

%type <dval> dexp /* expression * / 

%type <vval> vexp /* interval expression * / 

/* precedence information about the operators * / 

%left '+' '.' 
%left '*" I' 
%left UMINUS /* precedence for unary minus * / 

%% 
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( lines : 1* empty */ 
: lines line 

line dexp '\n' 
{ 

printf( "%15.8f\n ".$1 ); 
} 
I vexp '\n' 

{ 
printf( "(%15.8f , %15.8f )O,$1.10,$l.hi ); 

} 
I DREG '=' '\n' 
{ 

dreg[$1] = $3; 

} 
: VREG '=' vexp '\n' 
{ 

vreg[$1 J = $3; 

it } 
: error '\n' 
{ 

yyerrork; 

} 

dexp CONST 
: DREG 
{ 

$$ = dreg[$1] 

} 
I dexp '+' dexp 
{ 

$$ = $1 + $3 

} 
I dexp '-' dexp 

(~\ { 

$$ = $1 - $3 
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} 
I dexp '*' dexp 
{ 

} 
I dexp' I' dexp 
{ 

} 
I I.' dexp %prec UMINUS 
{ 

$$ ==- $2 

} 
I 1(' dexp')' 
{ 

$$=$2 

} 

vexpp : dexp 
{ 

$$.hi = $$.10 = $1; 

} 
I 1(' dexp,,' dexp')' 
{ 

} 
I VREG 
{ 

} 

$$.10 = $2; 
$$.hi = $4; 
If( $$.10 > $$.hi ) 
{ 

} 

printf( "interval out of order not ); 
YYERROR; 

$$ = vreg[$I] 

I vexp 1+' vexp 
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( { 

$$.hi = $1.hi + $3.hij 
$$.10 = $1.10 + $3.10 

} 
I dexp '+' vexp 
{ 

$$.hi = $1 + $3.hi; 
$$.10 = $1 + $3.10 

} 
I vexp '=' vexp 
{ 

$$.hi = $l.hi - $3.10; 
$$.10 = $1.10 - $3.hi 

} 
I dvep '-' vdep 

{ 

$$.hi = $1 - $3.10; 
$$.10 = $1 - $3.hi 

} 
I vexp '*' vexp 
{ 

$$ = vmul( $1.l0,$.hi,$3 ) 

} 
I dexp '*' vexp 
{ 

$$ = vmuI( $1, $1, $3 ) 

} 
I vexp' I' vexp 
{ 

if( dcheck( $3 ) ) YYERRORj 
$$ = vdiv( $1.10, $l.hi, $3 ) 

} 
I dexp' /' vexp 

C! 
if( dcheck( $3 ) ) YYERRORj 
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$$ = vdiv( $1.10, $1.hi, $3 ) 
} 
I ,_, vexp %prec UMINUS 
{ 

$$.hi = -$2.10;$$.10 -$2.hi 
} 
I '(' vexp I)' 
} 

} 

%% 

# define BSZ 50 1* buffer size for Boating point number * / 

1* lexical analysis * / 

yylex( ) 
{-

register c; 

1* skip over blanks * / 

if( isupper( c ) ) 
{ 

} 

yylva1.ival = c - 'A' 
return( VREG ); 

if( islower( c ) ) 
{ 

} 

yylval.ival = c - 'a', 
return( DREG ); 

1* gobble up digits. points, exponents * / 
if( idigit( c ) II c '.' ) 
{ 

{ 
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int dot = 0, exp = 0; 
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} 

} 

continue; 
if( c ==='.' 
{ 
if( dot++ II exp } 

} 

return( '.' };/* will cause syntax error * / 
continue; 

if( c = Ie') 
{ 

} 

if( exp++) 
return( Ie' ); * twill cause syntax error * / 

continue; 

1* end of number * / 
break; 

*cp = '\0'; 
if( cp-buff) >= BSZ ) 

printcf( "constant too long truncated\n" ); 
else 

ungetc( c, stdin ); 1* push back last char read * / 
yylval.dval = atof( buf ); 
return( CONST ); 
} 
return( c ); 

INTERVAL 
hilo( a, b, c, d ) 

{ 
double a, b, c, d; 

1* returns the smallest interval containing a, b, c, and d * / 

1* used by *,/ routine * / 
INTERVAL v; 

if( a>b ) 
{ 

} 
else 
{ 

} 

v.hi = a; 
v.lo = b; 

v.hi = b; 
v.lo = a; 

if( c>d ) 
{ 
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} 

} 
else 
} 

} 

if( c>v.hi ) 
v.hi = c; 

if( d<v.lo ) 
v.lo = d; 

if( d>v.hi ) 
v.hi = d; 

if( c<v.lo ) 
v.lo = c; 

return( v )j 

INTERVAL vrnul( a, b, v ) 
double a, b; 
INTERVAL v; 

{ 

} 
return( hilo( a *v .hi, a *v ,10, b*v.hi, b*v.1o ) )j 

dcheck( v ) 
INTERVAL v; 

{ 

{ 

if( v.hi >=0.&& v.lo <=0. ) 
{ 

} 

printf( "divisor internal contains O.\n" )j 
return( 1); 

return( 0 )j 

INTERVAL vdiv( a, b, v ) 
double a, b; 
INTERVAL v; 

{ 
return( hilo( a/v.hi, a/v,lo, b/v.hi, b/v.lo ) )j 

} 
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APPENDIX 12.4 

Old Features Supported But Not Encouraged 

This appendix mentions synonyms and features that are supported for historical continuity 
but, for various reasons, are not encouraged. 

1. Literals may also be delimited by double quotes. 

2. Literals may be more that one character long. If all the characters are alphabetic, 
numeric, or _, the type number of the literal is defined just as if the literal did not have 
the quotes around it. Otherwise, it is difficult to find the value for such literal. 

3. 

4. 

5. 

The use of multicharacter literals is likely to mislead those unfamiliar with yacc since it 
suggests that yacc is doing a job which must be actually done by the lexical analyzer. 

Most places where % is legal, backslash "\" may be used. In particular, \ \ is the same 
as %%, \left the same as % left, etc. 

There are a number of other synonyms: 

%< is the same as %left 
%> is the same as %right 
%binary and %2 are the same as %nonassoc 
%0 and %term are the same as %token 
%= is the same as %prec 

Action may also have the form 

={ ... } 

and the curly braces can be dropped if the action is a single C language statement. 

6. The C language code between %{ and %} use to be permitted at the head of the rules 
section as well as in the declaration section. 
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Chapter 25 

UNlX SYSTEM TO UNlX SYSTEM COPY (UUCP) 

INTRODUCTION 

The uuep network has provided a means of information exchange between UNIX systems over 
the direct distant dialing network for several years. This chapter provides you with the 
background to make use of the network. 

The first half of the document discusses concepts. Understanding these basic principles helps 
the user make the best possible use of the uuep network. The second half explains the use of 
the user level interface to the network and provides numerous examples. 

There are several major uses of the network. Some of the uses are: 

• Distribution of software 

• Distribution of documentation 

• Personal communication (mail) 

• Data transfer between closely sited machines 

• Transmission of debugging dumps and data exposing bugs 

• Production of hard copy output on remote printers. 

THE UUCP NETWORK 

The uuep(l) network is a network of UNIX systems that allows file transfer and remote 
execution to occur on a network of UNIX systems. The extent of the network is a function of 
both the interconnection hardware and the controlling network software. Membership in the 
network is tightly controlled via the software to preserve the integrity of all members of the 
network. You cannot use the uuep facility to send files to systems that are not part of the 
uuep network. The following parts describe the topology, services, operating rules, etc., of the 
network to provide a framework for discussing use of the network. 

Network Hardware 

. The uucp was originally designed as a dialup network so that systems in the network could use 
the DDD network to communicate with each other. The three most common methods of 
connecting systems are: 

PROGRAMMER GUIDE 25-1 



UUCP 

~.", 

1. Connecting two UNIX systems directly by cross-coupling (via a null modem) two of the ~~) 
computers ports. This means of connection is useful for only short distances (several 
hundred feet can be achieved although the' RS232 standard specifies a much shorter 
distance) and 'is usually run at high speed (9600 baud). These connections run on 
asynchronous terminal ports. 

2. Using a modem (a private line or a limited distance modem) to direct.l), connect processors 
over a private line (using 103- or 212-type data sets). 

3. Connecting a processor to another system through a modem, an automatic calling unit 
(AOU), and the DOD network. This is by far the most common interconnection method, 
and it makes available the largest number of connections. 

Network Topology 

A large number of connections between systems are possible via the DDD network. The 
topology of the network is determined by both the hardware connections and the software that 
control the network. The next two parts deal with how that topology is controlled. 

Hord:ware 7bpoi09ll 

As discussed earlier, it is possible to build a network using permanent or dial up connections. 
In Figure 25-1, a group of systems (A, B, 0, D, and E) are shown connected via hard-wired 
lines. All systems are assumed to have some answer-only data sets so that remote users or 
systems can be connected. A few systems have automatic calling units (K, D, F, and G) and 
one system (H) has no capability for calling other systems. Users should be aware that the 
network consists of a series of point-to-point connections (A-B, B-C, D-B, E-B) even though it 
appears in Figure 25-1 that A and C are directly connected through B. The following 
observations are made: 

1. System H is isolated. It can be made part of the network by arranging for other systems 
to poll it at fixed intervals. This is an important concept to remember since transfers 
from systems that are po.l).e,d do not leave the system until that system is called by a 
polling system. 

2. Systems K, F, G, and D easily reach all other systems since they have calling units. 

a. If system A (E or G) wishes to send a file to H (K, F, or G), it must first send it to D (via 
system B) since D is the only system with a calling unit. 

So/tvxJJ"e 7bpoi09ll 

The hardware capability of systems in the network defines the rna.xjrnnrn number of 
connections in the network. The software at each node restricts the access by other systems 
and thereby defines the extent of the network. The systems of Figure 25-1 can be configured so 
that they appear as a network of systems that have equal access to each other or some 
restrictions can be applied. As part of the security mechanism used by uucp, the extent of (" 
access that other systems have can be controlled at each node. Figures 25-2 and 25-3 show ~ 
how the network might appear at one node. Access is available from all systems in Figure 

25-2 ICON INTERNATIONAL 



( 

( 

o 

TPA-696231-1 
19WX 24H 

Figure 25-1. UUCP Nodes 

TP A-696232-1 
24WX 14H 

Figure 25-2. UUCP Network Excluding One Node 
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TP A-696233-1 
24WX 13H 

Figure 25-3. UUOP Network With Several Levels of Permissions 

25-2, however, in Figure 25-3 some of the systems have been configured to have greater or less 
access privileges than others (Le., systems C, E, and G have one set of access privileges, 
systems F and B have another set, etc.). 

The uucp uses the ICON/UXV password mechanism coupled with a system file 
(/usr/lib/uucp/L.sys) and a file system permission file (/usr/lib/uucp/USERFILE) to control 
access between systems. The password file entries for uucp (usually,.luucp, nuucp, uucp, 
etc.) allow only those remote systems that know the passwords for these IDs to access the 
local system. (Great care should be taken in revealing the password for these uucp logins 
since knowing the password allows a system to join the network.) The system file 
(/usr/lib/uucp/L.sys) defines the remote systems that a local host knows about. This file 
contains all information needed for a local host to contact a remote system (including system 
name, password, login sequence, etc.) and as such is protected from viewing by ordinary users. 

In summary, while the available hardware on a network of systems determines the connectivity 
of the systems, the combination of password file entries and the uucp system files determine 
the extent of the network. 

Forwarding 

One of the recent additions to uucp (for ICON/UXV) is a limited forwarding capability 
whereby systems that are part ()f the network can forward files through intermediate nodes. 
For example, in Figure 25-1, it is possible to send a file between node A and .c. through 
intermediate node B. For security reasons, when forwarding, files may only be transmitted to 
the public area or fetched from the remote systems public area. 

Security 

The most critical feature of any network is the security that it provides. Users are familiar 
with the security that UNIX system provides in protecting files from access by other users and 
in accessing the system via P8.:s.swordS. In building a network of processors, the notion of C .. /. 
security is widened because access by a wider community of users is granted. Access is granted . 
on a system basis (that is, access is granted to all. users on a remote system). This follows from 
the fact that the process of sending (receiving) a file to (from) another system is done via 
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daemons that use one special user ID(s). This user ID(s) is granted (denied) access to the 
system via the uucp system file (/usr/lib/uucp/L.sys) and the areas that the system has access 
to is controlled by another file (/usr/lib/uucp/USERFILE). For example, access can be granted 
to the entire file system tree or limited to specific areas. 

Software Structure 

The uucp network is a batch network. That is, when a request is made, it is spooled for later 
transmission by a daemon. This is important to users because the success or failure of a 
command is only known at some later time via mall(l) notification. For most transfers, there 
is little trouble in transmitting files between systems, however, transmissions are occasionally 
delayed or fail because a remote system cannot be reached. 

Rules or the Road 

There are several rules by which the network runs. These rules are necessary to provide the 
smooth flow of data between systems and to prevent duplicate transmissions and lost jobs. 
The following chapters outline these rules and their influence on the network. 

Queuing 

Jobs submitted to the network are assigned a sequence number for transmission. Jobs are 
represented by a file (or files) in a common spool directory (/usr/spool/uucp). When a file 
transfer daemon (uueico) is started to transmit a job, it selects a system to contact and then 
transmits all jobs to that system. Before breaking off the conversation, any jobs to be received 
from that remote system are accepted. The system selected as the one to contact is randomly 
selected if there is work for more than one system. In releases of uucp prior to UNIX, the first 
system appearing in the spool directory is selected so preference is given to the most recently 
spawned jobs. Uucp may be sending to or receiving from many systems simultaneously. The 
number of incoming requests is only limited by the number of connections on the system, and 
the number of outgoing transfers is limited by the number of ACUs (or direct connections). 

Dialing and tM. DDD Network 

In order to transfer data between processors that are not directly connected, an auto dialer is 
used to contact the remote system. There are several factors that can make contacting a 
remote system difficult. 

1. All lines to the remote system may be busy. There is a mechanism within uucp that 
restricts contact with a remote system to certain times of the day (week) to minimize this 
problem. 

2. The remote system may be down. 

3. There may be difficulty in dialing the number (especially if a large sequence of numbers 
involving access through PBXs is involved). The dialing algorithm tries dialing a number 

twice and the algorithm used to dial remote systems is not perfect, particularly when 
intermediate dial tones are involved. 
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ScIuuIWif1(l and Pollif1(l 

When a job is submitted to the network, an attempt to contact that system is made 
immedja.teJy. Only one conversation at a time can exist between the same two systems. 

Systems that are pclkd ('an do nothing to force imml"diatc tran~mjssjon of data. Jobs will only 
be transmitted when the system is pollE'd (hourly, daily, etc.) by a remote system. 

Rdr~ andJ¥ter-

The uuep network is fairly persistent in its attempt to contact remote systems to complete a 
transmission. To prevent uuep from continually calling systems that are unavailable, 
hysteresis is built into the algorithm used to contact other systems. This mechanism forces a 
minimum fixed delay (specifiable on a per system basis) to occur before another transmission 
can take place to that system. 

Purgif1(l and Qeanup 

Transfers that cannot be completed after a defined period of time (72 hours is the value that is 
set when the system is distributed) are deleted and the user is notified. 

Special Places: The Public Area 

In order to allow the transfer of files to a system for which a user does not have a login on, the 
public directory (usually kept in /usr/spool/uucppublic) is available with general access 
privileges. When receiving files in the public area, the user should dispose of them quickly as 
the administrative portion of uucp purges this area on a regular basis. 

Permissions 

File Level Protection 

In transferring files between systems, users should make sure that the destination area is 
writable by uucp. The uucp daemons preserve execute permission between systems and assign 
permission 0666 to transferred files. 

Sustem Level Protection 

The system administrator at each site determines the global access permiSSions for that 
processor. Thus, access between systems may be confined by the administrator to only some 
sections of the file system. 
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(. Forwarding PermiIJaionB 

The forwarding feature is a new addition to the uucp package. You should be aware that 

1. When forwarding is attempted through a node that is running an old version of uucp, the 
transmission fails. 

2. Nodes that allow forwarding can restrict the forwarding feature in several ways. 

a. Forwarding is allowed for only certain users. 

b. Forwarding to certain destination nodes (e.g., Australia) should be avoided. 

c. Forwarding for selected source nodes is allowed. 

3. The most important restriction is that forwarding is allowed only for files sent to or 
fetched from the public area. 

NETWORK USAGE 

The following parts discuss the user interface to the network and give examples of command 
usage. 

Name Space 

In order to reference files on remote systems, a syntax is necessary to uniquely identify a file. 
The notation must also have several defaults to allow the reference to be compact. Some 
restrictions must also be placed on pathnames to prevent security violations. For example, 
pathnames may not include " .. " as a component because it is difficult to determine whether 
the reference is to a restricted area. 

Naming GmvmtionB 

Uucp uses a special syntax to build references to files on remote systems. The basic syntax is 

system-name!pathname 

where the system-n 3,me is a system that uucp is aware of. The pathname part of the name 
may contain any of the following: 

1. A fully qualified pathname such as 

mhtsa!/usr /you/file 

The path name may also be a directory name as in 
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mhtsa!/usr /you/directory 

2. The login directory on a remote may be specified by use of the - character. The 
combination .::.use:t references the login directory of a user on the remote system. For 
example, 

mhtsa!-adm/file 

would expand to 

mhtsa!/usr /sys/adm/file 

if the login directory for user adm. on the remote system is /usr/sys/adm. 

3. The public area is referenced by a similar use of the prefix - ,hlser preceding the pathname. 
For example, 

mhtsa!- /you/file 

would expand to 

mh tsa! /usr /spool/uucp /you /file 

if /usr/spool/uucp is used as the spool directory. 

4. Pathnames not using any of the combinations or prefixes discussed above are prefixed with 
the current directory (or the login directory on the remote). For example, 

mhtsa!file 

would expand to 

mhtsa!/usr /you/file 

The naming convention can be used in reference to either the SQl1tce or dest.jna.tjoD file names. 

Forwarding Syntax 

The newest feature of uucp is the ability to allow files to be passed between systems via 
intermediate nodes. This is done via a variation of the hang (I) syntax that describes the path 

(\ 
~/ 

to be taken to reach that file. For example, a user on system a wishing to transmit a file to ( 
system :Co might specify the transfer as ~. 
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uucp file h!c!d!e!- /you/file 

if the user desires the request to he sent through h, c, and d hefore reaching e. Note that the 
pathname is the path that the file would take to reach node A. Note also that the destination 
DlllSt. he specified as the public area. Fetching a file from another system via intermediate 
nodes is done similarly. For example, 

uucp h!c!d!e!- /you/file x 

fetches 1iJ.e. from system ~ and renames it X on the local system. The forwarding prefix is the 
path 1i:am. the local system and not the path from the remote to the local system. The 
forwarding feature may also he used in conjunction with remote execution. For example, 

uux mhtsa!uucp mhtsb!mhrtc!/usr/spool/uucppublic/file x 

sends a request to mbtsa. to execute the uucp command to copy a file from m.hr.t..c. to x. on 
mbtsa .. 

Types of Transfers 

Uucp has a very flexible command syntax for file transmission. The following chapters give 
examples of different combinations of transfers. 

7l-a.nsm:i.ssions oj Files to a Remote 

Any number of files can he transferred to a remote system via uucp. The syntax supports the 
., ! and [ .• ] metacharacters. For example, 

uucp *.[ch] mhtsa!dir 

transfers .aJl files whose name ends in .c. or h. to the directory dir in the users login directory on 
mbtsa. 

Fetching Files Prom a. Remote 

Files can be fetched from a remote system in a similar manner. For example, 

uucp mhtsa!*.[ch] dir 

will fetch all files ending in .c. or h. from the users login directory on mhtsa and place the copies 
in the subdirectory dir on the local system. 
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SuJitehang 

Transmission of files can be arranged in such a. way that the local system effectively acts as a 
switch. For example, 

uucp mhtsb!files mhtsa!filed 

will fetch Jiles. from the users login directory on mbtsb, rename it as filed, and place it in the 
login directory on mbtsa. 

BrOt¥lcuting 

Broadcast capability (that is, copying a file to many systems) is llC1 supported by uucp, 
however, it can be simulated via a shell script as in 

for i in mhtsa mhtsb mhtsd 
do 

uucp file $i!broad 
done 

Unfortunately, one uuep command is spawned for each transmission so that it is not possible 
to track the transfer as a single unit. 

Remote Executions 

The remote execution facility allows commands to be executed remotely. For example, 

uux "!diff mhtsa!/etc/passwd mhtsd!/etc/passwd > !pass.diff" 

will execute the command diff{l) on the password file on rnhtsa and mhtsd and place the result 
in pa.ss cliff 

Spooling 

To continue modifying a file while a copy is being transmitted across the network, the -e 
option should be used. This forces a ~ of the file to be queued. The default for uucp is not 
to queue copies of the files since it is· wasteful of both Central Processing Unit time and 
storage. For example, the following command forces the file lmIk to be copied into the spool 
directory before it is transmitted. 

uucp -c work mhtsar /you/work 
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Notiflcation 

The success or failure of a transmission is reported to users asynchronously via the mail{l) 
command. A new feature of uucp is to provide notification to the user in a file (of the users 
choice). The choices for notification are: 

1. Notification returned to the requesters system (via the -m option). This is useful when 
the requesting user is distributing files to other machines. Instead of logging onto the 
remote machine to read mail, mail is sent to the requester when the copy is finished. 

2. A variation of the -m option is to force notification in a file (using the -mfile option 
where file is a file name). For example, 

uucp -mans /etc/passwd mhtsb!/dev /null 

sends the file / etc/ passwd to system mbtsb and place the file in the bit bucket (/ dev/ nul~. 
The status of the transfer is reported in the file ans as, 

uucp job 0306 (8/20-23:08:09) (0:31:23) /etc/passwd copy succeeded 

3. Uux(l) always reports the exit status of the remote execution unless notification is suppressed (via 
the -n option). Notification can be sent to a different user on the remote system via the -nuser 
option. 

Tracking and Status 

The most pervasive change to the uucp package is revising the internal formatting of jobs so that each 
invocation of uucp or uux(J) corresponds to a single job. It is now possible to associate a single job 
number with each command execution so that the job can be terminated or its status obtained. 

~JobID 

The default for the uucp and uux command is D.Ot. to print the job number for each job. This was done 
for compatibility with previous versions of uucp and to prevent the many shell scripts built around 
uuep from printing job numbers. If the following environment variable 

JOBNO==ON 

is made part of the users environment and exported, uucp and uux prints the job number. Similarly, if 
the user wishes to turn the job numbers off, the environment variable is set as follows: 

JOBNO==OFF 

If you wish to force printing of job numbers without using the environment mechanism, use the -j 
option. For example, 
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uucp -j /etc/paaswd mhtsb!fdev /null 
uucp job 282 

Corces the job number (282) to be printed. If the -j option is not used, the IDs of the jobs (belonging to 
the user) are Cound by using the uustat(l) command. This provides the job number. For example, 

uustat 
0282 tom mhtsb 08/20-21:47 08/20-21:47 JOB IS QUEUED 
0272 tom mhtsb 08/20-21:46 08/20-21:46 JOB IS QUEUED 

shows that the user has two jobs (282 and 272) queued. 

Job Status 

The uustat command allows a user to check on one or all jobs that have been queued. The ID printed 
when a job is queued is used as a key to query status of the particular job. An example of a request for 
the status of a given job is 

uustat -j0711 

0711 tom mhtsb 07/30-02:18 07/30-02:18 JOB IS QUEUED 

There are several status messages that may be printed for a given job; the most frequent ones are JOB 
IS QUEUED and JOB COMPLETED (meanings are obvious). The manual page for uustat lists the 
other status messages. 

Network Status 

The status of the last transfer to each system on the network is found by using the uustat command. 
For example, 

uustat -mall 

reports the status of the last transfer to all of the systems known to the local system. The output might 
appear as 

mhb5c 
resear 
minimo 
austra 
ucbvax 

08/10-12:35 
08/20-17:01 
07/22-16:31 
08/20-18:36 
08/20-20:37 

CONVERSATION SUCCEEDED 
CONVERSATION SUCCEEDED 
DIAL FAILED 
WRONG TIME TO CALL 
LOGIN FAILED 

where the status indicates the time and state of the last transfer to each system. When sending files to 
a system that has not been contacted recently, it is a good idea to use uustat to see 3!ili.en the last 
access occurred (because the remote system may be down or out of service). 
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Job Control 

With the unique job ID generated for each uucp or uux command, it is possible to control jobs in the 
following ways. 

Job Termination 

A job that consists of transferring many files from several different systems can be terminated using the 
-k option of uustat. If any part of the job has left the system, then only the remaining parts of the 
job on the local system is terminated. 

.R.equeuing a Job 

The uucp package clears out its working area of jobs on a regular basis (usually every 72 hours) to 
prevent the buildup of jobs that cannot be delivered. The -r option is used to force the date of a job to 
be changed to the current date, thereby lengthening the time that uucp attempts to transmit the job. 
It should be noted that the -r option does not impart jmmortaJjt,)' to a job. Rather, it only postpones 
deleting the job during housekeeping functions until the next cleanup. 

Network Namu 

Users may find the names of the systems on the network via the uuname(l) command. Only the na.mes 
of the systems in the network are printed. 

UTILITIES THAT USE UUCP 

There are several utilities that rely on uucp or uux(l) to transfer files to other systems. The following 
parts outline the more important of these functions. This increases awareness of the extent of the use of 
the network. 

The Stockroom 

The ICONfUXV stockroom is a facility whereby a library of source can be maintained at a central 
location for distribution of source or bug fixes. Access to and distribution of library entries is controlled 
by shell scripts that use uuep. 

Mail 

The mail(l) command uses uux to forward mail to other systems. For example, when a user types 

mail mhtsa!tom 

the mail command invokes uux to execute rmail on the remote system (rmail is a link to the mail 
command). Forwarding mail through several systems (e.g., mail a!b!tom) does not use the uucp 
forwarding feature but is simulated by the mail command itself. 
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Netnews 

The netnews(l) command that is locally supported on many systems uses uux in much the same way 
that mail does to broadcast network maiJ to systems subscribing to news categories. 

Uuto 

Theuuto(l) command uses the uucp facility to send files while allowing the local system to control the 
file access. Suppose your login is emsgene and you are on system aaaaa. You have a friend (David) on 
system bbbbb with a login name of wldmc. Also assume that both systems are networked to each other 
[See uuname{l)). To send files using uuto, enter the following: 

uUto filename aaaaa!wldmc 

where filename is the name of a file to be sent. The files are sent to a public directory defined in the 
uucp source. In this example, David will receive the following mail: 

From nuucp Tue Jan 2511:09:551983 
/usr/spooi/uucppubiic/receive/wldmc/a.a.aaa\ 
/ /filename from aaaaa!emsgene arrived 

See uuto(l) for more details. 

Other Applications 

The Office Automation System (OAS) uses uux to transmit electronic mail between systems in a manner 
similar to the standard mail command. Some sites have replaced utilities such as Ipr(l), opr(l), etc., 
with shell scripts that invoke uux or uucp. Other sites use the uucp ne. work as a backup for higher 
speed networks (e.g., PeL, NSC HYPERchannel, etc.). 
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ABSTRACT 

A reimplementation of the UNIXQP file system is described. The reimplementation provides 
substantially higher throughput rates by using more flexible allocation policies that allow better 
locality of reference and can be adapted to a wide range of peripheral and processor 
characteristics. The new file system clusters data that is sequentially accessed and provides 
two block sizes to allow fast access to large files while not wasting large amounts of space for 
smaIl files. File access rates of up to ten times faster than the traditional UNIX file system are 
experienced. Long needed enhancements to the programmers' interface are discussed. These 
include a mechanism to place advisory locks on files, extensions of the name space across file 
systems, the ability to use long file names, and provisions for administrative control of 
resource usage. 
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This paper describes the changes from the original 512 byte UNIX tile system to the new one 
released with the 4.2 Berkeley Software Distribution. It presents the motivations for the 
changes, the methods used to effect these changes, the rationale behind the design decisions, . 
1Uld a description of the new implementation. This discussion is followed by a summary of the 
results that have been obtained, directions for future work, and the additions and changes that 
have been made to the facilities that are available to programmers. 

The original UNIX system that runs on the PDP-114 has simple and elegant tile system 
facilities. File system input/output is buffered by the kernel; there are no alignment constraints 
on data transfers and all operations are made to appear synchronous. All transfers to the disk 
are in 512 byte blocks, which can be placed arbitrarily within the data area of the flle system. 
Virtually no constraints other than available disk space are placed on file growth [Ritchie7 4], 
[Thompson78].s 

When used on the VAX-II together with other UNIX enhancements, the original 512 byte UNIX 
tile system is incapable of providing the data throughput rates that many applications require. 
For example, applications such as VLSI design and image processing do a small amount of 
processing on a large quantities of data and need to have a high throughput from the tile 
system. High throughput rates are also needed by programs that map tiles from the tIle system 
into large virtual address spaces. Paging data in and out of the tile system is likely to occur 
frequently [Ferrln82b]. This requires a tile system providing higher bandwidth than the 
original 512 byte UNIX one that provides only about two percent of the maximum disk 
bandwidth or about 20 kilobytes per second per arm [White80], [SmithSlb]. 

Modifications have been made to the UNIX file system to improve its performance. Since the 
UNIX tile system interface is well understood and not inherently slow, this development 
retained the abstraction and simply changed the underlying implementation to increase its 
throughput Consequently, users of the system have not been faced with massive software 
conversion. 

Problems with flle system performance have been dealt with extensively in the literature; see 
[Smith81a] for a survey. Previous work to improve the UNIX file system performance has 

-been done by [FerrinS2a]. The UNIX operating system drew many of its ideas from Multics, a 
large, high performance operating system [Feiertag71]. Other work includes Hydra 
[AImes7S], Spice [ThompsonSO], and a tile system for a LISP environment [SymbolicsSl]. A 
good introduction to the physical latencies of disks is described in [pechuraS3]. 

OLD FILE SYSTEM 

In the tile system developed at Bell Laboratories (the "traditional" file system), each disk drive 
is divided into one or more partitions. Each of these disk partitions may contain one tile 
system. A tile system never spans multiple partitions.6 A file system is described by its super­
block, which contains the basic parameters of the file system. These include the number of 
data blocks in the tile system, a count of the maximum number of tiles, and a pointer to the free 
list, a linked list of all the free blocks in the file system. 

4 DEC. PDP. VAX, MASSBUS, and UNIBUS are ttademarks of Digital Equipment Corporation 
5 In practice, a file's size is constrained to be less than about one gigabyte. 
6 By "partition" here we refer to the subdivision of physical space on a disk drive. In the ttaditional fIle 

system, as in the new file system, file systems are really located in logical disk partitions that may overlap. 
This overlapping is made aVailable, for example, to allow programs to copy entire disk drives containing 
multiple fIle systems. 
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Within the file system are files. Certain files are distinguished as directories and contain 
pointers to files that may themselves be directories. Every file has a descriptor associated with 
it called an inode. An inode contains information describing ownership of the file, time stamps 
marlcing last modification and access times for the file, and an may of indices that point to the 
data blocks for the file. For the purposes of this section, we assume that the first 8 blocks of 
the file are directly referenced by values stored in an inode itself.7 An inode may also contain 
references to indirect blocks containing further data block indices. In a file system with a 512 
byte block size, a singly indirect block contains 128 further block addresses, a doubly inclirect 
block contains 128 addresses of further singly indirect blocks, and a triply indirect block 
contains 128 addresses of further doubly indirect blocks. 

A 150 megabyte traditional UNIX file system consists of 4 megabytes of inodes followed by 
146 megabytes of data. This organization segregates the inode information from the data; thus­
accessing a file normally incms a long seek from the file's inode to its data. Files in a single 
directory are not typically allocated consecutive slots in the 4 megabytes of inodes, causing 
many non-consecutive blocks of inodes to be accessed when executing operations on the 
inodes of several files in a directory. 

The allocation of data blocks to files is also suboptimum. The traditional fIle system never 
transfers more than 512 bytes per disk transaction and often finds that the next sequential data 
block is not on the same cylinder, forcing seeks between 512 byte transfers. The combination 
of the small block size, limited read-ahead in the system, and many seeks severely limits file 
system throughput. 

The first work: at Berkeley on the UNIX file system attempted to improve both reliability and 
throughput. The reliability was improved by staging modifications to critical file system 
infonnation so that they could either be completed or repaired cleanly by a program after a 
crash [Kowalski78]. The file system performance was improved by a factor of more than two 
by changing the basic block size from 512 to 1024 bytes. The increase was because of two 
factors: each disk transfer accessed twice as much data, and most files could be described 
without need to access indirect blocks since the clirect blocks contained twice as much data. 
The file system with these changes will henceforth be referred to as the oldfile system. 

This performance improvement gave a strong indication that increasing the block size was a 
good method for improving throughput Although the throughput had doubled, the old fIle 
system was still using only about four percent of the disk bandwidth. The main problem was 
that although the free list was initially ordered for optimal access, it quickly became scrambled 
as files were created and removed. Eventually the free list became entirely random, causing 
files to have their blocks allocated randomly over the disk. This forced a seek before every 
block access. Although old file systems provided transfer rates of up to 175 kilobytes per 
second when they were fmt created, this rate deteriorated to 30 kilobytes per second after a 
few weeks of moderate use because of this randomization of data block placement. There was 
no way of restoring the performance of an old file system except to dump, rebuild, and restore 
the file system. Another possibility, as suggested by [Maruyama76], would be to have a 
process that periodically reorganized the data on the disk to restore locality. 

NEW FILE SYSTEM ORGANIZATION 

In the new file system organization (as in the old file system organization), each disk drive 
contains one or more file systems. A file system is described by its super-block, located at the 
beginning of the file system's disk partition. Because the super-block contains critical data, it 

7 The actual number may vary from system to system, but is usually in the range 5·13. 
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is replicated to protect against catastrophic loss. This is done when the file system is created; 
since the super-block data does not change, the copies need not be referenced unless a head 
crash or other fwd disk error causes the default super-block to be unusable. 

To insure that it is possible to create files as large as $2 sup 32$ bytes with only two levels of 
indirection, the minimum size of a file system block is 4096 bytes. The size of file system 
blocks can be any power of two greater than or equal to 4096. The block size of a rue system 
is recorded in the file system's super-block so it is possible for file systems with different 
block sizes to be simultaneously accessible on the same system. The block size must be 
decided at the time that the file system is created; it cannot be subsequently changed without 
rebuilding the file system 

The new file system organization divides a disk partition into one or more areas called cylinder 
groups. A cylinder group is comprised of one or more consecutive cylinders on a disk. 
Associated with each cylinder group is some bookkeeping information that includes a 
redundant copy of the super-block, space for inodes, a bit map describing available blocks in 
the cylinder group, and summary information describing the usage of data blocks within the 
cylinder group. The bit map of available blocks in the cylinder group replaces the traditional 
file system's free list For each cylinder group a static number of inodes is allocated at file 
system creation time. The default policy is to allocate one inode for each 2048 bytes of space 
in the cylinder group, expecting this to be far more than will ever be needed. 

All the cylinder group bookkeeping information could be placed at the beginning of each 
. cylinder group. However if this approach were used, all the redundant information would be 
on the top platter. A single hardware failure that destroyed the top platter could cause the loss 
of all redundant copies of the super-block. Thus the cylinder group bookkeeping information 
begins at a varying offset from the beginning of the cylinder group. The offset for each 
successive cylinder group is calculated to be about one track further from the beginning of the 
cylinder group than the preceding cylinder group. In this way the redundant information 
spirals down into the pack so that any single track, cylinder, or platter can be lost without 
losing all copies of the super-block. Except for the fIrst cylinder group, the space between the 
beginning of the cylinder group and the beginning of the cylinder group information is used for 
data blocks. 8 

Optimizing Storage Utilization 

Data is laid out so that larger blocks can be transferred in a single disk transaction, greatly 
increasing file system throughput. As an example, consider a file in the new file system 
composed of 4096 byte data blocks. In the old file system this file would be composed of 
1024 byte blocks. By increasing the block size, disk accesses in the new file system may 
transfer up to four times as much information per disk transaction. In large files, several 4096 
byte blocks may be allocated from the same cylinder so that even larger data transfers are 
possible before requiring a seek. 

8 While it appears that the first cylinder group could be laid out with its super-block at the "known" location, 
this would not wOIk for file systems with blocks sizes of 16 kilobytes or greater. This is because of a 
requirement that the first 8 kilobytes of the disk be reserved for a bootstrap program and a separate 
requirement that the cylinder group infonnation begin on a file system block bouridary. To start the 
cylinder group on a file system block boundary. file systems with block sizes larger than 8 kilobytes would 
have to leave an empty space between the end of the boot block and the beginning of the cylinder group. 
Without knowing the size of the file system blocks, the system would not know what roundup function to 
use to find the beginning of the flfSt cylinder group. 
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The main problem with larger blocks is that most UNIX file systems are composed of many 
small files. A uniformly large block size wastes space. Table 1 shows the effect of file system 
block size on the amount of wasted space in the file system. The files measured to obtain these 
figures reside on one of our time sharing systems that has roughly 1.2 gigabytes of on-line 
storage. The measurements are based on the active user file systems containing about 920 
megabytes of formatted space. 

Space used % waste Organization 
775.2Mb 0.0 Data only, DO separation between files 
807.8 Mb 4.2 Data only, each file starts on 512 byte boundary 
828.7 Mb 6.9 Data + inodes. 512 byte block UNIX file system 
866.5Mb 11.8 Data + inodes. 1024 byte block UNIX file system 
948.5 Mb 22.4 Data '+ inodes. 2048 byte block UNIX file system 

1128.3 Mb 45.6 Data + inodes. 4096 byte block UNIX file system 

Table 1 - Amount of wasted space as a function of block size. 

_ . The space wasted is calculated to be the percentage of space on the disk not containing user 
data. As the block size on the disk increases, the waste rises quickly, to an intolerable 45.6% 
waste with 4096 byte file system blocks. 

To be able to use large blocks without undue waste, small files must be stored in a more 
efficient way. The new file system accomplishes this goal by allowing the division of a single 
file system block into one ormorefragments. The file system fragment size is specified at the 
time that the file system is created; each file system block can optionally be broken into 2, 4, or 
8 fragments, each of which is addressable. The lower bound on the size of these fragments is 
constrained by the disk sector size, typically 512 bytes. The block map associated with each 
cylinder group records the space available in a cylinder group at the fragment level; to 
determine if a block is available, aligned fragments are examined. Figure 1 shows a piece of a 
map from a 4096/1024 file system. 

Bits in map 
Fragment numbers 
Block numbers 

XXXX XXOO OOXX 
0-3 4-7 8-11 
012 

QCX)() 

12-15 
3 

Figure 1-Example layout of blocks and fragments in a 4096/1024 fIle system. 

Each bit in the map records the status of a fragment; an "X" shows that the fragment is in use, 
while a "0" shows that the fragment is available for allocation. In this example, fragments 0-
S, 10, and 11 are in use, while fragments 6-9, and 12-15 are free. Fragments of adjoining 
blocks cannot be used as a full block, even if they are large enough. In this example, 
fragments 6-9 cannot be allocated as a full block; only fragments 12-15 can be coalesced into a 
full block. 
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On a file system with a block size of 4096 bytes and a fragment size of 1024 bytes, a file is 
tqll'esented by zero or more 4096 byte blocks of data, and possibly a single fragmented block. 
If a file system block must be fragmented to obtain space for a small amount of data, the 
mnainjng fragments of the block are made available for allocation to other files. As an 
example consider an 11000 byte file stored on a 4096/1024 byte file system. This file would 
uses two full size blocks and one three fragment portion of another block. If no block with 
three aligned fragments is available at the time the file is created, a full size block is split 
yielding the necessary fragments and a single unused fragment. This remaining fragment can 
be allocated to another file as needed. 

Space is allocated to a file when a program does a write system call. Each time data is written 
to a file, the system checks to see if the size of the file has increased. 9 If the file needs to be 
expanded to hold the new data, one of three conditions exists: 

1) There is enough space left in an already allocated block or fragment to hold the new 
data. The new data is written into the available space. 

2) The file contains no fragmented blocks (and the last block in the file contains 
insufficient space to hold the new data). If space exists in a block already allocated, the 
space is filled with new data. If the remainder of the new data contains more than a full 
block of data, a full block is allocated and the first full block of new data is written 
there. This process is repeated until less than a full block of new data remains. If the 
remaining new data to be written will fit in less than a full block, a block with the 
necessary fragments is located, otherwise a full block is located. The remaining new 
data is written into the located space. 

3) The file contains one or more fragments (and the fragments contain insufficient space to 
hold the new data). If the size of the new data plus the size of the data already in the 
fragments exceeds the size of a full block, a new block is allocated. The contents of the 
fragments are copied to the beginning of the block and the remainder of the block is 
filled with new data. The process then continues as in (2) above. Otherwise, if the 
new data to be written will fit in less than a full block, a block with the necessary 
fragments is located, otherwise a full block is located. The contents of the existing 
fragments appended with the new data are written into the allocated space. 

The problem with expanding a file one fragment at a a time is that data may be copied many 
times as a fragmented block expands to a full block. Fragment reallocation can be minimized if 
the user program writes a full block at a time, except for a partial block at the end of the me. 
Since file systems with different block sizes may reside on the same system, the file system 
interface has been extended to provide application programs the optimal size for a read or write. 
For flies the optimal size is the block size of the file system on which the file is being accessed. 
For other objects, such as pipes and sockets, the optimal size is the underlying buffer size. 
This feature is used by the Standard Input/Output Library, a package used by most user 
programs. This feature is also used by certain system utilities such as archivers and loaders 
that do their own input and output management and need the highest possible file system 
bandwidth. 

The amount of wasted space in the 4096/1024 byte new file system organization is empirically 
observed to be about the same as in the 1024 byte old file system organization. A file system 
with 4096 byte blocks and 512 byte fragments has about the same amount of wasted space as 

9 A program may be overwriting data in the middle of an existing file in which case space would already have 
been allocated. 
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the S 12 byte block UNIX file system. The new file system uses less space than the S 12 byte or 
1024 byte file systems for indexing information for large files and the same amount of space 
for small files. These savings are offset by the need to use more space for keeping track of 
available free blocks. The net result is about the same disk utilization when a new file system's 
fragment size equals an old file system's block size. 

In order for the layout policies to be effective, a file system cannot be kept completely full. For 
each file system there is a parameter, termed the free space reserve, that gives the minimum 
acceptable percentage of file system blocks that should be free. If the number of free blocks 
drops below this level only the system administrator can continue to allocate blocks. The value 
of this parameter may be changed at any time, even when the file system is mounted and active. 
The transfer rates that appear in section 4 were measured on file systems kept less than 90% 
full (a reserve of 10%). If the number of free blocks falls to zero, the file system throughput' 
tends to be cut in half, because of the inability of the file system to localize blocks in a flle. If a 
file system's performance degrades because of overfilling, it may be restored by removing flles 
until the amount of free space once again reaches the minimum acceptable leveL Access rates 
for files created during periods of little free space may be restored by moving their data once 
enough space is available. The free space reserve must be added to the percentage of waste 
when comparing the organizations given in Table 1. Thus, the percentage of waste in an old 
1024 byte UNIX flle system is roughly comparable to a new 4096/512 byte flle system with the 
free space reserve set at 5%. (Compare 11.8% wasted with the old file system to 6.9% waste 
+ S% reserved space in the new flle system.) 

File System Parameterization 

Except for the initial creation of the free list, the old file system ignores the parameters of the 
underlying hardware. It has no information about either the physical characteristics of the mass 
storage device, or the hardware that interacts with it A goal of the new flle system is to 
parameterize the processor capabilities and mass storage characteristics so that blocks can be 
allocated in an optimum configuration-dependent way. Parameters used include the speed of 
the processor, the hardware support for mass storage transfers, and the characteristics of the 
mass storage devices. Disk technology is constantly improving and a given installation can 
have several different disk technologies running on a single processor. Each file system is 
parameterized so that it can be adapted to the characteristics of the disk on which it is placed. 

For mass storage devices such as disks, the new flle system tries to allocate new blocks on the 
same cylinder as the previous block in the same file. Optimally, these new blocks will also be 
rotationally well positioned. The distance between "rotationally optimal" blocks varies greatly; 
it can be a consecutive block or a rotationally delayed block depending on system 
characteristics. On a processor with an input/output channel that does not require any 
processor intervention between mass storage transfer requests, two consecutive disk blocks 
can often be accessed without suffering lost time because of an intervening disk revolution. 
For processors without input/output channels, the main processor must field an interrupt and 
prepare for a new disk transfer. The expected time to service this interrupt and schedule a new 
disk transfer depends on the speed of the main processor. 

The physical characteristics of each disk include the number of blocks per track and the rate at 
which the disk spins. The allocation routines use this information to calculate the number of 
milliseconds required to skip over a block. The characteristics of the processor include the 
expected time to service an interrupt and schedule a new disk transfer. Given a block allocated 
to a file. the allocation routines calculate the number of blocks to skip over so that the next 
block in the file will come into position under the disk head in the expected amount of time that 
it takes to start a new disk transfer operation. For programs that sequentially access large 
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amounts of data, this strategy minimizes the amount of time spent waiting for the disk to 
position itself. 

To ease the calculation of finding rotationally optimal blocks, the cylinder group summary 
infonnation includes a count of the available blocks in a cylinder group at different rotational 
~itions. Eight rotational positions are distinguisbeds so the resolution of the summary 
infonnation is 2 mimseronds for a typical 3600 revolution per minute drive. The super-block 
contains a vector of lists called rotationtlliayout tables. The vector is indexed by rotational 
position. Each component of the vector lists the index into the block map for every data block 
contained in its rotational position. When looking for an allocatable blocks the system first 
looks through the summary counts for a rotational position with a non-zero block count. It 
then uses the index of the rotational position to find the appropriate list to use to index through 
only the relevant parts of the block map to find a free block. 

The parameter that defines the minimum number of milliseconds between the completion of a 
data transfer and the initiation of another data transfer on the same cylinder can be changed at 
any time, even when the file system is mounted and active. If a file system is parctmeterized to 
layout blocks with a rotational separation of 2 milliseconds, and the disk pack is then moved to 
a system that has a processor requiring 4 milliseconds to schedule a disk operation, the 
throughput will drop precipitously because of lost disk revolutions on nearly every block. If 
the eventual target machine is known, the file system can be parameterized for it even though it 
is initially created on a different processor. Even if the move is not known in advance, the 

.- rotational layout delay can be reconfigured after the disk is moved so that all further allocation 
is done based on the characteristics of the new host. 

Layout Policies 

The file system layout policies are divided into two distinct parts. At the top level are global 
policies that use file system. wide summary information to make decisions regarding the 
placement of new inodes and data blocks. These routines are responsible for deciding the 
placement of new directories and files. They also calculate rotationally optimal block layouts, 
and decide when to force a long seek to a new cylinder group because there are insufficient 
blocks left in the current cylinder group to do reasonable layouts. Below the global policy 
routines are the local allocation routines that use a locally optimal scheme to layout data blocks. 

Two methods for improving flle system. performance are to increase the locality of reference to 
minimize seek latency as described by [Trivedi80], and to improve the layout of data to make 
larger transfers possible as described by [Nevalainen77]. The global layout policies try to 
improve performance by clustering related information. They cannot attempt to localize all data 
references, but must also try to spread unrelated data among different cylinder groups. If too 
much localization is attempted, the local cylinder group may run out of space forcing the data to 
be scattered to non-local cylinder groups. Taken to an extreme, total localization can result in a 
single huge cluster of data resembling the old file system.. The global policies try to balance the 
two conflicting goals of localizing data that is concurrently accessed while spreading out 
unrelated data. 

One allocatable resource is inodes. Inodes are used to describe both files and directories. 
Inodes of files in the same directory are frequently accessed together. For example, the "list 
directory" command often accesses the inode for each file in a directory. The layout policy 
tries to place all the inodes of files in a directory in the same cylinder group. To ensure that 
files are distributed throughout the disk, a different policy is used for directory allocation. A 
new directory is placed in a cylinder group that has a greater than average number of free 
inodes, and the smallest number of directories already in it The intent of this policy is to allow 
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the inode clustering policy to succeed most of the time. The allocation of inodes within a 
qlinder group is done using a next free strategy. Although this allocates the inodes randomly 
within a cylinder group, all the inodes for a particular cylinder group can be read with 8 to 16 
disk transfers. (At most 16 disk transfers are required because a cylinder group may have no 
more than 2048 inodes.) This puts a small and constant upper bound on the number of disk 
transfers required to access the inodes for all the files in a directory. In contrast, the old file 
system typically requires one disk transfer to fetch the inode for each file in a directory. 

The other major resource is data blocks. Since data blocks for a file are typically accessed 
together, the policy routines try to place all data blocks for a file in the same cylinder group. 
preferably at rotationally optimal positions in the same cylinder. The problem with allocating 
all the data blocks in the same cylinder group is that large files will quickly use up available 
space in the cylinder grouP. forcing a spill over to other areas. Further. using all the space in a 
cylinder group causes future allocations for any file in the cylinder group to also spill to other 
areas. Ideally none of the cylinder groups should ever become completely full. The heuristic 
solution chosen is to redirect block allocation to a different cylinder group when a file exceeds 
48 kilobytes, and at every megabyte thereafter.lO The newly chosen cylinder group is selected 
from those cylinder groups that have a greater than average number of free blocks left. 
Although big files tend to be spread out over the disk, a megabyte of data is typically accessible 
before a long seek must be performed, and the cost of one long seek per megabyte is small. 

The global policy routines call local allocation routines with requests for specific blocks. The _­
local allocation routines will always allocate the requested block if it is free, otherwise it -
allocates a free block of the requested size that is rotationally closest to the requested block. If 
the global layout policies had complete information, they could always request unused blocks 
and the allocation routines would be reduced to simple bookkeeping. However, maintaining 
complete information is costly; thus the implementation of the global layout policy uses 
heuristics that employ only partial information. 

If a requested block is not available, the local allocator uses a four level allocation strategy: 

1) Use the next available block rotationally closest to the requested block on the same 
cylinder. It is assumed here that head switching time is zero. On disk controllers 
where this is not the case, it may be possible to incorporate the time required to switch 
between disk platters when constructing the rotational layout tables. This, however, 
has not yet been tried. 

2) If there are no blocks available on the same cylinder, use a block within the same 
cylinder group. . 

3) If that cylinder group is entirely full, quadratically hash the cylinder group number to 
choose another cylinder group to look for a free block. 

4) Finally if the hash fails, apply an exhaustive search to all cylinder groups. 

Quadratic hash is used because of its speed in finding unused slots in nearly full hash tables 
[Knuth75]. File systems that are parameterized to maintain at least 10% free space rarely use 

lO The first spill over point at 48 kilobytes is the point at which a fde on a 4096 byte block me system ftrst 
requires a single indirect block. This appears to be a natural flI'St point at which to redirect block allocation. 
The other spillover points are chosen with the intent of forcing block allocation to be redirected when a me 
has used about 25% of the data blocks in a cylinder group. In observing the new me system in day to day 
use, the heuristics appear to work well in minimizing the number of completely filled cylinder groups. 
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this strategy. Flle systems that are run without maintaining any free space typically have so 
few free blocks that almost any allocation is random; the most important characteristic of the 
strategy used under such conditions is that the strategy be fast. 

PERFORMANCE 

Ultimately, the proof of the effectiveness of the algorithms described in the previous section is 
the long term performance of the new. file system. . 

Our empirical studies have shown that the inode layout policy has been effective. When 
ronning the "list directory" command on a large directory that itself contains many directories 
(to force the system to access inodes in multiple cylinder groups), the number of disk accesses 
for inodes is cut by a factor of two. The improvements are even more dramatic for large 
directories containing only files, disk accesses for inodes being cut by a factor of eight. This is 
most encouraging for programs such as spooling daemons that access many small fues, since 
these programs tend to flood the disk request queue on the old file system. 

Table 2 snmmarizes the measured throughput of the new file system. Several comments need 
to be made about the conditions under which these tests were run. The test programs measure 
the rate at which user programs can transfer data to or from a fue without performing any 
processing on it. These programs must read and write enough data to insure that buffering in 

. the operating system does not affect the results. They are also run at least three times in 
succession; the first to get the system into a known state and the second two to insure that the 
experiment has stabilized and is repeatable. The tests used and their results are discussed in 
detail in [Kridle83].11 The systems were running multi-user but were otherwise quiescent. 
There was no contention for either the CPU or the disk arm. The only difference between the 
UNIBUS and MASSBUS tests was the controller. All tests used an AMPEX Capricorn 330 
megabyte Winchester disk. As Table 2 shows, all file system test runs were on. a VAX 
lIn 50. All file systems had been in production use for at least a month before being 
measured. The same number of system calls were performed in all tests; the basic system call 
overhead was a negligible portion of the total running time of the tests. 

11 A UNIX command that is similar to the reading test that we used is "cp file Idev/null", where "me" is eight 
megabytes long. 
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Type of Processor and Read 
File System Bus Measured Speed Bandwidth % CPU 

old 1024 750/UNIBUS 29 Kbytes/sec 29/9833% 11% 
new 4096/1024 750/UNIBUS 221 Kbytes/sec 221198322% 43% 
new 8192/1024 750/UNIBUS 233 Kbytes/sec 233198324% 29% 
new 4096/1024 7SO/MASSBUS 466 Kbytes/sec 466198347% 73% 
new 8192/1024 7SO/MASSBUS 466 Kbytes/sec 466198347% 54% 

Table 2a - Reading rates of the old and new UNIX file systems. 

Type of Processor and Read 
FIle System Bus Measured Speed Bandwidth % CPU 

old 1024 750/UNIBUS 48 Kbytes/sec 48/9835% 29% 
new 4096/1024 750/UN1BUS 142 Kbytes/sec 142/98314% 43% 
new 8192/1024 750/UN1BUS 215 Kbytes/sec 215198322% 46% 
new 4096/1024 750/MASSBUS 323 Kbytes/sec 323198333% 94% 
new 8192/1024 750/MASSBUS 466 Kbytes/sec 466198347% 95% 

Table 2b - Writing rates of the old and new UNIX fIle systems. 

Unlike the old file system, the transfer rates for the new file system do n~t appear to change 
over time. The throughput rate is tied much more strongly to the amount of free space that is 
maintained. The measurements in Table 2 were based on a file system with a 10% free space 
reserve. Synthetic work loads suggest that throughput deteriorates to about half·the rates given 
in Table 2 when the fIle systems are full. 

The percentage of bandwidth given in Table 2 is a measure of the effective utilization of the 
disk by the fIle system. An upper bound on the transfer rate from the disk is calculated by 
multiplying the number of bytes on a track by the number of revolutions of the disk per 
second. The bandwidth is calculated by comparing the data rates the file system is able to 
achieve as a percentage of this rate. Using this metric, the old file system is only able to use 
about 3-5% of the disk bandwidth, while the new file system uses up to 47% of the 
bandwidth. 

Both reads and writes are faster in the new system than in the old system. The biggest factor in 
this speedup is because of the larger block size used by the new file system. The overhead of 
allocating blocks in the new system is greater than the overhead of allocating blocks in the old 
system, however fewer blocks need to be allocated in the new system because they are bigger. 
The net effect is that the cost per byte allocated is about the same for both systems. 

In the new file system, the reading rate is always at least as fast as the writing rate. This is to 
be expected since the kernel must do more work when allocating blocks than when simply 
reading them. Note that the write rates are about the same as the read rates in the 8192 byte 
block file system; the write rates are slower than the read rates in the 4096 byte block file 
system. The slower write rates occur because the kernel has to do twice as many disk 
allocations per second, making the processor unable to keep up with the disk transfer rate. 
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In contrast the old file system is about 50% faster at writing files than reading them. This is 
, because the write system call is asynchronous and the kernel can generate disk transfer requests 
much faster than they can be serviced. hence disk transfers queue up in the disk buffer cache. 
Because the disk buffer cache is sorted by minimum seek distance, the average seek between 
the scheduled disk writes is much less than it would be if the data blocks were written out in 
the random disk order in which they me generated. However when the file is read, the read 
system call is processed synchronously so the disk blocks must be retrieved from the disk in 
the non-optimal seek order in which they me requested. This forces the disk scheduler to do 
long seeks resulting in a lower throughput rate. 

In the new system the blocks of a file me more optimally ordered on the disk. Even though 
reads me still synchronous, the requests are presented to the disk in a much better mder. Even 
though the writes me still asynchronous, they are already presented to the disk in minimum 
seek order so there is no gain to be had by reordering them. Hence the disk seek latencies that 
limited the old file system have little effect in the new file system. The cost of allocation is the 
'factor in the new system that causes writes to be slower than reads. 

The performance of the new file system is currently limited by memory to memory copy 
operations required to move data from disk buffers in the system's address space to data 
bufferS in the user's address space. These copy operations account for about 40% of the time 
spent performing an inputloutput operation. If the buffers in both address spaces were 
properly aligned, this transfer could be perf~ without copying by using the VAX virtual 
memory management hardware. This would be especially desirable when transferring large _ 
amounts of data. We did not implement this because it would change the user interface to the 
file system in two major ways: user programs would be required to allocate buffers on page 
boundaries, and data would disappear from buffers after being written . 

• -.-=. • .. , 'Greater disk throughput could be achieved by rewriting the disk drivers to chain together kernel 
buffers. This would allow contiguous disk blocks to be read in a single disk transaction. 
Many disks used with UNIX systems contain either 32 or 48 512 byte sectors per track. Each 
track holds exactly two or three 8192 byte file system blocks, or four or six 4096 byte me 
system blocks. The inability to use contiguous disk blocks effectively limits the performance 
on these disks to less than 50% of the available bandwidth. If the next block for a file cannot 
be laid out contiguously, then the minimum spacing to the next allocatable block on any platter 
is between a sixth and a half a revolution. The implication of this is that the best possible 
layout without contiguous blocks uses only half of the bandwidth of any given track. If each 
track contains an odd number of sectors, then it is possible to resolve the rotational delay to any 
number of sectors by rmding a block that begins at the desired rotational position on another 
track. The reason that block chaining has not been implemented is because it would require 
rewriting all the disk drivers in the system, and the current throughput rates are already limited 
by the speed of the available processors. . 

Currently only one block is allocated to a file at a time. A technique used by the DEMOS file 
system when it finds that a rue is growing rapidly, is to preallocate several blocks at once, 
releasing them when the file is closed if they remain unused. By batching up allocations, the 
system can reduce the overhead of allocating at each write, and it can cut down on the number 
of disk writes needed to keep the block pointers on the disk synchronized with the block 
allocation [Powe1l79]. This technique was not included because block allocation currently 
accounts for less than 10% of the time spent ina write system call and, once again, the current 
throughput rates are already limited by the speed of the available processors. 
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FILE SYSTEM FUNCTIONAL ENHANCEMENTS 

The performance ~ to theUNJXiile system did DOt u:quire any changes to the 
semantics or data stnlCllD'eS visible to application pLogwns. However, several changes had 
been generally dtsht:d for some time but had DDt been introduced because they would require 
users to dump and 1eSlOle an their file systems. Since 1he new file system already required all 
existing file systems 10 be.d11mped and IeStr.:Jred, these functional enhancements were 
inttoduced at tbis nme. 

Long F'de Names 

Flle names can now be of nearly arbitrary length. Only programs that read directories are 
affected by thiI~ T-epmmete~1B:uNlX~thatare not running the new 
file system, a set of directory access routine! ilave been introduced to provide a consistent 
interface to directories on both old and new systems. 

Directories are allocated in 512 byte units called chunks. This size is chosen so that each 
allocation can be transferred to disk in a single operation. Chunks JIre broken up into variable 
length records termed ~ entries. Adirct::tory entry contains the information necessary to 
map the name of a file to its associated mode. No directory entty is allowed to span multiple 
chunks. The first three fields of a directory entry are fixed length and contain: an inode 
number, the size of the entry, and the length of the file name contained in the entry. The 
remainder of an entry is variable length and contains a null tenninated file name, padded to a 4 
byte boundary. The maximum length of a file name in a directoIy is currently 255 characters. 

Available space in a directory is recorded by having one or IDOIe entries accumulate the free 
. . space in their entry size fields. This results in directory entries that are larger than required to 

hold the entry name plus fixed length fields. Space allocated to a directory should always be 
completely accounted for by totaling up the sizes of its entries. When an entry is deleted from a 
directory, its space is returned to a previous entry in the same directory chunk by increasing the 
size of the previous entry by the size of the deleted entry. If the first entry of a directory chunk 
is free, then the entry~ mode number is set to zero to indicate that it is unallocated. 

'File Lcaiug 

The old flle system had no provision for locking files. Processes that needed to synchronize 
the updates of a file had to use a separate "lock" file. A process would try to create a "lock" 
file. If the creation succeeded,1hen the process could proceed with its update; if the creation 
failed, then the process 'Would wait and try again. This mechanism had three drawbacks. 
Processes consumed CPU time by looping over attempts to create locks. Locks left lying 
around because of system aashes had to be manual1y removed (normally in a system startup 
command script). Finally., -processes running as system administrator are always permitted to 
create files, so were forced to use a different mechanism. WJille it is possible to get around all 
these problems, the solutiODS JU'e not sttaigbt fmwanf, so Jl mechanism for locking files has 
been added. 

The most general schemes allow multiple processes to concmrently update a file. Several of 
these techniques are discussed in [peterson83]. A simpler technique is to serialize access to a 
file with locks. To attain reasonable dficiency~ certain applications require the ability to lock 
pieces of a file. Locking down to the byte level has been implemented in the Onyx file system 
by [Bass81]. However, for the standard system applications, a mechanism that locks at the 
granularity of a file is sufficient. 
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. Locking schemes fall into two classes, those using hard locks and those using advisory locks. 
The primary difference between advisory locks and hard locks is the extent of enforcement A 
.bard lock is always enforced when a program tries to access a file; an advisory lock is only .~ 
applied when it is requested by a program. Thus advisory locks are only effective when all 
programs accessing a file use the locking scheme. With hard locks there must be some 
ovenide policy implemented in the kernel With advisory locks the policy is left to the user 
programs. In the UNIX system, programs with system admjnistrator privilege are allowed 
ovenide any protection scheme. Because many of the programs that need to use locks must 
also run as the system administrator, we chose to implement advisory locks rather than create 
an additional protection scheme that was inconsistent with the UNIX philosophy or could not be . 
used by system administration programs. 

The file locking facilities allow cooperating programs to apply advisory shared or exclusive 
locks on files. Only one process may have an exclusive lock on a fue while multiple shared 
locks may be present. Both shared and exclusive locks cannot be present on a file at the same 
time. If any lock is requested when another process holds an exclusive lock, or an exclusive 
lock is requested when another process holds any lock, the lock request will block until the 
lock can be obtained. Because shared and exclusive locks are advisory only, even if a process 
has obtained a lock on a file, another process may access the file. 

Locks are applied or removed only on open files. This means that locks can be manipulated 
without needing to close and reopen a file .. This is useful, for example, when a process wishes 

'. to apply a shared lock, read some information and determine whether an update is required, 
then apply an exclusive lock and update the file. . 

A request for a lock will cause a process to block if the lock can not be immediately obtained 
In certain instances this is unsatisfactory. For example, a process that wants only to check if a 
lock is present would require a separate mechanism to find out this information. Consequently, 
a process may specify that its locking request should rennn with an error if a lock can not be 
immediately obtained. Being able to conditionally request a lock is useful to "daemon" 
processes that wish to service a spooling area. If the first instance of the daemon locks the 
directory where spooling takes place, later daemon processes can easily check to see if an active 
daemon exists. Since locks exist only while the locking processes exist, lock flIes can never be 
left active after the processes exit or if the system crashes. 

Almost no deadlock detection is attempted. The only deadlock detection done by the system is 
that the file to which a lock is applied must not already have a lock of the same type (i.e. the 
second of two successive calls to apply a lock of the same type will fail). 

Symbolic Links 

The traditional UNIX file system allows multiple directory entries in the same file system to 
reference a single file. Each directory entry ''links'' a file's name to an inode and its contents. 
The link concept is fundamental; inodes do not reside in directories, but exist separately and are 
referenced by links. When all the links to an inode are removed, the inode is deallocated. This 
style of referencing an inode does not allow references across physical file systems, nor does it 
support inter-machine linkage. To avoid these limitations symbolic links similar to the scheme 
used by Multics [Feiertag71] have been added. 

A symbolic link is implemented as a file that contains a pathname. When the system 
encounters a symbolic link while interpreting a component of a patbname, the contents of the 
symbolic link is prepended to the rest of the pathname, and this name is interpreted to yield the 
resulting patbname. In UNlX, patbnames are specified relative to the root of the file system 
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hierarchy, or relative to a process's current working directory. Pathnames specified relative to 
the root are called absolute pathnames. Pathnames specified relative to the cmrent working 
directory are termed relative patbnames. If a symbolic link contains an absolute pathname, the 
absolute pathname is used, otherwise the contents of the symbolic link is evaluated relative to 
the location of the link in the file hierarchy. 0 

Normally programs do not want to be aware that there is a symbolic link in a pathname that 
they are using. However certain system utilities must be able to detect and manipulate 
symbolic links. Three new system calls provide the ability to detect, read, and write symbolic 
links; seven system utilities required changes to use these calls. 

In future Berkeley software distributions it may be possible to reference file systems located on 
remote machines using pathnames. When this occurs, it will be possible to create symbolic 
links that span machines. 

Rename 

Programs that create a new version of an existing file typically create the new version as a 
temporary rue and then rename the temporary file with the name of the target file. In the old 
UNIX file system renaming required three calls to the system. If a program were interrupted or 
the system crashed between these calls, the target file could ~ left with only its temporary 
name. To eliminate this possibility the rename system call has been added. The rename call 
does the rename operation in a fashion that guarantees the existence of the target name. 

Rename works both on data files and d.irectories. When renaming directories, the system must 
do special validation checks to insure that the directory tree structure is not corrupted by the 
creation of loops or inaccessible directories. Such cotrUpti~n would occur if a parent directory 
were moved into one of its descendants. The validation check requires tracing the descendents 
of the target directory to insure that it does not include the directory being moved. 

Quotas 

The UNIX system has traditionally attempted to share all available resources to the greatest 
extent possible. Thus any single user can allocate all the available space in the file system. In 
certain environments this is unacceptable. Consequently, a quota mechanism has been added 
for restricting the amount of rue system resources that a user can obtain. The quota mechanism 
sets limits on both the number of inodes and the number of disk blocks that a user may 
allocate. A separate quota can be set for each user on each file system. Resources are given 
both a hard and a soft limit When a program exceeds a soft limit, a warning is printed on the 
users terminal; the offending program is not terminated unless it exceeds its hard limit The 
idea is that users should stay below their soft limit between login sessions, but they may use 
more resources while they are actively working. To encourage this behavior, users are warned 
when logging in if they are over any of their soft limits. If users fails to correct the problem for 
too many login sessions, they are eventually reprimanded by having their soft limit enforced as 
their hard limit. 
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