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Quick Reference 

1. Commands 

The following commands should all be preceded with "sees". This list is not exhaustive; for 
more options see Further Information. 

get Gets files for compilation (not ror editing). Id keywords are expanded. 

-rSID Version to get. 

-p Send to standard output rather than to the actual file. 

-k Don't expand id keywords. 

-i/ist List or deltas to include. 

-x/ist List or deltas to exclude. 

-m Precede each line with SID of creating delta. 

-cdate Don't apply any deltas created after date. 

edit Gets files ror editing. ld keywords are not expanded. Should be matched with a delta 
command. 

-rSID Same as get. If SID specifies a release that does not yet exist, the highest num-
bered delta is retrieved and the new delta is numbered with SID. 

-b Create a branch. 

-ilist Same as get. 

-x/ist Same as get. 

delta . Merge a file gotten using edit back into the s-file. Collect comments about why this 
delta was made. 

unedit 

prt 

info 

check 

tell 

clean 

what 

ad min 

Remove a file that has been edited previously without merging the changes into the s­
file. 

Produce a report of changes. 

-t Print the descriptive text. 

-e Print (nearly) everything. 

Give a list of all files being edited. 

-b Ignore branches. 

-u[use~ 
Ignore files not being edited by user. 

Same as info, except that nothing is printed if nothing is being edited and e.xit status is 
returned. 

Same as info, except that one line is produced per file being edited containing only the 
file name. 

Remove all files that can be regenerated from the s-file. 

Find and print id keywords. 

Create or set parameters on s-files. 

-ifile Create, using file as the initial contents. 

-z Rebuild the checksum in case the file has been trashed. 

-rflag Turn on the flag. 
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-dftag Turn oft' (delete) the fto.g. 

-tfile Replace the descriptive text in the s-file wi~h the contents or file. If file is omit-
ted, the text is deleted. Userul for storing documentation or "design & imple­
mentation" documents to insure they get distributed with the s-6Ie. 

Useful flags are: 

b Allow branches to be made ushg the -b flag to edit. 

dSID Defa.ult SID to be used on a get or edit. 

Cause "No Id Keywords" error message to be a fatal error rather than a warn­
ing. 

t The module "type"; the value of this flag replaces the %Y% keyword. 

6.'( Remove a delta and reedit it. 
delget Do a delto. followed by a get. 

deledit Do a delta followed by an edit. 

2. Id Keywords 

%Z% Expands to U@(#)" for the what command to find. 
%M% The current module name, e.g., "prog.c". 

%1% The highest SID applied. 

%W%A shorthand for "%Z%%M% <tab> %1%". 
%0% The date or the delta corresponding to the "%1%" keyword. 

%R% The current release number, i.e., the 6rst component or the "%1%" keyword. 
%Y% Replaced by the value of the t Bag (set by o.dmin). 
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A Guide to the Dungeons of Doom 

Michael C. Toy 
Kenneth C. R. C. Arnold 

Computer Systems Research Group 
Department or Electrical Engineering and Computer Science 

University or Calirornia 
Berkeley, California 94720 

ABSTRACT 

Rogue is a visual CRT based rantasy game which runs under the u1'-olXt timesharing sys­
tem. This paper describes how to play rogue, and gives a rew hints ror those who might 
otherwise get lost in the Dungeons or Doom. 

tUl\1X is a trademark or Bell Laboratories 
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A Guide to the Dungeons or DOOIn 

1. Introduction 

You have just finished your years as a student at the local fighter's guild. After much prac­
tice and sweat you have finally completed your training and are ready to embark upon a perilous 
adventure. As a test of your skills, the local guildmasters have sent you into the Dungeons of 
Doom. Your task is to return with the Amulet of Yendor. Your reward for the completion of this 
task will be a full membership in the local guild. In addition, you are allowed to keep all the loot 
you bring back from the dungeons. 

In preparation for your journey, you are given an enchanted mace, a bow, and a quiver of 
arrows taken from a dragon's hoard in the far off Dark Mountains. You are also outfitted with 
elf-crafted armor and given enough food to reach the dungeons. You say goodbye to family and 
friends for what may be the last time and head up the road. 

You set out on your way to the dungeons and after several days of uneventful travel, you see 
the ancient ruins that mark the entrance to the Dungeons of Doom. It is late at night, so you 
make camp at the entrance and spend the night sleeping under the open skies. In the morning you 
gather your weapons, put on your armor, eat what is almost your last food, and enter the 
dungeons. 

2. 'Vhat is going on here? 

You have just begun a game of rogue. Your goal is to grab as much treasure as you can, 
find the Amulet of Yendor, and get out of the Dungeons of Doom alive. On the screen, a map of 
where you have been and what you have seen on the current dungeon level is kept. As you explore 
more of the level, it appears on the screen in front of you. 

Rogue differs from most computer fantasy games in that it is screen oriented. Commands 
are all one or two keystrokes l and the results of your commands are displayed graphically on the 
screen rather than being explained in words.2 

. Another major difference between rogue and other computer fantasy games is that once you 
have solved all the puzzles in a standard fantasy game, it has lost most of its excitement and it 
ceases to be fun. Rogue, on the other hand, generates a new dungeon every time you play it and 
even the author finds it an entertaining and exciting game. 

3. What do all those things on the screen mean? 

In order to understand what is going on in rogue you have to first get some grasp of what 
rogue is doing with the screen. The rogue screen is intended to replace the "You can see ..... 
descriptions of standard fantasy games. Figure 1 is a sample of what a rogue screen might look 
like. 

3.1. The bottom line 

At the bottom line of the screen are a few pieces of cryptic information describing your 
current status. Here is an explanation of what these things mean: 

Level This number indicates how deep you have gone in the dungeon. It starts at one and goes up 
as you go deeper into the dungeon. 

Gold The number of gold pieces you have managed to find and keep with you so far. 

Hp Your current and maximum hit points. Hit points indicate how much damage you can take 
before you die. The more you get hit in a fight, the lower they get. You can regain hit 
points by resting. The number in parentheses is the ma.ximum number your hit points can 
reach. 

1 As opposed to pseudo English sentences. 

2 A minimum screen size or 2-i lines by 80 columns is required. If the screen is larger, only the 24:'1:80 section will be 
used ror the map. 
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Level: 1 Gold: 0 Hp: 12(12) Str: 16(16) Ac: 6 Exp: 1/0 

Figure 1 

Str Your current strength and ma..ximum ever strength. This can be any integer less than or 
equal to 31, or greater than or equal to three. The higher the number, the stronger you are. 
The number in the parentheses is the maximum strength you have attained so far this 
game. 

Ac Your current armor class. This number indicates how effective your armor is in stopping 
blows from unfriendly creatures. The lower this number is, the more effective the armor. 

Exp These two numbers give your current experience level and experience points. .As you do 
things, you gain experience points. At certain e.xperience point totals, you gain an experi­
ence level. The more experienced you are, the better you are able to fight and to withstand 
magical attacks. 

3.2. The top line 

The top line of the screen is reserved for printing messages that describe things that are 
impossible to represent visually. If you see a CI-More--" on the top line, this means that rogue 
wants to print another message on the screen, but it wants to make certain that you have read the 
one that is there first. To read the next message, just type a space. 

3.3. The rest of the screen 

The rest of the screen is the map of the level as you have explored it so far. Each symbol on 
the screen represents something. Here is a list of what the various symbols mean: 

@ This symbol represents you, the adventurer. 

-I These symbols represent the walls of rooms. 

+ 

# 
• 
) 

1 

? 

= 

A door to/from a room. 

The floor of a room. 

The floor of a passage between rooms. 

A pile or pot of gold . 

A weapon of some sort. 

A piece of armor. 

A flask containing a magic potion. 

A piece of paper, usually a magic scroll. 

A ring with magic properties 
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/ A magical staB' or wand 

A trap, watch out for these. 

% A staircase to other levels 

A piece of food. 

A-Z The uppercase letters represent the various inhabitants of the Dungeons of Doom. Watch 
out, they can be nasty and vicious. 

4. Commands 

Commands are given to rogue by typing one or two characters. Most commands can be pre­
ceded by a count to repeat them (e.g. typing "lOs" will do ten searches). Commands for which 
counts make no sense have the count ignored. To cancel a count or a prefix, type <ESCAPE>. The 
list of commands is rather long, but it can be read at any time during the game with the "1" com­
mand. Here it is for reference, with a short explanation or each command. 

1 The help command. Asks ror a character to give help on. Ir you type a "*", it will list all 
the commands, otherwise it will e.'<plain what the character you typed does. 

/ This is the "\Vhat is that on the screen?" command. A "/" followed by any character that 
you see on the level, will tell you what that character is. For instance, typing "/@" will tell 
you that the "@" symbol represents you, the player. 

h, H,·H 

j 

k 

y 

u 

b 

n 

t 

f 

m 

z 

Move left. You move one space to the left. If you use upper case "h", you will continue to 
move left until you run into something. This works for all movement commands (e.g. "L" 
means run in direction "I") If you use the "control" "h", you will continue moving in the 
specified direction until you pass something interesting or run into a wall. You should exper­
iment with this, since it is a very useful command, but very difficult to describe. This also 
works for all movement commands. 

Move down. 

Move up. 

Move right. 

Move diagonally up and left. 

Move diagonally up and right. 

Move diagonally down and left. 

Move diagonally down and right. 

Throw an object. This is a prefix command. When followed with a direction it throws an 
object in the specified direction. (e.g. type "th" to throw something to the left.) 

Fight until someone dies. When followed with a direction this will force you to fight the 
creature in that direction until either you or it bites the big one. 

Move onto something without picking it up. This will move you one space in the direction 
you specify and, if there is an object there you can pick up, it won't do it. 

Zap prefi.x. Point a staB' or wand in a given direction and fire it. Even non-directional 
staves must be pointed in some direction to be used. 

Identify trap command. If a trap is on your map and you can't remember what type it is, 
you can get rogue to remind you by getting next to it and typing ce'" followed by the direc­
tion that would move you on top of it. 

s Search for traps and secret doors. Examine each space immediately adjacent to you for the 
existence of a trap or secret door. There is a large chance that even if there is somet.hing 
there, you won't find it, so you might have to search a while before you find something. 

> Climb down a staircase to the ne.xt level. Not surprisingly, this can only be done if you are 
standing on staircase. 
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< Climb up a staircase to the level above. This can't be done without the Amulet of Yendor in 
your possession. 

* 
I 
q 

r 

e 

w 

W 

T 
P 

R 

d 

c 

Rest. This is the "do nothing" command. This is good for waiting and healing. 

Inventory. List what you are carrying in your pack. 

Selective inventory. Tells you ""'hat a single item in your pack is. 

Quaff one of the potions you are carrying. 

Read one of the scrolls in your pack. 

Eat food from your pack. 

Wield a weapon. Take a weapon out of your pack and carry it for use in combat, replacing 
the one you are currently using (if any). 

Wear armor. You can only wear one suit of armor at a time. This takes extra time. 

Take armor off. You can't remove armor that is cursed. This takes extra time. 

Put on a ring. You can wear only two rings at a time (one on each hand). If you aren't 
wearing any rings, this command will ask you which hand you want to wear it on, otherwise, 
it will place it on the unused hand. The program assumes that you wield your sword in your 
right hand. 

Remove a ring. If you are only wearing one ring, this command takes it off. If you are 
wearing two, it will ask you which one you wish to remove, 

Drop an object. Take something out of your pack and leave it lying on the Boor. Only one 
object can occupy each space. You cannot drop a cursed object at all if you are wielding or 
wearing it. 

Call an object something. If you have a type of object in your pack which you wish to 
remember something about, you can use the call command to give a name to that type of 
object. This is usually used when you figure out what a potion, scroll, ring, or staff is after 
you pick it up, or when you want to remember which of those swords in your pack you were 
wielding. 

D Print out which things you've discovered something about. This command will ask you 
what type of thing you are interested in. If you type the character for a given type of object 
(e.". "I" for potion) it will tell you which kinds of that type of object you've discovered 
(i.e., figured out what they are). This command works for potions, scrolls, rings, and staves 
and wands. 

o Examine and set options. This command is further explained in the section on options. 

"R Redraws the screen. Useful if spurious messages or transmission errors have messed up the 
display . 

• p Print last message. Useful when a message disappears before you cnn read it. This only 
repeats the last message that was not a mistyped command so that you don't loose anything 
by accidentally typing the wrong cha.racter instead of "P. 

<ESCAPE> 
Cancel a command, prefix, or count. 

Escape to a shell for some commands. 

Q Quit. Leave the game. 

S Save the current game in a file. It will ask you whether you wish to use the default sa.ve file. 
Oaveat: Rogue won't let you sta.rt up a copy of a saved game, and it removes the save file as 
soon as you start up a restored game. This is to prevent people from saving a game just 
before a. dangerous position and then restarting it if they die. To restore a saved game, give 
the file name as an argument to rogue. As in 

% rogue aave _fiJe 
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To restart from the default save file (see below), run 
% rogue-r 

Prints the program version number. 

Print the weapon you are currently wielding 

Print the armor you are currently wearing 

Print the rings you are currently wearing 

Reprint the status line on the message line 

5. Rooms 

A Guide to the Dungeons of Doom 

Rooms in the dungeons are either lit or dark. If you walk into a lit room, the entire room 
will be drawn on the screen as soon as you enter. If you walk into a dark room, it will only be 
displayed as you explore it. Upon leaving a room, all monsters inside the room are erased from the 
screen. In the darkness you can only see one space in all directions around you. A corridor is 
always dark. 

6. Fighting 

If you see a monster and you wish to fight it, just attempt to run into it. Many times a 
monster you find will mind its own business unless you attack it. It is often the case that discre­
tion is the better pa.rt of valor. 

, 
7. Objects you can find 

When you find something in the dungeon, it is common to want to pick the object up. This 
is accomplished in rogue by walking over the object (unless you use the "m" prefix, see above). If 
you are carrying too many things, the program will tell you and it won't pick up the object, other­
wise it will add it to your pack and tell you what you just picked up. 

Many of the commands that operate on objects must prompt you to find out which object 
you want to use. If you change your mind and don't want to do that command after all, just type 
an <ESCAPE> and the command will be aborted. 

Some objects, like armor and weapons, are easily differentiated. Others, like scrolls and 
potions, are given labels which vary according to type. During a game, any two of the same kind 
of object with the same label are the same type. However, the labels will vary from game to game. 

When you use one of these labeled objects, it its effect is obvious, rogue will remember what 
it is for you. If it's effect isn't extremely obvious you will be asked what you want to scribble on 
it so you will recognize it later, or you can use the "call" command (see above). 

7.1. \Veapons 

Some weapons, like arrows, come in bunches, but most come one at a time. In order to use a 
weapon, you must wield it. To fire an arrow out of a bow, you must first wield the bow, then 
throw the arrow. You can only wield one weapon at a time, but you can't change weapons if the 
one you are currently wielding is cursed. The commands to use weapons are "w" (wield) and "t" 
(throw). 

7.2. Armor 

There are various sorts of armor lying around in the dungeon. Some of it is enchanted, some 
is cursed, and some is just normal. Different armor types have different armor classes. The lower 
the armor class, the more protection the armor affords against the blows of monsters. Here is a list 
of the various armor types and their normal armor class: 
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Type 
None 
Leather armor 
Studded leather / Ring ma.il 
Scale mail 
Chain ma.il 
Banded mail / Sl>lint mail 
Plate ma.i1 

0las8 
10 
8 
7 
6 
5 
4 
3 

If a piece of armor is enchanted, its armor class will be lower than normal. If a suit of armor is 
cursed, its armor class will be higher, and you will not be able to remove it. However, not all 
armor with a class that is higher than normal is cursed. 

The comm:l.Dds to use weapons are "W" (wear) and "T" (take off). 

'1.3. Scrolls 

Scrolls come with titles in anun1cnown tongues. After you read a scroll, it disappears from 
your pack. The command to use a scroll is "r" (read). 

'1.4. Potions 

Potions are labeled by the color of the liquid inside the flask. They disappear after being 
quaffed. The command to use a scroll is "q" (quaff). 

7.5. _ Staves and 'Vands 

Staves and wands do the same kinds of things. Staves are identified by a type of wood; 
wands by a type of metal or bone. They are generally things you want to do to something over a 
long distance, so you must point them at what you wish to affect to use them. Some staves are 
not affected by the direction they are pointed, though. Staves come with multiple magi<: charges, 
the number being random, and when they are used up, the staff is just a piece of wood or metal. 

The command to use a wand or staff is "z" (zap) 

'1.6. Rings 

Rings are very useful items, sin~ they are relatively permanent magic, unlike the usually 
fleeting effects of potions, scrolls, and staves. Of course, the bad rings are also more powerful. 
Most rings also cause you to use up food more rapidly, the rate varying with the type of ring. 
Rings are differentiated by their stone settings. The commands to use rings are "P" (put on) and 
"R" (remove). 

7.7. Food 

Food is necessary to keep you going. If you go too long without eating you will faint, and 
eventually die of starvation. The command to use food is "e" (eat). 

8. Options 

Due to variations in personal tastes and conceptions of the way rogue should do things, there 
are a set of options you can set that cause rogue to behave in various different ways. 

8.1. Setting the options 

There are two ways to set the options. The first is with the "0" command of rogue; the 

a Actually, it's a dialect spoken only by the twenty-seven members or a tribe in Outer Mongolia, but you're not sup­
posed to know that. 
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second is '\\ith the uROGUEOPTS" environment variable4 • 

8.1.1. Using the '0' command 

When you type "0" in rogue, it clears the screen and displays the current settings for all the 
options. It then places the cursor by the value of the first option and waits for you to type. You 
can type a <RETURN> which means to go to the next option, a U_" which means to go to the pre­
vious option, an <ESCAPE> which means to return to the game, or you can give the option a 
value. For boolean options this merely involves typing "t" Cor true or '.'C" for false. For string 
options, type the new value followed by a <RETURN>. 

8.1.2. Using the ROGUEOPTS variable 

The ROGUEOPTS variable is a string containing a comma separated list of initial values Cor 
the various options. Boolean variables can be turned on by listing their name or turned oft' by 
putting a "no" in front of the name. Thus to set up an environment variable so that jump is on, 
terse is off, and the name is set to "Blue Meanie", use the command 

% setenv ROGUEOPTS "jump,noterse,name Blue Meanie"6 

8.2. Option list 

Here is a list of the options and an explanation of what each one is for. The default value 
Cor each is enclosed in square brackets. For character string options, input over fifty characters 
will be ignored. 

terse [noterse] 
Useful for those who are tired of the sometimes lengthy messages of rogue. This is a useful 
option for playing on slow terminals, so this option defaults to terse if you are on a slow 
(1200 baud or under) terminal. 

jump [nojump] 
If this option is set, running moves will not be displayed until you reach the end of the 
move. This saves considerable cpu and display time. This option defaults to jump if you are 
using a slow terminal. 

flush [noflush] 
All typeahead is thrown away after each round of battle. This is useful for those who type 
Car ahead and then watch in dismay as a Bat kills them. 

seefloor [seefloor] 
Display the floor around you on the screen as you move through dark rooms. Due to the 
amount of characters generated, this option defaults to noseefloor if you are using a slow ter­
minal. 

pusgo [nopassgo] 
Follow turnings in passageways. If you run in a passage and you run into stone or a wall, 
rogue will see if it can turn to the right or left. If it can only turn one way, it will turn that 
way. If it can turn either or neither, it will stop. This is followed strictly, which can some­
times lead to slightly confusing occurrences (which is why it defaults to nopassgo). 

tombstone [tombstone] 
Print out the tombstone at the end if you get killed. This is nice but slow, so you can turn 
it oft' if you like. 

inven [olJerwn'le] 
Inventory type. This can have one of three values: overwrite, slow, or clear. With overwrite 

.. On Version 6 systems, there is DO equivalent or the ROGUEOPTS reature. 

6 For those or you who use the bourne shell, the commands would be 
$ ROGUEOPTS="jump,noterse,name=Blue Meanie" 
S t."(port ROGUEOPTS 
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the top lines oC the map are overwritten with the list when inventory is requested or when 
"Which item do you wish to ••• T If questions are answered with a "*n. However, iC the list 
is longer than a screenCul, the screen is cleared. With ,low, lists are displayed one item at a 
time on the top or the screen, and with clear, the screen is cleared, the list is displayed, and 
then the dungeon level is re-displayed. Due to speed considerations, clear is the default for 

. terminals without clear-to-end-of-line capabilities. 

name [account name] 
This is the name of your character. It is used iC you get on the top ten scorer's list. 

fruit [,lime-mold] 
This should hold the name oC a fruit that you enjoy eating. It is basically a whimsey that 
rogue uses in a couple of places. 

file r- /roguc.,avc] 
The default file name ror saving the game. If your phone is hung up by accident, rogue will 
automatically save the game in this file. The file name may start with the special character 
"-,, which expands to be your home directory. 

9. Scoring 

Rogue usually maintains a list of the top scoring people or scores on your machine. Depend­
ing on how it is set up, it can post either the top scores or the top players. In the latter case, each 
account on the machine can post only one non-winning score on this list. If you score higher than 
someone else on this list, or better your previous score on the list, you will be inserted in the 
proper place under your current name. How many scores are kept can also be set up by whoever 
installs it on your machine. 

If you quit the game, you get out with all oC your gold intact. If, however, you get killed in 
the Dungeons of Doom, your body is forwarded to your next-oC-kin, along with 90% of your gold; 
ten percent oC your gold is kept by the Dungeons' wizard as a feeS. This should make you consider 
whether you want to take one last hit at that monster and possibly live, or quit and thus stop 
with whatever you have. If you quit, you do get all your gold, but iC you swing and live, you 
might find more. 

If you just want to see what the current top players/games list is, you can type 
% rogue-s 

10. 
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IS The Dungeon's wizard is named Wally the Wonder Badger. Invocations should be accompanied by a sizabl~ dona-
tive. 
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INTRODUCTION 

Well, the federation is once again at war '\\itb the Klingon empire. It is up to you, as 
captain of the U.S.S. Enterprise, to wipe out the invasion Beet and save the Federation. 

For the purposes oC the game the galaxy is divided into 64 quadrants on an eight by 
eight grid, Vtith qUadrant 0,0 in the upper leCt hand corner. Each quadrant is divided into 100 sec­
tors on a ten by ten grid. Each sector contains ODe object (e.g., the Enterprise, a KlingOD, or a 
star). 

Navigation is handled in degrees, with zero being straight up and nint.y being to the 
right. Distances are measured in quadrants. One tenth quadrant. is one sector. 

The galaxy contains starbases, at· which you can dock to refuel, repair damages, etc. 
The galaxy also contains stars. Stars usually have a knack for get.ting in your way, but they can 
be triggered into going nova by shooting a photon torpedo at one, thereby (hopefully) destroying 
any adjacent Klingons. This is not· a good practice however, because you are penalized for dest.roy­
ing stars. Also, a star will sometimes go supernova, which obliterates an ent.ire quadrant. You 
must never stop in a supernova quadrant, although you may "jump over" one. 

Some starsystems have inllabited planets. Klingons can attack inhabit.cd planet.s and 
enslave the populace, which they then put. to work building more Klingon battle cruisers. 

o 
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STARTING UP THE GAME 

To request the game, issue the command 

/uar/g~es/trek 

from the shell. If a filename is stated, a log of 1-he game is "''l'itten onto that file. If omitted, the 
file is not ""ritten. If the "-a" flag is stated before the filename, thata file is appended to rather 
than created. 

The game will ask you what length game you would like. Valid responses are "short", 
"medium", and "long". You may also type "restal·t.", which restarts a preyiously sayed game. 
Ideally, the length of the game does not affect the difficulty, but currently the short.er games tend 
to be harder than the longer ones. 

You ""ill then be prompted for the skill, to which you must respond "novice", "fair", 
"good", "expert", "commadore", or "impossible". You should start out with a novice and work up, 
but if you really want to see how fast you can be slaughtered, sLart out wit.h an impossible game. 

In general, throughout the game, if you forget what. is appropriate the game will tell 
you what it expects if you just type in a question mark. 
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ISSUING COMMANDS 

If the game expects you to enter a command, it will say "Command: " and wait for 
your respoDse. Most commands can be abbreviated. 

At almost any time you can type more than' one thing on a line. For example, to move 
straight up one quadrant, you can type 

move 01 
or you could just type 

move 
and the game would prompt you with 

Course: 
to which you could type 

01 
The "I" is the distance, '\I\·hich could be put on still another line. Also, the "move" c:ommand could 
have been abbreviated "mov", "D10", or just. "m". 

If you are partway through a command and you change your mind. you can usually 
type "-I" to cancel the command. 

Klingons generally cannot hit, you if you don't consume anything (e.g., time or energy). 
80 some commands are considered "free". As soon as you consume anything though - Po\V! 

o 



( 

STAR TREK 

THE COMMANDS 

Short Range Scan 

Mnemonic: srscan 
Shortest Appreviation: s 
Full Commands: srscan 

srscan yes/no 
Consumes: Dothing 

5 

The short range scan gives you a picture of the quadrant you are in, and (if you say 
"yes") a status report which tells you a whole bunch of interesting stuff. You can get a status re­
port alone by using the atld.a command. An example follows: 

Short range sensor scan 

0 1 2 3 4 5 6 7 8 9 
0 • • 0 stardate 3702.16 
1 E 1 condition RED 
2 * 2 posit.ion 0,3/1,2 
3 • # 3 warp fact.or 5.0 
4 4 total energy 4376 
5 • • 5 torpedoes 9 
6 @ 6 shields down, 78% 
7 7 I\lingons left 3 
8 K 8 time left 6.43 
9 • 9 life support damaged, reserves = 2.4 

0 1 2 3 4 5 6 7 8 9 

Distressed Starsystem Marcus XII 

The east of characters is as follows: 
E the hero 
K the villain 
# the starbase 
• stars 
@ inhabited starsystem 

empt.y flpace 
a black hole 

The Dame of the starsystem is listed underneath the short range scan. The word "dis­
tressed", it present, means that the starsystem is under attack. 

Short range scans are absolutely free. They use no time, no energy, and they don't 
give the Klingons another chance to hit you. 

Status Report 

Mnemonic: status 
Shortest Abbreviation: st 
Consumes: nothing 
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This command gives you information about the current status of the game and your 
ship, as follows: 

Stardate - The current stardate. 

Condition - as follows: 
RED - in battle 
YELLOW - low on energy 
GREEN - norma) state 
DOCKED - docked at starbase 
CLOAKED - the cloaking device is activated 

Position - Your current quadrant and sector. 

\Varp Factor - The speed you will move at when you move under warp power (with the 
move command). 

Total Energy - Your energy resen'es. If they drop to zero, you die. Energy regenerates, 
but the higher the skill of the game, the slower it regenerates. 

Torpedoes - How many photon torpedoes you have lefL 

Shields - Whether your shields are up or down, and bow effective they are if up (what 
percentage of a hit they will absorb). 

Klingons Left - Guess. 

Time Left - How long the Federation can hold out if you sit on your fat ass and do noth­
ing. If you kill Klingons quickly, this number goes up, othenvise, it goes down. 
If it hits zero, the Federat.ion is conquered. 

Life Support - If "active",everytbillg is fine. If "damaged", your resen'es tell you how 
long you have to repair your life support or get t.o a starbase before you st.arve, 
suffocat.e, or something equally unpleasant. 

Current Crew - The number of crew members left. This figures does not include officers. 

Brig Space - The space left in your brig for Klingon captives. 

Klingon Power - The number of units needed to kill a Klingon. Remember, as Klingons 
fire at you they use up their own energy, so you probably need somewhat less 
than this. 

Skill, Length - The skill and length of the game you are playing. 

Status inCormat.ion is absolutely free. 

Long Range Scan 

Mnemonic: lrscan 
Shortest Abbreviation: 1 
Consumes: nothing 

t 

o 

c 
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Long range scan gives you information about the eight quadrants that surround the 
quadrant you're in. A sample long range scan follows: 

LoD, r&II&e .can ror quadraDt 0,3 

2 3 .. 
• ! • ! • ! 

01 108 ! 6 I 10 ! 

1 I O! La! 8 ! 

The three digit numbers tell the number of objects in the quadrants. The units digit 
tells the number of stars, the tens digit the number of starbases, and the hundreds digit is the 
number of Klingons. " .... indicates the negative energy barrier at the edge of the galaxy, which you 
cannot enter. "/ / /" means that that· is a supernova quadrant and must not, be entered. 

Damage Report 

Mnemonic: damages 
Shortest Abbreviation: da 
Consumes: not.hing 

A damage report tells you what. devices are damaged and how Jong it. will take to 
repair them. Repairs proceed faster when you are docked at a starbase, 

Set Warp Faetor 

Mnemonic: warp 
Shortest Abbreviat.ion: w 
Full Command: warp factor 
Consumes: nothing 

The 'warp factor tells the speed of your st.arship when you mo,'e under warp power 
(with the .nove command). The higher the warp factor, the faster you go, and t,he more energy 
you use. 

The minimum warp factor is 1.0 and the maximum is 10,0, At speeds above warp 6 
there is danger of the warp engines being damaged: The probability of this increases at higher 
warp speeds. Above warp 9.0 there is a chance of entering a time warp. 

Move Under Warp Power 

Mnemonic: move 
Shortest Abbreviation: m 
Full Command: move course distance 
Consumes: time and energy 

This is the usual way of moving. The course is in degrees and t.he dist.ance is in qua­
drants. To move one sector specify a dist.ance of 0.1. 

• 
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Time is consumed ptoportionately to t.he inverse of t.he 'warp factor squared, and 
directly to t.he distance. Energy is consumed as the "'arp factor cubed, and directly to the dis­
tance. If you move "ith your shields up it doubles the amount of energy consumed. 

When you move in a quadrant containing Klingons, they get a chance to attack you. 

The computer detects navigation errors. II the computer is out, you run the .risk of 
nmning into things. 

The course is determined by the Space Inertial Navigation System [SINS]. As described 
in Star Fleet Technical Order TO:02:06:12, the SINS is calibrat.ed, after which it becomes the base 
for navigation. II damaged, navigation becomes inaccurate. When it is fixed. Spock recalibrates 
it, however, it cannot be calibrated extremely accurately until you dock at starbase. 

Move Under Impulse Po'Wer 

Mnemonic: impulse 
Shortest Abbreviation: i 
Full Command: impulse course distance 
Consumes: time and energy 

The impulse engines give you a chance to maneuver when your warp engines are dam­
aged; however, they are incredibly slow (0.095 quadrants/stardate). They require 20 units of 
energy to engage, and ten units per sector to move. 

The same comments about thE' computer and the SINS apply as above. 

There is no penalty to move under impulse power with shields up. 

Deflector Shields 

Mnemonic: shields 
Shortest Abbreviation: sh 
Full Command: shields up/down 
Consumes: energy 

Shields protect you from Klingon attack and nearby no,·as. As they prot.ect you, they 
'Weaken. A shield which is 78% effective will absorb 78% of a hit and let 22% in to hurt you. 

The Klingons have a chance to attack you every time you raise or lower shields. 
Shields do not rise and lower instantaneously, so the hit you receive will be computed with the 
shields at an intermediate effectiveness. 

• 
It t.akes energy to raise shields, but not to drop them. 

Cloaking Device 

c 

o 
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Mnemonic: cloak 
Shortest Abbreviation: e1 
Full Command: cloak up/do\\'n 
Consumes: energy 

9 

""hen you are cloaked, Klingons cannot see you, and hence they do not. fire at you. 
They are useful for entering a quadrant and selecting a -good position, however, weapons cannot be 
fired through the c:loak due to the huge energy drain that it requires. 

The cloak up command only stam the cloaking process; Klingons will continue to fire 
at you until you do something which consumes time. 

Fire Phasers 

Mnmemonic: phasers 
Shortest Abbreviation: p 
Full Commands: phasers automatic amount 

phasers manual amt! coursel spreadl ... 
Consumes: energy 

Phasers are energy weapons; the energy comes from your ship's reserves ("total energy" 
on a srscan). It takes about 250 units or hits toO kill a Klingon. Hits are cumulative as long as you 
stay in the quadrant. 

Phasers become less effective the further from a KJingon you are. Adjacent Klingons 
receive about 90% of what you fire, at, fi,'e sectors about 60%, and at ten sectors about 35%. 
They have no effect outside or the quadrant.. 

Phasers cannot be fired while shields are up; to do so would fry you. They have no 
effect on starbases or stars. " 

In automatic mode the computer decides how to divide up the energy among the 
Klingons present; in manual mode you do that yourself. 

In manual mode firing you specify a direction, amount (number of unit.s to fire) and 
spread (0 -> 1.0) Cor each oC the si.-x phaser banks. A zero amount terminates the manual input. 

Fire Photon Torpedoes 

Mnemonic: torpedo 
Shortest Abbreviation: t 
Full Command: torpedo course Iyes/no] Iburst angle] 
Consumes: torpedoes 

Torpedoes are projectile weapons - there are no partial hits. You either hit. your target. 
or you don't. A hit on a Klingon destroys him. A hit on a starbase dest.roys that. starbase 
(woops!). Hitting a star usually causes it to go nova, and occasionally supernova. 

• 
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Photon torpedoes cannot be aimed precisely. They can be fired with shields up, but 
they let even more random as t.hey pass through the shields. 

Torpedoes may be fired in bursts of three. If this is desired, t.he burst angle is the angle 
between the three shots, which may vary from one to fifteen. The v,'ord "no" says tbat a burst is 
not wanted; the word "yes" (which may be omitted if stated on the same line as the course) says 
that a burst is wanted. 

Photon torpedoes have no effect outside the quadrant. 

Onboard Computer Request 

Mnemonic: comput.er 
Shortest Abbreviation: c 
Full Command: computer request; request; ... 
Consumes: nothing 

The computer command gives you accl'SS to the facilities of the on board computer, 
which allows you to do all sorts of fascinat.ing stuff. Computer requests are: 

score - Shows your current score. 

course quad/sect - Computes the course and distance from whereever you are to the 
given location. If you type "course /x,y" you will be given the course to sector 
x,y in the current quadrant. 

move quad/seet - Identical to the course request, except that the move is executed. 

chart - prints a chart of the known galaxy, i.e., everything that you have seen with a 
long range sean. The format is the same as on a long range scan, except. that 
" ... " means that you don't yet know what is there, and ".1." means that you 
know that a starbase exists, but you don't know anything else. "S'$" mans the 
quadrant that you are currently in. 

trajectory - prints the course and distance to all t.he Klingolls in the quadrant. 

v,'arpcost dist warpJactor - computes the cost in time and energy to move 'dist' qua­
drants at warp 'warpJactor'. 

impcost dist - saDle as ,,'arpcost for impulse engines. 

phefl' range - tells how effective your phasers are at a given range. 

distress1ist - gives a Jist of currently distressed starbases and starsystems . 

• 
More than one request may be stated on a line by seperating them with semicolons. 

Dock at Starbase 

Mnemonic: dock 
Shortest Abbreviation: do 

c 

c 
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Consumes: nothing 

You may dock at a starbase when you are in one of the eight adjacent sectors. 

When you dock you are resupplied with energy, photon torpedoes, and life support 
reserves. Repairs are also done faster at starbase. AIly prisoners you have taken are unloaded. 
You do not recieve points for taking prisoners until this' time. 

Starbases have their own deflector shields, so you are safe from attack while docked. 

Undock from Starbase 

'Mnemonic: undock 
Shortest Abbreviation: u 
Consumes: nothing 

This just allows you to leave starbase so that you may proceed on your way. 

Rest 

'Mnemonic: rest 
Shortest Abbre,iation: r 
Full Command: rest time 
Consumes: time 

This command allows you to rest to repair d.lmages. It is not advisable to rest while 
under atta.ck. 

Call Starbase For Help 

Mnemonic: help 
Shortest Abbreviation: help 
Consumes: nothing 

You may call starbase for help via your subspace radio. Sta.rbase has long range tran­
sporter beams to get you. Problem is, they can't always rematerialize you. 

You should avoid using this command unless absolutely necessary, for the above reason 
and because it counts heavily against you in the scoring. 

Capture Klingon 

Mnemonic: capture 
Shortest Abbreviation: ca 
Consumes: time 

• 

You may request that a Klingon surrender to you. If he accepts. you get to take 
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capth-es (but only as many as your brig can hold). It is good if you do this, because you get 
points for ca.ptives. Also, it you ever get captured, you want to be sure that the Federation has 
prisoners to exchange for you. 

You must go to a starbase to turn over your prisoners to Federation authorities. 

Visual Scan 

Mnemonic: visual 
Shortest. Abbreviation: v 
Full Command: visual course 
Consumes: time 

\Vhen your short range scanners are out, you can still see what is out. "there" by doing 
a visual scan. Unfortunately, you can only see three sectors at. one time, and it takes 0.005 star­
dates to perform. 

The three sectors in the general direction o! the course specified are examined and 
displayed. 

Abandon Ship 

Mnemonk abandon 
Shortest Abbreviat.ion: abandon 
Consumes: nothing 

The officers escape the Enterprise in the shutdecra!t.. If the transporter is working and 
there is an inhabitable starsystem in the area, the crew beams down, othenrise you leave them to 
die. You are given an old but still usable ship, the Faire Queene. 

Ram 

Mnemonic: ram 
Shortest Abbreviation: ram 
Full Command: ram course distance 
Consumes: time and energy 

This command is identical to "move", except that the computer doesn't stop you from 
making na\'igationerrors. 

You get very nearly slaughtered if you ram anything. 

Self Destruct 

Mnemonic: destruct 
Shortest Abbreviation: destruct 
Consumes: everything 

• 

o 
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Your starship is selt-destructed. Ohances are you will destroy any Klingons (and stars, 
and starbases) left in your quadrant. 

Terminate the Game 

Mnemonic: terminate 
Shortest Abbreviation: terminate 
Full Oommand: terminate yes/no 

Oancels the current game. No score is computed. If you answer yes, a new game will 
be started, otherwise trek exits. 

Call the Shell 

Mnemonic: shell 
Shortest Abbreviation: shell 

Temporarily escapes to the shell. When you log out. of the shell you will return to the 
game. 

• 
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SCORING 

The scoring algorithm is ratber complicated. Basically, you get points for 
each Klingon you kill, for your Klingon per stardate kill rate, and a bonus if you win the 
game. You lose points for the number of Klingons left in the galaxy at the end of the 
game, for getting killed, for each star, starbase, or inhabited starsystem you destroy, for 
calling for help, and for each casualty you incur. 

You will be promoted if you play very well. You will never get a promotion if 
you call for help, abandon the Enterprise, get killed, destroy a starbase or inhabited star­
system, or destroy too many stars. 

COMMAND SUMMARY 

Command Requires Consumes 

abandon shuttlecraft, 
transporter 

capture subspace radio time 
cloak up/down cloaking device energy 
computer request; ... computer 
damages 
destruct computer 
dock 
help subspace radio 
impulse course distance impulse engines, time, energy 

computer, SINS 
lrscan L.R. sensors 
move course distance warp engines, time, energy 

computer, SINS 
phasers automatic amount phasers, computer energy phasers manual 

amtl course1 spread! .. , phasers energy 
torpedo course (yes] angle/no torpedo tubes torpedoes 
ram course distance warp engines, time, energy 

computer, SINS 
rest time time 
shell 
.melds up/down shields energy 
srscan [yes/no] S.R. sensors 
status 
terminate yes/no 
undock 
visual course time 
warp warpJactor 

,/" 
~j 
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ABSTRACT 

This document provides an introduction to the interprocess communication 
facilities included in the 4.2BSD release of the VAX* UNIX** system. 

It discusses the overall model for interprocess communication and introduces 
the interprocess communication primitives which have been added to the system. 
The majority of the document considers the use of these primitives in developing 
applications. The reader is expected to be familiar with the C programming 
language as all examples are written in C. 

* DEC and VAX are trademarks of Digital Equipment Corporation. 
** UNIX is a Trademark of Bell Laboratories. 
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1. INTRODUCTION 

One of the most important parts of 4.2BSD is the interprocess communication facilities. These 
Cacilities are the result of more than two years of discussion and research. The facilities provided 
in 4.2BSD incorporate many oC the ideas from current research, while trying to maintain the UNIX 
philosophy of simplicity and conciseness. It is hoped that the interprocess communication facilities 
included in 4.2BSD will establish a standard for UNIX. From the response to the design, it 
appears many organizations carrying out work with UNIX are adopting it. 

UNIX has previously been very weak in the area of interprocess communication. Prior to the 
4.2BSD facilities, the only standard mechanism which allowed two processes to communicate were 
pipes (the mpx files which were part of Version 7 were experimental). Unfortunately, pipes are 
very restrictive in that the two communicating processes must be related through a common ances­
tor. Further, the semantics of pipes makes them almost impossible to maintain in a distributed 
environment. 

Earlier attempts at extending the ipc facilities of UNIX have met with mixed reaction. The 
majority of the problems have been related to the fact these facilities have been tied to the UNIX 
file system; either through naming, or implementation. Consequently, the ipc Cacilities provided in 
4.2BSD have been designed as a totally independent subsystem. The 4.2BSD ipc allows processes 
to rendezvous in many ways. Processes may rendezvous through a UNIX file system-like name 
space (a space where all names are path names) as well as through a network name space. In Cact, 
new name spaces may be added at a Cuture time with only minor changes visible to users. 
Further, the communication facilities have been extended to included more than the simple byte 
stream provided by a pipe-like entity. These extensions have resulted in a completely new part of 
the system which users will need time to familiarize themselves with. It is likely that as more use 
is made of these facilities they will be refined; only time will tell. 

The remainder of this document is organized in four sections. Section 2 introduces the new 
system calls and the basic model of communication. Section 3 describes some of the supporting 
library routines users may find useful in constructing distributed applicat.ions. Section 4 is con­
cerned with the client/server model used in developing applications and includes examples of the 
two major types of servers. Section 5 delves into advanced topics which sophisticated users are 
likely to encounter when using the ipc facilities. 
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2. BASICS 

The basic building block for communication is the 8ocket. A socket is an endpoint of com­
munication to which a name may be bound. Each socket in use has a type and one or more associ­
ated processes. Sockets exist within communication domain8. A communication domain is an 
abstraction introduced to bundle common properties of processes communicating through sockets. 
One such property is the scheme used to name sockets. For example, in the UNIX communication 
domain sockets are named with UNIX path names; e.g.' a socket may be named "/dev/foo". Sock­
ets normally exchange data only with sockets in the same domain (it may be possible to cross 
domain boundaries, but only if some translation process is performed). The 4.2BSD ipc supports 
two separate communication domains: the UNIX domain, and the Internet domain is used by 
processes which communicate using the the DARPA standard communication protocols. The 
underlying communication facilities provided by these domains have a significant influence on the 
internal system implementation as well as the interface to socket facilities available to a user. An 
example of the latter is that a socket "operating" in the UNIX domain sees a subset oC the possible 
error conditions which are possible when operating in the Internet domain. 

2.1. Socket types 

Sockets are typed according to the communication properties visible to a user. Processes are 
presumed to communicate only between sockets of the same type, although there is nothing that 
prevents communication between sockets of different types should the underlying communication 
protocols support this. 

Three types of sockets currently are available to a user. A stream socket provides for the 
bidirectional, reliable, sequenced, and unduplicated flow of data without record boundaries. Aside 
from the bidirectionality of data flow, a pair of connected stream sockets provides an interCace 
nearly identical to that of pipes*. 

A datagram socket supports bidirectional flow of data which is not promised to be sequenced, 
reliable, or unduplicated. That is, a process receiving messages on a datagram socket may find 
messages duplicated, and, possibly, in an order different from the order in which it was sent. An 
important characteristic of a datagram socket is that record boundaries in data are preserved. 
Datagram sockets closely model the facilities found in many contemporary packet switched net­
works such as the Ethernet. 

A raw socket provides users access to the underlying communication protocols which support 
socket abstractions. These sockets are normally datagram oriented, though their exact characteris­
tics are dependent on the interface provided by the protocol. Raw sockets are not intended for the 
general user; they have been provided mainly for those interested in developing new communica­
tion protocols, or for gaining access to some oC the more esoteric facilities oC an existing protocol. 
The use of raw sockets is considered in section 5. 

Two potential socket types which have interesting properties are the 8equenced packet socket 
and the reliably delivered musage socket. A sequenced packet socket is identical to a stream socket 
with the exception that record boundaries are preserved. This interface is very similar to that pro­
vided by the Xerox NS Sequenced Packet protocol. The reliably delivered message socket has simi­
lar properties to a datagram socket, but with reliable delivery. While these two socket types have 
been loosely defined, they are currently unimplemented in 4.2BSD. As such, in this document we 
will concern ourselves only with the three socket types for which support exists. 

* In the UNIX domain, in ract, the semantics are identical and, &5 one might expect, pipes have been implement­
ed internally &5 simply a pair or connected stream sockets. 
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1.1. Socket creation 

To create a socket the .ocket system call is used: 

s = socket( domain, type, protocol); 

This call requests that the system create a socket in the specified domain and of the specified type. 
A particular protocol may also be requested. It the protocol is left unspecified (a value of 0), the 
system will select an appropriate protocol from those protocols which comprise the communication 
domain and which may be used to support the requ,ested socket type. The user is returned a 
descriptor (a small integer number) which may be used in later system calls which operate on sock­
ets. The domain is specified as one of the manifest constants defined in the file < 8Y8/ 8oclcet.h>. 
For the UNIX domain the constant is AF_UNIX*; for the Internet domain AFJNET. The socket 
types are also defined in this file and one of SOCILSTREAM, SOCKJ)GRAM, or SOCK..RA W 
must be specified. To create a stream socket in the Internet domain the following call might be 
used: 

s = socket(AF_INET, SOCK..STREAM, 0); 

This call would result in a stream socket being created with the TCP protocol providing the under­
lying communication support. To create a datagram socket for on-machine use a sample call 
might be: 

s = socket(AF_UNIX, SOCKJ)GRAM, 0); 

To obtain a particular protocol one selects the protocol number, as defined within the com­
munication domain. For the Internet domain the available protocols are defined in 
< netinet/ in.h> or, better yet, one may use one of the library routines discussed in section 3, such 
as getprotob,lname: 

#include <sys/types.h> 
#include < sys / socket.h> 
#include <netinet/in.h> 
#include <netdb.h> 

pp = getprotobyname("tcp")i 
s = socket(AF_INET, SOCK.SmEAM, pp->p_proto); 

There are several reasons a socket call may fail. Aside from the rare occurrence of lack of 
memory (ENOBUFS), a socket request may fail due to a request for an unknown protocol (EPRO­
TONOSUPPORT), or a request for a type of socket for which there is no supporting protocol 
(EPROTOTYPE). 

2.3. Binding names 

A socket is created without a name. Until a name is bound to a socket, processes have no 
way to reference it and, consequently, no messages m~y be received on it. The bind call is used to 
assign a name to a socket: 

bind(s, name, namelen)j 

The bound name is a variable length byte string which is interpreted by the supporting protocol(s). 
Its interpretation may vary from communication domain to communication domain (this is one of 
the properties which comprise the "domain"). In the UNIX domain names are path names while 
in the Internet domain names contain an Internet address and port number. If one wanted to bind 
the name "/devjfoo" to a UNIX domain socket, the following would be used: 

• The manifest constants are named AF _whatever as they indicate the "address format" to use in interpreting 
names. 
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bind(s, "/dev /Coo", sizeoC ("jdev /foo") - 1); 

(Note how the null byte in the name is not counted as part of the name.) In binding an Internet 
address things become more complicated. The actual call is simple, 

#include <sys/types.h> 
#include <netinet/in.h> 

struct sockaddr-in sin; 

bind(s, &Sin, sizeof (sin)); 

but the selection of what to place in the address ,in requires some discussion. We will come back 
to the problem of formulating Internet addresses in section 3 when the library routines used in 
name resolution are discussed. 

2.4. Connection establishment 

With a bound socket it is possible to rendezvous with an unrelated process. This operation is 
usually asymmetric with one process a "client" and the other a "server". The client requests ser­
vices from the server by initiating a "connection" to the server's socket. The server, when willing 
to offer its advertised services, passively "listens" on its socket. On the client side the connect call 
is used to initiate a connection. Using the UNIX domain, this might appear as, 

connect(s, "server-name", sizeof ("server-name")); 

while in the Internet domain, 

struct sockaddr_in server; 
connect(s, &Server, sizeof (server)); 

If the client process's socket is unbound at the time of the connect call, the system will automati­
cally select and bind a name to the socket; c.f. section 5.4. An error is returned when the connec­
tion was unsuccessful (any name automatically bound by the system, however, remains). Other­
wise, the socket is associated with the server and data transfer may begin. 

Many errors can be returned when a connection attempt fails. The most common are: 

ETIMEDOUT 
After failing to establish a connection for a period of time, the system decided there was no 
point in retrying the connection attempt any more. This usually occurs because the destina­
tion host is down, or because problems in the network resulted in transmissions being lost. 

ECO~'REFUSED 
The host refused service for some reason. When connecting to a host running 4.2BSD this is 
usually due to a server process not being present at the requested name. 

ENETDOWN or EHOSTDOWN 
These operational errors are returned based on status information delivered to the client host 
by the underlying communication services. 

ENET~~EACH~EHOSTUNREACH 
These operational errors can occur either because the network or host is unknown (no route 
to the network or host is present), or because of status information returned by intermediate 
gateways or switching nodes. Many times the status returned is not sufficient to distinguish 
a network being down from a host being down. In these cases the system is conservative and 
indicates the entire network is unreachable. 

For the server to receive a client's connection it must perform two steps after binding its 
socket. The first is to indicate a willingness to listen for incoming connection requests: 

listen(s, 5); 
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The second parameter to the Iiaten call specifies the maximum number of outstanding connections 
which may be queued awaiting acceptance by the server process. Should a connection be requested 
while the queue is full, the connection will not be refused, but rather the individual messages which 
comprise the request will be ignored. This gives a harried server time to make room in its pending 
connection queue while the client retries the connection request. Had the connection been returned 
with the ECONNREFUSED error, the client would be unable to tell if the server was up or not. 
AB it is now it is still possible to get the ETIMEDOUT error back, though this is unlikely. The 
backlog figure supplied with the listen call is limited by the system to a maximum of 5 pending 
connections on anyone queue. This avoids the problem of processes hogging system resources by 
setting an infinite backlog, then ignoring all connection requests. 

With a socket marked as listening, a server may accept a connection: 

fromlen = sizeof (from); 
snew = accept(s, &from, &fromlen); 

A new descriptor is returned on receipt of a connection (along with a new socket). If the server 
wishes to find out who its client is, it may supply a buffer for the client socket's name. The 
value-result parameter from/en is initialized by the server to indicate how much space is associated 
with from, then modified on return to reflect the true size of the name. If the client's name is not 
of interest, the second parameter may be zero. 

Accept normally blocks. That is, the call to accept will not return until a connection is 
available or the system call is interrupted by a signal to the process. Further, there is no way for 
a process to indicate it will accept connections from only a specific individual, or individuals. It is 

. up to the user process to consider who the connection is from and close down the connection if it 
does not wish to speak to the process. If the server process wants to accept connections on more 
than one socket, or not block on the accept call there are alternatives; they will be considered in 
section 5. 

2.5. Data transfer 

With a connection established, data may begin to flow. To send and receive data there are a 
number of possible calls. With the peer entity at each end of a connection anchored, a user can 
send or receive a message without specifying the peer. AB one might expect, in this case, then the 
normal read and write system calls are useable, 

write(s, buf, sizeof (buf»; 
read(s, bUf, sizeof (buf»; 

In addition to read and write, the new calls Bend and recti may be used: 

send(s, buf, sizeof (buf), flags); 
reeves, but, sizeof (buf), flags); 

While Bend and recti are virtually identical to read and write, the extra flags argument is impor­
tant. The flags may be specified as a non-zero value if one or more of the following is required: 

SOF_OOB 
SOFYREVIEW 
SOF -DONTROUTE 

send/receive out of band data 
look at data without reading 
send data without routing packets 

Out of band data is a notion specific to stream sockets, and one which we will not immediately 
consider. The option to have data sent without routing applied to the outgoing packets is 
currently used only by the routing table management process, and is unlikely to be of interest to 
the casual user. The ability to preview data is, however, of interest. When SOFYREVIEW is 
specified with a recti call, any data present is returned to the user, but treated as still "unread". 
That is, the next read or recti call applied to the socket will return the data previously previewed. 
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2.8. Discarding sockets 

Once a socket is no longer of interest, it may be discarded by applying a cloae to the descrip-
tor, 

close(s); 

If data is associated with a socket which promises reliable delivery (e.g. a stream socket) when a 
close takes place, the system will continue to attempt to transfer the data. However, after a fairly 
long period of time, if the data is still undelivered, it will be discarded. Should a user have no use 
for any pending data, it may perform a ahutt/own on the socket prior to closing it. This call is of 
the form: 

shutdown(s, how); 

where how is 0 if the user is no longer interested in reading data, 1 if no more data will be sent, or 
2 if no data is to be sent or received. Applying shutdown to a socket causes any data queued to be 
immediately discarded. 

2.7. Conneetionless sockets 

To this point we have been concerned mostly with sockets which follow a connection oriented 
model. However, there is also support for connectionless interactions typical of the datagram facil­
ities found in contemporary packet switched networks. A datagram socket provides a symmetric 
interface to data exchange. While processes are still likely to be client and server, there is no 
requirement for connection establishment. Instead, each message includes the destination address. 

Datagram sockets are created as before, and each should have a name bound to it in order 
that the recipient of a message may identify the sender. To send data, the aent/to primitive is 
used, 

sendto{s, buf, bufien, flags, &to, tolen); 

The a, buf, buflen, and flaga parameters are used as before. The to and tolen values are used to 
indicate the intended recipient of the message. When using an unreliable datagram interface, it is 
unlikely any errors will be reported to the sender. Where information is present locally to recog­
nize a message which may never be delivered (for instance when a network is unreachable), the call 
will return -1 and the global value ermo will contain an error number. 

To receive messages on an unconnected datagram socket, the recvfrom primitive is provided: 

recvfrom{s, buf, bufien, flags, &from, &fromlen); 

Once again, the from/en parameter is handled in a value-result fashion, initially containing the size 
of the from buffer. 

In addition to the two calls mentioned above, datagram sockets may also use the connect call 
to associate a socket with a specific address. In this case, any data sent on the socket will 
automatically be addressed to the connected peer, and only data received from that peer will be 
delivered to the user. Only one connected address is permitted for each socket (i.e. no multi­
casting). Connect requests on datagram sockets return immediately, as this simply results in the 
system recording the peer's address (as compared to a stream socket where a connect request ini­
tiates establishment of an end to end connection). Other of the less important details of datagram 
sockets are described in section 5. 

2.8. Input/Output multiplexing 

One last facility often used in developing applications is the ability to mUltiplex i/o requests 
among multiple sockets and/or files. This is done using the ae/ect call: 

select(nfds, &readfds, &writefds, &execptfds, &timeout); 

Seltict takes as arguments three bit masks, one for the set of file descriptors for which the caller 
wishes to be able to read data on, one for those descriptors to which data is to be written, and one 
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for which exceptional conditions are pending. Bit masks are created by or-ing bits of the form "1 
< < fd". That is, a descriptor Id is selected if a 1 is present in the ItI'th bit of the mask. The 
parameter nlds specifies the range of file descriptors {i.e. one plus the value of the largest descrip­
tor} specified in a mask. 

A timeout value may be specified if the selection is not to last more than a predetermined 
period of time. U timeout is set to 0, the selection takes the form of a poll, returning immediately. 
If the last parameter is a null pointer, the selection will block indefinitely"'. Select normally 
returns the number of file descriptors selected. U the ,elect call returns due to the timeout expir­
ing, then a value of -1 is returned along with the error number EINTR. 

Select provides a synchronous multiplexing scheme. Asynchronous notification or output 
completion, input availability, and exceptional conditions is possible through use of the SIGlO and 
SIGURG signals described in section 5 . 

• To be more specific, a return takes place only when a descriptor is selectable, or when a signal is received by 
the caller, interrupting the system call. 
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3. NETWORK LmRARY ROUTINES 

The discussion in section 2 indicated the possible need to locate and construct network 
addresses when using the interprocess communication facilities in a distributed environment. To 
aid in this task a number of routines have been added to the standard C run-time library. In this 
section we will consider the new routines provided to manipulate network addresses. While the 
4.2BSD networking facilities support only the DARPA standard Internet protocols, these routines 
have been designed with flexibility in mind. As more 'communication protocols become available, 
we hope the same user interrace will be maintained in accessing network-related address data bases. 
The only difference should be the values returned to the user. Since these values are normally sup­
plied the system, users should not need to be directly aware of the communication protocol and/or 
naming conventions in use. 

Locating a service on a remote host requires many levels of mapping before client and server 
may communicate. A service is assigned a name which is intended for human consumption; e.g. 
"the login server on host monet". This name, and the name of the peer host, must then be 
translated into network addresses which are not necessarily suitable for human consumption. 
Finally, the address must then used in locating a physical location and route to the service. The 
specifics of these three mappings is likely to vary between network architectures. For instance, it is 
desirable for a network to not require hosts be named in such a way that their physical location is 
known by the client host. Instead, underlying services in the network may discover the actual 
location of the host at the time a client host wishes to communicate. This ability to have hosts 
named in a location independent manner may induce overhead in connection establishment, as a 
discovery process must take place, but allows a host to be physically mobile without requiring it to 
notify its clientele of its current location. 

Standard routines are provided for: mapping host names to network addresses, network 
names to network numbers, protocol names to protocol numbers, and service names to port 
numbers and the appropriate protocol to use in communicating with the server process. The file 
< netdb.h> must be included when using any of these routines. 

3.1. Host names 

A host name to address mapping is represented by the kostent structure: 

struct hostent { 
char 
char 
int 
int 
char 

}; 

*h.-name; 
**h.-aliases; 
h.-addrtype; 
lLlength; 
*lLaddr; 

1* official name of host *1 
1* alias list * / 
/* host address type * I 
1* length of address *1 
1* address * / 

The official name of the host and its public aliases are returned, along with a variable length 
address and address type. The routine getkostbyname(3N) takes a host name and returns a hostent 
structure, while the routine gethostb1laddr{3N) maps host addresses into a hostent structure. It is 
possible for a host to have many addresses, all having the same name. Getkostybllname returns the 
first matching entry in the data base file / etc/hosts; if this is unsuitable, the lower level routine 
getkostent(3N) may be used. For example, to obtain a hostent structure for a host on a particular 
network the following routine might be used (for simplicity, only Internet addresses are con­
sidered): 

DRAFT of September 15, 1986 Leffler /Fabry I Joy 



4.2BSD IPC Primer - 10- Network Library Routines 

#include <sys/types.h> 
#include <sys/socket.h> 
#include <netinet/in.h> 
#include <netdb.h> 

struct hostent * 
gethostbynameandnet(name, net) 

char *namej 

{ 
int net; 

register struct hostent *hpj 
register char **cpj 

sethostent(O)j 
while «hp = gethostent()) != NULL) { 

if (hp- > lLaddrtype != AF JNET) 
continue; 

if (strcmp(name, hp->lLname» { 
for (cp = hp->lLaliases; cp && *cp != NULL; cp++) 

if (strcmp{name, *cp) == 0) 

} 

goto found; 
continuej 

} 
found: 

if (in..netof(*{struct ilLaddr *)hp->lLaddr» == net) 
breakj 

} 
endhostent(O)j 
return (hp); 

(in_netoJ(3N) is a standard routine which returns the network portion of an Internet address.) 

3.2. Network names 

As for host names, routines for mapping network names to numbers, and back, are provided. 
These routines return a nefent structure: 

/* 
* Assumption here is that a network number 
* fits in 32 bits - probably a poor one. 
*/ 

struct netent { 
char 
char 
int 
int 

}j 

*n..namej 
**lLaliasesj 
lLaddrtypej 
lLnetj 

/* official name of net * / 
/* alias list * / 
/* net address type * / 
/* network #- * / 

The routines getnetb,name(3N), gelnetb,number{3N), and getnetent(3N) are the network counter­
parts to the host routines described above. 

3.3. Protocol names 

For protocols the protoent structure defines the protocol-name mapping used with the rou­
tines getprotobyname(3N), getprotob,number{3N), and getprotoent(3N): 
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struct 

}; 

protoent { 
char 
char 
int 

S.4. Service names 

·p.Jlame; 
**p_aliases; 
p_proto; 

- 11- Network Library Routines 

/. official protocol name • I 
/. alias list ·1 
/. protocol :# • I 

Information regarding services is a bit more complicated. A service is expected to reside at a 
specific "port" and employ a particular communication protocol. This view is consistent with the 
Internet domain, but inconsistent with other network architectures. Further, a service may reside 
on multiple ports or support multiple protocols. If either of these occurs, the higher level library 
routines will have to be bypassed in favor of homegrown routines similar in spirit to the "gethost­
bynameandnet" routine described above. A service mapping is described by the 3ervent structure, 

struct servent { 
char 

}; 

char 
int 
char 

*s_name; 
*·s_aliases; 
s-port; 
*s_proto; 

1* official service name * / 
/. alias list • / 
/* port # ·1 
1* protocol to use * / 

The routine get8ervb3lname(3N) maps service names to a servent structure by specifying a service 
name and, optionally, a qualifying protocol. Thus the call 

sp = getservbyname("telnet", (char *)0); 

returns the service specification for a telnet server using any protocol, while the call 

sp = getservbyname("teinettt , tttcp tt); 

returns only that telnet server which uses the TCP protocol. The routines get8ervb3lport(3N) and 
get8ervent(3N) are also provided. The get8ervbllPort routine has an interface similar to that pro­
vided by getservb3lname; an optional protocol name may be specified to qualify lookups. 

3.5. Miscellaneous 

With the support routines described above, an application program should rarely have to 
deal directly with addresses. This allows services to be developed as much as possible in a network 
independent fashion. It is clear, however, that purging all network dependencies is very difficult. 
So long as the user is required to supply network addresses when naming services and sockets there 
will always some network dependency in a program. For example, the normal code included in 
client programs, such as the remote login program, is of the form shown in Figure 1. (This exam­
ple will be considered in more detail in section 4.) 

If we wanted to make the remote login program independent of the Internet protocols and 
addressing scheme we would be forced to add a layer of routines which masked the network depen­
dent aspects from the mainstream login code. For the current facilities available in the system this 
does not appear to be worthwhile. Perhaps when the system is adapted to different network archi­
tectures the utilities will be reorganized more cleanly. 

Aside from the address-related data base routines, there are several other routines available 
in the run-time library which are of interest to users. These are intended mostly to simplify mani­
pulation of names and addresses. Table 1 summarizes the routines for manipulating variable 
length byte strings and handling byte swapping of network addresses and values. 

The byte swapping routines are provided because the operating system expects addresses to 
be supplied in network order. On a VAX, or machine with similar architecture, this is usually 
reversed. Consequently, programs are sometimes required to byte swap quantities. The library 
routines which return network addresses provide them in network order so that they may simply 
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#include <sys/types.h> 
#include <sys/socket.h> 
#include <netinet/in.h> 
#include <stdio.h> 
#include <netdb.h> 

main(argc, argv) 
char *argv[]j 

{ 

} 

Call 

struct sockaddr_in sinj 
struct servent *spj 
struct hostent *hpj 
int Sj 

sp == getservbyname(,1oginlt, Ittcp")j 
if (sp ==== NULL) { 

} 

fprintf(stderr, "rlogin: tcp/login: unknown service\nlt)j 
exit(I); 

hp == gethostbyname(argvll]); 
if (hp == NULL) { 

} 

fprintf(stderr, Itrlogin: %s: unknown host\n", argvll]); 
exit(2)j 

bzero«char *)&sin, sizeof (sin»; 
bcopy(hp->h-addr, (char *)&Sin.siD-addr, hp->h-Iength); 
sin .siD-family = hp- > h-addrtypej 
sin.siD-port = sp- >s..portj 
s = socket(AF _INET, SOCK-STREAM, O)j 
ir(s < O){ 

} 

perror(ltrlogin: socket")j 
exit(3)j 

if (connect(s, (char *)&sin, sizeof (sin» < 0) { 
perror(ltrlogin: connect"); 
exit(5); 

} 

Figure 1. Remote login client code. 

Synopsis 

bcmp(sl, s2, n) compare byte-strings; 0 if same, not 0 otherwise 
bcopy(sI, s2, n) copy n bytes from sl to s2 
bzero(base, n) zero-fill n bytes starting at base 
htonl(val) convert 32-bit quantity from host to network byte order 
htons(val} convert IS-bit quantity from host to network byte order 
ntohl(val} convert 32-bit quantity from network to host byte order 
ntohs(vai) convert 16-bit quantity from network to host byte order 

Table 1. C run-time routines. 
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be copied into the structures provided to the system. This implies users should encounter the byte 
swapping problem only when interpreting network addresses. For example, if an Internet port is to 
be printed out the following code would be required: 

printf("port number o/od\n", ntohs(sp->s_port)); 

On machines other than the VAX these routines are defined as null macros. 
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4. CLIENT/SERVER MODEL 

The most commonly used paradigm in constructing distributed applications is the 
client/server model. In this scheme client applications request services from a server process. This 
implies an asymmetry in establishing communication between the client and server which has been 
examined in section 2. In this section we will look more closely at the interactions between client 
and server, and consider some of the problems in devel<?ping client and server applications. 

Client and server require a well known set of conventions before service may be rendered (and 
accepted). This set of conventions comprises a protocol which must be implemented at both ends 
of a connection. Depending on the situation, the protocol may be symmetric or asymmetric. In a 
symmetric protocol, either side may play the master or slave roles. In an asymmetric protocol, one 
side is immutably recognized as the master, with the other the slave. An example of a symmetric 
protocol is the TELNET protocol used in the Internet for remote terminal emulation. An example 
of an asymmetric protocol is the Internet file transfer protocol, FTP. No matter whether the 
specific protocol used in obtaining a service is symmetric or asymmetric, when accessing a service 
there is a "client process" and a "server process". We will first consider the properties of server 
processes, then client processes. 

A server process normally listens at a well know address for service requests. Alternative 
schemes which use a service server may be used to eliminate a flock of server processes clogging the 
system while remaining dormant most of the time. The Xerox Courier protocol uses the latter 
scheme. When using Courier, a Courier client process contacts a Courier server at the remote host 
and identifies the service it requires. The Courier server process then creates the appropriate server 
process based on a data base and "splices" the client and server together, voiding its part in the 
transaction. This scheme is attractive in that the Courier server process may provide a single con­
tact point for all services, as well as carrying out the initial steps in authentication. However, 
while this is an attractive possibility for standardizing access to services, it does introduce a certain 
amount of overhead due to the intermediate process involved. Implementat.ions which provide this 
type of service within the system can minimize the cost of client. server rendezvous. The portal 
notion described in the "4.2BSD System Manual" embodies many of the ideas found in Courier, 
with the rendezvous mechanism implemented internal to the system. 

4.1. Servers 

In 4.2BSD most servers are accessed at well known Internet addresses or UNIX domain 
names. When a server is started at boot time it advertises it services by listening at a well know 
location. For example, the remote login server's main loop is of the form shown in Figure 2. 

The first step taken by the server is look up its service definition: 

sp = getservbyname("login", "tcp")j 
if (sp == NULL) { 

} 

fprintf(stderr, "rlogind: tcp/logiDl unknown service\nlf
); 

exit(l)j 

This definition is used in later portions of the code to define the Internet port at which it listens 
for service requests (indicated by a connection). 

Step two is to disassociate the server from the controlling terminal of its invoker. This is 
important as the server will likely not want to receive signals delivered to the process group of the 
controlling terminal. 

Once a server has established a pristine environment, it creates a socket and begins accepting 
service requests. The bind call is required to insure the server listens at its expected location. The 
main body or the loop is fairly simple: 
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main(argc, argv) 

{ 

int argc; 
char **argvj 

int C; 
struct sockaddr..in Crom; 
struct servent *spj 

8p = getservbyname('ogin", "tcp")j 
if (sp == NULL) { 

} 

CprintC(stderr, "rlogind: tcp/login: unknown service\n"); 
exit(!); 

#ifndeC DEBUG 

#endiC 

} 

for (j;) { 

< < disassociate server Crom controlling terminal> > 

sin.sin_port = sp- >s_port; 

f = 5Ocket(AF _INET, SOCK..STREAM, 0); 

if (bind(f, (caddr_t)&sin, sizeof (sin» < 0) { 

} 

listen(f, 5); 
Cor (;;) { 

} 

int g, len = sizeof (from); 

g = accept(f, &from, &len)j 
if (g < 0) { 

} 

if (errno != EINTR) 
perror("rlogind: accept"); 

continuej 

if (forkO == 0) { 
close(f)j 

} 
close(g)j 

doit(g, &from); 

Figure 2. Remote login server. 

int g, len = sizeof (from); 

g = accept(f, &from, &len)j 
if (g < 0) { 

if (ermo != EINTR) 
perror("rlogind: accept"); 

continue; 
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} 

} 
if (forkO === 0) { 

close(f); 

} 
close(g); 

doit(g, &from); 
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An accept call blocks the server until a client reques~ service. This call could return a failure 
status if the call is interrupted by a signal such as SIGCHLD (to be discussed in section 5). There­
fore, the return value from accept is checked to insure a connection has actually been established. 
With a connection in hand, the server then forks a child process and invokes the main body of the 
remote login protocol processing. Note how the socket used by the parent for queueing connection 
requests is closed in the child, while the socket created as a result of the accept is closed in the 
parent. The address of the client is also handed the doit routine because it requires it in authenti­
cating clients. 

4.2. Clients 

The client side of the remote login service was shown earlier in Figure 1. One can see the 
separate, asymmetric roles of the client and server clearly in the code. The server is a passive 
entity, listening for client connections, while the client process is an active entity, initiating a con­
nection when invoked. 

Let us consider more closely the steps taken by the client remote login process. As in the 
server process the first step is to locate the service definition for a remote login: 

sp == getservbyname(tllogin", "tcptl)j 
if (sp == NULL) { 

} 

fprintf(stderr, "rlogin: tcp/login: unknown service\ntl}; 
exit(!}; 

Next the destination host is looked up with a gethostbyname call: 

hp = gethostbyname{argv[l]}j 
if (hp == NULL) { 

} 

fprintf(stderr, tlrlogin: 0/08: unknown host\ntl, argv[!])j 
exit(2}j 

With this accomplished, all that is required is to establish a connection to the server at the 
requested host and start up the remote login protocol. The address buffer is cleared, then filled in 
with the Internet address of the foreign· host and the port number at which the login process 
resides: 

bzero«char *)&sin, sizeof (sin)); 
bcopy(hp->lLaddr, (char *)sin.siD-addr, hp->hJength); 
sin.sinJamily = hJr > lLaddrtypej 
sin.siD-port = sp- >s-port; 

A socket is created, and a connection initiated. 
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s = socket(hp-> h..addrtype, SOCILSTREAM, 0); 
if (s < 0) { 

} 

perror("rlogin: socket"); 
exit(3); 

if (connect(s, (char *)&Sin, sizeof (sin» < 0) { 
perror("rlogin: connect"); 
exit(4); 

} 

The details of the remote login protocol will not be considered here. 

4.3. Conneetionless servers 

Client/Server Model 

While connection-based services are the norm, some services are based on the use of datagram 
sockets. One, in particular, is the "rwho tl service which provides users with status information for 
hosts connected to a local area network. This service, while predicated on the ability to broadcast 
information to all hosts connected to a particular network, is of interest as an example usage of 
datagram sockets. 

A user on any machine running the rwho server may find out the current status of a machine 
with the ruptime(l) program. The output generated is illustrated in Figure 3. 

arpa up 9:45, 5 users, load 1.15, 1.39, 1.31 
cad up 2+12:04, 8 users, load 4.67, 5.13, 4.59 
calder up 10:10, o users, load 0.27, 0.15, 0.14 
dali up 2+06:28, 9 users, load 1.04, 1.20, 1.65 
degas up 25+09:48, o users, load 1,49, 1.43, 1.41 
ear up 5+00:05, o users, load 1.51, 1.54, 1.56 
ernie down 0:24 
esvax down 17:04 
ingres down 0:26 
kim up 3+09:16, 8 users, load 2.03, 2.46, 3.11 
matisse up 3+06:18, o users, load 0.03, 0.03, 0.05 
medea up 3+09:39, 2 users, load 0.35, 0.37, 0.50 
merlin down 19+15:37 
miro up 1+07:20, 7 users, load 4.59, 3.28, 2.12 
monet up 1+00:43, 2 users, load 0.22, 0.09, 0.07 
oz down 16:09 
statvax up 2+15:57, 3 users, load 1.52, 1.81, 1.86 
ucbvax up 9:34, 2 users, load 6.08, 5.16, 3.28 

Figure 3. ruptime output. 

Status information for each host is periodically broadcast by rwho server processes on each 
machine. The same server process also receives the status information and uses it to update a 
database. This database is then interpreted to generate the status information for each host. 
Servers operate autonomously, coupled only by the local network and its broadcast capabilities. 

The rwho server, in a simplified form, is pictured in Figure 4. There are two separate tasks 
performed by the server. The first task is to act as a receiver of status information broadcast by 
other hosts on the network. This job is carried out in the main loop of the program. Packets 
received at the rwho port are interrogated to insure they've been sent by another rwho server pro­
cess, then are time stamped with their arrival time and used to update a file indicating the status 
of the host. When a host has not been heard from for an extended period of time, the database 
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interpretation routines assume the host is down and indicate such on the status reports. This algo­
rithm is prone to error as a server may be down while a host is actually up, but serves our current 
needs. 

mainO 
{ 

} 

sp = getservbyname("who", "udp")j 
net = getnetbyname("localnet")j . 
sin.sin..a.ddr = ineLmakea.ddr(INADDR.ANY, net)j 
sin.sin..port = sp->s..portj 

s = socket(AF _INET, SOClLDGRAM, O)j 

bind(s, &Sin, sizeof (sin»j 

sigset(SIGALRM,onalrm)j 
onalrmOj 
for (jj) { 

} 

struct whod wdj 
int cc, whod, len = sizeof (from)j 

cc = recvfrom(s, (char *)&wd, sizeof (struct whod), 0, &from, &len); 
if (cc <= 0) { 

} 

if (cc < 0 && errno != EINTR) 
perror("rwhod: recv"); 

continue; 

if (from.sin_port != sp- >s..port) { 

} 

fprintf(stderr, "rwhod: %d: bad from port\n", 
ntohs( from .sin..port »; 

continuej 

if (!verify(wd.wd~ostname» { 

} 

fprintf(stderr, "rwhod: malformed host name from %x\n", 
ntohl(from.sin..addr.s_addr»; 

continue; 

(void) sprintf(path, "o/os/whod.%s", RWHODffi, wd.wd~ostname); 
whod = open(path, FWRONLYp!CREATErTRUNCATE, 0666); 

(void) time( &wd. w~recvtime)j 
(void) write(whod, (char *)&wd, cC)j 
(void) close(whod); 

Figure 4. rwho server. 

The second task performed by the server is to supply information regarding the status of its 
host. This involves periodically acquiring system status information, packaging it up in a message 
and broadcasting it on the local network for other rwho servers to hear. The supply function is 
triggered by a timer and runs oft' a signal. Locating the system status information is somewhat 
involved, but uninteresting. Deciding where to transmit the resultant packet does, however, indi­
cates some problems with the current protocol. 
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Status information is broadcast on the local network. For networks which do not support 
the notion of broadcast another scheme must be used to simulate or replace broadcasting. One 
possibility is to enumerate the known neighbors (based on the status received). This, unfor­
tunately, requires some bootstrapping information, as a server started up on a quiet network will 
have no known neighbors and thus never receive, or send, any status information. This is the 
identical problem faced by the routing table management process in propagating routing status 
information. The standard solution, unsatisfactory as it may be, is to inform one or more servers 
of known neighbors and request that they always communicate with these neighbors. If each 
server has at least one neighbor supplied it, status information may then propagate through a 
neighbor to hosts which are not (possibly) directly neighbors. If the server is able to support net­
works which provide a broadcast capability, as well as those which do not, then networks with an 
arbitrary topology may share status information*. 

The second problem with the current scheme is that the rwho process services only a single 
local network, and this network is found by reading a file. It is important that software operating 
in a distributed environment not have any site-dependent information compiled into it. This 
would require a separate copy of the server at each host and make maintenance a severe headache. 
4.2BSO attempts to isolate host-specific information from applications by providing system calls 
which return the necessary informationt. Unfortunately, no straightforward mechanism currently 
exists for finding the collection of networks to which a host is directly connected. Thus the rwho 
server performs a lookup in a file to find its local network. A better, though still unsatisfactory, 
scheme used by the routing process is to interrogate the system data structures to locate those 
directly connected networks. A mechanism to acquire this information from the system would be a 
useful addition. 

• One must, however, be concerned about "loops". That is, if a host is connected to multiple networks, it will 
receive status information from itself. This can lead to an endless, wasteful, exchange of information. 
t An example of such a system call is the ,ell.o,'nGme(2) caJl which returns the host's "official" name. 
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5. ADVANCED TOPICS 

A number of facilities have yet to be discussed. For most users of the ipc the mechanisms 
already described will suffiee in constructing distributed applications. However, others will find 
need to utilize some of the features which we consider in this section. 

6.1. Out or band data 

The stream socket abstraction includes the notion of "out of band" data. Out of band data 
is a logically independent transmission channel associated with each pair of connected stream sock­
ets. Out of band data is delivered to the user independently of normal data along with the 
SIGURG signal. In addition to the information passed, a logical mark is placed in the data stream 
to indicate the point at which the out of band data was sent. The remote login and remote shell 
applications use this facility to propagate signals from between client and server processes. When 
a signal is expected to flush any pending output from the remote process(es}, all data up to the 
mark in the data stream is discarded. 

The stream abstraction defines that the out of band data facilities must support the reliable 
delivery of at least one out of band message at a time. This message may contain at least one 
byte of data, and at least one message may be pending delivery to the user at anyone time. For 
communications protocols which support only in-band signaling (i.e. the urgent data is delivered in 
sequence with the normal data) the system extracts the data from the normal data stream and 
stores it separately. This allows users to choose between receiving the urgent data in order and 
receiving it out of sequenee without having to buffer all the intervening data. 

To send an out of band message the SOF _OOB flag is supplied to a ,end or ,endto calls, 
while to receive out of band data SOF _OOB should be indicated when performing a reevfrom or 
recv call. To find out if the read pointer is currently pointing at the mark in the data stream, the 
SIOCATMARK ioctl is provided: 

ioctl(s, SIOCATMARK, &yes); 

If yes is a 1 on return, the next read will return data after the mark. Otherwise (assuming out of 
band data has arrived), the next read will provide data sent by the client prior to transmission of 
the out of band signal. The routine used in the remote login process to flush output on receipt of 
an interrupt or quit signal is shown in Figure 5. 

0.2. Signals and process groups 

Due to the existence of the SIGURG and SIGIO signals each soeket has an associated process 
group (just as is done for terminals). This proeess group is initialized to the process group of its 
creator, but may be redefined at a later time with the SIOCSPGRP ioctl: 
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oobO 
{ 

} 

int out = 1+1; 
char waste[BUFSIZ], mark; 

signal(SIGURG,oob); 
/* flush local terminal input and output * / 
ioctl(l, TIOCFLUSH, (char *)&out); 
ror (;;) { 

} 

ir (ioctl(rem, SIOCATMARK, &mark) < 0) ( 
perror("ioctl"); 
break; 

} 
ir{mark) 

break; 
(void) read (rem, waste, sizeor (waste»; 

recv(rem, &mark, 1, SOF _OOB); 

Figure 5. Flushing terminal i/o on receipt or out or band data. 

ioctl(s, SIOCSPGRP, &pgrp); 

Advanced Topics 

A similar ioctl, SIOCGPGRP, is available ror determining the current process group of a socket. 

5.3. Pseudo terminals 

Many programs will not runction properly without a terminal ror standard input and output. 
Since a socket is not a terminal, it is orten necessary to have a process communicating over the 
network do so through a p8eudo terminal. A pseudo terminal is actually a pair of devices, master 
and slave, which allow a process to serve as an active agent in communication between processes 
and users. Data written on the slave side or a pseudo terminal is supplied as input to a process 
reading from the master side. Data written on the master side is given the slave as input. In this 
way, the process manipulating the master side of the pseudo terminal has control over the inrorma­
tion read and written on the slave side. The remote login server uses pseudo terminals for remote 
login sessions. A user logging in to a machine across the network is provided a shell with a slave 
pseudo terminal as standard input, output, and error. The server process then handles the com­
munication between the programs invoked by the remote shell and the user's local client process. 
When a user sends an interrupt or quit signal to a process executing on a remote machine, the 
client login program traps the signal, sends an out of band message to the server process who then 
uses the signal number, sent as the data value in the out of band message, to perform a killpg(2) on 
the appropriate process group. 

5.4. Internet address binding 

Binding addresses to sockets in the Internet domain can be fairly complex. Communicating 
processes are bound by an association. An association is composed of local and roreign addresses, 
and local and roreign ports. Port numbers are allocated out of separate spaces, one ror each Inter­
net protocol. Associations are always unique. That is, there may never be duplicate <protocol, 
local address, local port, roreign address, roreign port> tuples. 

The bind system call allows a process to speciry haIr of an association, <local address, local 
port>, while the connect and accept primitives are used to complete a socket's association. Since 
the association is created in two steps the association uniqueness requirement indicated above could 
be violated unless care is taken. Further, it is unrealistic to expect user programs to always know 
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proper values to use for the local address and local port since a host may reside on mUltiple net­
works and the set of allocated port numbers is not directly accessible to a user. 

To simplify local address binding the notion of a ''wildcard'' address has been provided. 
When an address is specified as INADDILANY (a manifest constant defined in <netinet/in.h», 
the system interprets the address as "any valid address". For example, to bind a specific port 
number to a socket, but leave the local address unspecified, the following code might be used: 

#include <sys/types.h> 
#include <netinet/in.h> 

struct sockaddr_in sin; 

s = socket(AFJNET, SOCK...STREAM, 0); 
sin.sinJamily = AF JNET; 
sin.siD-addr.s_addr = INADDR . .ANY; 
sin.siD-port = MYPORT; 
bind(s, (char *)&Sin, sizeof (sin»; 

Sockets with wildcarded local addresses may receive messag~s directed to the specified port number, 
and addressed to any of the possible addresses assigned a host. For example, if a host is on a net­
works 46 and 10 and a socket is bound as above, then an accept call is performed, the process will 
be able to accept connection requests which arrive either from network 46 or network 10. 

In a similar fashion, a local port may be left unspecified (specified as zero), in which case the 
system will select an appropriate port number for it. For example: 

sin.sin_addr.s_addr = MYADDRESS; 
sin.siD-port = 0; 
bind(s, (char *)&sin, sizeof (sin»; 

The system selects the port number based on two criteria. The first is that ports numbered 0 
through 1023 are reserved for privileged users (i.e. the super user). The second is that the port 
number is not currently bound to some other socket. In order to find a free port number in the 
privileged range the following code is used by the remote shell server: 

struct sockaddr_in sin; 

lport = IPPORT-RESERVED -1; 
sin.siD-addr.s_addr = INADDR.ANY; 

for (;;) { 

} 

sin.siD-port = htons«uJhort)lport); 
if (bind(s, (caddr_t)&Sin, sizeof (sin» >= 0) 

break; 
if (elTllo 1= EADDRINUSE && elTllo 1= EADDRNOTAVAll..) { 

perror("sockettl); . 
break; 

} 
lport-; 
if (lport == IPPORT-RESERVED /2) { 

Cprintf(stderr, "socket: All ports in use\ntl); 
break; 

} 

The restriction on allocating ports was done to allow processes executing in a "secure" environ· 
ment to perform authentication based on the originating address and port number. 
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In certain cases the algorithm used by the system in selecting port numbers is unsuitable for 
an application. This is due to associations being created in a two step process. For example, the 
Internet file transfer protocol, FTP, specifies that data connections must always originate from the 
same local port. However, duplicate associations are avoided by connecting to different foreign 
ports. In this situation the system would disallow binding the same local address and port number 
to a socket if a previous data connection's socket were around. To override the default port selec­
tion algorithm then an option call must be performed prior to address binding: 

setsockopt(s, SOL..50CKET, SO-REUSEADDR, (char *}O, 0); 
bind(s, (char *)&Sin, sizeof (sin)); . 

With the above call, local addresses may be bound which are already in use. This does not violate 
the uniqueness requirement as the system still checks at connect time to be sure any other sockets 
with the same local address and port do not have the same foreign address and port (if an associa­
tion already exists, the error EADDRINUSE is returned). 

Local address binding by the system is currently done somewhat haphazardly when a host is 
on multiple networks. Logically, one would expect the system to bind the local address associated 
with the network through which a peer was communicating. For instance, if the local host is con­
nected to networks 46 and 10 and the foreign host is on network 32, and traffic from network 32 
were arriving via network 10, the local address to be bound would be the host's address on net­
work 10, not network 46. This unfortunately, is not always the case. For reasons too complicated 
to discuss here, the local address bound may be appear to be chosen at random. This property of 
local address binding will normally be invisible to users unless the foreign host does not understand 
how to reach the address selected * . 

5.5. Broadcasting and datagram sockets 

By using a datagram socket it is possible to send broadcast packets on many networks sup­
ported by the system (the network itself must support the notion of broadcasting; the syst.em pro­
vides no broadcast simulation in software). Broadcast messages can place a high load on a net­
work since they force every host on the network to service them. Consequently, the ability to send 
broadcast packets has been limited to the super user. 

To send a broadcast message, an Internet datagram socket should be created: 

s = socket(AF_INET, SOCICDGRAM, 0); 

and at least a port number should be bound to the socket: 

sin.sinJamily = AF ~T; 
sin.sin_addr.s_addr = INADD1LANY; 
sin.sin_port = MYPORT; 
bind(s, (char *)&sin, sizeof (sin»; 

Then the message should be addressed as: 

dst.sinJamily = AF ~T; 
dst.siILaddr.s_addr = INADD1LANY; 
dst.siILport = DESTPORT; 

and, finally, a sendto call may be used: 

sendto(s, buf, buften, 0, &dst, sizeof (dst)); 

Received broadcast messages contain the senders address and port (datagram sockets are 
anchored before a message is allowed to go out). 

• For example, if network 46 were unknown to the host on network 32, and the loeal address were bound to 
that located on network 46, then even though a route between the two hosts existed through network 10, a eOD­

nection would fail. 
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6.8. Signals 

Two new signals have been added to the system which may be used in conjunction with the 
interprocess communication facilities. The SIGURG signal is associated with the existence of an 
"urgent condition". The SIGIO signal is used with "interrupt driven i/o" (not presently imple­
mented). SIGURG is currently supplied a process when out of band data is present at a socket. If 
multiple sockets have out of band data awaiting delivery, a select call may be used to determine 
those sockets with such data. 

An old signal which is useful when constructing server processes is SIGc:m.D. This signal is 
delivered to a process when any children processes have changed state. Normally servers use the 
signal to "reap" child processes after exiting. For example, the remote login server loop shown in 
Figure 2 may be augmented as follows: 

int reaperOi 

sigset(SIGc:m.D, reaper)i 
listen(f, 10); 
for (;;) { 

} 

int g, len = sizeof (from); 

g = accept(f, &from, &len, 0); 
if (g < 0) { 

} 

if (errno != EINTR) 
perror("rlogind: accept"); 

continue; 

#include <wait.h> 
reaperO 
{ 

union wait status; 

while (wait3(&status, WNOHANG, 0) > 0) 

} 

If the parent server process fails to reap its children, a large number of "zombie" processes 
may be created. 
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Large complex programs are composed of many small routines that implement abstractions 
for the routines that call them. To be useful, an execution profiler must attribute execution time 
in a way that is significant for the logical structure of a program as well as for its textual decom­
position. This data must then be displayed to the user in a convenient and informative ~·ay. The 
gprot profiler accounts for the running time of called routines in the running time of the routines 
that call them. The design and use of this profiler is described. 

1. Programs to be Profiled 

Software research environments normally include many large programs both for production 
use and for experimental investigation. These programs are typically modular, in accordance with 
generally accepted principles of good program design. Often they consist of numerous small rou­
tines that implement various abstractions. Sometimes such large programs are ~'ritten by one pro­
grammer who has understood the requirements for these abstractions, and has programmed them 
appropriately. More frequently the program has had multiple authors and has evolved over time, 
changing the demands placed on the implementation of the abstractions without. changing the 
implementation itself. Finally, the program may be assembled from a library of abstraction imple­
mentations unexamined by the programmer. 

Once a large program is executable, it is often desirable to increase its speed, especially if 
small portions of the program are found to dominate its execution time. The purpose of the gprot 
profiling tool is to help the user evaluate alternative implementations of abstractions. We 
developed this tool in response to our efforts to improve a code generator we were writing [Gra­
ham82J. 

tcoPlright 1982 ACM 0-89791-ffl4-5/82/00fJ/0120 $00.75 
Permission to copy wit.hout ree all or part or this material is grant.ed provided t.hat the copies are not made or distributed 
ror direct commercial advantage, the ACM copyright Dotice and t.he title or the publication and its date appear, and notice 
is given that copying is by permission or tbe Association ror Computing Macbinery. To copy otherwise, or to republish, 
requires a fee and / or specific permission. 

lThis work was supported by grant MCS80-OS144 rrom the National Scienee Foundation. 



The sprof design takes advantage of the fact that the programs to be measured are large, 
structured and hierarchical. We provide a profile in which the execution time for a set of routines 
that implement an abstraction is collected and charged to that abstraction. The profile can be 
used to compare and assess the costs of various implementations. 

The profiler can be linked into a program without special planning by the programmer. The 
overhead Cor using spl'Of is low; both in terms oC added execution time and in the volume of 
profiling inrormation recorded. 

2. Types of Profiling 

There are several dilerent uses for program profiles, and each may require different inrorma­
tion Crom the profiles, or different presentation of the information. We distinguish two broad 
categories or profiles: those that present counts or statement or routine invocations, and those that 
display timing inCormation about statements or routines. Counts are typically presented in tabu­
lar Corm, often in parallel with a listing or the source code. Timing information could be similarly 
presented; but more than one measure of time might be associated with each statement or routine. 
For example, in the framework used by gprof each profiled segment would display two times: one 
ror the time used by the segment itself, and another ror the time inherited from code segments it 
invokes. 

Execution counts are used in many different contexts. The exact number or times a routine 
or statement is activated can be used to determine if an algorithm is performing as expect.ed. Cur­
sory inspection or such counters may show algorithms whose complexity is unsuited to the task at 
hand. Careful interpretation of counters can orten suggest improvements to acceptable algorithms. 
Precise examination can uncover subtle errors in an algorithm. At this level, profiling counters are 
similar to debugging statements whose purpose is to show the number of times a piece of code is 
executed. Another view of such counters is as boolean values. One may be interested that a por­
tion of code has executed at all, for exhaustive testing, or to check that one implementat.ion of an 
abstraction completely replaces a previous one. 

Execution counts are not necessarily proportional to the amount of time required to execute 
the routine or statement. Further, the execution time of a routine will not be the same for all calls 
on the routine. The criteria ror establishing execution time must be decided. H a routine imple­
ments an abstraction by invoking other abstractions, the time spent in the routine will not accu­
rately reflect the time required by the abstraction it implements. Similarly, if an abstraction is 
implemented by several routines the time required by the abstraction will be distributed across 
those routines. 

Given the execution time of individual routines, gprof accounts to each routine the time 
spent for it by the routines it invokes. This accounting is done by assembling a call graph with 
nodes that are the routines of the program and directed arcs that represent calls from call sites to 
routines. We distinguish among three different call graphs for a program. The complete call graph 
incorporates all routines and all potential arcs, including arcs that represent calls to runctional 
parameters or functional variables. This graph contains the other two graphs as subgraphs. The 
atatic call graph includes all routines and all possible arcs that are not calls to runctional parame­
ters or variables. The dynamic call graph includes only those routines and arcs traversed by the 
profiled execution of the program. This graph need not include all routines, nor need it include all 
potential arcs between the routines it covers. It may, however, include arcs to runctional parame­
ters or variables that the static call graph may omit. The static call graph can be determined from 
the (static) program text. The dynamic call graph is determined only by profiling an execution of 
the program. The complete call graph for a monolithic program could be determined by data flow 
analysis techniques. The complete call graph for programs that change during execution, by modi­
Cying themselves or dynamically loading or overlaying code, may never be determinable. Both the 
static call graph and the dynamic call graph are used by gprot, but it does not search for the com­
plete call graph. 
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8. Gathering Profile Data 

Routine calls or statement executions can be measured by having a compiler augment the 
code at strategic points. The additions can be inline increments to counters lJ<nuth71] [Sat­
t.erthwaite72] [Joy79] or calls to monitoring routines [Unix]. The counter increment overhead is 
low, and is suitable for profiling statements. A call of the monitoring routine has an overhead 
comparable with a call of a regular routine, and is therefore only suited to profiling on a routine 
by routine basis. However, the monitoring routine solution has certain advantages. Whatever 
counters are needed by the monitoring routine can be managed by the monitoring routine itself, 
rather than being distributed around the code. In particular, a monitoring routine can easily be 
called from separately compiled programs. In addition, different monitoring routines can be linked 
into the program being measured to assemble different profiling data without having to change the 
compiler or recompile the program. We have exploited this approach; our compilers for C, For­
tran77, and Pascal can insert calls to a monitoring routine in the prologue for each routine. Use of 
the monitoring routine requires no planning on part of a programmer other than to request that 
augmented routine prologues be produced during compilation. 

We are interested in gathering three pieces of information during program execution: call 
counts and execution times for each profiled routine, and the arcs of the dynamic caU graph 
traversed by this execution or the program. By post-processing of this data we can build the 
dynamic call graph ror this execution or the program and propagate times along the edges of this 
graph to attribute times for routines to the routines that invoke them. 

Gathering of the profiling information should not greatly interfere with the running or the 
program. Thus, the monitoring routine must not produce trace output each time it is invoked. 
The volume of data thus produced would be unmanageably large, and the time required to record 
it would overv.·helm the running time of most programs. Similarly, the monitoring routine can not 
do the analysis of the profiling data (e.g. assembling the call graph, propagating times around it, 
discovering cycles, etc.) during program execution. Our solution is to gather profiling data in 
memory during program execution and to condense it to a file as the profiled program exits. This 
file is then processed by a separate program to produce the listing of the profile data. An advan­
tage of this approach is that the profile data for several executions of a program can be combined 
by the post-processing to provide a profile of many executions. 

The execution time monitoring consists of three parts. The first part allocates and initializes 
the runtime monitoring data structures before the program begins execution. The second part is 
the monitoring routine invoked from the prologue of each profiled routine. The third part con­
denses the data structures and writes them to a file as the program terminates. The monitoring 
routine is discussed in detail in the following sections. 

S.l. Execution Counts 

The gprot monitoring routine counts the number of times each profiled routine is called. 
The monitoring routine also records the arc in the call graph that activated the profiled routine. 
The count is associated with the arc in the call graph raiher than with the routine. Call counts for 
routines can then be determined by summing the counts on arcs directed into that routine. In a 
machine-dependent fashion, the monitoring routine notes its own return address. This address is 
in the prologue of some profiled routine that is the destination of an arc in the dynamic call graph. 
The monitoring routine also discovers the return address for that routine, thus identifying the call 
site, or source of the arc. The source or the arc is in the ctJI/er, and the destination is in the ctJIlee. 
For example, if a routine A calls a routine B, A is the caller, and B is the callee. The prologue of 
B will include a call to the monitoring routine that will note the arc from A to B and either initial­
ize or increment a counter for that arc. 

One can not afford to have the monitoring routine output tracing information as each arc is 
identified. Therefore, the monitoring routine maintains a table of all the arcs discovered, with 
counts of the numbers of times each is traversed during execution. This table is accessed once per 
routine call. Access to it must be as fast as possible so as not to overwhelm the time required to 
execute the program. 
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Our solution is to aceess the table through a hash table. We use the call site as the primary 
key with the callee address being the secondary key. Since each call site typically calls only one 
callee, we can reduce {usually to one} the number of minor lookups based on the callee. Another 
alternative would use the caUee as the primary key and the call site as the secondary key. Such an 
organization has the advantage of associating callers with callees, at the expense of longer lookups 
in the monitoring routine. We are fortunate to be running in a virtual memory environment, and 
(for the sake of speed) were able to allocate enough space for the primary hash table to allow a 
one-to-one mapping from call site addresses to the primary hash table. Thus our hash function is 
trivial to calculate and collisions occur only for call sites that call multiple destinations {e.g. func­
tional parameters and functional variables}. A one level hash function using both call site and cal­
lee would result in an unreasonably large hash table. Further, the number of dynamic call sites 
and callees is not known during execution of the profiled program. 

Not all callers and callees can be identified by the monitoring routine. Routines that were 
compiled without the profiling augmentations will not call the monitoring routine as part of their 
prologue, and thus no ares will be recorded whose destinations are in these routines. One need not 
profile all the routines in a program. Routines that are not. profiled run at full speed. Certain rou­
tines, notably exception handlers, are invoked by non-standard calling sequences. Thus t.he moni­
toring routine may know the destination of an arc (the callee), but find it difficult or impossible to 
determine the source of the arc (the caller). Often in these cases the apparent source of the arc is 
not a call site at all. Such anomalous invocations are declared "spontaneous". 

8.2. Execution Times 

The execution times for routines can be gathered in at least two ways. One method measures 
the execution time of a routine by measuring the elapsed time from routine entry to routine exit. 
Unfortunately, time measurement is complicated on time-sharing systems by the time-slicing of the 
program. A second method samples the value of the program counter at some interval, and infers 
execution time from the distribution of the samples within the program. This technique is particu­
larly suited to time-sharing systems, where the time-slicing can serve as t.he basis for sampling the 
program counter. Notice that, whereas the first method could provide exact timings, the second is 
inherently a statistical approximation. 

The sampling method need not require support from the operating system: all that is needed 
is the abilit.y to set and respond to "alarm clock" interrupts that run relative to program time. It 
is imperative that the intervals be uniform since the sampling of the program count.er rather than 
the duration of the interval is the basis of the distribution. If sampling is done too often, the 
interruptions to sample the program counter will overwhelm the running of the profiled program. 
On the other hand, the program must run for enough sampled intervals that the distribution of 
the samples accurately represents the distribution of time for the execution of the program. As 
with routine call tracing, the monitoring routine can not afford to output information for each pro­
gram counter sample. In our computing environment, the operating system can provide a histo­
gram of the location of the program counter at the end of each clock tick (l/60th of a second) in 
which a program runs. The histogram is assembled in memory as the program runs. This facility 
is enabled by our monitoring routine. We have adjusted the granularity of the histogram so that 
program counter values map one-to-one onto the histogram. We make the simplifying assumption 
that all calls to a specific routine require the same amount of time to execute. This assumption 
may disguise that some calls (or worse, some call sites) always invoke a routine such that its execu­
tion is faster (or slower) than the average time for that routine. 

When the profiled program terminates, the arc table and the histogram of program counter 
samples is written to a file. The arc table is condensed to consist of the source and destination 
addresses of the arc and the count of the number of times the arc was traversed by this execution 
of the program. The recorded histogram consists of counters of the number of times the program 
counter was found to be in each of the ranges covered by the histogram. The ranges themselves 
are summarized as a lower and upper bound and a step size. 
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4. Post Proceasing 

Having gathered the arcs of the call graph and timing information for an execution of the 
program, we are interested in attributing the time for each routine to the routines that call it. We 
build a dynamic call graph with arcs from caller to callee, and propagate time from descendants to 
ancestors by topologically sorting the call graph. Time propagation is performed from the leaves 
of the call graph toward the roots, according to the order assigned by a topological numbering 
algorithm. The topological numbering ensures that all edges in the graph go from higher num­
bered nodes to lower numbered nodes. An exampl~ is given in Figure 1. If we propagate time 
from nodes in the order assigned by the algorithm, execution time can be propagated from descen­
dants to ancestors after a single traversal of each arc in the call graph. Each parent receives some 
fraction of a child's time. Thus time is charged to the caller in addition to being charged to the 
callee. 

Let Oe be the number of calls to some routine, e, and 0; be the number of calls from a 
caller r to a callee e. Since we are assuming each call to a routine takes the average amount of 
time for all calls to that routine, the caller is accountable for 0:; Ot of the time spent by the cal­
lee. Let the Be be the self time of a routine, e. The selCtime of a routine can be determined from 
the timing information gathered during profiled program execution. The total time, T" we wish 
to account to a routine r, is then given by the recurrence equation: 

Or 
T, =Br + E TeXCt 

, CALLS e e 

where r CALLS e is a relation showing all routines e called by a routine r. This relation is 
easily available from the call graph. 

However, if the execution contains recursive calls, the call graph has cycles that cannot be 
topologically sorted. In these cases, we discover strongly-connected components in the call graph, 
treat each such component as a single node, and then sort the resulting graph. We use a variation 
of Tarjan's strongly-connected components algorithm that discovers strongly-connected com­
ponents as it is assigning topological order numbers ITarjan72j. 

Time propagation within strongly connected components is a problem. For example, a self­
recursive routine (a trivial cycle in the call graph) is accountable for all the time it uses in all its 
recursive instantiations. In our scheme, this time should be shared among its caU graph parents. 
The arcs from a routine to itself are of interest, but do not participate in time propagation. Thus 
the simple equation for time propagation does not work within strongly connected components. 
Time is not propagated from one member of a cycle to another, since, by definition, this involves 
propagating time from a routine to itself. In addition, children of one member of a cycle must be 
considered children of all members of the cycle. Similarly, parents of one member of the cycle 
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Topological ordering 
Figure 1. 



must inherit all memhers of the cycle as descendants. It is for these reasons that we collapse con­
nected components. Our solution collects all members of a cyc:le together, summing the time and 
call counts for all members. All calls into the cyc:le are made to share the total time of the cycle, 
and all descendants of the cye1e propagate time into the cyc:le as a whole. Calls among the 
members of the cycle do not propagate any time, though they are listed in the call graph profile. 

Figure 2 shows a modified version of the call graph of Figure 1, in which the nodes labelled 3 
and 7 in Figure 1 are mutually recursive. The topologically sorted graph after the cycle is col­
lapsed is given in Figure 3. 

Since the technique described above only collects the dynamic eall graph, and the·program 
typically does not eall every routine on each execution, different executions ean introduce different 
cycles in the dynamic call graph. Since cyc:les often have a significant effect on time propagation, 
it is desirable to incorporate the static eall graph so that cyc:les will have the same members 
regardless of how the program runs. 

The static call graph can be eonstructed from the source text of the program. However, dis­
covering the static eall graph from the source text would require two moderately difficult steps: 
finding the source text for the program (which may not be available), and scanning and parsing 
that text, which may be in anyone of several languages. 

In our programming system, the static calling inrormation is also contained in the executable 
version of the program, which we already have available, and which is in language-independent 
rorm. One can examine the instructions in the object program, looking ror ealls to routines, and 
note which routines can be called. This technique allows us to add arcs to those already in the 
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Cycle to be collapsed. 
Figure 2. 
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Topological numbering arter cycle collapsing. 
Figure 3. 
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dynamic call graph. If a statically discovered arc already exists in the dynamic call graph, no 
action is required. Statically discovered arcs that do not exist in the dynamic call graph are added 
to the graph with a traversal count of zero. Thus they are never responsible for any time propaga­
tion. However, they may affect the structure of the graph. Since they may complete strongly con­
nected components, the static call graph construction is done berore topological ordering. 

&. Data Presentation 
The data is presented to the user in two different formats. The first presentation simply lists 

the routines without regard to the amount of time their descendants use. The second presentation 
incorporates the call graph of the program. 

&.1. The Flat Profile 

The fiat profile consists of a list of all the routines that are called during execution of the 
program, with the count of the number of times they are called and the number of seconds of exe­
cution time for which they are themselves accountable. The routines are listed in decreasing order 
of execution time. A list of the routines that are never called during execution of the program is 
also available to verify that nothing important is omitted by this execution. The fiat profile gives 
a quick overview of the routines that are used, and shows the routines that are themselves respon­
sible for large fractions of the execution time. In practice, this profile usually shows that no single 
function is overwhelmingly responsible for the total time of the program. Notice that for this 
profile, the individual times sum to the total execution time. 

&.2. The Call Graph Profile 

Ideally, we would like to print the call graph of the program, but we are limited by the two­
dimensional nature of our output devices. We cannot assume that a call graph is planar, and even 
if it is, that we can print a planar version of it. Instead, we choose to list each routine, together 
with information about the routines that are its direct parents and children. This listing presents 
a window into the call graph. Based on our experience, both parent information and child infor­
mation is important, and should be available without searching through the output. 

The major entries of the call graph profile are the entries from the fiat profile, augmented by 
the time propagated to each routine from its descendants. This profile is sorted by the sum of the 
timt' for the routine itself plus the time inherited from its descendants. The profile shows which of 
the higher level routines spend large portions of the total execution time in the routines that they 
call. For each routine, we show the amount of time passed by each child to the routine, which 
includes time for the child itself and for the descendants of the child (and thus the descendants of 
the routine). We also show the percentage these times represent of the total time accounted to the 
child. Similarly, the parents of each routine are listed, along with time, and percentage of total 
routine time, propagated to each one. 

called/total parents 
index %time self descendants called+self name index 

calledltotal children 
0.20 1.20 4/10 CAlLERl 17J 
0.30 1.80 6/10 CAlLER2 [1] 

[2J 41.5 0.50 3.00 10+4 EXAMPLE !2J 
1.50 1.00 20/40 SUB! < eyelel > [4] 
0.00 0.50 1/5 SUB2 f~il 0.00 0.00 0/5 SUB3 

Profile entry for EXAMPLE. 
Figure 4. 



Cycles are handled as single entities. The cycle as a whole is shown as though it were a sin­
gle routine, except that members of the cycle are listed in place of the children. Although the 
number of calls of each member from within the cycle are shown, they do not afrect time propaga­
tion. When a child is a member of a cycle, the time shown is the appropriate fraction of the time 
for the whole cycle. Self-recursive routines have their calls broken down into calls from the outside 
and self-recursive calls. Only the outside calls afrect the propagation of time. 

The following example is a typical fragment of a call graph. 

CALLERl CAU.ER2 

EXAMPLE 

SUBl SUB2 SUB3 

The entry in the call graph profile listing Cor this example is shown in Figure 4. 

The entry is for routine EXAMPLE, which has the Caller routines as its parents, and the Sub 
routines as its children. The reader should keep in mind that all information is given with re&pect 
to EXAMPLE. The index in the first column shows that EXAMPLE is the second entry in the 
profile listing. The EXAMPLE routine is called ten times, four times by CALLERl, and six times by 
CAlLER2. Consequently 40% of EXAMPLE's time is propagated to CALLERl, and 60% of 
EXAMPLE's time is propagated to CALLER2. The self and descendant fields of the parents show 
the amount of self and descendant time EXAMPLE propagates to them (but not the time used by 
the parents directly). Note that EXAMPLE calls itself recursively four times. The routine EXAM­
PLE calls routine SUBl twenty times, SUB2 once, and never calls SUB3. Since SUB2 is called a total 
of five times, 20% of its self and descendant time is propagated to EXAMPLE's descendant time 
field. Because SUBl is a member of Cllcle I, the self and descendant times and call count fraction 
are those for the cycle as a whole. Since cycle 1 is called a total of forty times (not counting calls 
among members of the cycle), it propagates 50% of the cycle's self and descendant time to 
EXAMPLE's descendant time field. Finally each name is followed by an index that shows where on 
the listing to find the entry for that routine. 

8. Using the Profiles 

The profiler is a useful tool for improving a set of routines that implement an abstraction. It 
can be helpful in identifying poorly coded routines, and in evaluating the new algorithms and code 
that replace them. Taking full advantage of the profiler requires a careful examination of the call 
graph profile, and a thorough knowledge of the abstractions underlying the program. 

The easiest optimizat.ion that can be performed is a small change to a control construct or 
data structure that. improves the running time of the program. An obvious starting point is a rou­
tine that is called many times. For example, suppose an output routine is the only parent of a 
routine that formats the data. If this format routine is expanded inline in the output routine, the 
overhead of a function call and return can be saved for each datum that needs to be formatted. 

The drawback to inline expansion is that the data abstractions in the program may become 
less parameterized, hence less clearly defined. The profiling will also become less useful since the 
loss of routines will make its output more granular. For example, if the symbol table runctions 
"lookup", "insert", and "delete" are all merged into a single parameterized routine, it will be 
impossible to determine the costs or anyone or these individual Cunctions rrom the profile. 

Further potential for optimization lies in routines that implement data abstractions whose 
total execution time is long. For example, a lookup routine might be called only a few times, but 
use an inefficient linear search algorithm, that might be replaced with a binary search. Alter­
nately, the discovery that a rehashing function is being called excessively, can lead to a different 

o 

/-- -", 

o 



c 

hash function or a larger hash table. Ir the data abstraction function cannot easily be speeded up, 
it may be advantageous to cache its results, and eliminate the need to rerun it for identical inputs. 
These and other ideas for program improvement are discussed in (Bentley81]. 

This tool is best used in an iterative approach: profiling the program, eliminating one 
bottleneck, then finding some other part of the program that begins to dominate execution time. 
For instance, we have used .prof on itself; eliminating, rewriting, and inline expanding routines, 
until reading data files (hardly a target for optimization!) represents the dominating factor in its 
execution time. 

Certain types of programs are not easily analyzed by sprof. They are typified by programs 
that exhibit a large degree of recursion, such as recursive descent compilers. The problem is that 
most of the major routines are grouped into a single monolithic cycle. As in the symbol table 
abstraction that is placed in one routine, it is impossible to distinguish which members of the cycle 
are responsible for the execution time. Unfortunately there are no easy modifications to these pro­
grams that make them amenable to analysis. 

A completely different. use of the profiler is to analyze the control flow of an unfamiliar pro­
gram. If you receive a program from another user that you need to modify in some small way, it 
is often unclear where thE: change& need \0 be made. By running the program on an example and 
then using gprof, you can get a view of the structure of the program. 

Consider an example in which you need to change the output format of the program. For 
purposes of this example suppose that the call graph of the output portion of the program has the 
following structure: 

CALC} CALC2 CALC3 

FORMAT} FORMAT2 

"v\ 'RI TE" 

Initially you look through the gprot output for the system call "WRITE". The format routine 
you will need to change is probably among the parents of the "WRITEH procedure. The next step 
is to look at the profile entry for each of parents of "WRITE", in this example either "FORMATl" 
or "FORMAT2", to determine which one to change. Each format routine will have one or more 
parents, in this example "CALC}", "CALC2", and "CALC3". By inspecting the source code for 
each of these routines you can determine which format routine generates the output that you wish 
to modify. Since the gprot entry shows all the potential calls to the format routine you intend to 
change, you can determine if your modifications will affect output that should be left alone. If you 
desire to change the output of "CALC2", but not "CALC3", then formatting routine "FORM<\T2" 
needs to be split into two separate routines, one of which implements the new format. You can 
then retarget just the call by "CALC2" that needs the new format. It should be noted that the 
static call information is particularly useful here since the test case you run probablY will not exer­
cise the entire program. 

7. Conclusions 

We have created a profiler that aids in the evaluation of modular programs. For each rou­
tine in the program, the profile shows the extent to which that routine helps support various 
abstraction~, and how that routine uses other abstractions. The profile accurately assesses the cost 
of routines at all levels of the program decomposition. The profiler is easily used, and can be com­
piled into the program without any prior planning by the programmer. It adds only five to thirty 
percent execution overhead to the program being profiled, produces no additional output until after 
the program finishes, and allows the program to be measured in its actual environment. Finally, 



the profiler runs on a tim.sharing system using only the normal services provided by the operating 
system and compilers. 
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