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Chapter 4 Storage Control

the hash are used in the index; HTABORG must have this same number
of low-order bits equal to 0. See Figure 65 on page 407.

Example: Suppose that the Page Table is 16,384 (214) 128-byte PTEGs,
for a total size of 22! bytes (2 MB). A 14-bit index is required. Eleven bits
are provided from the hash to start with, so 3 additional bits from the
hash must be selected. Thus the value in HTABSIZE must be 3 and the
value in HTABORG must have its low-order 3 bits (bits 31:33 of SDR1)
equal to 0. This means that the Page Table must begin on a 23+11+7 = 221
=2 MB boundary.

Hashed Page Table Search

An outline of the HTAB search process is shown in Figure 65 on
page 407. The detailed algorithm is as follows:

1. Primary Hash: A 39-bit hash value is computed by Exclusive ORing
the low-order 39 bits of the VSID with a 39-bit value formed by con-
catenating 23 bits of 0 with the page index.

2. The 64-bit real address of a PTEG is formed by concatenating the fol-
lowing values:

M Bits 0:17 of SDR1 (the 18 high-order bits of HTABORG).

B Bits 0:27 of the value formed in step 1 ANDed with the mask gen-
erated from bits 59:63 of SDR1 (HTABSIZE) and then ORed with
bits 18:45 of SDR1 (the 28 low-order bits of HTABORG).

B Bits 28:38 of the value formed in step 1.
B A 7-bit field of 0s.

This operation, referred to as the “Primary HTAB Hash,” identifies a
particular PTEG, each of whose 8 PTEs will be tested in turn.

3. The first PTE in the selected PTEG is tested for a match with VPN. In
order for a match to exist, the following must be true:

B PTE;=0
W PTEy=1
B PTEysip=VAq.51
® PTEAp=VAs2:56

If a match is found, the PTE search terminates successfully.
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4. Step 3 is repeated for each of the other 7 PTEs in the PTEG. The first
matching PTE terminates the search. If none of the 8 PTEs match, the
secondary hash must be tried.

5. Secondary Hash: A 39-bit hash value is computed by taking the
one's complement of the Exclusive OR of the low-order 39 bits of the
VSID with a 39-bit value formed by concatenating 23 bits of 0 with
the page index.

6. The 64-bit real address of a PTEG is formed by concatenating the fol-
lowing values:

B Bits 0:17 of SDR1 (the 18 high-order bits of HTABORG).

B Bits 0:27 of the value formed in step 5 ANDed with the mask gen-
erated from bits 59:63 of SDR1 (HTABSIZE) and then ORed with
bits 18:45 of SDR1 (the 28 low-order bits of HTABORG).

W Bits 28:38 of the value formed in step 5.
B A 7-bit field of Os.
This operation is referred to as the “Secondary HTAB Hash.”

7. The first PTE in the selected PTEG is tested for a match with VPN. In
order for a match to exist, the following must be true:

W PTE;-1

B PTEy-1

B PTEysp=VAq.s51

B PTEAp1=VAs):56

If a match is found, the PTE search terminates successfully.

8. Step 7 is repeated for each of the other 7 PTEs in the PTEG. The first
matching PTE terminates the search. If none of the 8 PTEs match, the
search fails.

If the Page Table search succeeds, the content of the PTE that trans-
lates the EA is returned. The real address (RA) is formed by concatenat-
ing the RPN from the matching PTE with bits 52:63 of the effective
address (the byte offset).

If the search fails, a page fault interrupt is taken. This will be an
Instruction Storage interrupt or a Data Storage interrupt, depending on
whether the effective address is for an instruction fetch or for data access.
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Programming Notes

1.Page Table Entries may
or may not be cached
ina TLB.

2.Page Table lookups are
done using real
addresses and storage
access mode M=1
(Memory Coherence).

3.1t is possible that the
hardware implements
two TLB arrays (one for
data and one for
instructions). In this
case, the size, shape,
and values contained
by the arrays may be
different.

4. Use the tibie or tibia
instruction to ensure
that the TLB no longer
contains a mapping
for a particular page.

5.Refer to Book IV,
PowerPC
Implementation
Features, for the
procedure to be used
to invalidate the
entire TLB.

Translation Lookaside Buffer

Conceptually, the Page Table is searched by the address relocation hard-
ware to translate every reference. For performance reasons, the hardware
usually keeps a Translation Lookaside Buffer (TLB) that holds PTEs that
have recently been used. The TLB is searched prior to searching the Page
Table. As a consequence, when software makes changes to the Page Table
it must perform the appropriate TLB invalidate operations to maintain
the consistency of the TLB with the Page Table.

4.5 Segmented Address Translation,
32-Bit Implementations

Figure 68 shows the steps involved in translating from an effective
address to a real address on a 32-bit implementation.

4 16 12

32-bit EA l78R Page Byte ‘I
[ | J
Select
Segment
Registers
. 24 16 ‘}12
52-bit VA Virtual Segment ID Page Byte _‘
| I |
Lookup
Page
Table
32-bit RA 20 12
! Real Page Number | Byte —’

Figure 68. Address translation overview (32-bit implementations)
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If an access is translated by the Block Address Translation mechanism
(BAT, see Section 4.7 on page 423), the BAT takes precedence and the
results of segmented address translation are not used. If an access is not
translated by a BAT, segmented address translation proceeds as follows.

The effective address (EA) is a 32-bit quantity computed by the pro-
cessor. Bits 0:3 of the EA are the Segment Register number. These are
used to select a Segment Register, from which is extracted a Virtual Seg-
ment ID (VSID). Bits 4:19 of the EA are the Page Number within the seg-
ment; these are concatenated with the VSID from the Segment Register to
form the Virtual Page Number (VPN). The VPN is looked up in the Page
Table to produce a Real Page Number (RPN). Bits 20:31 of the EA are
the byte offset within the page; these are concatenated with the RPN to
form the real address (RA) that is used to access storage.

If the selected Segment Register identifies the segment as a direct-store
segment, the Page Table is not referred to. Rather, translation continues
as described in Section 4.6, “Direct-Store Segments,” on page 421.

For ordinary segments the translation moves in two steps from effec-
tive address to virtual address (which never exists as a specific entity but
can be considered to be the concatenation of the VPN and byte offset)
and from virtual address to real address.

The first step in segmented address translation is to convert the effec-
tive address to a virtual address, as described in Section 4.5.1. The second
step, conversion of the virtual address to a real address, is described in
Section 4.5.2 on page 415.

4.5.1 Virtual Address Generation, 32-Bit
Implementations

Conversion of a 32-bit effective address to a virtual address is done by
using the four high-order bits of the EA to select a Segment Register, as
shown in Figure 69 on page 414.

Segment Registers

The 16 32-bit Segment Registers are present only in 32-bit implementa-
tions. Figure 70 on page 415 shows the layout of a Segment Register. The
fields in the Segment Register are interpreted according to the value of bit
0 (the T bit).

If an access is translated by the Block Address Translation mechanism
(BAT, see Section 4.7 on page 423), the BAT takes precedence and the
results of translation using Segment Registers are not used. If an access is
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4 16 12
32-Bit Effective Address |_;}R Page Byte
03 |4 }9 %O ?1
Select
16 Segment Registers
—>
) 24
Segment Register T K |K,| 7/ VSID —|
32 bits 0 12 8 31
A 24 Y 16 12
52-Bit Virtual Address VSID Page Byte —‘

4 Virtual Page Number (VPN)-»

Figure 69. Translation of 32-bit effective address to virtual address

not translated by a BAT, and T=0 in the selected Segment Register, the
effective address is a reference to an ordinary segment. The 52-bit virtual

address (VA) is formed by concatenating

M the 24-bit VSID field from the Segment Register,

W the 16-bit page index, EA4.19, and
W the 12-bit byte offset, EAy(.31.

The VA is then translated to a real address as described in the next sec-

tion.
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If T=1 in the selected Segment Register (and the access is not trans-
lated by a BAT), the effective address is a reference to a direct-store seg-
ment. No reference is made to the Page Table; processing continues as

described in Section 4.6, “Direct-Store Segments,” on page 421.

| T[K (K| ] VSID
0 1 2 8 31
Bit(s) Name Description
0 T T = 0 selects this format
1 Ks Supervisor state storage key
2 K, Problem state storage key
8:31 VSID Virtual Segment ID
All other fields are reserved.
l T | K | Kp ' BUID controller specific
0 1 2 3 12 31
Bit(s) Name Description
0 T T = 1 selects this format
1 K, Supervisor state storage key
2 K, Problem state storage key
3:11 BUID Bus Unit ID
12:31 Device dependent data for /O controller

Figure 70. Segment Register format

4.5.2 Virtual to Real Translation, 32-Bit
Implementations

Conversion of a 52-bit virtual address to a real address is done by search-
ing a hashed page table located by SDR1, as shown in Figure 71 on
page 416.

Generation of the 52-bit virtual address that is input to this stage of
the translation process is described in Section 4.5.1, “Virtual Address
Generation, 32-Bit Implementations,” on page 413.
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<«—— Virtual Page Number (VPN) >

24 16 12
52-Bit Virtual Address Virtual Segment ID (VSID) Page Byte _l
0 5 23 24 39 40 51
L ] L ] 1 ]
3 '4—16
l 000
N ——
Hash
Function
HTABORG HTABMASK
16 9 19
SDR1 XXX......xx000......00 mn 00...... 011....1—' ‘l
0 6 7 15 23 31 0 8 9 18
L | L | L § L )L J
AND
1
OR Page Table
—p |¢— 8 bytes
I—J PTEO pTE7| PTEGO
7 9 10 6 / = i = i = ] = | N
000000" \ 1 1 | i
32-Bit Real Address of Page Table Entry Group PTEGn
+— E——
Page Table Entry (PTE) 64 bytes
8 bytes
24 6 20
A% VSID H| API Real Page Number /Il |R|C|WIMG| /| PP
01 24 25 26 31 0 19 23 24 25 28 30 31
L 1
¢ 20 12
32-Bit Real Address RPN Byte -I

Figure 71. Translation of 52-bit virtual address to 32-bit real address
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Page Table

The Hashed Page Table (HTAB) is a variable-sized data structure that
defines the mapping between Virtual Page Numbers and Real Page Num-
bers. The HTAB's size must be a power of 2, and its starting address must
be a multiple of its size.

The HTAB contains a number of Page Table Entry Groups (PTEGs). A
PTEG contains eight Page Table Entries (PTEs) of eight bytes each; each
PTEG is thus 64 bytes long. PTEGs are entry points for searches of the
Page Table.

See Section 4.12, “Table Update Synchronization Requirements,” on
page 446 for the rules that software must follow when updating the Page
Table.

Page Table Entry

Each Page Table Entry (PTE) maps one VPN to one RPN. Additional
information in the PTE controls the HTAB search process and provides
input to the storage protection mechanism. Figure 72 shows the layout of

a PTE.
0 1 25 26 31
v VSID H | API
RPN || R[C|WIMG]| /[ PP
0 19 23 24 25 28 30 31
Word Bit(s) Name Description
0 0 A% Entry valid (V=1) or invalid (V=0)
1:24 VSID Virtual Segment ID
25 H Hash function identifier
26:31 API Abbreviated Page Index
1 0:19 RPN Real Page Number
23 R Reference Bit
24 C Change bit
25:28 WIMG Storage access control
30:31 PP Page protection bits

All other fields are reserved.

Figure 72. Page Table Entry, 32-bit implementations
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Programming Note

It is recommended that
the number of PTEGs in
the Page Table be at least
one-half the number of

real pages to be accessed.

As an example, if the
amount of real memory
to be accessed is 229 bytes
(512 MB), then we have
22912 2 217 real pages.
The minimum
recommended Page Table
size would be 2'€ PTEGs,
or 222 pytes (4 MB).

The PTE contains an Abbreviated Page Index rather than the complete
Page field. At least 10 of the low-order bits of the Page field are used in
the hash function to select a PTEG. These bits are not repeated in the
PTEs of that PTEG.

Page Table Size

The number of entries in the Page Table directly affects performance
because it influences the hit ratio in the Page Table and thus the rate of
page fault interrupts. If the table is too small, it is possible that not all the
virtual pages that actually have real pages assigned can be mapped via the
Page Table. This can happen if too many hash collisions occur and there
are more than 16 entries for the same primary/secondary pair of PTEGs.
While this situation cannot be guaranteed not to occur for any size Page
Table, making the Page Table larger than the minimum size will reduce
the frequency of such collisions.

Storage Description Register 1

The SDR1 register is shown in Figure 73.

| HTABORG ] I HTABMASK
0 15 23 31
Bit(s) Name Description
0:15 HTABORG Real address of Page Table

23:31 HTABMASK Mask for Page Table address

All other fields are reserved.

Figure 73. SDR1, 32-bit implementations

The HTABORG field in SDR1 contains the high-order 16 bits of the
32-bit real address of the Page Table. The Page Table is thus constrained
to lie on a 216 byte (64 KB) boundary at a minimum. At least 10 bits
from the hash function (see Figure 71 on page 416) are used to index into
the Page Table. The minimum size Page Table is 64 KB (210 PTEGs of 64
bytes each).

The Page Table can be any size 2" where 16 < n < 25. As the table size
is increased, more bits are used from the hash to index into the table and
the value in HTABORG must have more of its low-order bits equal to 0.

The HTABMASK field in SDR1 contains a mask value that deter-
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mines how many bits from the hash are used in the Page Table index.
This mask must be of the form 0b00...011...1, that is, a string of 0-bits
followed by a string of 1-bits. The 1-bits determine how many additional
bits (beyond the minimum of 10) from the hash are used in the index;
HTABORG must have this same number of low-order bits equal to 0. See
Figure 71 on page 416.

Example: Suppose that the Page Table is 8,192 (213) 64-byte PTEGs,
for a total size of 21° bytes (512 KB). A 13-bit index is required. Ten bits
are provided from the hash to start with, so 3 additional bits from the
hash must be selected. Thus the value in HTABMASK must be 0x007 and
the value in HTABORG must have its low-order 3 bits (bits 13:15 of
SDR1) equal to 0. This means that the Page Table must begin on a
23+10+6 _ 19 _ 512 KB boundary.

Hashed Page Table Search

An outline of the HTAB search process is shown in Figure 71 on
page 416. The detailed algorithm is as follows:

1. A 19-bit hash value is computed by Exclusive ORing the low-order 19
bits of the VSID with a 19-bit value formed by concatenating 3 bits of
0 with the page index.

2. Primary Hash: The 32-bit real address of a PTEG is formed by con-

catenating the following values:

B Bits 0:6 of SDR1 (the 7 high-order bits of HTABORG).

B Bits 0:8 of the value formed in step 1 ANDed with bits 23:31 of
SDR1 (the value of HTABMASK) and then ORed with bits 7:15 of
SDR1 (the 9 low-order bits of HTABORG).

B Bits 9:18 of the value formed in step 1.
B A 6-bit field of Os.

This operation, referred to as the “Primary HTAB Hash,” identifies a
particular PTEG, each of whose 8 PTEs will be tested in turn.

3. The first PTE in the selected PTEG is tested for a match with VPN. In
order for a match to exist, the following must be true:

W PTEy=0
B PTEy=1
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B PTEysip=VAo.23
B PTEAp=VA24:29

If a match is found, the PTE search terminates successfully.

. Step 3 is repeated for each of the other 7 PTEs in the PTEG. The first

matching PTE terminates the search. If none of the 8 PTEs match, the
secondary hash must be tried.

. A 19-bit hash value is computed by taking the one's complement of

the Exclusive OR of the low-order 19 bits of the VSID with a 19-bit
value formed by concatenating 3 bits of 0 with the page index.

. Secondary Hash: The 32-bit real address of a PTEG is formed by

concatenating the following values:

M Bits 0:6 of SDR1 (the 7 high-order bits of HTABORG).

W Bits 0:8 of the value formed in step S ANDed with bits 23:31 of
SDR1 (the value of HTABMASK) and then ORed with bits 7:15 of
SDR1 (the 9 low-order bits of HTABORG).

W Bits 9:18 of the value formed in step 5.
W A 6-bit field of Os.
This operation is referred to as the “Secondary HTAB Hash.”

. The first PTE in the selected PTEG is tested for a match with VPN. In

order for a match to exist, the following must be true:
W PTEy=1

W PTEy=1

B PTEysip=VA¢:23

B PTEAp=VA24:29

If a match is found, the PTE search terminates successfully.

. Step 7 is repeated for each of the other 7 PTEs in the PTEG. The first

matching PTE terminates the search. If none of the 8 PTEs match, the
search fails.

If the Page Table search succeeds, the content of the PTE that trans-

lates the EA is returned. The Real Address (RA) is formed by concatenat-
ing the RPN from the matching PTE with bits 20:31 of the effective
address (the byte offset).
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If the search fails, a page fault interrupt is taken. This will be an
Instruction Storage interrupt or a Data Storage interrupt, depending on
whether the effective address is for an instruction fetch or for data access.

Translation Lookaside Buffer

Conceptually, the Page Table is searched by the address relocation hard-
ware to translate every reference. For performance reasons, the hardware
usually keeps a Translation Lookaside Buffer (TLB) that holds PTEs that
have recently been used. The TLB is searched prior to searching the Page
Table. As a consequence, when software makes changes to the Page Table
it must perform the appropriate TLB invalidate operations to maintain
the consistency of the TLB with the Page Table.

4.6 Direct-Store Segments

A direct-store segment is a mapping of effective addresses onto an exter-
nal address space, typically an I/O bus.

Effective addresses that lie within direct-store segments complete only
the first step of segmented address translation.

B In 64-bit implementations, this is the search of the Segment Table. If
the resulting Segment Table Entry has T=1, the reference is to a direct-
store segment.

M In 32-bit implementations, this is the selection of the Segment Register.
If the Segment Register has T=1, the reference is to a direct-store seg-
ment.

Direct-store data accesses are performed as though the storage access
mode bits “WIMG” were 0101 (see Section 4.8).

4.6.1 Completion of Direct-Store Access

If an access is translated by the Block Address Translation mechanism
(BAT, see Section 4.7), the BAT takes precedence and the results of seg-
mented address translation are not used. If an access is not translated by
a BAT, and the segmented address translation process has discovered that
the segment has T=1, translation terminates. No reference is made to the
Page Table; Reference and Change bits are not updated. The following
data are sent to the storage controller:

Programming Notes

1.Page Table Entries may
or may not be cached
inaTLB.

2.Page Table lookups are
done using real
addresses and storage
access mode M=1
(Memory Coherence).

3.1t is possible that the
hardware implements
two TLB arrays (one for
data and one for
instructions). In this
case, the size, shape,
and values contained
by the arrays may be
different.

4. Use the tibie or tibia
instruction to ensure
that the TLB no longer
contains a mapping
for a particular page.

5.Refer to Book IV,
PowerPC
Implementation
Features, for the
procedure to be used
to invalidate the
entire TLB.

Compatibility Note

Direct-store segments
are provided for POWER
compatibility.
Applications that require
low-latency load/store
access to an external
address space should
consider more
traditional methods.
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For 64-bit implementations:

B A one-bit field representing the privilege of the storage access,
computed as follows:

Key « (K, & MSRpp) | (Kg & —MSRpg)

M The 32-bit IO field from bits 32:63 of the second doubleword
of the STE

B The low-order 28 bits of the effective address, EA34.43
For 32-bit implementations:

B A one-bit field representing the privilege of the storage access,
computed as follows:

Key <« (Kp & MSRPR) ] (KS & —-MSRPR)

B The contents of bits 3:31 of the Segment Register, which is the
BUID field concatenated with the “controller specific” field

B The low-order 28 bits of the effective address, EAy4.31

An implementation of the PowerPC Architecture may cause multiple
address/data transfers for a single instruction. The address for each trans-
fer will be handled in the same manner that addresses for access to main
storage are handled.

4.6.2 Direct-Store Segment Protection

Page-level protection as described in Section 4.10.1, “Page Protection,”
on page 437 is not provided by the PowerPC processor for direct-storage
segments. The appropriate key bit (K or Kp) from the STE or Segment
Register is sent to the storage controller, but it is up to the storage con-
troller to implement any protection mechanism. Frequently no such
mechanism will be provided; the fact that a direct-store segment is
mapped into the address space of a process may be regarded as sufficient
authority to access the segment.

4.6.3 Instructions Not Supported for T=1

The following instructions are not supported when they specify an effec-
tive address in a segment where T=1:
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B [warx W stwex.
W ldarx B stdcx.
W eciwx M ecowx

If one of these instructions is executed specifying an effective address
in a segment where T=1, either a Data Storage interrupt occurs or the
results are boundedly undefined.

4.6.4 Instructions with No Effect for T=1

The following instructions are treated as no-ops when they specify an
effective address in a segment where T=1:

W dcbt W dcbst
W dcbtst W dcbz
W dcbf B icbi

W dcbi

For further details of storage references to direct-store segments, refer
to Book 1V, PowerPC Implementation Features.

4.7 Block Address Translation

The Block Address Translation (BAT) mechanism provides a means for
mapping ranges of virtual addresses larger than a single page onto contig-
uous areas of real storage. Such areas can be used for data that are not
subject to normal virtual storage handling (paging), such as a memory-
mapped display buffer or an extremely large array of numeric data.

4.7.1 Recognition of Addresses in BAT Areas

Block Address Translation is enabled only when address translation is
enabled (MSRg=1 or MSRpgr=1 or both).

Special Purpose Registers (SPRs) called BAT registers define the start-
ing addresses and sizes of BAT areas. The BAT registers are accessed in
parallel with segmented address translation to determine whether a par-
ticular EA corresponds to a BAT area. If an EA is within a BAT area, the
real address for storage access is determined as described below.

It is possible to set up the BAT registers and the segmented address
translation mechanism such that a particular effective address is within a
BAT area and also is covered by page translation. When this happens, the
BAT takes precedence over entries in the Segment Table or the content of
a Segment Register (including the T bit).

Programming Note

It is possible for a BAT
area to overlay part of an
ordinary segment, such
that the BAT portion is
nonpageable while the
rest of the segment is
pageable. If this is done,
it is not necessary to
supply Page Table Entries
for the portion of the
segment overlaid by the
BAT.
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Programming Note

If the same storage
address is to be mapped
via BAT for both I-fetch
and data load and store,
it is necessary to load the
mapping into both an
IBAT pair and a DBAT
pair. This is true even on
an implementation that
does not have split | and
D caches.

The BAT areas are defined by pairs of SPRs. These SPRs can be read or
written by the mfspr and mispr instructions; see pages 384 and 387.
Access to these SPRs is privileged. The layout of the BAT registers is
shown in Figure 74 on page 425 for 64-bit implementations and in
Figure 75 on page 426 for 32-bit implementations.

Four pairs of BAT registers are provided for translating instruction
addresses (the IBAT registers), and four pairs are provided for translating
data addresses (the DBAT registers).

It is an error for system software to set up the BAT registers such that
an effective address is translated by more than one IBAT pair or by more
than one DBAT pair. If this error occurs, the results are undefined and
may include a violation of the storage protection mechanism, a Machine
Check interrupt, or a Checkstop.

Each pair of BAT registers defines the starting address of a BAT area in
effective address space, the length of the area, and the start of the corre-
sponding area in real address space. If an effective address is within the
range of EAs defined by a pair of BAT registers that is valid (see below)
for the access, its real address is developed by (conceptually) subtracting
the starting effective address of the BAT area from the EA and adding the
starting real address of the BAT area.

BAT areas are restricted to a finite set of allowable lengths, all of
which are powers of 2. The smallest BAT area defined is 128 KB (217
bytes). The largest BAT area defined is 256 MB (228 bytes). The starting
address of a BAT area in both EA space and RA space must be a multiple
of the area's length.
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4.7.2 BAT Registers

See Section 3.4.1, “Move to/from System Register Instructions,” on
page 384 for a list of the SPR numbers for the BAT registers. See Appen-
dix B, “Assembler Extended Mnemonics,” on page 495 for a list of
extended mnemonics for use with the BAT registers.

Upper BAT Register
0 46 51 62 63
BEPI i | BL ANA
BRPN m ] wiMG [/[ pp
0 46 57 60 62 63
Lower BAT Register
Register Bit(s) Name Description
Upper 0:46 BEPI Block Effective Page Index
51:61 BL Block Length
62 Vs Supervisor state valid bit
63 ' Problem state valid bid
Lower 0:46 BRPN Block Real Page Number
57:60 WIMG Storage access controls

Bit 60 is reserved in IBATs

62:63 PP Protection bits for BAT area

All other fields are reserved.

Figure 74. BAT registers, 64-bit implementations
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Programming Note

Entries that have
complementary settings
of Vg and V, may map
overlapping effective
address blocks.
Complementary settings
would be:

BAT entry A: Vg

.V
BAT entry B: Vg v

1
0,

[}

0
1

won

Upper BAT Register
0 14 19 30 31
BEPI " | BL Vs |V,
BRPN | wWIMG [/| PP
0 14 25 28 30 31
Lower BAT Register
Register Bit(s) Name Description
Upper 0:14 BEPI Block Effective Page Index
19:29 BL Block Length
30 Vs Supervisor state valid bit
31 \A Problem state valid bid
Lower 0:14 BRPN Block Real Page Number
25:28 WIMG Storage access controls
Bit 28 is reserved in IBATs
30:31 PP Protection bits for BAT area

All other fields are reserved.

Figure 75. BAT registers, 32-bit implementations

The equation for determining whether a BAT entry is valid for a par-
ticular access is:

BAT_ entry_valid = (Vg & —MSRpp) | (Vp & MSRpR)

If a BAT entry is not valid for a given access, it does not participate in
address translation for that access.

Two BAT entries may not map an overlapping effective address range
and be valid at the same time.

The BL field in the upper BAT register is a mask that encodes the
length of the BAT area.
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BAT Area Length BL

128 KB 000 0000 0000
256 KB 000 0000 0001
512 KB 000 0000 0011
1 MB 000 0000 0111
2 MB 000 0000 1111
4 MB 000 0001 1111
8 MB 000 0011 1111
16 MB 00001111111
32 MB 0001111 1111
64 MB 001 1111 1111
128 MB 01111111111
256 MB 1111111 1111

Only the values shown are valid for BL. The rightmost bit of BL is
aligned with bit 46 {14} of the EA.

An effective address is determined to be within a BAT area if EA
matches BEPIL. The boundary between the string of Os and the string of 1s
in BL determines the bits of EA that participate in the comparison with
BEPL. A match occurs if the following expression is true on a 64-bit
implementation:

EAO:35 || (EA36:46 & —BL) = BEPI

Note: In 32-bit mode, EA(.31 are treated as zeros.
A match occurs if the following expression is true on a 32-bit imple-
mentation:

EAg.3 || (EAs.14 & —BL) = BEPI

Bits in EA corresponding to 1s in BL, concatenated with the 17 bits of
EA to the right of BL, form the offset within the BAT area.

The value in BL must be one of those given in the table above, and the
values in BEPI and BRPN must have at least as many low-order Os as
there are 1s in BL. If these rules are violated, the results are undefined.
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BAT Storage Protection

If an effective address is determined to be within a BAT area that is valid
for the access, the access is next validated by the storage protection
scheme described in Section 4.10.2, “BAT Protection,” on page 438. If
this protection mechanism rejects the EA, a page fault (Data Storage
interrupt or Instruction Storage interrupt) is generated.

BAT Real Address

If the protection mechanism accepts the access, then a real address is
formed as shown in Figure 76 for 64-bit implementations, and in
Figure 77 on page 429 for 32-bit implementations.

11 17
EA 36 —I
BL

v Y

AND

11 17-|
j6 114
BRPN
OR
3 36 11 17

RA —]

Figure 76. Formation of real address via BAT, 64-bit implementations

Access to the real memory of the BAT area is made according to the
storage mode defined by the “WIMG” bits in the lower BAT register.
These bits apply to the entire BAT area rather than to an individual page.
See Section 4.8.2, “Supported Storage Modes,” on page 431 for an expla-
nation of these bits.
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4 11 17
ol |

BL

AND

11 17"

—117

BRPN r

OR

) 11 17
R | 1

Figure 77. Formation of real address via BAT, 32-bit implementations

4.8 Storage Access Modes

When address relocation is enabled and the effective address generated by
a storage access is translated by the Segmented Address Translation
mechanism or by the Block Address Translation mechanism, the access is
performed under the control of the Page Table Entry or BAT entry used
to translate the effective address. Each Page Table Entry or DBAT entry
contains four mode control bits, W, I, M, and G, that specify the storage
mode for all accesses translated by the entry. The IBAT entry contains the
W, I, and M bits, but not the G bit. The W and I bits control how the pro-
cessor executing the access uses its own cache. The M bit specifies
whether the processor executing the access must use the storage coher-
ence protocol to ensure that all copies of the addressed storage location
are made consistent. The G bit controls whether speculative data and
instruction fetching is permitted. For an access translated by an IBAT
entry, G is assumed to be 0.

The mode control bits only have meaning when an effective address is
translated in the processor performing a storage access. When an access is
performed for which coherence is required, the processor performing the
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access must inform the coherence mechanism that the access requires
memory coherence. Other processors affected by the access must respond
to the coherence mechanism. However, since these mode control bits are
only relevant when an effective address is translated and have no direct
relation to data in the cache, processors responding to the coherence
request are able to respond without knowledge of the state of these bits.

4.8.1W, I, M, and G bits

The W, I, M, and G bits in a Page Table Entry or DBAT entry, or the W, I,
and M bits in an IBAT entry, control the way in which the processor
accesses cache and main storage. Each bit controls a separate aspect of
storage references.

W Write Through

If the data are in the cache, a store must update that copy of the
data. In addition, if W=1 the update must be written to the home
storage location (see below).

Store combining optimizations are allowed except when the store
instructions are separated by sync or eieio. The architecture pre-
sumes that data present in the cache are valid and a store may
cause any part of that data to be copied back to main storage.

The definition of the home storage location is dependent upon the
implementation of the memory system but can be illustrated by
the following examples:

B RAM Storage
The store must be sent to the RAM controller to be written
into the target RAM.

B [/O Adapter Card
The store must be sent to the adapter card to be written to the
target register or storage location.

In systems with multilevel caching, the store must be written to a
depth in the memory hierarchy that is seen by all processors and
devices.

I Caching Inhibited

If I=1, the storage access is completed by referencing the location
in main storage, bypassing the cache. During the access, the
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accessed location is not brought into the cache nor is the location
allocated in the cache.

Load/store combining optimizations are allowed except when the
accesses are separated by sync, or by eieio when the storage access
is also Guarded.

M Memory Coherence

This mode control is provided to allow improved performance in
systems in which accesses to storage kept consistent by hardware
are slower than accesses to storage not kept consistent by hard-
ware, and in which software is able to enforce the required consis-
tency. When the mode is off (M=0), the hardware need not
enforce data coherence. When the mode is on (M=1), the hard-
ware must enforce data coherence. Because instruction storage
need not be consistent with data storage, it is permissible for an
implementation to ignore the M bit for instruction fetches.

G Guarded Storage

If G=1, accesses to storage must conform to the restrictions
described in Section 4.2.5, “Speculative Execution,” on page 396.

4.8.2 Supported Storage Modes

The combinations of the Write Through bit, the Caching Inhibited bit,
and the Memory Coherence bit define eight different storage modes. Six
of these modes are supported. For each, the G bit may be 0 or 1.

| WIM = 000

1. Data may be cached.

2. Loads or stores for which the target location is in the cache may use
that copy of the location.

3. Exclusive ownership of the block containing the target location is
not required for store accesses, and consistency operations for the
block may be ignored when fetching the block, storing it back, or
changing its state from shared to exclusive.

B WIM = 001

1. Data may be cached.
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2. Loads or stores for which the target location is in the cache may use
that copy of the location.

3. Exclusive ownership of the block containing the target location is
required before store accesses are allowed. When fetching the
block, the processor must indicate that consistency is to be enforced
on the bus transaction. If the state of the block is read shared, the
processor must gain exclusive use of the block before storing into it.

B WIM =010

Caching is inhibited. The storage access goes to storage bypassing the
cache. Hardware-enforced storage consistency is not required.

WIM = 011
Caching is inhibited. The storage access goes to storage bypassing the
cache. Storage consistency is enforced by hardware.

WIM = 100
1. Data may be cached.

2. Loads for which the target location is in the cache may use that
copy of the location.

3. Stores must be written to main storage. The target location of the
store may be cached and must be updated if there.

4. Exclusive ownership of the block containing the target location is
not required for store accesses, and consistency operations for the
block may be ignored when fetching the block, storing it back, or
changing its state from shared to exclusive.

WIM =101
1. Data may be cached.

2. Loads for which the target location is in the cache may use that
copy of the location.

w

Stores must be written to main storage. The target location of the
store may be cached and must be updated if there.

>

Exclusive ownership of the block containing the target location is
required before store accesses are allowed. When fetching the
block, the processor must indicate that consistency is to be enforced
on the bus transaction. If the state of the biock is read shared, the
processor must gain exclusive use of the block before storing into it.
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B WIM =110
This mode would represent memory that is Write Through, Caching
Inhibited, and Memory Coherence Not Required. This mode is not
supported.

B WIM =111
This mode would represent memory that is Write Through, Caching
Inhibited, and Memory Coherence Required. This mode is not sup-
ported.

4.8.3 Mismatched WIMG Bits

Accesses to the same storage location using two effective addresses for
which the Write Through mode (W bit) differs must meet the memory
coherence requirements described in Book II, Section 1.5, “Memory
Coherence,” on page 323.

Accesses to the same storage location using two effective addresses for
which the Caching mode (I bit) differs must meet the requirement that a
copy of the target location of an access to Caching Inhibited storage not
be in the cache. Violation of this requirement is considered a program-
ming error; software must ensure that the location has not previously
been brought into the cache or, if it has, that it has been flushed from the
cache. If the programming error occurs, the result of the access is bound-
edly undefined.

Accesses to the same storage location using two effective addresses for
which the Memory Coherence mode (M bit) or the Guarded mode (G bit)
differ are always permitted.

4.9 Reference and Change Recording

If address translation is enabled (MSRjg=1 or MSRpg=1), Reference (R)
and Change (C) bits are maintained in the Page Table Entry for each real
page for accesses due to Segment and Page Table address translation. Ref-
erence and change recording is not performed for translations due to BAT
or for direct-store (T=1) segments.

The R and C bits are set automatically by hardware or by software
assist in conjunction with normal Page Table processing as follows:

Reference Bit

As a result of Page Table processing for a storage access (load,
store, cache instruction, or instruction fetch), the Reference bit
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may be set to 1 immediately, or its setting may be delayed until the
storage access is determined to be successful.

The Reference bit may be set for a speculatively executed access.
The Reference bit may also be set for accesses that are not per-
formed when the access is prohibited by page protection, or if the
access is the result of a string operation of zero length, or if the
access is a Store Conditional but no store is performed because a
reservation does not exist.

Change Bit

Whenever a data store is executed successfully, as part of the TLB
lookup procedure the Change bit in the TLB is checked. If it is
already set to 1, no further action is taken. If the TLB Change bit
is 0, it is set to 1 and the corresponding Change bit in the Page
Table Entry is set to 1.

The PowerPC Architecture requires that the Change bit be set to 1
only if the store is allowed by storage protection and all branches
prior to the store that will cause the Change bit to be set have
been resolved and it has been determined that the store is on the
path that is to be executed.

Furthermore, the Change bit may be set even when a store is not
performed successfully in the following cases:

1. A Store Conditional (stwex. or stdcex.) is executed and is
allowed by the storage protection mechanism, but no store is
performed because a reservation does not exist.

2. A Store String Word Indexed (stswx) is executed and is
allowed by the storage protection mechanism, but no store is
performed because the length is zero.

3. The store operation is not performed because the instruction
stream is interrupted before the store is performed.

Execution of either of the Data Cache Block Touch instructions (dcbt,
dcbtst) may result in setting the R bit for a page. Neither instruction may
result in setting the C bit for a page.

Figure 78 on page 435 summarizes the rules for setting the Reference
and Change bits. The table applies to each atomic storage reference. It
should be read from the top down; the first line matching a given situa-
tion applies. For example, if stwcx. fails due to both a storage protection
violation and the lack of a reservation, the Change bit must not
be altered.
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Status of access R C

Storage protection violation Acc! No
Speculative I-fetch or load-type instruction
Beyond an unresolved branch Acc No
Beyond a possible interrupt Acc No

Speculative store-type instruction

Beyond an unresolved branch Acc No
Beyond a possible interrupt Acc Acc?
Zero-length load (Iswx) Acc No
Zero-length store (stswx) Acc Acc?
Store Conditional fails due to lack of a reservation Acc Acc?

Other non-speculative access:

I-fetch Yes3 No
Ordinary load or eciwx Yes No
Ordinary store, ecowx, or dcbz Yes Yes
ichi, dcbt, dcbtst, dcbst, dcbf Acc! No
dcbi Acc! Accl2

“Acc” means that it is acceptable to set the R bit, or that it is acceptable to set the C bit if a
store to the location would not violate storage protection.

!t is preferable not to set the bit.

2If C is set, R must also be set.

3This includes the case in which the instruction was speculatively fetched and R was not set
to 1.

Figure 78. Setting the Reference and Change bits

In the figure, the “load-type” instructions are the load instructions
described in Book I, eciwx, and the Cache Management instructions that
are permitted to be treated as a load with respect to address translation.
The “store-type” instructions are the store instructions described in Book
I, ecowx, and the Cache Management instructions that are treated as a
store with respect to address translation. The “ordinary” load and store
instructions are those described in Book I.
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Programming Note

If it is important that the
program that loads from
the PTE retrieve the
correct R and C bits, a
sync instruction must be
executed between aload,
store, or instruction
fetch that indirectly sets
an R or C bit and the load
of these bits from the
PTE.

Programming Note

On systems with
Translation Lookaside
Buffers, the Reference
and Change bits are set
only on the basis of TLB
activity. When software
resets these bits to zero it
must synchronize the
TLB's actions by
invalidating the TLB
entries associated with
the pages whose
Reference and Change
bits were reset.

When the hardware does an implied load from the Page Table Entry
due to a TLB miss, or updates the Reference and Change bits in the Page
Table Entry, the accesses are done in real mode, so there are no Reference
or Change bits to update. If software refers to a Page Table Entry when
MSRpgr=1, then Reference and Change bits in the associated Page Table
Entries are set as for ordinary loads and stores. See Section 4.12, “Table
Update Synchronization Requirements,” on page 446 for the rules soft-
ware must follow when updating the Reference and Change bits in the
Page Table.

4.9.1 Synchronization of Reference and
Change Bit Updates

If processor A executes a load or store that causes a Reference bit and/or
Change bit update, the following conditions must be met with respect to
setting the bits and performing the access:

1. If processor A subsequently executes a sync, both the updates to the
bits and the access must be performed with respect to all other proces-
sors and mechanisms before the sync completes on processor A.

2. If processor B subsequently executes a tlbie that invalidates the TLB
entry in processor A that was used to translate the access, and proces-
sor B then executes a tlbsync that is broadcast, both the updates to the
bits and the access must be performed with respect to all other proces-
sors and mechanisms before the #lbsync completes on processor A.

Updates to the Reference and Change bits may not be immediately vis-
ible to the program after executing a load, store, or instruction fetch that
sets them indirectly.

4.10 Storage Protection

The storage protection mechanism provides a means for selectively grant-
ing read access, granting read/write access, and prohibiting access to
areas of storage based on a number of control criteria.

Since the protection mechanism operates as part of the address trans-
lation mechanism, storage protection applies to translated accesses only.
Instruction storage access protection is active only when MSRg=1. Data
storage access protection is active only when MSRpp=1.

Protection domains are defined only when the appropriate relocate bit
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in the MSR (IR or DR) is 1. A protection domain is a page within an
ordinary segment, an area of storage defined by a BAT entry, or a direct-
store segment. A protection boundary is a boundary between protection
domains.

For ordinary translated accesses to memory via the Page Table, the
page protection mechanism described in the next section is active. Differ-
ent mechanisms are used for Block Address Translation (BAT) accesses
(see Section 4.10.2, “BAT Protection,” on page 438) and for direct-store
segments (see Section 4.6.2, “Direct-Store Segment Protection,” on
page 422).

4.10.1 Page Protection

The page protection mechanism provides protection at the granularity of
a page (4 KB). It is controlled by the following inputs:

B MSRpg, which distinguishes between supervisor state and problem
state

B K and K, supervisor and problem key bits in the Segment Table
Entry or Segment Register

B PP bits in the Page Table Entry

A reference made via the segmented address translation mechanism is
associated with a Segment Table Entry (STE) or Segment Register and
with a Page Table Entry (PTE) by the address translation mechanism. The
K bits, the PP bits, and the MSRpg bit are used as follows:

A Key value is developed according to the following formula:

Key « (K, & MSRpg) | (Ks & —MSRpg)

Using the generated Key, the table in Figure 79 on page 438 is applied.
When a reference is not permitted because of the protection mecha-
nism one of the following occurs:

B A Data Storage interrupt is generated and bit 4 of the DSISR is set
to 1.

B An Instruction Storage interrupt is generated and bit 36 {4} of SRR1 is
set to 1.
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Key |PP Page Type Load Access Permitted Store Access Permitted
0 00 read/write yes yes
0 01 read/write yes yes
0 10 read/write yes yes
0 11 read only yes no
1 00 no access no no
1 01 read only yes no
1 10 read/write yes yes
1 11 read only yes no

Key  Key selected by state of MSRpy bit
PP PTE page protection bits

Figure 79. Protection Key processing

4.10.2 BAT Protection

The BAT protection mechanism operates on an entire BAT area, not on
individual pages. If an effective address is determined to be within a BAT
area that is valid for the access, the operations described above in Section
4.10.1, “Page Protection,” on page 437 are performed, with these excep-
tions:

B For BATs, no Key value is defined; Figure 79 is used with an assumed
Key=1.

B The PP bits from the lower BAT register are used, not bits from a Page
Table Entry.

4.11 Storage Control Instructions

4.11.1 Cache Management Instructions

This section contains the only privileged cache management instruction
and additional specifications for the other cache management instructions
described in Book II, Section 3.2, “Cache Management Instructions,” on
page 344.
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If the effective address references a direct-store segment, the instruc-
tion is treated as a no-op.

When data relocate is off, MSRpr=0, the Data Cache Block set to
Zero instruction establishes a block in the cache and may not verify that
the real address is valid. If a block is created for an invalid real address, a
Machine Check may result when an attempt is made to write that block
back to storage. The block could be written back as the result of the exe-
cution of an instruction that causes a cache miss and the invalid address
block is the target for replacement, or as the result of a Data Cache Block
Store instruction.

Data Cache Block Invalidate X-form
dcbi RA,RB

31 " RA RB 470 /
0 6 11 16 21 31

Let the effective address (EA) be the sum (RAI0)+(RB).

The action taken is dependent on the storage mode associated with the
target and on the state of the block. The list below describes the action to
take if the block containing the byte addressed by EA is or is not in the
cache.

1. Coherence Not Required
Unmodified Block
Invalidate the block in the local cache.

Modified Block
Invalidate the block in the local cache. (Discard the modified con-
tents.)

Absent Block
No action is taken.

2. Coherence Required

Unmodified Block
Invalidate copies of the block in the caches of all processors.

Modified Block
Invalidate copies of the block in the caches of all processors. (Dis-
card the modified contents.)

Absent Block
If copies of the block are in the caches of any other processor, cause
the copies to be invalidated. (Discard any modified contents.)
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Programming Note

For a discussion of
software sychronization
requirements when
altering Segment
Registers, please refer to
Chapter 7,
“Synchronization
Requirements for Special
Registers and for
Lookaside Buffers,” on
page 483.

When data address translation is enabled, MSRpgr=1, and the virtual
address has no translation, a Data Storage Interrupt occurs. See Section
5.5.3, “Data Storage Interrupt,” on page 460.

The function of this instruction is independent of the Write Through
Required/Not Required and Caching Inhibited/Allowed modes of the
block containing the byte addressed by EA.

This instruction is treated as a store to the addressed byte with respect
to address translation and storage protection, except that the Change bit
need not be set, and if the Change bit is not set then the Reference bit
need not be set.

This instruction is privileged.

Special Registers Altered

None

4.11.2 Segment Register Manipulation
Instructions

Move To Segment Register X-form
mtsr SR,RS

31 RS /1 SR /i 210 /

SEGREG(SR) « (RS)

The contents of register RS are placed into Segment Register SR.

This instruction is privileged.

This instruction is defined only for 32-bit implementations. Using it on
a 64-bit implementation will cause an Illegal Instruction type Program
interrupt.

Special Registers Altered
None
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Move To Segment Register Indirect X-form
mtsrin RS,RB

[Power mnemonic: mtsri]

31 RS mn RB 242 /
0 6 11 16 21 31

SEGREG((RB)g.3) « (RS)

The contents of register RS are copied to the Segment Register selected
by bits 0:3 of register RB.

This instruction is privileged.

This instruction is defined only for 32-bit implementations. Using it on
a 64-bit implementation will cause an Illegal Instruction type Program
interrupt.

Special Registers Altered
None

Move From Segment Register X-form

mfsr RT,SR

31 RT /| SR i 595 /

RT « SEGREG(SR)

The contents of Segment Register SR are placed into register RT.

This instruction is privileged.

This instruction is defined only for 32-bit implementations. Using it on
a 64-bit implementation will cause an Illegal Instruction type Program
interrupt.

Special Registers Altered
None

Programming Note

The RA field is not
defined for the mtsrin
and mfsrin instructions
in this architecture.
However, mtsrin and
mfsrin will perform the
same function in
PowerPC as do mtsri and
mfsri in POWER if RA is 0
in the POWER
instructions.
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Move From Segment Register Indirect X-form
mfsrin RT,RB

31 RT " RB 659 /

RT « SEGREG((RB).3)

The contents of the Segment Register selected by bits 0:3 of register
RB are copied into register RT.

This instruction is privileged.

This instruction is defined only for 32-bit implementations. Using it on
a 64-bit implementation will cause an Illegal Instruction type Program
interrupt.

Special Registers Altered
None

4.11.3 Lookaside Buffer Management
Instructions (Optional)

While the PowerPC Architecture describes logically separate instruction
fetch and fixed-point (including effective address computation) execution
units, the programming model is that there is one translation mechanism
and, for 32-bit implementations, one set of Segment Registers.

For performance reasons, most implementations will implement a Seg-
ment Lookaside Buffer (SLB) (64-bit implementations) and a Translation
Lookaside Buffer (TLB). These are caches of portions of the Segment
Table and Page Table, respectively. As changes are made to the address
translation tables, it is necessary to force the SLB and TLB into line with
the updated tables. This is done by invalidating SLB and TLB entries, or
occasionally by invalidating the entire SLB or TLB, and allowing the
translation caching mechanism to refetch from the tables.

Each PowerPC implementation that has an SLB must provide means
for doing the following;:

M invalidating an individual SLB entry
B invalidating the entire SLB

Each PowerPC implementation that has a TLB must provide means
for doing the following:
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B invalidating an individual TLB entry

B invalidating the entire TLB

An implementation may choose to provide one or more of the instruc-
tions listed in this section in order to satisfy requirements in the preceding
list. If an instruction is implemented that matches the semantics of an
instruction described here, the implementation should be as specified
here. Alternatively, an algorithm may be given that performs one of the
functions listed above (a loop invalidating individual SLB entries may be
used to invalidate the entire SLB, for example), or instructions with dif-
ferent semantics may be implemented. Such algorithms or instructions
must be described in Book IV, PowerPC Implementation Features.

It is permissible for an instruction described here to be implemented so
that more is done than absolutely required. For example, an instruction
whose semantics are to purge an SLB entry may be implemented so as to
purge an entire congruence class or perhaps even the entire SLB. Such
additional actions should be described in Book IV.

If a 64-bit implementation does not implement an SLB, it treats the
corresponding instructions (slbie and slbia) either as no-ops or as illegal
instructions. Similarly, if any implementation does not implement a TLB,
it treats the corresponding instructions (tlbie, tlbia, and tlbsync) either as
no-ops or as illegal instructions.

SLB Invalidate Entry X-form

slbie RB

31 n m RB 434 /
0 6 11 16 21 31
EA « (RB)

if SLB entry exists for EA then
SLB entry « invalid

Let the effective address (EA) be the contents of register RB. If the Seg-
ment Lookaside Buffer (SLB) contains an entry corresponding to EA, that
entry is made invalid (i.e., removed from the SLB).

The SLB search is done regardless of the settings of MSRjg and
MSRpg.-

Block Address Translation for EA, if any, is ignored.

This instruction is privileged.

This instruction is optional in the PowerPC Architecture.

This instruction is defined only for 64-bit implementations. Using it on

Programming Note

Because the presence,
absence, and exact
semantics of the various
Lookaside Buffer
Management
instructions are model-
dependent, it is
recommended that
system software
“encapsulate” uses of
such instructions into
subroutines to minimize
the impact of moving
from one
implementation to
another.

Programming Note

For a discussion of
software
synchronization
requirements when
invalidating SLB and TLB
entries, please refer to
Chapter 7,
“Synchronization
Requirements for Special
Registers and for
Lookaside Buffers,” on
page 483.

Programming Note

It is not necessary that
the ASR point to a valid
Segment Table when
issuing slbie.
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Programming Note

It is not necessary that
the ASR point to a valid
Segment Table when
issuing slbia.

a 32-bit implementation will cause an Illegal Instruction type Program
interrupt.

Special Registers Altered
None

SLB Invalidate All X-form
slbia

31 m n m 498 /
0 6 11 16 21 31

A1l SLB entries « invalid

The entire SLB is made invalid (i.e., all entries are removed).

The SLB is invalidated regardless of the settings of MSR|g and
MSRpg.

This instruction is privileged.

This instruction is optional in the PowerPC Architecture.

This instruction is defined only for 64-bit implementations. Using it on
a 32-bit implementation will cause an Illegal Instruction type Program
interrupt.

Special Registers Altered
None

TLB Invalidate Entry X-form
tlbie RB

[Power mnemonic: tlbi]

31 m m RB 306 /
0 6 11 16 21 31

VPT « (RB)36.51 (4:19)
Identify TLB entries corresponding to VPI
Each such TLB entry « invalid

Let the effective address (EA) be the contents of register RB. If the
Translation Lookaside Buffer (TLB) contains an entry corresponding to
EA, that entry is made invalid (i.e., removed from the TLB).

The TLB search is done regardiess of the settings of MSRyg and
MSRpR. The search is done based on a portion of the Virtual Page Index,
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including the least significant bits, without reference to the SLB, Segment
Table, or Segment Register. All entries matching the search criteria are
invalidated.

Block Address Translation for EA, if any, is ignored.

This instruction is privileged.

This instruction is optional in the PowerPC Architecture.

See Section 4.12, “Table Update Synchronization Requirements,” on
page 446 for a description of other requirements associated with the use
of this instruction.

Special Registers Altered
None

TLB Invalidate Al X-form
tlbia

31 n m n 370 /
0 6 11 16 21 31

A11 TLB entries « invalid

The entire TLB is invalidated (i.e., all entries are removed).

The TLB is invalidated regardless of the settings of MSRjg and
MSRpg.

This instruction is privileged.

This instruction is optional in the PowerPC Architecture.

Special Registers Altered
None

TLB Synchronize X-form

tlbsync

31 nm n nm 566 /
0 6 11 16 21 31

The tlbsync instruction does not complete until all previous tlbie and
tlbia instructions executed by the processor executing this instruction
have been received and completed by all other processors.

This instruction is privileged.

This instruction is optional in the PowerPC Architecture, but it must
be implemented if any of the following are true:

Programming Note

Nothing is guaranteed
about instruction
fetching in other
processors if tibie deletes
the TLB entry for the
page in which some
other processor is
currently executing.

Programming Notes

It is not necessary that
the ASR point to a valid
Segment Table or that
SDR 1 point to a valid
Page Table when issuing
tibia.

Nothing is guaranteed
about instruction
fetching in other
processors if tlbia deletes
the TLB entry for the
page in which some
other processor is
currently executing.
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B A TLB invalidation instruction that broadcasts is implemented.
B The eciwx or ecowx instructions are implemented.
See Section 4.12, “Table Update Synchronization Requirements,” on

page 446 for a description of other requirements associated with the use
of this instruction.

Special Registers Altered
None

4.12 Table Update Synchronization
Requirements

This section describes the steps that software must take when updating
the tables involved in address translation. Updates to these tables include:

M Adding a new Page Table Entry (PTE)

M Modifying an existing PTE, including the special case of modifying the
PTE's Reference bit

Deleting a PTE

Adding a new Segment Table Entry (STE)
Modifying an existing STE

Deleting an STE

In a multiprocessor system it is critical that these rules be followed to
ensure that all processors see a consistent set of tables. Even in a unipro-
cessor system certain rules must be followed, notably those regarding
Reference and Change bit updates, because software changes must be
synchronized with automatic updates by the hardware.

A sync instruction ensures that all prior #lbie instructions executed by
the processor executing the sync instruction have completed on that pro-
Cessor.

To ensure that a tlbie instruction executed by one processor has com-
pleted on all other processors, the sequence tlbie followed by sync is not
sufficient. This sequence must be followed by a tlbsync instruction and
then a sync instruction on the processor that executed the tlbie to ensure
that:
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1. the prior tlbie instructions have completed on other processors, and

2. the tlbsync has completed on the processor executing this sequence.

When tlbie is executed on one processor, software must ensure that the
following sequence of instructions is executed on that processor before a
tlbie is executed on a second processor:

1. sync
2. tlbsync
3. sync

Other instructions may be interleaved with this sequence of instruc-
tions, but these instructions must appear in the order shown.

The code sequences shown in Sections 4.12.1 and 4.12.2 assume that a
context synchronizing operation has occurred before the sequence is exe-
cuted (e.g., that the sequence is executed within the Data Storage inter-
rupt handler).

Page Table Entries and Segment Table Entries must not be changed in
a manner that causes an implicit branch.

4.12.1 Page Table Updates

HTAB entries must be locked on multiprocessors. Access to HTAB
entries must be appropriately synchronized by software locking of (i.e.,
guaranteeing exclusive access to) entries or groups of entries if more than
one processor can modify the table at once.

On uniprocessors, HTAB entries need not be locked. To adapt the
examples given below for the uniprocessor case, simply delete the
“lock()” and “unlock()” lines. The sync instructions shown are still
required even on uniprocessors.

TLBs are noncoherent caches of the HTAB. TLB entries must be
flushed explicitly with one of the TLB Invalidate instructions. The sync
instruction waits until all prior TLB invalidates by this processor are
complete. This may cost a sync per HTAB entry update.

Unsynchronized lookups in the HTAB continue even while it is being
modified. Any processor, including the processor modifying the HTAB,
may look in the HTAB at any time in an attempt to reload a TLB entry.
An inconsistent HTAB entry must never accidentally become visible, thus
there must be synchronization between modifications to the Valid bit and
any other modifications. This costs as many as two syncs per HTAB entry
update.
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Processors write Reference and Change bits with unsynchronized
atomic byte stores. This requires that the V, R, and C bits be in distinct
bytes. It also requires extreme care to ensure that no store overwrites one
of these bytes accidentally.

In the examples below,

W “lock()” and “unlock()” refer to software locks for exclusive access to
the table entry in question,

W sync refers to the sync instruction,
B tlbsync refers to the tlbsync instruction, and

B tlbie refers to the #lbie instruction.

Adding a Page Table Entry

This is the simplest Page Table case. It requires no synchronization with
the hardware, just a lock on the PTE in a multiprocessor system. We fill
in the entries in the PTE except for the Valid bit, issue a sync to ensure
that the updates have all made it to storage, and turn on the Valid bit.

Tock(PTE)

PTEVSID,H,API « new values
PTERPN,R,C,WIMG,PP < new values
sync

PTEy « 1

unlock(PTE)

Modifying a Page Table Entry

General case

In this case a currently valid PTE must be changed. To do this we must
lock the PTE, mark it invalid, flush it from the TLB, update the informa-
tion in the PTE, mark it valid again, and unlock, using sync at appropri-
ate times to wait for modifications to complete.

Tock(PTE)
PTEV « 0
sync

tlbie(PTE)
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PTERPN,R,C,WIMG,PP « new values
sync

PTEy « 1

unlock(PTE)

Resetting the Reference bit

In the case where the PTE is modified only to set the Reference bit to 0, a
much simpler algorithm suffices because the Reference bit need not be
maintained exactly.

Tock(PTE)

oldR « PTEg

if oldR =1 then
PTER « 0O
tlbie(PTE)

unlock(PTE)

Since only the R and C bits are modified by hardware, and since R and
C are in different bytes, the R bit can be set to 0 by reading the current
contents of the byte in the PTE containing R (bits 48:55 of the second
doubleword on 64-bit implementations, bits 16:23 of the second word on
32-bit implementations), ANDing the value with 0xFE, and storing the
byte back into the PTE.

Modifying the virtual address
If the virtual address is being changed to a different address within the
same TLB hash class, it suffices to:

lock(PTE)

val « PTEysip, API H,v
insert new VSID into val
PTEysip,Apr,H,v < val
sync

tlbie (PTE)

sync

tlbsync

sync

unlock(PTE)

Here we take advantage of the fact that the store into the first double-
word (word, on 32-bit systems) of the PTE is performed atomically.
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Deleting a Page Table Entry

Here we just lock the entry, mark it invalid, wait for the change to com-
plete, and unlock.

Tock(PTE)
PTEy « 0
sync
tlbie(PTE)
sync

tlbsync

sync
unlock(PTE)

4.12.2 Segment Table Updates

These updates are similar to Page Table updates, but without the compli-
cation of hardware updates to Reference and Change bits.

STAB entries must be locked on multiprocessors. Access to STAB
entries must be appropriately synchronized by software locking of (i.e.,
guaranteeing exclusive access to) entries or groups of entries if more than
one processor can modify the table at once.

On uniprocessors, STAB entries need not be locked. To adapt the
examples given below for the uniprocessor case, simply delete the
“lock()” and “unlock()” lines. The sync instructions shown are still
required even on uniprocessors.

SLBs are noncoherent caches of the STAB. SLB entries must be flushed
explicitly with one of the SLB Invalidate instructions. The syxc instruc-
tion waits until all prior SLB invalidates by this processor are complete.
This may cost a sync per STAB entry update.

Unsynchronized lookups in the STAB continue even while it is being
modified. Any processor, including the processor modifying the STAB,
may look in the STAB at any time in an attempt to reload an SLB entry.
An inconsistent STAB entry must never accidentally become visible, thus
there must be synchronization between modifications to the Valid bit and
any other modifications. This costs as many as two syncs per STAB entry
update.

In the examples below,

B “lock()” and “unlock()” refer to software locks for exclusive access to
the table entry in question,

B sync refers to the sync instruction, and

W slbie refers to the slbie instruction.
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Adding a Segment Table Entry

We fill in the entries in the STE except for the Valid bit, issue a sync to
ensure that the updates have all made it to storage, and turn on the Valid

bit.

Tock(STE)
STEEs1D,T,Ks,kp ¢ hew values
if T=20
then STEygip < new value
else STErg « new value
sync
STEV « 1
unlock(STE)

Modifying a Segment Table Entry

In this case a currently valid STE must be changed. To do this we must
lock the STE, mark it invalid, flush it from the SLB, update the informa-
tion in the STE, mark it valid again, and unlock, using sync at appropri-
ate times to wait for modifications to complete.

Tock(STE)

STEy « O

sync

slbie(STE)

sync

STEESIDJ3KS,KD « new values
if T=0

then STEygip « new value
else STEry « new value
sync
STEy « 1
unlock(STE)

Deleting a Segment Table Entry

Here we just lock the entry, mark it invalid, wait for the change to com-
plete, and unlock.

Tock(STE)
STEV — 0
sync

slbie (STE)
sync
unlock(STE)
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4.12.3 Segment Register Updates

On an implementation that provides Segment Registers rather than a Seg-
ment Table, there is no table to be locked but there are certain synchroni-
zation requirements that must be satisfied when using the Move To
Segment Register instructions. See Chapter 7, “Synchronization Require-
ments for Special Registers and for Lookaside Buffers,” on page 483.

Book Ill  PowerPC Operating Environment Architecture



Interrupts

5.1 Overview

The PowerPC architecture provides an interrupt mechanism to allow the
processor to change state as a result of external signals, errors, or unusual
conditions arising in the execution of instructions.

System Reset and Machine Check interrupts are not ordered. All
other interrupts are ordered such that only one interrupt is reported, and
when it is processed (taken) no program state is lost. Since save/restore
registers SRRO and SRR1 are serially reusable resources used by most
interrupts, program state may be lost when an unordered interrupt is
taken.

5.2 Interrupt Synchronization

When an interrupt occurs, SRRO is set to point to an instruction such that
all preceding instructions have completed execution, no subsequent
instruction has begun execution, and the instruction addressed by SRRO
may or may not have completed execution, depending on the interrupt
type.

With the exception of System Reset and Machine Check interrupts, all
interrupts are context synchronizing as defined in Section 1.7.1, “Context
Synchronization,” on page 371. System Reset and Machine Check inter-
rupts are context synchronizing if they are recoverable (i.e., if bit 62 {30}
of SRR1 is set to 1 by the interrupt). If a System Reset or Machine Check
interrupt is not recoverable (i.e., if bit 62 {30} of SRR1 is set to 0 by the
interrupt), it acts like a context synchronizing operation with respect to



454

Chapter 5 Interrupts

subsequent instructions. That is, a non-recoverable System Reset or
Machine Check interrupt need not satisfy items 1 through 3 of Section
1.7.1, but does satisfy items 4 and 5.

5.3 Interrupt Classes

Interrupts are classified by whether they are directly caused by the execu-
tion of an instruction or are caused by some other system exception.
Those that are “system-caused” are:

B System Reset
M Machine Check
M External

M Decrementer

External and Decrementer are maskable interrupts. While MSRgg=0,
the interrupt mechanism ignores the exceptions that generate these inter-
rupts. Therefore, software may delay the generation of these interrupts
by setting MSRgg=0 or by failing to set MSRgg=1 after processing an
interrupt. When any interrupt is taken, MSRgg, is set to 0 by the interrupt
mechanism, delaying the recognition of any further exceptions causing
these interrupts.

System Reset and Machine Check exceptions are not maskable. These
exceptions will be recognized regardless of the setting of the MSR.

“Instruction-caused” interrupts are further divided into two classes,
precise and imprecise.

5.3.1 Precise Interrupt

Except for the Imprecise Mode Floating-Point Enabled Exception inter-
rupt, all instruction-caused interrupts are precise. When the fetching or
execution of an instruction causes a precise interrupt, the following con-
ditions exist at the interrupt point:

1. SRRO addresses either the instruction causing the exception or the
immediately following instruction. Which instruction is addressed can
be determined from the interrupt type and status bits.

2. An interrupt is generated such that all instructions preceding the

instruction causing the exception appear to have completed with

b3
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3.

4.

5.

respect to the executing processor. However, some storage accesses
generated by these preceding instructions may not have been per-
formed with respect to all other processors and mechanisms.

The instruction causing the exception may appear not to have begun
execution (except for causing the exception), may have partially com-
pleted, or may have completed, depending on the interrupt type.

Architecturally, no subsequent instruction has begun execution.

3.2 Imprecise Interrupt

This architecture defines one imprecise interrupt, the Imprecise Mode
Floating-Point Enabled Exception interrupt.

When the execution of an instruction causes an imprecise interrupt,

the following conditions exist at the interrupt point:

1.

N

w

-

SRRO addresses either the instruction causing the exception or some
instruction following the instruction causing the exception that gener-
ated the interrupt.

An interrupt is generated such that all instructions preceding the
instruction addressed by SRRO appear to have completed with respect
to the executing processor.

If the imprecise interrupt is forced by the context synchronizing mech-
anism, due to an instruction that causes another interrupt (e.g., Align-
ment, Data Storage), then SRRO addresses the interrupt-forcing
instruction, and the interrupt-forcing instruction may have been par-
tially executed (see Section 5.6, “Partially Executed Instructions,” on
page 472).

If the imprecise interrupt is forced by the execution synchronizing
mechanism, due to executing an execution synchronizing instruction
other than sync or isync, then SRRO addresses the interrupt-forcing
instruction, and the interrupt-forcing instruction appears not to have
begun execution (except for its forcing the imprecise interrupt). If the
imprecise interrupt is forced by a sync or isync instruction, then SRRO
may address either the sync or isync instruction or the following
instruction.

If the imprecise interrupt is not forced by either the context synchro-
nizing mechanism or the execution synchronizing mechanism, then the
instruction addressed by SRRO appears not to have begun execution, if
it is not the excepting instruction.
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Programming Note

In some
implementations, every
instruction fetch when
MSRjg=1, and every
instruction execution
requiring address
translation when
MSRpr=1, may have the
side effect of modifying
SRRO and SRR1. For
further details, see the
Book IV, PowerPC
Implementation Features
document for the
implementation.

6. No instruction following the instruction addressed by SRRO appears
to have begun execution.

All Floating-Point Enabled Exception interrupts are maskable using
the MSR bits FEO and FE1. Although these interrupts are maskable, they
differ significantly from the other maskable interrupts in that the masking
of these interrupts is usually controlled by the application program,
whereas the masking of External and Decrementer interrupts is con-
trolled by the operating system.

5.4 Interrupt Processing

Associated with each kind of interrupt is an interrupt vector, which con-
tains the initial sequence of instructions that is executed when the corre-
sponding interrupt occurs.

Interrupt processing consists of saving a small part of the processor's
state in certain registers, identifying the cause of the interrupt in another
register, and continuing execution at the corresponding interrupt vector
location. When an exception exists that will cause an interrupt to be gen-
erated and it has been determined that the interrupt can be taken, the fol-
lowing actions are performed:

1. SRRO is loaded with an instruction address that depends on the type
of interrupt; see the specific interrupt description for details.

2. Bits 33:36 and 42:47 {1:4 and 10:15} of SRR1 are loaded with infor-
mation specific to the interrupt type.

Bits 0:32, 37:41, and 48:63 {0, 5:9, and 16:31} of SRR1 are loaded
with a copy of the corresponding bits of the MSR, except for the
Machine Check interrupt, for which these bits are set to implementa-
tion-dependent values.

w

4. The MSR is set as described in Figure 80 on page 458. The new values
take effect beginning with the first instruction following the interrupt.
MSR bits of particular interest are:

B MSRg and MSRpy are set to O for all interrupt types. Thus relo-
cate is turned off for both instruction fetch and data access begin-
ning with the first instruction following the acceptance of the
interrupt. See Chapter 4, “Storage Control,” on page 391.

B MSRgpis set to 1 in 64-bit implementations and execution after the
interrupt begins in 64-bit mode. This bit does not exist in 32-bit
implementations.
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5. Instruction fetch and execution resumes, using the new MSR value, at
a location specific to the interrupt type. The location is determined by
adding the interrupt vector's offset (see Figure 81 on page 459) to the
base address determined by MSRyp (see Interrupt Prefix on page 377).
For a Machine Check that occurs when MSRyg=0, the Checkstop
state is entered (the machine stops executing instructions). See Section
5.5.2, “Machine Check Interrupt,” on page 459.

Interrupts do not clear reservations obtained with lwarx or ldarx.
The operating system should do so at appropriate points, such as at pro-
cess switch.

5.5 Interrupt Definitions

Figure 80 on page 458 shows all the types of interrupts and the values
assigned to the MSR for each. Figure 81 on page 459 shows the offset of
the interrupt vector for each interrupt type.

5.5.1 System Reset Interrupt

System Reset begins with a System Reset interrupt.

If the System Reset exception caused the processor state to be cor-
rupted such that the contents of SRRO or SRR1 are not valid or other
processor resources are corrupt and would preclude reliable resumption
of program execution, then the processor sets SRR1 bit 62 {30} (where
MSRgj is normally placed) to 0, to indicate to the interrupt handler that
the interrupt is not recoverable.

The following registers are set:

SRRO Set to the effective address of the instruction that the processor
would have attempted to execute next if no interrupt conditions
were present.

SRR1
33:36 {1:4}

42:47 {10:15} Set to 0.

Set to 0.

62 {30} Loaded from bit 62 {30} of the MSR if the processor is
in a recoverable state, otherwise set to 0.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

Programming Note

In general, at process
switch, due to possible
process interlocks and
possible data availability
requirements, the
operating system needs
to consider executing
the following:

m stwcx., to clear the
reservation if one is
outstanding, to ensure
that a Iwarx or Idarx in
the “old” process is not
paired with a stwex. or
stdex. in the “new”
process.

m sync, to ensure that all
storage operations of
an interrupted process
are complete with
respect to other
processors before that
process begins
executing on another
processor.

m isync or rfi, to ensure
that the instructions in
the “new” process
execute in the “new”
context.

Programming Note

In order to handle
Machine Check and
System Reset interrupts
correctly, the operating
system should manage
MSRg as follows.

= In the Machine Check
and System Reset
interrupt handlers,
interpret SRR1 bit 62
{30} (Where MSRRl is
placed) as:

—0: interrupt is not
recoverable
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—1: interrupt is
recoverable

m In each interrupt
handler, when enough
state has been saved
that a Machine Check
or System Reset
interrupt can be
recovered from, set
MSRRI to 1.

m In each interrupt
handler, do the
following (in order)
just before returning:

1.Set MSRg, to 0.

2.Set SRRO and SRR1 to
the values to be used
by rfi. The new value of
SRR1 should have bit
62 {30} set to 1 (which
will happen naturally if
SRR1 is restored to the
value saved there by
the interrupt, because
the interrupt handler
will not be executing
this sequence unless
the interrupt is
recoverable).

3. Execute rfi.

MSRgR, can be managed
similarly to handle
interrupts other than
Machine Check and
System Reset that occur
within interrupt
handlers.

This Note describes only
the management of
MSRg;. It is not intended
to be a full description of
the requirements for an
interrupt handler.

MSR bit
Interrupt Type
P ILE LE ME SF{}
System Reset — — (1) — 1
Machine Check — — (1) 0 1
Data Storage —_ —_ (1) —_ 1
Instruction Storage — — (1) — 1
External — — (1) — 1
Alignment — — (1) — 1
Program — — (1) — 1
FP Unavailable —_ —_ (1) — 1
Decrementer —_ — (1) — 1
System Call — —_ (1) — 1
Trace — — (1) — 1
Floating-Point Assist — — (1) — 1

0 bit is set to 0

1 bit is set to 1

—  bitis not altered

(1)  bitis copied from ILE

Defined bits not shown above (BE, DR, EE, FEO, FE1, FP, IR, POW, PR, RI, and SE) are set
to 0.

Reserved bits are set as if written as 0.

Figure 80 MSR setting due to interrupt

Execution resumes at offset 0x00100 from the base real address indi-
cated by MSRyp.

FEach implementation provides a means for software to distinguish
power-on Reset from other types of System Reset, and describes it in the
Book IV, PowerPC Implementation Features document for the imple-
mentation.
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Offset (hex) Interrupt Type
00000 Reserved
00100 System Reset
00200 Machine Check
00300 Data Storage
00400 Instruction Storage
00500 External
00600 Alignment
00700 Program
00800 Floating-Point Unavailable
00900 Decrementer
00A00 Reserved
00BOO Reserved
00C00 System Call
00D00 Trace
00E00 Floating-Point Assist
00E10 Reserved
OOFFF Reserved
01000 Reserved, implementation-specific
02FFF (end of interrupt vector locations)

Figure 81. Offset of interrupt vector by interrupt type

5.5.2 Machine Check Interrupt

Machine Check interrupts are enabled when MSRyg=1. If MSRpp=0
and a Machine Check occurs, the processor enters the Checkstop state.

Programming Note

Use of any of the
locations shown as
reserved in Figure 81 risks
incompatibility with
future implementations.
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Programming Note

On some
implementations a
Machine Check interrupt
may occur due to
referencing an invalid
(nonexistent) real
address, either directly
(with MSRpg=0) or
through an invalid
translation. On such a
system, execution of Data
Cache Block set to Zero
can cause a delayed
Machine Check interrupt
by introducing a block
into the data cache that
is associated with an
invalid real address. A
Machine Check interrupt
could eventually occur
when and if a subsequent
attempt is made to store
that block to main
storage.

Disabled Machine Check (Checkstop State)

When a processor is in Checkstop state, instruction processing is sus-
pended and generally cannot be restarted without resetting the processor.
Some implementations may preserve some or all of the internal state of
the processor when entering Checkstop state, so that the state can be ana-
lyzed as an aid in problem determination.

Enabled Machine Check

If the Machine Check exception caused the processor state to be cor-
rupted such that the contents of SRRO or SRR1 are not valid or other
processor resources are corrupt and would preclude reliable resumption
of program execution, then the processor sets SRR1 bit 62 {30} (where
MSRR;j is normally placed) to 0, to indicate to the interrupt handler that
the interrupt is not recoverable.

In some systems, the operating system may attempt to identify and log
the cause of the Machine Check. If the exception that caused the
Machine Check does not preclude continued execution (i.e., if SRR1 bit
62 {30} is set to 1 for the interrupt handler), the processor must be able to
continue execution at the Machine Check interrupt vector address.

The following registers are set:

SRRO Set on a “best effort” basis to the effective address of some instruc-
tion that was executing or was about to be executed when the Ma-
chine Check exception occurred. For further details see the Book
IV, PowerPC Implementation Features document for the imple-

mentation.
SRR1 :
62 {30} Loaded from bit 62 {30} of the MSR if the processor is in a
recoverable state, otherwise set to 0.
Others  See the Book IV, PowerPC Implementation Features docu-

ment for the implementation.

MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00200 from the base real address indi-
cated by MSRyp.

5.5.3 Data Storage Interrupt

A Data Storage interrupt occurs when no higher priority exception exists
and a data storage access cannot be performed for any of the foliowing

reasons:
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B The instruction results in a Direct-Store Error exception.

B The effective address of a Load, Store, icbi, dcbz, dcbst, dcbf, dcbi,
eciwx, or ecowx instruction cannot be translated.

M The instruction is not supported for the type of storage addressed.

— lwarx, ldarx, stwcx., or stdex. to a location that is Write Through
Required (if the interrupt does not occur then the instruction exe-
cutes correctly: see Book II, Section 1.8.2, “Atomic Update Primi-
tives,” on page 336).

— lwarx, ldarx, stwex., stdcx., eciwx, or ecowsx to a direct-store seg-
ment (if the interrupt does not occur then the results are boundedly
undefined: see Section 4.6.3, “Instructions Not Supported for
T=1,” on page 422).

W The access violates storage protection.

W Execution of an eciwx or ecowx instruction is disallowed because
EARE=0.

Such accesses can be generated by load/store type instructions (dis-
cussed in Book I, PowerPC User Instruction Set Architecture), certain
storage control instructions, certain cache control instructions (discussed
in Book II, PowerPC Virtual Environment Architecture), and the eciwx
and ecowsx instructions.

If a stwex. or stdex. has an effective address for which a normal Store
would cause a Data Storage interrupt, but the processor does not have
the reservation from lwarx or ldarx, then it is implementation-dependent
whether a Data Storage interrupt occurs.

If a Move Assist instruction has a length of zero (in the XER), a Data
Storage interrupt does not occur, regardless of the effective address.

The following registers are set:

SRRO Set to the effective address of the instruction that caused the inter-
rupt.

SRR1
33:36 {1:4]  Setto 0.
42:47 {10:15} Set to O.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

Book Il  PowerPC Operating Environment Architecture



462 Chapter 5

Interrupts

DSISR

10

11

12:31

Set to 1 if a load or store instruction results in a Direct-Store
Error exception, otherwise 0.

Set to 1 if the translation of an attempted access is not found in
the hashed primary HTEG, or in the rehashed secondary
HTEG, or in the range of a DBAT register; otherwise 0.

Set to 0.

Set to 1 if a storage access is not permitted by the page or DBAT
protection mechanism described on page 436, otherwise 0.

Set to 1 if the access was due to an eciwx, ecowx, lwarx, ldarx,
stwex., or stdcx. that addresses a direct-store segment (T=1 in
Segment Register or Segment Table Entry), or if the access was
due to a lwarx, Ildarx, stwex., or stdcx. that addresses Write
Through storage; set to 0 otherwise.

Set to 1 for a store operation and to 0 for a load operation.
Set to 0.

Reserved for DABR (see the Book IV, PowerPC Implementa-
tion Features document for the implementation).

Set to 1 if the Segment Table search fails to find a translation
for the effective address, otherwise set to 0.

Set to 1 if execution of an eciwx or ecowx instruction was at-
tempted when EAREg=0, otherwise set to 0.

Set to 0.

DAR  Set to the effective address of a storage element as described in the
following list.

A byte in the first word accessed in the page that caused the
Data Storage interrupt, for a byte, halfword, or word access to
an ordinary segment.

A byte in the first doubleword accessed in the page that caused
the Data Storage interrupt, for a doubleword access to an ordi-
nary segment.

A byte in the first word accessed in the BAT area that caused
the Data Storage interrupt, for a byte, halfword, or word
access to a BAT area.

A byte in the first doubleword accessed in the BAT area that

caused the Data Storage interrupt, for a doubleword access to
a BAT area.

A byte in the block that caused the Data Storage interrupt, for
icbi, dcbz, dcbst, dcbf, or dcbi.

Any effective address in the range of storage being addressed,
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for a Direct-Store Error exception.

B The effective address computed by the instruction, for
attempted execution of eciwx or ecowx when EARg=0.

If the interrupt occurs in 32-bit mode on a 64-bit implementation,
the high-order 32 bits of the DAR are set to 0.
Execution resumes at offset 0x00300 from the base real address indi-
cated by MSRyp.

5.5.4 Instruction Storage Interrupt

An Instruction Storage interrupt occurs when no higher priority excep-
tion exists and an attempt to fetch the next instruction to be executed
cannot be performed for any of the following reasons:

B The effective address cannot be translated.
B The fetch access is to a direct-store segment.

B The fetch access violates storage protection.

Such accesses can only be generated by instruction fetches.
The following registers are set:

SRRO Set to the effective address of the instruction that the processor
would have attempted to execute next if no interrupt conditions
were present (if the interrupt occurs on attempting to fetch a
branch target, SRRO is set to the branch target address).

SRR1

33 {1}  Setto 1 if the translation of an attempted access is not found
in the hashed primary HTEG, or in the rehashed secondary
HTEG, or in the range of an IBAT register; otherwise 0.

34 {2} Set to 0.

35{3}  Setto 1 if the fetch access was to a direct-store segment (T=1
in Segment Register or Segment Table Entry); set to 0 other-
wise.

36 {4)  Set to 1 if a storage access is not permitted by the page or
IBAT protection mechanism described on page 436, other-
wise 0.

42 {10} Setto 1 if the Segment Table search fails to find a translation
for the effective address, otherwise set to 0.

43:47 {11:15} Setto 0.

Others Loaded from the MSR.
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MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00400 from the base real address indi-
cated by MSRp.

5.5.5 External Interrupt

An External interrupt occurs when no higher priority exception exists, an

External interrupt exception is presented to the interrupt mechanism, and

MSRgg=1. The occurrence of the interrupt does zot cancel the request.
The following registers are set:

SRRO Set to the effective address of the instruction that the processor
would have attempted to execute next if no interrupt conditions
were present.

SRR1
33:36 {1:4} Set to 0.
42:47 (10:15})  Set to 0.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00500 from the base real address indi-
cated by MSRp.

5.5.6 Alignment Interrupt

An Alignment interrupt occurs when no higher priority exception exists
and the implementation cannot perform a storage access for one of the
reasons listed below.

B The operand of a floating-point load or store is not word-aligned.

M The operand of a fixed-point doubleword load or store is not word-
aligned.

B The operand of lmw, stmw, lwarx, ldarx, stwex., stdex., eciwx, or
ecowx is not aligned.

B The operand of a single-register load or store is not aligned and the
processor is in Little-Endian mode.

B The instruction is imw, stmw, Iswi, lswx, stswi, or stswx and the pro-
cessor is in Little-Endian mode.
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B The operand of a floating-point load or store is in a direct-store seg-
ment (T=1).

B The operand of an elementary or string load or store crosses a protec-
tion boundary.

B The operand of lmw or stmw crosses a segment or BAT boundary.

B The operand of dcbz is in storage that is Write Through Required or
Caching Inhibited, or dcbz is executed in an implementation that has
either no data cache or a Write Through data cache.

For lmw, stmw, Iswi, lswx, stswi, and stswx in Little-Endian mode, an
Alignment interrupt always occurs. For Imw and stmw with an operand
that is not aligned in Big-Endian mode, and for lwarx, ldarx, stwex.,
stdex., eciwx, and ecowx with an operand that is not aligned in either
Endian mode, an implementation may yield boundedly undefined results
instead of causing an Alignment interrupt (for ecitwx and ecowx when
EARg=0, a third alternative is to cause a Data Storage interrupt). For all
other cases listed above, an implementation may execute the instruction
correctly instead of causing an Alignment interrupt. (For dcbz, “correct”
execution means setting each byte of the block in main storage to 0x00.)

The following registers are set:

SRRO Set to the effective address of the instruction that caused the inter-

rupt.
SRR1
33:36 {1:4} Set to 0.
42:47 {10:15}  Set to 0.
Others Loaded from the MSR.
MSR  See Figure 80 on page 458.
DSISR
0:11 Set to 0.
12:13 Set to bits 30:31 of the instruction if DS-form.

Set to 0b00 if D- or X-form. (Set to 0b00 on 32-bit imple-
mentations.)
14 Set to 0.
15:16 Set to bits 29:30 of the instruction if X-form.
Set to 0b0O0 if D- or DS-form.
17 Set to bit 25 of the instruction if X-form.
Set to bit 5 of the instruction if D- or DS-form.

Programming Note

The architecture does not
support the use of an
unaligned effective
address by Iwarx, Idarx,
stwcx., stdex., eciwx,
and ecowx. If an
Alignment interrupt
occurs because one of
these instructions
specifies an unaligned
effective address, the
Alignment interrupt
handler must not
attempt to simulate the
instruction, but instead
should treat the
instruction as a
programming error.
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18:21 Set to bits 21:24 of the instruction if X-form.

Set to bits 1:4 of the instruction if D- or DS-form.

22:26 Set to bits 6:10 of the instruction (RT/RS/FRT/FRS), except
undefined for dcbz.

27:31 Set to bits 11:15 of the instruction (RA) for update form in-
structions; set to either bits 11:15 of the instruction or to any
register number not in the range of registers to be loaded for
a valid form Imuw, Iswi, or lswx; otherwise undefined.

DAR Set to the effective address of the data access as computed by the
instruction causing the Alignment exception, except that if the in-
terrupt occurs in 32-bit mode on a 64-bit implementation, the
high-order 32 bits of the DAR are set to 0.

For an X-form Load or Store, it is acceptable to set the DSISR to the
same value that would have resulted if the corresponding D- or DS-form
instruction had caused the interrupt. Similarly, for a D- or DS-form Load
or Store, it is acceptable to set the DSISR to the value that would have
resulted for the corresponding X-form instruction. For example, an
unaligned lwax (that crosses a protection boundary) would normally, fol-
lowing the description above, cause the DSISR to be set to binary:

However, it is acceptable if it causes the DSISR to be set as for lwa, which
is

000000000000 10 O 00 O 1101 ttttt 272?727

If there is no corresponding alternative form instruction (e.g., for lwaux),
the value described above must be set in the DSISR.
The instruction pairs that may use the same DSISR value are:

1bz/1bzx Tbzu/1bzux Thz/Thzx Thzu/Thzux
Tha/Thax Thau/Thaux Twz/Twzx Twzu/Twzux
Twa/Twax 1d/1dx Tdu/Tdux

sth/stbx stbu/stbux sth/sthx sthu/sthux
stw/stwx stwu/stwux std/stdx stdu/stdux
1fs/1fsx 1fsu/Tfsux 1fd/1fdx 1fdu/1fdux
stfs/stfsx stfsu/stfsux stfd/stfdx stfdu/stfdux

Execution resumes at offset 0x00600 from the base real address indi-
cated by MSRpp.
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5.5.7 Program Interrupt

A Program interrupt occurs when no higher priority exception exists and
one of the following exceptions arises during execution of an instruction:

Floating-Point Enabled Exception

A Floating-Point Enabled Exception type Program interrupt is
generated when the expression

(MSRpgo | MSRgg;) & FPSCRppx

is 1. FPSCRggx is turned on by the execution of a floating-point
instruction that causes an enabled exception or by the execution
of a Move To FPSCR instruction that results in both an exception
bit and its corresponding enable bit being 1.

Illegal Instruction

An Illegal Instruction type Program interrupt is generated when
execution is attempted of an illegal instruction, or of a reserved or
optional instruction that is not provided by the implementation.

An lllegal Instruction type Program interrupt may be generated
when execution is attempted of any of the following kinds of
instruction. If the interrupt is not generated, the alternative is
shown in parentheses.

M an instruction that is in invalid form (boundedly undefined
results)

B an Iswx instruction for which RA or RB is in the range of reg-
isters to be loaded (boundedly undefined results)

B an mispr or mfspr instruction with an SPR field that does not
contain one of the defined values:

— MSRpr=1 and spry=1
(Privileged Instruction type Program interrupt)

— MSRpRr=0 or spry=0
(boundedly undefined results)

B an unimplemented floating-point instruction that is not
optional (Floating-Point Assist interrupt)
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Privileged Instruction

Trap

The following applies when MSRpg=1.

A Privileged Instruction type Program interrupt is generated when
execution is attempted of a privileged instruction, or of an mtspr
or mfspr instruction with an SPR field that contains one of the
defined values having sprp=1. It may be generated when execu-
tion is attempted of an mispr or mfspr instruction with an SPR
field that does not contain one of the defined values but has
spro=1; in this case an Illegal Instruction type Program interrupt
may be generated instead.

A Trap type Program interrupt is generated when any of the con-
ditions specified in a Trap instruction is met.

The following registers are set:

SRRO For all Program interrupts except a Floating-Point Enabled Excep-

tion when in one of the Imprecise modes, set to the effective ad-
dress of the instruction that caused the Program interrupt.

For an Imprecise Mode Floating-Point Enabled Exception, set to
the effective address of the excepting instruction or to the effective
address of some subsequent instruction. If it points to a subse-
quent instruction, that instruction has not been executed. If a sub-
sequent instruction is Synchronize (sync) or Instruction
Synchronize (isync), SRRO will not point more than four bytes
beyond the sync or isync instruction.

If FPSCRggx=1 but Floating-Point Enabled Exception interrupts
are disabled by having both MSREgg and MSRggq = 0, a Floating-
Point Enabled Exception interrupt will occur prior to or at the
next synchronizing event if these MSR bits are altered by any
instruction that can set the MSR so that the expression

(MSRggq | MSRgg;) & FPSCRpgx
is 1. When this occurs, SRRO is loaded with the address of the

instruction that would have executed next, not with the address of
the instruction that modified the MSR causing the interrupt.
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SRR1

33:36 {1:4}  Setto 0.

42 {10} Set to 0.

43 {11} Set to 1 for a Floating-Point Enabled Exception type
Program interrupt, otherwise 0.

44 {12} Set to 1 for an Illegal Instruction type Program interrupt,
otherwise 0.

45 {13} Set to 1 for a Privileged Instruction type Program inter-
rupt, otherwise 0.

46 {14} Set to 1 for a Trap type Program interrupt, otherwise 0.

47 {15} Set to 0 if SRRO contains the address of the instruction

causing the exception, and to 1 if SRRO contains the ad-
dress of a subsequent instruction.
Others Loaded from the MSR.

Only one of bits 43:46 {11:14} can be set to 1.
MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00700 from the base real address indi-
cated by MSRp.

5.5.8 Floating-Point Unavailable Interrupt

A Floating-Point Unavailable interrupt occurs when no higher priority

exception exists, an attempt is made to execute a floating-point instruc-

tion (including floating-point loads, stores, and moves), and MSRgp=0.
The following registers are set:

SRRO Set to the effective address of the instruction that caused the inter-
rupt.

SRR1
33:36 {1:4}  Setto 0.
42:47 {10:15} Setto 0.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00800 from the base real address indi-
cated by MSRIP.
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5.5.9 Decrementer Interrupt

A Decrementer interrupt occurs when no higher priority exception exists,
the Decrementer exception exists, and MSRgg=1. The occurrence of the
interrupt cancels the request.

The following registers are set:

SRRO Set to the effective address of the instruction that the processor
would have attempted to execute next if no interrupt conditions
were present.

SRR1
33:36 {1:4}  Set to 0.
42:47 {10:15} Set to 0.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00900 from the base real address indi-
cated by MSRp.

5.5.10 System Call interrupt

A System Call interrupt occurs when a System Call instruction is exe-
cuted.
The following registers are set:

SRRO Set to the effective address of the instruction following the System
Call instruction.

SRR1
33:36 {1:4)  Set to 0.
42:47 {10:15} Set to 0.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

Execution resumes at offset 0x00C00 from the base real address indi-
cated by MSRpp.

5.5.11 Trace Interrupt

ETavd
1 irace ite PL

optionally be implemented.
II 1mplemente ra

iay
a Trace interrupt occurs when no higher priority
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exception exists and either MSRgg=1 and any instruction except 7fi is
successfully completed, or MSRpg=1 and a Branch instruction is com-
pleted. Successful completion means that the instruction caused no other
interrupt. Thus a Trace interrupt never occurs for a System Call instruc-
tion, nor for a Trap instruction that traps.

The following registers are set:

SRRO Set to the effective address of the instruction that the processor
would have attempted to execute next if no interrupt conditions
were present.

SRR1
33:36 and 42:47 {1:4 and 10:15} See the Book IV, PowerPC Imple-
mentation Features document for the implementation.
Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

For further details see the Book IV, PowerPC Implementation Fea-
tures document for the implementation.

Execution resumes at offset 0x00DO0O0 from the base real address indi-
cated by MSRpp.

5.5.12 Floating-Point Assist Interrupt

The Floating-Point Assist interrupt may optionally be implemented. Its
purpose is to allow software assistance for the following cases.

B Implemented floating-point instructions that need software assistance
in order to complete certain operations such those involving denor-
malized numbers.

B Unimplemented floating-point instructions that are not optional.
It is permissible for the processor to generate an Illegal Instruction
type Program interrupt instead of a Floating-Point Assist interrupt in
this case.

The following registers are set:

SRRO Set to the effective address of the instruction that caused the Float-
ing-Point Assist interrupt.

SRR1
33:36 and 42:47 {1:4 and 10:15} See the Book IV, PowerPC Imple-
mentation Features document for the implementation.
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Others Loaded from the MSR.

MSR  See Figure 80 on page 458.

For further details see the Book IV, PowerPC Implementation Fea-

tures document for the implementation.

Execution resumes at offset 0x00EQO0 from the base real address indi-

cated by MSRp.

5.6 Partially Executed Instructions

The architecture permits certain instructions to be partially executed
when an Alignment or Data Storage interrupt occurs, or when an impre-
cise interrupt is forced by an instruction that causes an Alignment or
Data Storage exception. These instructions are:

1.

N

w

ol

Load Multiple or Load String that causes an Alignment or Data Stor-
age interrupt: some registers in the range of registers to be loaded may
have been loaded.

Store Multiple or Store String that causes an Alignment or Data Stor-
age interrupt: some bytes of storage in the range addressed may have
been updated.

An elementary (non-multiple and non-string) store that causes an
Alignment or Data Storage interrupt: some bytes just before the
boundary may have been updated. If the instruction normally alters
CRO (stwex., stdex.), CRO is set to an undefined value. For update
forms, the update register (RA) is not altered.

A floating-point load that causes an Alignment or Data Storage inter-
rupt: the target register (FRT) may be altered. For update forms, the
update register (RA) is not altered.

A load or store to a direct-store segment that causes a Data Storage
interrupt due to a Direct-Store Error exception: some of the associated
address/data transfers may not have been initiated. All initiated trans-
fers are completed before the exception is reported, and the non-
initiated transfers are aborted. Thus the instruction completes before
the Data Storage interrupt occurs.

In the cases above, the questions of how many registers and how much

storage is altered are implementation-, instruction-, and boundary-depen-
dent. However, storage protection is not violated. Furthermore, if some
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of the data accessed is in direct-store (T=1) and the instruction is not sup-
ported for direct-store, the locations in direct-store are not accessed.

In the following situation, partial execution is not allowed (this pre-
serves restartability):

An elementary (non-multiple and non-string) fixed-point load that
causes an Alignment or Data Storage interrupt: the target register
(RT) is not altered. For update forms, the update register (RA) is
not altered.

5.7 Exception Ordering

Since multiple exceptions can exist at the same time and the architecture
does not provide for reporting more than one interrupt at a time, the gen-
eration of more than one interrupt is prohibited. Also, some exceptions
would be lost if they were not recognized and handled when they
occurred. For example, if an External interrupt was generated when a
Data Storage exception existed, the Data Storage exception would be
lost. If the Data Storage exception was caused by a Store Multiple
instruction that spanned a page boundary and the exception was a result
of attempting to access the second page, the store could have modified
locations in the first page even though it appeared that the Store Multiple
instruction was never executed.

In addition, the architecture defines imprecise interrupts that must be
recoverable, cannot be lost, and can occur at any time with respect to the
executing instruction stream. Some of the maskable and nonmaskable
exceptions are persistent and can be deferred. The following exceptions
persist even though some other interrupt is generated:

M Floating-Point Enabled Exceptions
B External

B Decrementer
For the above reasons, all exceptions are prioritized with respect to
other exceptions that may exist at the same instant to prevent the loss of

any exception that is not persistent. Some exceptions cannot exist at the
same instant as some others.
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5.7.1 Unordered Interrupt Conditions

The exceptions listed here are unordered, meaning that they may occur at
any time regardless of the state of the interrupt mechanism. These excep-
tions must be recognized and processed when presented.

1. System Reset
2. Machine Check

All other interrupts are ordered with respect to the interrupt mecha-
nism resources.

5.7.2 Ordered Exceptions

The exceptions described here are ordered, meaning that only one can be
reported. However, the single ordered exception that can be reported
may exist in concert with unordered exceptions. Ordered exceptions may
or may not be instruction-caused. The two lists identify the ordered
interrupts by type. The order within the lists does not imply priority but
only lists the possible exceptions that may be reported.

System-caused or Imprecise

1. Program
— Imprecise Mode Floating-Point Enabled Exception

2. External

3. Decrementer

Instruction-caused and Precise
1. Instruction Storage

2. Program
— Illegal Instruction
— Privileged Instruction

3. Function Dependent

3.a Fixed-Point
la Program
— Trap

1b  System Call
1c.1 Alignment
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1c.2 Data Storage
2 Trace (if implemented)

1 FP Unavailable
2a Program
— Precise Mode Floating-Point Enabled Exception
2b Floating-Point Assist (if implemented)
2c.1 Alignment
2c¢.2 Data Storage
3 Trace (if implemented)

For implementations that execute multiple instructions in parallel
using pipeline or superscalar techniques, or combinations of these, it can
be difficult to understand the ordering of exceptions. To understand this
ordering it is useful to consider a model in which an instruction is
fetched, decoded, and then executed. In this model, the exceptions a sin-
gle instruction would generate are in the order shown in the list of
instruction-caused exceptions. Exceptions with different numbers have
different ordering. Exceptions with the same numbering but different
lettering are mutually exclusive and cannot be caused by the same
instruction.

Even on processors that are capable of executing several instructions
simultaneously, or out of order, instruction-caused interrupts (precise and
imprecise) occur in program order.

5.8 Interrupt Priorities

This section describes the relationship of nonmaskable, maskable, pre-
cise, and imprecise interrupts. In the following descriptions, the interrupt
mechanism waiting for all possible exceptions to be reported includes
only exceptions caused by previously initiated instructions (e.g., it does
not include waiting for the Decrementer to step through zero). The
exceptions are listed in order of highest to lowest priority.

1. System Reset
System Reset exception has the highest priority of all exceptions. If
this exception exists, the interrupt mechanism ignores all other excep-
tions and generates a System Reset interrupt.

Once the System Reset interrupt is generated, no nonmaskable inter-
rupts are generated due to exceptions caused by instructions issued
prior to the generation of this interrupt.

Book Illl  PowerPC Operating Environment Architecture



476

Chapter 5 Interrupts

2.

w

Machine Check

Machine Check exception is the second highest priority exception. If
this exception exists and a System Reset exception does not exist, the
interrupt mechanism ignores all other exceptions and generates a
Machine Check interrupt.

Once the Machine Check interrupt is generated, no nonmaskable
interrupts are generated due to exceptions caused by instructions
issued prior to the generation of this interrupt.

Instruction Dependent

This exception is the third highest priority exception. When this
exception is created, the interrupt mechanism waits for all possible
Imprecise exceptions to be reported. It then generates the appropriate
ordered interrupt if no higher priority exception exists when the inter-
rupt is to be generated. Within this category a particular instruction
may present more than a single exception. When this occurs, those
exceptions are ordered in priority as indicated in the following lists.

A. Fixed-Point Loads and Stores

a. Alignment
b. Data Storage
c. Trace (if implemented)

B. Floating-Point Loads and Stores
a. Floating-Point Unavailable
b. Alignment
c. Data Storage
d. Trace (if implemented)

C. Other Floating-Point Instructions
a. Floating-Point Unavailable
b. Program — Precise Mode Floating-Point Enabled Exceptlon
c. Floating-Point Assist (if implemented)
d. Trace (if implemented)

D. fi and mtmsr
a. Program — Privileged Instruction
b. Program — Precise Mode Floating-Point Enabled Exception
c. Trace (if implemented), for mtmsr only

If the MSR bits FEO and FE1 are set such that Precise Mode Float-
ing-Point Enabled Exception interrupts are enabled and FPSCR bit
FEX is set, a Program interrupt will result prior to or at the next
synchronizing event.
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4.

v

E. Other exceptions
These exceptions are mutually exclusive and have the same priority:
m Program — Trap
m System Call
s Program — Privileged Instruction
m Program — Illegal Instruction

E Instruction Storage
This exception has the lowest priority in this category. It is recog-
nized only when all instructions prior to the instruction causing this
exception appear to have completed and that instruction is to be
executed.

The priority of this interrupt is specified for completeness and to
ensure that it is not given more favorable treatment. It is accept-
able for an implementation to treat this interrupt as though it had a
lower priority.

Program — Imprecise Mode Floating-Point Enabled Exception

This exception is the fourth highest priority exception. When this
exception is created, the interrupt mechanism waits for all other possi-
ble exceptions to be reported. It then generates this interrupt if no
higher priority exception exists when the interrupt is to be generated.

External

This exception is the fifth highest priority exception. When this excep-
tion is created, the interrupt mechanism waits for all other possible
exceptions to be reported. It then generates this interrupt if no higher
priority exception exists when the interrupt is to be generated.

Decrementer

This exception is the lowest priority exception. When this exception is
created, the interrupt mechanism waits for all other possible excep-
tions to be reported. It then generates this interrupt if no higher prior-
ity exception exists when the interrupt is to be generated.
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Timer Facilities

6.1 Overview

The Time Base and the Decrementer provide timing functions for the sys-
tem. A specific instruction is provided for reading the Time Base, while
the Decrementer is manipulated as an SPR and the Time Base is written
as an SPR. Both are volatile resources and must be initialized during star-
tup.

Time Base (TB)
The Time Base provides a long-period counter driven by an imple-
mentation-dependent frequency.

Decrementer (DEC)
The Decrementer, a counter that is updated at the same rate as the
Time Base, provides a means of signaling an interrupt after a spec-
ified amount of time has elapsed unless

B the Decrementer is altered by software in the interim, or

B the Time Base update frequency changes.

6.2 Time Base

The Time Base (TB) is a 64-bit register (see Figure 82, “Time Base,” on
page 480) containing a 64-bit unsigned integer that is incremented peri-
odically. Each increment adds 1 to the low-order bit (bit 63). The fre-
quency at which the integer is updated is implementation-dependent.

There is no automatic initialization of the Time Base; system software
must perform this initialization.
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Programming Notes

Assuming that the
operating system
initializes the Time Base
on power-on to some
reasonable value and
that the update
frequency of the Time
Base is constant, the Time
Base can be used as a
source of values that
increase at a constant
rate, such as for time
stamps in trace entries.

Even if the update
frequency is not constant,
values read from the
Time Base are
monotonically increasing
(except when the Time
Base wraps from 264-1 to
0). If a trace entry is
recorded each time the
update frequency
changes, the sequence of
Time Base values can be
post-processed to
become actual time
values.

On an implementation
that performs
speculative execution,
the Time Base may be
read arbitrarily far
“ahead” of the point at
which it appears in the
instruction stream. If it is
important that this not
occur, a context
synchronizing operation
such as the isync
instruction should be
placed immediately
before the instructions
that read the Time Base.

See Book Il, Section 4.4,

“Computing Time of Day
from the Time Base,” on

page 354 for ways to

| TBU | TBL
0 32 63
Field Description
TBU Upper 32 bits of Time Base
TBL Lower 32 bits of Time Base
Figure 82 Time Base
The Time Base increments until its value becomes

OxFFFF_FFFF_FFFF_FFFF (264-1). At the next increment, its value
becomes 0x0000_0000_0000_0000. There is no interrupt or other indi-
cation when this occurs.

The period of the Time Base depends on the driving frequency. As an
order of magnitude example, suppose that the CPU clock is 100 MHz
and that the Time Base is driven by this frequency divided by 32. Then
the period of the Time Base would be

2% % 32

12
Tn = ——— = 5.90x10 d
B 100 Milz 0 x seconds

which is approximately 187,000 years.
The Time Base must be implemented such that the following require-
ments are satisfied.

1. Loading a GPR from the Time Base shall have no effect on the accu-
racy of the Time Base.

2. Storing a GPR to the Time Base shall replace the value in the Time
Base with the value in the GPR.

The PowerPC Architecture does not specify a relationship between the
frequency at which the Time Base is updated and other frequencies, such
as the CPU clock or bus clock in a PowerPC system. The Time Base
update frequency is not required to be constant. What is required, so
that system software can keep time of day and operate interval timers, is
one of the following.

M The system provides an (implementation-dependent) interrupt to soft-
ware whenever the update frequency of the Time Base changes, and a
means to determine what the current update frequency is.

B The update frequency of the Time Base is under the contro! of the sys-
E Y q 7
tem software.
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6.2.1 Writing the Time Base

Writing the Time Base is privileged. Reading the Time Base is not privi-
leged; it is discussed in Book II, Chapter 4, “Time Base,” on page 351.

It is not possible to write the entire 64-bit Time Base using a single
instruction. The m#tbl and mttbu extended mnemonics write the lower
and upper halves of the Time Base (TBL and TBU), respectively, preserv-
ing the other half. These are extended mnemonics for the mtspr instruc-
tion; see page 495.

The Time Base can be written by a sequence such as:

Twz Rx,upper  # load 64-bit value for
Twz Ry,Tower # TB into Rx and Ry
11 Rz,0

mttbl Rz ## force TBL to 0

mtthu Rx # set TBU

mttbl Ry # set TBL

Loading 0 into TBL prevents the possibility of a carry from TBL to
TBU while the Time Base is being initialized.

6.3 Decrementer

The Decrementer (DEC) is a 32-bit decrementing counter that provides a
mechanism for causing a Decrementer interrupt after a programmable
delay.

[ DEC
0 31

Figure 83 Decrementer

The Decrementer is driven by the same frequency as the Time Base.
The period of the Decrementer will depend on the driving frequency, but
if the same values are used as given above for the Time Base (see Section

6.2), and if the Time Base update frequency is constant, the period would
be

232532

3
Tope = 100 M = 1.37 x 10 seconds

which is approximately 23 minutes.

-

compute time of day in
POSIX format.

Programming Note

The instructions for
writing the Time Base are
implementation- and
mode-independent. Thus
code written to set the
Time Base on a 32-bit
implementation will
work correctly on a 64-bit
implementation running
in either 64- or 32-bit
mode.
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Programming Note

In systems that change
the Time Base update
frequency for purposes
such as power
management, the
Decrementer input
frequency will also
change. Software must
be aware of this in order
to set interval timers.

On an implementation
that performs
speculative execution,
the Decrementer may be
read arbitrarily far
“ahead” of the point at
which it appears in the
instruction stream. If itis
important that this not
occur, a context
synchronizing operation
such as the isync
instruction should be
placed immediately
before the instruction
that reads the
Decrementer.

Programming Note

If the execution of the
mtdec instruction causes
bit 0 of the Decrementer
to change from0to 1, an
interrupt request is
signaled.

The Decrementer counts down, causing an interrupt (unless masked)
when passing through zero. The Decrementer must be implemented such
that the following requirements are satisfied.

1. The operation of the Time Base and the Decrementer is coherent, i.e.,
the counters are driven by the same fundamental time base.

2. Loading a GPR from the Decrementer shall have no effect on the accu-
racy of the Decrementer.

3. Storing a GPR to the Decrementer shall replace the value in the Decre-
menter with the value in the GPR.

4. Whenever bit 0 of the Decrementer changes from 0 to 1, an interrupt
request is signaled. If multiple Decrementer Interrupt requests are
received before the first can be reported, only one interrupt is reported.
The occurrence of a Decrementer interrupt cancels the request.

5. If the Decrementer is altered by software and the content of bit 0 is
changed from 0 to 1, an interrupt request is signaled.

6.3.1 Writing and Reading the Decrementer

The content of the Decrementer can be read or written using the mfspr
and mispr instructions, both of which are privileged when they refer to
the Decrementer. Using an extended mnemonic (see page 495), the Dec-
rementer may be written from register GPR Rx using:

mtdec Rx
The Decrementer may be read into GPR Rx using:
mfdec Rx

Copying the Decrementer to a GPR has no effect on the Decrementer
content or interrupt mechanism.
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Synchronization
Requirements for
Special Registers and
for Lookaside Buffers

Changing the value in certain system registers, and invalidating SLB and
TLB entries, can have the side effect of altering the context in which data
addresses and instruction addresses are interpreted, and in which instruc-
tions are executed. For example, changing MSRjg from 0 to 1 has the
side effect of enabling translation of instruction addresses. These side
effects need not occur in program order, and therefore may require
explicit synchronization by software. (Program order is defined in Book
11, Section 1.1, “Definitions and Notation,” on page 319.)

An instruction that alters the context in which data addresses or
instruction addresses are interpreted, or in which instructions are exe-
cuted, is called a “context-altering instruction.” This chapter covers all
the context-altering instructions. The software synchronization required
for them is shown in Table 12 on page 485 (for data access) and Table 13
on page 486 (for instruction fetch and execution).

The notation “CSI” in the tables means any context synchronizing
instruction (i.e., sc, isync, or #fi). A context synchronizing interrupt (i.e.,
any interrupt except non-recoverable System Reset or non-recoverable
Machine Check) can be used instead of a context synchronizing instruc-
tion. If it is, phrases like “the synchronizing instruction,” below, should
be interpreted as meaning the instruction at which the interrupt occurs.
If no software synchronization is required before (after) a context-
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Programming Note

Sometimes advantage
can be taken of the fact
that certain instructions
that occur naturally in
the program, such as the
rfi at the end of an
interrupt handler,
provide the required
synchronization.

altering instruction, “the synchronizing instruction before (after) the con-
text-altering instruction” should be interpreted as meaning the context-
altering instruction itself.

The synchronizing instruction before the context-altering instruction
ensures that all instructions up to and including that synchronizing
instruction are fetched and executed in the context that existed before the
alteration. The synchronizing instruction after the context-altering
instruction ensures that all instructions after that synchronizing instruc-
tion are fetched and executed in the context established by the alteration.
Instructions after the first synchronizing instruction, up to and including
the second synchronizing instruction, may be fetched or executed in
either context.

If a sequence of instructions contains context-altering instructions and
contains no instructions that are affected by any of the context alter-
ations, no software synchronization is required within the sequence.

No software synchronization is required before altering the MSR
(except perhaps when altering the POW or LE bits: see the tables),
because mtmsr is execution synchronizing. No software synchronization
is required before most of the other alterations shown in Table 13 on
page 486, because all instructions before the context-altering instruction
are fetched and decoded before the context-altering instruction is exe-
cuted (the processor must determine whether any of the preceding
instructions are context synchronizing).
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Instruction or Event

Required Before

Required After

Notes

interrupt

rfi

sc

mtmsr (SF)
mtmsr (ILE)
mtmsr (PR)
mitmsr (ME)
mimsr (DR)
mimsr (LE)
misr[in]
mtspr (ASR)
mtspr (SDR1)
mispr (DBAT)
mispr (DABR)
mispr (EAR)
slbie

slbia

tibie

tlbia

none

none

none

none

none

none

none

none

CSI

CSI

sync

CSI

CSI

CSI

CSI

CSI

CSI

none
none
none
CSI
none
CSI
CSI

CSI

CSI
CSI
CSI

CSI

CSI
CSI or sync
CSI or sync
CSI or sync

CSI or sync

6,7

>

8,9

8,9

Table 12. Synchronization requirements for data access
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Instruction or Event Required Before Required After Notes
interrupt none none |

rfi none none

sc none none

mitmsr (SF) none CSI 10
mitmsr (POW) — — 2
mimsr (ILE) none none

mimsr (EE) none none 4
mimsr (PR) none CSI

mimsr (EP) none CSI

mitmsr (ME) none CSI 1
mtmsr (FEO, FE1) none CSI

mtmsr (SE, BE) none CSI

mtmsr (IP) none none

mimsr (IR) none CSI 11
mtmsr (RI) none none

mtmsr (LE) — — 3
misr[in] none CSI 11
mispr (ASR) none CSI 11
mtspr (SDR1) sync CSI 6,7
mispr (IBAT) none CSI 11
mtspr (DEC) none none 12
slbie ) none CSI or sync 8
slbia none CSI or sync 8
tlbie none CSI or sync 8,9
tibia none CSI or sync 8,9

Table 13. Synchronization requirements for instruction fetch and/or execu-
tion
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Notes:

1. A context synchronizing instruction is required after altering the ME
bit to ensure that the alteration takes effect for subsequent Machine
Check interrupts, which may not be recoverable and therefore may
not be context synchronizing.

2. Synchronization requirements for changing the power conserving
mode are implementation-dependent, and are specified in the Book
IV, PowerPC Implementation Features document for the implemen-
tation.

3. Synchronization requirements for changing from one Endian mode
to the other are implementation-dependent, and are specified in the
Book IV, PowerPC Implementation Features document for the
implementation.

4. The effect of changing the EE bit is immediate.

B If an mtmsr instruction sets the EE bit to 0, neither an External
interrupt nor a Decrementer interrupt occurs after the mtmsr is
executed.

B If an mimsr instruction changes the EE bit from 0 to 1 when an
External, Decrementer, or higher priority exception exists, the cor-
responding interrupt occurs immediately after the mtmsr is exe-
cuted, and before the next instruction is executed in the program
that set EE to 1.

5. Synchronization requirements for changing the Data Address Break-
point Register are implementation-dependent, and are specified in
the Book IV, PowerPC Implementation Features document for the
implementation.

6. SDRI1 must not be altered when MSRpgr=1 or MSR[g=1; if it is, the
results are undefined.

7. A sync instruction is required before the mispr instruction because
SDR1 identifies the Page Table and thereby the location of Reference
and Change bits. To ensure that Reference and Change bits are
updated in the correct Page Table, SDR1 must not be altered until all
Reference and Change bit updates due to instructions before the
mispr have completed. A sync instruction guarantees this synchroni-
zation of Reference and Change bit updates, while neither a context
synchronizing operation nor the instruction fetching mechanism
does so.

Il PowerPC Operating Environment Architecture



488

Chapter 7 Synchronization: Special Registers and Lookaside Buffers

Programming Note

Regarding Note 8, the
following sequence
illustrates why it is
necessary, for data
accesses, to ensure that
all storage accesses due
to instructions before
the slbie, sibia, tlbie, or
tlbia have completed to a
point at which they have
reported all exceptions
they will cause. Assume
that valid Segment Table
and Page Table entries
exist for the target
storage location when
the sequence starts.

1.A program issues a
load or store to a
segment (page).

2.The same program
marks the entry for the
target segment (page)
invalid in the Segment
Table (Page Table).

3.The same program
executes an slbie or
slbia (tlbie or tlbia)
that invalidates the
corresponding SLB
entry (TLB entry).

4.The load or store
instruction finally
executes, and gets a
segment fault (page
fault).

The segment fault or
page fault is semantically
incorrect. In order to
prevent it, a context
synchronizing instruction
must be executed
between steps 1 and 2

8. For data accesses, the context synchronizing instruction before the
slbie, slbia, tlbie, or tlbia instruction ensures that all storage accesses
due to preceding instructions have completed to a point at which
they have reported all exceptions they will cause.

The context synchronizing instruction after the slbie, slbia, tlbie, or
tlbia ensures that subsequent storage accesses (data and instruction)
will not use the SLB or TLB entry(s) being invalidated. It does not
ensure that all storage accesses previously translated by the SLB or
TLB entry(s) being invalidated have completed with respect to stor-

age or, for tlbie or tlbia, that Reference and Change bit updates asso-

ciated with those storage accesses have completed; if these
completions must be ensured, the slbie, slbia, tlbie, or tlbia must be
followed by a sync instruction rather than by a context synchroniz-
ing instruction.

Section 4.12, “Table Update Synchronization Requirements,” on
page 446 gives examples of the synchronization required when using
slbie or tlbie in a sequence that alters a Segment Table Entry or a
Page Table Entry.

9. Multiprocessor systems have other requirements to synchronize
“TLB shoot down” (i.e., to invalidate one or more TLB entries on all
processors in the multiprocessor system and be able to determine
that the invalidations have completed and that all side effects of the
invalidations have taken effect).

10

The alteration must not cause an implicit branch in effective address
space. Thus the mtmsr instruction and all subsequent instructions,
up to and including the next context synchronizing instruction, must
have effective addresses that are less than 232,

11

The alteration must not cause an implicit branch in real address
space. Thus the real address of the context-altering instruction and of
each subsequent instruction, up to and including the next context
synchronizing instruction, must be independent of whether the alter-
ation has taken effect.

12. The elapsed time between the content of the Decrementer becoming

negative and the signaling of the Decrementer exception is not

defined.
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Optional Facilities
and Instructions

The facilities (Special Purpose Registers and instructions) described in
this appendix are optional. An implementation may choose to provide
all, some, or none of them. If a facility is implemented that matches the
semantics of a facility described here, the implementation should be as
specified here.

A.1 External Control

The External Control facility provides a means for a problem state pro-
gram to communicate with a special-purpose device. Two instructions
are provided:

W External Control In Word Indexed (eciwx), which does the following:
— Computes an effective address (EA) as for any X-form instruction
— Validates the EA as would be done for a load from that address
— Translates the EA to a real address
— Transmits the real address to the device

— Accepts a word of data from the device and places it into a general
purpose register
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B External Control Out Word Indexed (ecowx), which does the follow-
ing:

— Computes an effective address (EA) as for any X-form instruction
— Validates the EA as would be done for a store to that address
— Translates the FA to a real address

— Transmits the real address and a word of data from a general
purpose register to the device

Depending on the setting of a control bit in a Special Purpose Register,
the External Access Register (EAR), the processor either performs the
external control operation or generates a Data Storage interrupt. The
EAR controls access to the External Control facility. Access to the EAR
itself is privileged; the operating system can determine which tasks are
allowed to issue External Access instructions and when they are allowed
to do so.

The data access of eciwx and ecowx is performed as though the stor-
age access mode bits “WIMG” were 0101 (see Section 4.8).

Interpretation of the real address transmitted by eciwx and ecowx and
the 32-bit value transmitted by ecowx is up to the target device. Such
interpretation is not specified by the PowerPC Architecture. See the Sys-
tem Architecture documentation for a given PowerPC system for details
on how the External Control facility can be used with devices on that sys-
tem.

Example: An example of a device designed to be used with the External
Control facility might be a graphics adapter. The ecowx instruction
might be used to send the device the translated real address of a buffer
containing graphics data, and the word transmitted from the general
purpose register might be control information that tells the adapter what
operation to perform on the data in the buffer. The eciwx instruction
might be used to load status information from the adapter.

A.1.1 External Access Register

This 32-bit Special Purpose Register controls access to the External Con-
trol facility and, for external control operations that are permitted, deter-
mines which device is the target.
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| E | I | RD |
0 26 31
Bit Name Description
0 E Enable bit
26:31 RID Resource ID

All other fields are reserved.

Figure 84. External Access Register

The high-order bits of the RID field that correspond to bits of the
Resource ID beyond the width of the Resource ID supported by a partic-
ular implementation are treated as reserved bits.

A.1.2 External Access Instructions

External Control In Word Indexed X-form

eciwx RT,RA,RB

31 RT RA RB 310 /
0 6 11 16 21 31

if RA =0 then b « 0
else b « (RA)
EA « b + (RB)
if EARg = 1 then
raddr « address translation of EA
send load word request for raddr to
device identified by EARRrp
RT « 320 || word from device
else
DSISRll « 1
generate Data Storage interrupt

Let the effective address (EA) be the sum (RAI0)+(RB).

If EARg=1, a load word request for the real address corresponding to
EA is sent to the device identified by EARRp, bypassing the cache.
RT.31( is set to 0. The word returned by the device is placed in
RT3.63(0:31)-

If EARE=0, a Data Storage interrupt is taken, with bit 11 of DSISR set
to 1.
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EA must be a multiple of 4. If it is not, one of the following occurs:
M an Alignment interrupt is generated
B a Data Storage interrupt is generated (possible only if EARE=0)

M the results are boundedly undefined

The eciwx instruction is supported for effective addresses that refer-
ence ordinary segments (T=0) and for EAs mapped by DBAT registers. If
the EA refers to a direct-store segment (T=1), either a Data Storage inter-
rupt occurs or the results are boundedly undefined. If this instruction is
executed when MSRpgr=0 (real addressing mode), the results are bound-
edly undefined.

This instruction is treated as a load from the addressed byte with
respect to address translation, storage protection, reference and change
recording, and the ordering done by eieio.

Special Registers Altered
None

External Control Out Word Indexed X-form
eCowXx RS,RA,RB

31 RS RA RB 438 /
0 6 11 16 21 31

if RA =0 then b « 0

else b « (RA)

EA « b + (RB)

if EARg = 1 then
raddr « address translation of EA
send store word request for raddr to

device identified by EARgip

send (RS3.6370:31)) to device

else
DSISRy; « 1
generate Data Storage interrupt

Let the effective address (EA) be the sum (RAI0)+(RB).

If EARg=1, a store word request for the real address corresponding to
EA and the contents of RS3;.43(0.31) are sent to the device identified by
EARRIp, bypassing the cache.
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If EARE=0, a Data Storage interrupt is taken, with bit 11 of DSISR set
to 1.
EA must be a multiple of 4. If it is not, one of the following occurs:

B an Alignment interrupt is generated
B a Data Storage interrupt is generated (possible only if EARE=0)

B the results are boundedly undefined

The ecowsx instruction is supported for effective addresses that refer-
ence ordinary segments (T=0) and for EAs mapped by DBAT registers. If
the EA refers to a direct-store segment (T=1), either a Data Storage inter-
rupt occurs or the results are boundedly undefined. If this instruction is
executed when MSRpR=0 (real addressing mode), the results are bound-
edly undefined.

This instruction is treated as a store to the addressed byte with respect
to address translation, storage protection, reference and change record-
ing, and the ordering done by eieio.

Special Registers Altered
None
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Assembler Extended
Mnemonics

In order to make assembler language programs simpler to write and eas-
ier to understand, a set of extended mnemonics and symbols is provided
that defines simple shorthand for the most frequently used forms of
Branch Conditional, Compare, Trap, Rotate and Shift, and certain other
instructions.

This appendix defines extended mnemonics related to mispr and
mfspr, including privileged SPRs.

Assemblers should provide the mnemonics and symbols listed here,
and may provide others.

B.1 Move To/From Special Purpose
Register Mnemonics

The mispr and mfspr instructions specify a Special Purpose Register
(SPR) as a numeric operand. Extended mnemonics are provided that rep-
resent the SPR in the mnemonic rather than requiring it to be coded as an
operand. Also shown here are extended mnemonics for Move From Time
Base and Move From Time Base Upper, which are variants of the mftb
instruction rather than of mfspr.

Note: mftb serves as both a basic and an extended mnemonic. The
assembler will recognize an mftb mnemonic with two operands as the basic
form, and an mftb mnemonic with one operand as the extended form.



496

Appendix B Assembler Extended Mnemonics

Special Purpose Register

Fixed Point Exception Register

Link Register

Count Register

Data Storage Interrupt Status Register
Data Address Register

Decrementer

Storage Description Register 1
Save/Restore Register 0

Save/Restore Register 1

Special Purpose Registers GO through G3
Address Space Register

External Access Register

Time Base [Lower]

Time Base Upper

Processor Version Register

IBAT Registers, Upper

IBAT Registers, Lower

DBAT Registers, Upper

DBAT Registers, Lower

1Except for mfth and mftbu.

Move To SPR Move From SPR!
Extended Equivalent to Extended Equivalent to
mtxer Rx mtspr 1,Rx mfxer Rx mfspr Rx,1
mtlr Rx mtspr 8,Rx mflr Rx mfspr Rx,8
mtctr Rx mtspr 9,Rx mfctr Rx mfspr Rx,9
mtdsisr Rx mtspr 18,Rx mfdsisr Rx mfspr Rx,18
mtdar Rx mtspr 19,Rx mfdar Rx mfspr Rx,19
mtdec Rx mtspr 22,Rx mfdec Rx mfspr Rx,22
mtsdrl Rx mtspr 25,Rx mfsdrl Rx mfspr Rx,25
mtsrr0 Rx mtspr 26,Rx mfsrr0 Rx mfspr Rx,26
mtsrr]l Rx mtspr 27,Rx mfsrrl Rx mfspr Rx,27
mtsprg n,Rx mtspr 272+n,Rx mfsprg Rx,n mfspr Rx,272+n
mtasr Rx mtspr 280,Rx mfasr Rx mfspr Rx,280
mtear Rx mtspr 282,Rx mfear Rx mfspr Rx,282
mttbl Rx mtspr 284,Rx mftb Rx mftb Rx,268
mttbu Rx mtspr 285,Rx mftbu Rx mftb Rx,269
- - mfpvr Rx mfspr Rx,287
mtibatu 7,Rx | mtspr 528+2xn,Rx | mfibatu Rx,n | mfspr Rx,528+2xn
mtibatl #,Rx | mtspr 529+2xn,Rx | mfibatl Rx,n | mfspr Rx,529+2xn
mtdbatu #,Rx | mtspr 536+2xn,Rx |mfdbatu Rx,» | mfspr Rx,536+2xn
mtdbatl 7,Rx | mtspr 537+2xn,Rx | mfdbatl Rx,n | mfspr Rx,537+2xn

Table 14. Extended mnemonics for moving to/from an SPR
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Cross-Reference f@ Changed
POWER Mnemoni

The following table lists the POWER instruction mnemonics that have
been changed in the PowerPC Operating Environment Architecture,
sorted by POWER mnemonic.
To determine the PowerPC mnemonic for one of these POWER mne-
monics, find the POWER mnemonic in the second column of the table:
the remainder of the line gives the PowerPC mnemonic and the page on
which the instruction is described, as well as the instruction names.
POWER mnemonics that have not changed are not listed. POWER
instruction names that are the same in PowerPC are not repeated: i.e., for
these, the last column of the table is blank.

POWER PowerPC
Page
Mnemonic Instruction Mnemonic | Instruction
441 mtsri Move To Segment Register Indirect | mtsrin
378 svca Supervisor Call sc System Call
444 tlbi TLB Invalidate Entry tlbie







New Instructions

The following instructions in the PowerPC Operating Environment
Architecture are new: they are not in the POWER Architecture. dcbi
exists in all PowerPC implementations, mfsrin exists only in 32-bit imple-
mentations, and the SLB instructions exist only in 64-bit implementa-
tions. The SLB and TLB instructions are optional.

dcbi Data Cache Block Invalidate

eciwx  External Control In Word Indexed

ecowx  External Control Out Word Indexed

mfsrin  Move From Segment Register Indirect

slbia SLB Invalidate All

slbie SLB Invalidate Entry

tlbia TLB Invalidate All

tlbsync  TLB Synchronize






Implementation-Spe
SPRs

This appendix lists Special Purpose Register (SPR) numbers assigned by
the PowerPC Architecture Review Process for implementation-specific
uses. If a register shown here is present in a particular implementation, a
detailed description will be found in Book IV, PowerPC Implementation
Features.

The intent of this list is to ensure that if an SPR is needed for a partic-
ular function on more than one implementation, the same SPR number
will be used.

Note that ordering of the bits shown in the table below matches the
descriptions of the Move To/From Special Purpose Register instructions
on pages 384 and 387. The two 5-bit halves of the SPR number are
reversed from the order in which they appear in an assembled instruction.

SPR
decimal Register name Privileged

SPTs.9  SPI(:4

1022 11111 11110 FPECR yes

1023 11111 11111 PIR yes

Floating-Point Exception Cause Register (FPECR)
This register identifies the reason a Floating-Point Exception occurred.

Processor ID Register (PIR)
This register holds a value that distinguishes this processor from others in
a multiprocessor.






Interpretation of the
DSISR as Set by an
Alignment Interrupt

For most causes of Alignment interrupt, the interrupt handler will emu-
late the interrupting instruction. To do this, it needs the following char-
acteristics of the interrupting instruction:

Load or store

Length (halfword, word, or doubleword)
String, multiple, or elementary

Fixed or float

Update or non-update

Byte reverse or not

Is it dcbz?

The PowerPC Architecture provides this information implicitly, by set-
ting bits in the DSISR that identify the interrupting instruction type. It is
not necessary for the interrupt handler to load the interrupting instruc-
tion from storage. The mapping is unique except for a few exceptions
that are discussed below. The near-uniqueness depends on the fact that
many instructions, such as the fixed- and floating-point arithmetic
instructions and the one-byte loads and stores, cannot cause an Align-
ment interrupt.

See Section 5.5.6, “Alignment Interrupt,” on page 464 for a descrip-
tion of how the opcode and extended opcode are mapped to a DSISR
value for an X-, D-, or DS-form instruction that causes an Alignment
interrupt.
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The table that follows shows the inverse mapping: how the DSISR bits
identify the interrupting instruction. The following notes are cited in the
table.

1. The instructions lwz and lwarx give the same DSISR bits (all zero).
But if lwarx causes an Alignment interrupt, it should not be emulated
in any precise way. It is adequate for the Alignment interrupt handler
simply to emulate the instruction as if it were an lwz. The emulator
must use the address in the DAR, rather than computing it from RA/
RB/D, because lwz and lwarx have different instruction formats.

If opcode 0 (“Illegal or Reserved”) can cause an Alignment interrupt,
it will be indistinguishable to the interrupt handler from lwarx and
hoz.

2. These are distinguished by DSISR bits 12:13, which are not shown in
the table.

The Alignment interrupt handler will not be able to distinguish
between a floating-point load or store interrupting because it is mis-
aligned and one interrupting because it addresses direct-store. But this
does not matter; in either case the access will be emulated using fixed-
point instructions.

The interrupt handler has no need to distinguish between an X-form
instruction and the corresponding D- or DS-form instruction if one exists,
and vice-versa. Therefore, two such instructions may vyield the same
DSISR value (all 32 bits). For example, stw and stwx may both yield
either the DSISR value shown in the following table for stw, or that
shown for stwx.

If DSISR then it is either or D/DS- form . S
15:21 is: X-form opcode: opcode: so the instruction is:

00 0 0000 00000xxx00 x00000 Iwarx, lwz, reserved?

00 0 0001 00010xxx00 x00010 ldarx

0000010 00100xxx00 x00100 Stw

00 00011 00110xxx00 x00110 -

00 0 0100 01000xxx00 x01000 lhz

0000101 01010xxx00 x01010 lha

00 0 0110 01100xxx00 x01100 sth
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If DSISR then it is either or D/DS- form . L
15:21 is: X-form opcode: opcode: so the instruction is:

0000111 01110xxx00 x01110 Imw

00 0 1000 10000xxx00 x10000 Ifs

00 0 1001 10010xxx00 x10010 1fd

000 1010 10100xxx00 x10100 stfs

000 1011 10110xxx00 x10110 stfd

00 0 1100 11000xxx00 x11000 -

000 1101 11010xxx00 x11010 1d, 1du, lwa?

0001110 11100xxx00 x11100 -

0001111 11110xxx00 x11110 std, stdu®

00 1 0000 00001xxx00 x00001 lwzu

00 1 0001 00011xxx00 x00011 -

0010010 00101xxx00 x00101 stwu

0010011 00111xxx00 x00111 -

0010100 01001xxx00 x01001 lhzu

0010101 01011xxx00 x01011 lhau

0010110 01101xxx00 x01101 sthu

0010111 01111xxx00 x01111 stmw

00 1 1000 10001xxx00 x10001 lfsu

001 1001 10011xxx00 x10011 lfdu

0011010 10101xxx00 x10101 stfsu

0011011 10111xxx00 x10111 stfdu

0011100 11001xxx00 x11001 -

0011101 11011xxx00 x11011 -

0011110 11101xxx00 x11101 -

0011111 11111xxx00 x11111 -
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506 Appendix F Interpretation of the DSISR Set by an Alignment Interrupt

If DSISR then it is either or D/DS- form . L
15:21 is: X-form opcode: opcode: so the instruction is:
01 0 0000 00000xxx01 ldx
01 0 0001 00010xxx01 -
01 00010 00100xxx01 stdx
0100011 00110xxx01 -
0100100 01000xxx01 -
0100101 01010xxx01 Iwax
0100110 01100xxx01 -
0100111 01110xxx01 -
01 0 1000 10000xxx01 lswx
01 0 1001 10010xxx01 Iswi
0101010 10100xxx01 Stswx
0101011 10110xxx01 stswi
0101100 11000xxx01 -
0101101 11010xxx01 -
0101110 11100xxx01 -
0101111 11110xxx01 -
01 1 0000 00001xxx01 Idux
011 0001 00011xxx01 -
0110010 00101xxx01 stdux
0110011 00111xxx01 -
0110100 01001xxx01 -
0110101 01011xxx01 lwaux
0110110 01101xxx01 -
0110111 01111xxx01 -
0111000 10001 xxx01 -

Book Ill  PowerPC Operating Environment Architecture



Appendix F

Interpretation of the DSISR Set by an Alignment Interrupt 507

If DSISR then it is either or D/DS- form . L
15:21 is: X-form opcode: opcode: so the instruction is:

0111001 10011xxx01 -

0111010 10101xxx01 -

0111011 10111xxx01 -

0111100 11001xxx01 -

0111101 11011xxx01 -

0111110 11101xxx01 -

0111111 11111xxx01 -

10 0 0000 00000xxx10 -

10 0 0001 00010xxx10 -

10 0 0010 00100xxx10 StWCX.

10 0 0011 00110xxx10 stdcx.

10 0 0100 01000xxx10 -

10 0 0101 01010xxx10 -

1000110 01100xxx10 -

1000111 01110xxx10 -

10 0 1000 10000xxx10 lwbrx

10 0 1001 10010xxx10 -

1001010 10100xxx10 stwbrx

100 1011 10110xxx10 -

10 0 1100 11000xxx10 lhbrx

10 0 1101 11010xxx10 -

1001110 11100xxx10 sthbrx

1001111 11110xxx10 -

10 1 0000 00001xxx10 -

10 1 0001 00011xxx10 -
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508 Appendix F Interpretation of the DSISR Set by an Alignment Interrupt

If DSISR then it is either or D/DS- form . .
15:21 is: X-form opcode: opcode: so the instruction is:

1010010 00101xxx10 -

101 0011 00111xxx10 -

10 1 0100 01001xxx10 eciwx

101 0101 01011xxx10 -

1010110 01101xxx10 ecowx

1010111 01111xxx10 -

10 1 1000 10001xxx10 -

1011001 10011xxx10 -

101 1010 10101xxx10 -

1011011 10111xxx10 -

101 1100 11001xxx10 -

101 1101 11011xxx10 -

1011110 11101xxx10 -

1011111 11111xxx10 dcbz

11 0 0000 00000xxx11 lwzx

11 0 0001 00010xxx11 -

1100010 00100xxx11 stwx

1100011 00110xxx11 -

11 0 0100 01000xxx11 lhzx

1100101 01010xxx11 lhax

1100110 01100xxx11 sthx

1100111 01110xxx11 -

11 0 1000 10000xxx11 Ifsx

1101001 10010xxx11 Ifdx

1101010 10100xxx11 stfsx
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Appendix F Interpretation of the DSISR Set by an Alignment Interrupt 509
If DSISR then it is either or D/DS- form . L
15:21 is: X-form opcode: opcode: so the instruction is:

1101011 10110xxx11 stfdx
11 0 1100 11000xxx11 -
1101101 11010xxx11 -
1101110 11100xxx11 -
1101111 11110xxx11 stfiwx
11 1 0000 00001xxx11 lwzux
111 0001 00011xxx11 -
1110010 00101xxx11 stwux
1110011 00111xxx11 -
1110100 01001xxx11 lhzux
1110101 01011xxx11 lhaux
1110110 01101xxx11 sthux
1110111 01111xxx11 -
111 1000 10001xxx11 Ifsux
1111001 10011xxx11 lfdux
1111010 10101xxx11 stfsux
1111011 10111xxx11 stfdux
1111100 11001xxx11 =
1111101 11011xxx11 -
1111110 11101xxx11 -
1111111 11111xxx11 -
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PowerPC Operati
Environment

Instruction Set

Opcode

Form Il\)/le(:f Priv.> | Page Mnemonic Instruction

Primary |Extended
X 31 470 P 439 debi Data Cache Block Invalidate
X 31 310 491 eciwx External Control In Word Indexed
X 31 438 492 ecowx External Control Out Word Indexed
X 31 83 P 389 mfmsr Move From Machine State Register
XFX 31 339 o 387 mfspr Move From Special Purpose Register
X 31 59§ {} P 441 mfsr Move From Segment Register
X 31 659 {} P 442 mfsrin Move From Segment Register Indirect
X 31 146 P 389 mtmsr Move To Machine State Register
XFX 31 467 O 384 mtspr Move To Special Purpose Register
X 31 210 {} P 440 mtsr Move To Segment Register
X 31 242 {} P 441 mtsrin Move To Segment Register Indirect
XL 19 50 P 379 fi Return From Interrupt
SC 17 378 sc System Call




512 Appendix G PowerPC Operating Environment Instruction Set

Opcode

Form Il\)/iopdf Priv.2 | Page Mnemonic Instruction

Primary |Extended '
X 31 498 () P 444 slbia SLB Invalidate All
X 31 434 () P 443 slbie SLB Invalidate Entry
X 31 370 P 445 tlbia TLB Invalidate All
X 31 306 P 444 tlbie TLB Invalidate Entry
X 31 566 P 445 tlbsync TLB Synchronize

Key to Mode Dependency Column
Parentheses () are shown if the instruction is defined only for 64-bit implementations.
Braces {} are shown if the instruction is defined only for 32-bit implementations.
All instructions in the PowerPC Operating Environment Architecture are mode-inde-
pendent, except that if the instruction refers to storage when in 32-bit mode, only the
low-order 32 bits of the 64-bit effective address are used to address storage.

2ZKey to Privilege Column
P denotes a privileged instruction.

O denotes an instruction that may be treated as privileged or non-privileged, depend-
ing on the SPR number.
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Index

A

AA 19
address 27, 398, 399, 401, 402, 404, 406, 408, 412,
413,415,417, 423, 433
effective 29
real 399
A-form 18
aliasing 333
alignment 464, 503
effect 339
ASR 402
assembler 215, 495
atomic 336
atomicity
single-copy 322

BA 19

BAT 399, 423
BB 19

BD 19

BE 376

BF 19

BFA 19

B-form 14

BI 20
Big-Endian 233
block 320, 399, 423
BO 20

branch 470

BT 20

byte 233

bytes 5

C

C 139
CA 48
cache 327, 343, 344
caching 392, 430
change 433, 440, 446
CIA 10
coherence 431
combined 332
combining
accesses 431
stores 430
context 371
definition 368
CR 32
CTR 35

D

D 20

DAR 381, 466

data 346, 460, 462, 466
dcbf 349, 460

dcbi 439, 460

dcbst 348, 460

dcbt 346, 460

dcbtst 347, 460
dcbz 347, 460, 465
DEC 481
decrementer 470
defined 23

delayed 460
denormalization 147
denormalized 144
D-form 15



514

INDEX

direct-store 421

double precision 147

doublewords 5

DR 377

DS 20

DS-form 15

DSISR 382
alignment 503

dual 328

EA 29

EAR 490

eciwx 460, 491
ecowx 460, 492
EE 375

effective 29, 391, 399, 402, 413
eieio 350

EQ 33, 34
exception 368
execution 372
external 460, 464

F

FE 34, 139
FEO 376
FE1 376
FEX 137
FG 34, 139
FI 138
FL 34, 139
FLM 20
floating point 469
denormalization 147
double precision 147
exceptions 135, 150
inexact 162
invalid 155
overflow 159
underflow 160
zero 158
execution 162
normalization 147
number
denormalized 144
infinity 144
normalized 143
not 145

zero 144

rounding 149
sign 146
single precision 147

floating-point 471

FP 376

FPCC 139

FPR 135

FPRF 139

FPSCR 137
C139
FE 139
FEX 137
FG 139
FI 138
FL 139
FPCC 139
FPRF 139
FR 138
FU 139
FX 137
NI 140
OE 140
0X 138
RN 141
UE 140
UX 138
VE 140
VX137
VXCVI 139
VXIDI 138
VXIMZ 138
VXISI 138
VXSNAN 138
VXSOFT 139
VXSQRT 139
VXVC 138
VXZDZ 138
XE 140
XX 138
ZE 140
ZX 138

FR 138

FRA 20

FRB 20

FRC 20

FRS 20

FRT 20

FU 35, 139

FX 137

FXM 20



INDEX 515
G NB 21
OE 22
GPR 47 RA 22
GT 33, 34 RB 22
Guarded 397, 431 §§ g
Gulliver's Travels 233 RT 22
SH 22
H S122
SPR 22, 371
halfwords 5 SR 22, 371
hardware 8, 368 TBR 22
hashed 406, 410, 417, 419 TO 22
HTAB 406, 417 U23
search 410, 419 UI 23
X0 23
l formats 12, 14, 15, 16, 17, 18, 370
A-form 18
icbi 345, 460 B-form 14
I-form 14 D-form 15
ILE 375 DS-form 15
illegal 24 I-form 14
implicit 395 M-form 18
inexact 162 MD-form 18
infinity 144 MDS-form 19
inhibited 430 SC-form 14
instruction 344, 396, 463, 465 X-form 16
fields 19, 20, 21, 22, 23, 370 XFL-form 17
AA 19 XFX-form 17
BA 19 XL-form 17
BB 19 XO-form 18
BD 19 XS-form 17
BF 19 instruction-caused 454
BFA 19 instructions
BI 20 classes 23
BO 20 dcbf 349, 460
BT 20 dcbi 439, 460
D 20 dcbst 348, 460
DS 20 dcbt 346, 460
FLM 20 dcbtst 347, 460
FRA 20 dcbz 347, 460, 465
FRB 20 defined 23
FRC 20 forms 25
FRS 20 eciwx 460, 491
FRT 20 ecowx 460, 492
FXM 20 eieio 350
L21 icbi 345, 460
Lr21 illegal 24
LK 21 invalid 25
MB 21 isync 346
ME 21

Idarx 336, 460, 465



516

INDEX

Iwarx 336, 460, 465
optional 26, 489
preferred 25
reserved 24
rfi 458
slbia 443
slbie 443
stdcx. 336, 460, 465
storage 343, 438
stwex. 336, 460, 465
sync 334
tlbia 443
tlbie 443
tlbsync 443
interrupt 368,453, 475
recoverable 457
interrupts
Alignment 464
Data 460
Decrementer 470
External 464
floating point 469, 471
Instruction 463
instruction-caused 454
Machine 459
new 457
precise 454
Program 467
System 457, 470
system-caused 454
Trace 470
invalid 25, 155
1P 377
1R 377
isync 346

K

K 436, 437
key, 436, 437

L

L21

language 8

ldarx 460, 465
LE 377

LI21
Little-Endian 233

233
LK 21

load 320
lookaside 483
LR 35§

LT 33,34
Iwarx 460, 465

hwz

machine 458, 459
Machine State Register
Branch 376
Data 377
External 375
FP 376
Instruction 377
Interrupt 375, 377
Little-Endian 377
Machine 376
Power 375
Problem 375
Recoverable 377
Single-Step 376
Sixty-Four-bit 375
main 319
MB 21
MD-form 18
MDS-form 19
ME 21, 376
memory 323, 392, 431
M-form 18
mismatched 433
mnemonics
extended 215, 495
MSR 374

N

NB 21

next 378, 379

NI 140

NIA 10

no-op 107
normalization 147
normalized 143
not 145

o

OE 22, 140
optional 26
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OV 48 Link Register 35
overflow 159 Machine 373, 374
0X 138 Machine State Register 374
MSR
P Machine 458
optional 489

page 320, 393, 406, 408, 410, 417, 419, 433, 437, 446
POW 375
PP 436, 437
PR 375
precise 454
preferred 25
prefetch

instruction 396
program 319, 467
protection 465
PTE 408, 417
PVR 383

Q

quadwords 5

RA 22
RB 22
RC 433
Rc 22
real 399
recoverable 457
reference 433, 440, 446
register 8
registers
Address 402
Condition Register 32
Count Register 35
DAR
Data 462, 466
Data Address Register 381, 466
Data Storage Interrupt Status Register 382
Decrementer 481
EAR
External 460
External 490
Fixed-Point Exception Register 48
Floating-Point Registers 135
Floating-Point Status and Control Register 137
General Purpose Registers 47
implementation-specific 501

Processor 383
SDR1 409, 418
Segment 483
SPRGn 382
SPRs 381, 483, 501
SRRO 373
Machine 458
SRR1 374
Machine 458
status 483
Time Base 351, 479
reserved 8, 24, 369
rfi 458
RI 377
RN 141
rounding 149
RS 22
RT 22
RTL 8, 369

S

SC-form 14

SDR1 409, 418

SE 376

segment 404, 406, 446, 483
direct-store 399, 421
ordinary 399

SE 375

SH 22

S122

sign 146

single precision 147

single-copy 322

single-step 470

SLB 406

slbia 443

slbie 443

SO 33, 35, 48

speculative 396

split 14, 328

SPR 22, 371

SPRGn 382

SPRs 381, 483
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SR 22, 371 U

SRRO 373

SRR1 374 U23

STAB 404 UE 140
search 404 uI23

status 483 underflow 160

stdcx 460, 465 UX 138

STE 404

storage 27, 167, 319, 320, 343, 392, 396, 429, 431, v

436, 437, 438

access 333,342 VE 140
atomic 336 virtual 321, 399, 402, 406, 413, 415
coherence 323 VX 137
consistency 392 VXCVI 139
Guardefi 397 VXIDI 138
instruction 341 VXIMZ 138
order.333 VXISI 138
ordering 333, 334, 350, 392 VXSNAN 138
reservation 337 VXSOFT 139
segments 393 VXSQRT 139
shared 333 VXVC 138
weak 392 ZDZ 138

store 320 VX

stwex 460, 465

Swift, Jonathan 233 w

symbols 215, 495

sync 334, 446 WIMG 399, 421, 430

synchronization 371, 446, 483 words 5
context 371 write 332, 392, 430
execution 372
interrupts 453 X

system 457, 470

system-caused 454 X-form 16

XE 140
T XER 48
XFL-form 17

cable 446 XFX-form 17

TB 351, 479 XL-form 17

TBL 351, 479 X023

TBR 22 XO-form 18

TBU 351, 479 XS-form 17

32-bit 398 XX 138

Time Base 351, 479

TLB 412, 421 Y4

tlbia 443

tlbie 443 ZE 140

tlbsync 443 zero 144, 158

TO 22 ZX 138

trace 470

translation 412, 421
trap 368



The PowerPC Architecture:

A SPECIFICATION FOR A NEW FAMILY OF RISC PROCESSORS
by International Business Machines, Inc.

This is the official technical description of the PowerPC architecture and its
hardware conventions, developed jointly by IBM, Motorola, and Apple. An essential
reference for hardware and system software designers and applications programmers
developing a range of products using implementations of the PowerPC family of
microprocessors—from palmtops to teraFLOPS.

The PowerPC Architecture provides a stable base for software, allowing
applications that run on one PowerPC processor to run consistently on any other
PowerPC processor. In addition, well-designed operating systems can be moved
from one processor implementation to another by making only a few minor changes.

To achieve this, the specification of architecture has been structured into
three Books, corresponding to a distinct level of the architecture:

Book I, User Instruction Set Architecture, describes the registers, instructions,
storage model, and execution model that are available to all application
programs.

Book II, Virtual Environment Architecture, describes features of the architecture
that permit application programs to create or modify code, to share data
among programs in a multiprocessing system, and to optimize the performance
of storage accesses.

Book IlI, Operating Environment Architecture, describes features of the
architecture that permit operating systems to allocate and manage storage,

to handle errors encountered by application programs, to support I/0 devices,
and to provide the other services expected of secure, modern, multiprocessor
operating systems.

An important feature of these specifications is that they only constrain
implementations on matters that affect software compatibility. Even more significant,
they specify the architecture in a manner that is independent of implementation.

The PowerPC Architecture is a must for anyone who needs to understand the
levels of compatibility between different processors in the PowerPC family—the 601
microprocessor, the 603 (low-end battery-powered requirements), 604 (optimized
price/performance for scaleable symmetric multiprocessors), and the 620 (for high-
end technical and commercial requirements for absolute performance).
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