












































































































































































































































































































































































































































































































































































































































































































































































































































































































































the symbol table, as required by the Common Object File Format
(COFF). Information about file formats is provided in Section 4 of
A/UX Programmer’ s Reference.

4.4 Register identifiers

A register identifier is an identifier preceded by the character %, and
represents one of the MC68000-family processor’s registers. The
predefined register identifiers are

%d0 %d4 %a0 %ad4 %cc %usp
%dl %d5 %al %a5 %pc %fp
%d2 %d6 %a2 %a6b %sp

%d3 %d7 %a3 %a7 %sr

Note: The identifiers $a7 and % sp represent the same machine
register. Likewise, $a6 and % £p are equivalent. Use of both
%a7 and %sp, or $a6 and $£p, in the same program may
result in confusion.

The current version of the assembler will correctly assemble
instructions intended for the M68010. The following additions will be
flagged with warnings:

Registers added for the MC68010
Name Description
$sfc, $sfcr | Source function code register
%dfc, $dfcr | Destination function code register
$vbr Vector base register

» %sfcand $sfcr are equivalent.
» %dfc and $dfcr are equivalent.

The entire register set of the MC68000 and MC68010 is included in the
MC68020 register set. The following are new control registers for the
MC68020:
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MC68020 registers
Name | Description
%caar | Cache address register
$cacr | Cache control register
%isp Interrupt stack pointer
¥msp Master stack pointer

The following are suppressed registers (zero registers) used in various
MC68020 addressing modes:

MC68020 zero registers
Suppressed Suppressed Suppressed
address registers | data registers | program counter
%za0 %zd0 $zpc
%zal $zdl
$za2 $zd2
%za3 %$zd3
%$za4 $zd4
$za5 %zd5
%$zab6 %$zd6
%za7 $zd7

4.5 Constants

as deals only with integer constants. They may be entered in decimal,
octal, or hexadecimal, or they may be entered as character constants.
Internally, as treats all constants as 32-bit binary 2’s-complement
quantities.

4.5.1 Numeric constants

A decimal constant is a string of digits beginning with a nonzero digit.
An octal constant is a string of digits beginning with zero. A
hexadecimal constant consists of the characters 0x or 0X followed by a
string of characters from the set 0-9, a-f, and A-F. In hexadecimal
constants, uppercase and lowercase letters are not distinguished.
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Examples:

set const, 35 # decimal 35

mov.w &035, %d1 # octal 35 (decimal 29)
set const, 0x35 # hex 35 (decimal 53)
mov.w &0xff, %d1l # hex ff (decimal 255)

4.5.2 Character constants

An ordinary character constant consists of a single-quote character (V)
followed by an arbitrary ASCII character other than the backslash (\).
The value of the constant is equal to the ASCII code for the character.
Special meanings of characters are overridden when used in character
constants; for example, if * # is used, the # is not treated as introducing
a comment.

A special character constant consists of * \ followed by another
character. All the special character constants and examples of ordinary
character constants are listed in the following table.

Table 13-1. Ordinary and special character constants

Constant Value Meaning
’\b 0x08  Backspace
"\t 0x09  Horizontal tab
‘\n 0x0a  Newline (line feed)
"\v 0x0b  Vertical tab
"\f 0x0c  Form feed
"\r 0x0d  Carriage return
\\ 0x5c  Backslash

re 0x27  Single quote
ro 0x30 Zero

A 0x41  Uppercase A
'a 0x61 Lowercase a

4.6 Other syntactic details

A discussion of expression syntax appears in ‘‘Expressions’’.
Information about the syntax of specific components of as instructions
and pseudooperations is given in ‘‘Pseudooperations,”” ‘‘Span-
dependent Optimization,”” and *‘ Address Mode Syntax,’” below.
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5. Segments, location counters, and labels

5.1 Segments

A program in as assembly language may be broken into segments
known as text, data, and bss segments. The convention regarding
the use of these segments is to place instructions in text segments,
initialized data in data segments, and uninitialized datain bss
segments. The assembler does not enforce this convention, however;
for example, it permits intermixing of instructions and data in a text
segment. Routines to be placed in the shared library may also have an
init segment, which contains initialization fragments. An init
segment is treated similarly to a text segment.

Primarily to simplify compiler code generation, the assembler permits
up to four separate text segments and four separate data segments
named 0, 1, 2, and 3. The assembly language program may switch
freely among them by using assembler pseudooperations (refer to
*‘Location Counter Control Operations,”’ below). When generating the
object file, the assembler concatenates the text segments to generate
a single text segment, and the data segments to generate a single
data segment. Thus, the object file contains only one text segment
and only one data segment. There is always only one bss segment
and it maps directly into the object file.

Because the assembler keeps together everything from a given segment
when generating the object file, the order in which information appears
in the object file may not be the same as in the assembly language file.
For example, if the data for a program consisted of

data 1 # segment 1
short 0x1111

data 0 # segment 0
long Oxffffffff

data 1 # segment 1
byte Oxff

then equivalent object code would be generated by
data 1
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data 0

long Oxffffffff
short 0x1111
byte Oxff

5.2 Location counters and labels

The assembler maintains separate location counters for the bss
segment and for each of the text and data segments. The location
counter for a given segment is incremented by one for each byte
generated in that segment.

The location counters allow values to be assigned to labels. When an
identifier is used as a label in the assembly language input, the value of
the current location counter is assigned to the identifier. The assembler
also keeps track of the segment in which the label appeared. Thus, the
identifier represents a memory location relative to the beginning of a
particular segment. Any label relative to the location counter should be
within the text segment.

6. Types

Identifiers and expressions may have values of different types.

« In the simplest case, an expression or identifier may have an
absolute value, such as 29, -5000, or 262143.

» An expression or identifier may have a value relative to the start
of a particular segment. Such a value is known as a relocatable
value. The memory location represented by such an expression
cannot be known at assembly time, but the relative values of two
such expressions (that is, the difference between them) can be
known if they refer to the same segment.

o Identifiers that appear as labels have relocatable values.

o If an identifier is never assigned a value, it is assumed to be an
undefined external. Such identifiers may be used with the
expectation that their values will be defined in another program,
and therefore known at load time; but the relative values of
undefined externals cannot be known.
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7. Expressions
For conciseness, the following abbreviations are useful:

abs  absolute expression
rel  relocatable expression
ext  undefined external

All constants are absolute expressions. An identifier may be thought of
as an expression having the identifier’s type. Expressions may be built
up from lesser expressions using the operators +, —, *, and /, according
to the following type rules:

abs + abs = abs
abs + rel = rel + abs = rel
abs + ext = ext + abs = ext

abs — abs = abs
rel — abs = rel
ext — abs = ext
rel —rel = abs

(provided that the two relocatable expressions
are relative to the same segment)

abs * abs = abs
abs / abs = abs
— abs = abs

rel — rel expressions are permitted only within the context of a switch
statement (refer to *‘Switch Table Operation’’ below). Use of a rel —
rel expression is dangerous, particularly when dealing with identifiers
from text segments. The problem is that the assembler will
determine the value of the expression before it has resolved all
questions concerning span-dependent optimizations.

The unary minus operator takes the highest precedence; the next
highest precedence is given to * and /, and lowest precedence is given
to + and binary —. Parentheses may be used to coerce the order of
evaluation.
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If the result of a division is a positive noninteger, it will be truncated
toward zero. If the result is a negative noninteger, the direction of
truncation cannot be guaranteed.

8. Pseudooperations
8.1 Data Initialization operations

byte abs, abs, ...
One or more arguments, separated by commas, may be given.
The values of the arguments are computed to produce successive
bytes in the assembly output.

short abs, abs, ...
One or more arguments, separated by commas, may be given.
The values of the arguments are computed to produce successive
16-bit words in the assembly output.

longexpr,expr, ...
One or more arguments, separated by commas, may be given.
Each expression may be absolute, relocatable, or undefined
external. A 32-bit quantity is generated for each such argument
(in the case of relocatable or undefined exteral expressions, the
actual value may not be filled in until load time). Alternatively,
the arguments may be bit-field expressions. A bit-field
expression has the form

n:value

where both n and value denote absolute expressions. The -
quantity n represents a field width; the low-order n bits of value
become the contents of the bit field. Successive bit fields fill up
32-bit 1ong quantities, starting with the high-order part. If the
sum of the lengths of the bit fields is less than 32 bits, the
assembler creates a 32-bit 1ong with zeros filling out the low-
order bits. For example,

long 4: -1, 16: 0x7f, 12:0, 5000
and

13-12 A/UX Programming Languages and Tools, Volume 1
030-0786-A



long 4: -1, 16: 0x7f£f, 5000
are equivalent to
long 0xf007£000, 5000
Bit fields may not span pairs of 32-bit Longs. Thus,
long 24: 0Oxa, 24: 0xb, 24:0xc
yields the same thing as
long 0x00000a00, 0x00000b00, 0x00000c00

space abs
The value of abs is computed, and the resultant number of bytes
of zero data is generated. For example,

space 6
is equivalent to
byte 0,0,0,0,0,0
8.2 Symbol definition operations

set identifier, expr
The value of identifier is set equal to expr, which may be
absolute or relocatable.

corm identifier, abs
The named identifier is to be assigned to a common area of size
abs bytes. If identifier is not defined by another program, the
loader will allocate space for it.

lcormm identifier, abs
The named identifier is assigned to a local common area of size
abs bytes. This results in allocation of space in the bss
segment. The type of identifier becomes relocatable.

global identifier
This causes identifier to be externally visible. If identifier is
defined in the current program, then declaring it global allows
the loader to resolve references to identifier in other programs. If
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identifier is not defined in the current program, the assembler
expects an external resolution; in this case, therefore, identifier is
global by default.

8.3 Location counter control operations

data abs
The argument, if present, must evaluate to 0, 1, 2, or 3; this
indicates the number of the data segment into which assembly
is to be directed. If no argument is present, assembly is directed
into data segment 0.

text abs
The argument, if present, must evaluate to 0, 1, 2, or 3; this
indicates the number of the text segment into which assembly
is to be directed. If no argument is present, assembly is directed
into text segment 0. Before the first text or data operation
is encountered, assembly is by default directed into text
segment 0.

org expr
The current location counter is set to expr. expr must represent a
value in the current segment, and must not be less than the
current location counter.

even
The current location counter is rounded up to the next even
value.

init
The assembly is directed into the init segment and is typically
used for shared library initialization fragments.

8.4 Symbolic debugging operations

The assembler allows for symbolic debugging information to be placed
into the object code file with special pseudooperations. The
information typically includes line numbers and information about C
language symbols, such as their type and storage class. The C compiler
(cc(1)) generates symbolic debugging information when the —g flag
option is used. Assembler programmers may also include such
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information in source files.

8.4.1 fileand 1n
The £ile pseudooperation passes the name of the source file into the
object file symbol table. It has the form

file filename

where filename consists of 1 to 14 characters enclosed in quotation
marks.

The 1n pseudooperation makes a line number table entry in the object
file; that is, it associates a line number with a memory location.

Usually the memory location is the current location in text. The format
is

1n line{, value]

where line is the line number. The optional value is the address in
text, data, or bss to associate with the line number. The default
when value is omitted (which is usually the case) is the current location
in text.

8.4.2 Symbol attribute operations

The basic symbolic testing pseudooperations are de £ and endef.
These operations enclose other pseudooperations that assign attributes
to a symbol and must be paired. The basic syntax for using de £ and
endef is

def name
attrasgn
attrasgn

endef

where attrasgn may be any one of the attribute assigning operations
shown below.

def does not define the symbol, although it does create a symbol table
entry. Because an undefined symbol is treated as external, a symbol
which appears in a de £ but which never acquires a value will
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ultimately result in an error at link edit time.

To allow the assembler to calculate the sizes of functions for other
tools, each def /endef pair that defines a function name must be
matched by a def /endef pair after the function in which a storage
class of —1 is assigned, where —1 is the physical end of a function.

The paragraphs below describe the attribute-assigning operations
(attrasgn in the above syntax diagram). Keep in mind that all these
operations apply to the symbol name that appeared in the opening def
pseudooperation.

val expr

scl expr

type expr

tag str

line expr

size expr

13-16

Assigns the value expr to name. The type of the
expression expr determines with which section name is
associated. If value is ~, the current location in the
text section is used.

Declares a storage class for name. The expression expr
must yield an absolute value that corresponds to the C
compiler’s internal representation of a storage class.
The special value —1 designates the physical end of a
function.

Declares the C language type of name. The expression
expr must yield an absolute value that corresponds to the
C compiler’s internal representation of a basic or
derived type.

Associates name with the structure, enumeration, or
union named str that must have already been declared
with a def/endef pair.

Provides the line number of name, where name is a
block symbol. The expression expr should yield an
absolute value that represents a line number.

Gives a size for name. The expression expr must yield
an absolute value. When name is a structure or an array
with a predetermined extent, expr gives the size in bytes.
For bit fields, the size is in bits.
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dimexprl,expr2, ...
Indicates that name is an array. Each of the expressions
must yield an absolute value that provides the
corresponding array dimension.

8.5 Switch table operation
The C compiler generates a compact set of instructions for the C
language switch construct. An example is shown below.

sub.l &1,%d0
cmp.l %d0, &4
bhi L%21
add.w %d0, %40
mov.w 10 (%pc, %d0.w),%d0
jmp 6 (3pc, $d0.w)
swbeg &5

L%22:
short L%15-L%22
short L%21-L%22
short L%16-L%22
short L%21-L%22
short L%17-L%22

The special swbeg pseudooperation communicates to the assembler
that the lines following it contain rel — rel subtractions. Remember that
ordinarily such subtractions are risky, because of span-dependent
optimization. In this case, however, the assembler makes special
allowances for the subtraction, because the compiler guarantees that
both symbols will be defined in the current assembiler file, and that one
of the symbols is a fixed distance away from the current location.

The swbeg pseudooperation takes an argument that looks like an
immediate operand. The argument is the number of lines that follow
swbeg and that contain switch table entries. swbeg inserts two words
into text. The first is the i11egal instruction code. The second is the
number of table entries that follow. The disassembler dis(1) needs
the i11egal instruction as a hint that what follows is a switch table.
Otherwise, it gets confused when it tries to decode the table entries,
differences between two symbols, as instructions.
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9. Span-dependent optimization

The assembler makes certain choices about the object code it generates
based on the distance between an instruction and its operand(s).
Choosing the smallest, fastest form is called span-dependent
optimization. Span-dependent optimization occurs most obviously in
the choice of object code for branches and jumps. It also occurs when
an operand may be represented by the program counter relative address
mode instead of as an absolute two-word (1ong) address. The span-
dependent optimization capability is normally enabled; the —n flag
option disables it. When this capability is disabled, the assembler
makes worst case assumptions about the types of object code that must
be generated. Span-dependent optimizations are performed only within
text segment 0. Any reference outside text segment 0 is assumed
to be a worst case.

The C compiler (cc(1)) generates branch instructions without a
specific offset size. When the optimizer is used, it identifies branches
that could be represented by the short form, and it changes the
operation accordingly. The assembler chooses only between long and
very long representations for branches.

Although the largest offset specification allowed is a word, large
programs conceivably could have need for a branch to a location not
reachable by a word displacement. Therefore, equivalent long forms of
these instructions might be needed. When the assembler encounters a
branch instruction without a size specification, it tries to choose
between the long and very long forms of the instruction. If the operand
can be represented in a word, then the word form of the instruction will
be generated. Otherwise, the very long form will be generated. For
unconditional branches (for example, br, bra, and bsr), the very
long form is just the equivalent jump (5mp and jsr) with an absolute
address operand (instead of pc-relative). For conditional branches, the
equivalent very long form is a conditional branch around a jump, where
the conditional test has been reversed.

The following table summarizes span-dependent optimizations. The
assembler chooses only between the long form and the very long form,
while the optimizer chooses between the short and long forms for
branches (but not bsr).
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Table 13-2. Assembler span-dependent optimizations

Instruction

Short form

Long form

Very long form

br, bra,bsr

Byte offset

Word offset

jmp or jsr with
absolute long
address

Conditional branch

Byte offset

Word offset

Short conditional
branch with
reversed condition
around jmp with
absolute long
address

jmp, jsr

pc-relative address

Absolute long
address

lea, pea

pc-relative address

Absolute long
address

For the MC68020 processor, branch instructions may have either a
byte, word, or long pc-relative address operand. The assembler still
chooses between word and long representations for branches if no byte
size specification is given; however, the long form is replaced by a
branch long with pc-relative address instead of a jump with absolute

long address.

10. Address mode syntax
The following tables summarize the as syntax for MC68020

addressing modes:

In the tables, the following abbreviations are used:

An/an  Address register, where n is any digit from O through 7.

bd 2’s-complement base displacement that is added before
indirection takes place; size may be 16 or 32 bits.

d 2’s-complement or sign-extended displacement that is added

as part of effective address calculation; size may be 8 or 16
bits; when omitted, assembler uses value of zero.
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Dn/dn

od

PC/pc

Ri/ri

scl

[1]

{}

Data register, where n is any digit from O through 7.

Outer displacement that is added as part of effective address
calculation after memory indirection; size may be 16 or 32
bits.

Program counter.

Index register i may be any address or data register with an
optional size designation (that is, 7i . w for 16 bits or 7i . 1 for
32 bits); default size is . w.

Optional scale factor that may be multiplied times index
register in some modes. Values for scl are 1,2, 4, or 8;
defaultis 1.

Grouping characters used to enclose an indirect expression;
required characters. Addressing arguments may occur in any
order within the brackets.

Grouping characters used to enclose an entire effective
address; required characters. Addressing arguments may
occur in any order within the parentheses.

Indicate that a scale factor is optional; not required
characters.

It is important to note that expressions used for the absolute addressing
modes need not be absolute expressions in the sense described in
““Types,’” above. Although the addresses used in those addressing
modes ultimately must be filled in with constants, that can be done later
by the loader. There is no need for the assembler to be able to compute
them. Indeed, the absolute long addressing mode is commonly used for
accessing undefined external addresses.
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Table 13-3. Effective address modes

M680x0 nhotation  as hotation Address mode
Dn %dn Data register direct
An %an Address register direct
(An) (%$an) Address register indirect
(An) + (%an) + Address register indirect
with postincrement
—{(An) —(%an) Address register indirect
with predecrement
d (Bn) d(%an) Address register indirect
with displacement (d
signifies a signed 16-bit
absolute displacement)
(An,Ri) (%an, $ri.w) Address register indirect
($an, $ri.1) with index
d (An, Ri) d{(%an, %ri.w) Address register indirect
d(%an,%ri.1l) with index plus displace-
ment (d signifies
a signed 8-bit absolute
displacement)
(An,Ri{*scl}) (%an, sri{*scl}) Address register direct
with index
(bd, An,Ri{*scl}) (bd, $an, Sri{*scl}) Address register direct

with index plus base
displacement

([bd, An, Ri{*scl}], od)

([bd, %an, $ri{*scl}],od)

Memory indirect with
preindexing plus base
and outer displacement

((bd, An], Ri{*scl}, od)

([bd, $an], $ri{*scl}, od)

Memory indirect with
postindexing plus base
and outer displacement
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Table 13-4. Effective address modes (continued)

M680x0 notation as nhotation Address mode

d (PC) d(%pc) Program counter indirect
with displacement (d
signifies 16-bit
displacement)

d (PC,Ri) d(%pc, $rn.l) Program counter direct
d(%pc, $rn.w) with index and displace-
ment (d signifies 8-bit
displacement)

(bd,PC,Ri{*scl}) (bd, $pc, Sri{*scl}) Program counter direct
with index and base
displacement

([bd,PC],Ri{*scl},od) ([bd,%pc],%ri{*scl},od) Program counter memory
indirect with post-
indexing plus base and
outer displacement

((bd,PC,Ri{*scl}],0d) ([bd,%pc,%ri{*scl}],od) Program counter memory
indirect with prein-
dexing plus base and
outer displacement

xxx. W xxx Absolute short address
(xxx signifies an
expression yielding a
16-bit memory address)

xxx.L XXX Absolute long address
(xxx signifies an
expression yielding a
32-bit memory address)

#xxx &xxx Immediate data
(xxx signifies
an absolute constant
expression)

In the table above, the index register notation should be understood as
ri.size*scale, where both size and scale are optional. Refer to Chapter
2 of the M68000 Family Resident Structured Assembler Reference
Manual for additional information about effective address modes.
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Section 2 of the MC68020 32-Bit Microprocessor User’s Manual also
provides information about generating effective addresses and
assembler syntax.

Note that suppressed address register $zan may be used in place of
%an, suppressed PC register $zpc may be used in place of $pc, and
suppressed data register $zdn may be used in place of %dn, if
suppression is desired.

The new address modes for the MC68020 use two different formats of
extension. The brief format provides fast indexed addressing, while the
full format provides a number of options in size of displacement and
indirection. The assembler will generate the brief format if the
effective address expression is not memory indirect, value of
displacement is within a byte, and no base or index suppression is
specified; otherwise, the assembler will generate the full format.

Some source code variations of the new modes may be redundant with
the MC68000 address register indirect, address register indirect with
displacement, and program counter with displacement modes. The
assembler will select the more efficient mode when redundancy occurs.
For example, when the assembler sees the form (An) , it will generate
address register indirect mode (mode 2).

The assembler will generate address register indirect with displacement
(mode 5) when seeing any of the following forms (as long as bd fits in
16 bits or less):

bd (An)
(bd, An)
(An, bd)

11. Machine instructions
The following table shows how MC68020 instructions should be
written in order to be understood correctly by the as assembler.

Several abbreviations are used in the table:

A The letter A, as in add . A, stands for one of the address
operation size attribute letters w or 1, representing a word or
long operation, respectively.
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cc

In the contexts bCC, dbCC, and sCC, the letters CC represent
any of the following condition code designations (except that £

and t may not be used in the bC(C instruction):
Table 13-5. Condition code designations

cc Carry clear 1s Low orsame
cs Carry set 1t Less than

eq Equal mi Minus

f  False ne Notequal

ge Greater or equal pl Plus

gt  Greater than t  True

hi High vc  Overflow clear
hs Highorsame (=cc) |[vs Overflow set
le Lessorequal

lo Low (=cs)

d 2’s-complement or sign-extended displacement that is
added as part of effective address calculation; size may
be 8 or 16 bits; when omitted, assembler uses value of
Zero.

EA An arbitrary effective address.

(eq) The two forms of machine instruction are equivalent.

I An absolute expression, used as an immediate operand.

L A label reference, or any expression representing a
memory address in the current segment.

offset Either an immediate operand or a data register.

Q An absolute expression evaluating to a number from
one to eight.

S The letter S, as in add. S, stands for one of the
operation size attribute letters b, w, or 1, representing a
byte, word, or long operation, respectively.
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width

Either an immediate operand or a data register.

Registers are designated using the following components:

%

d
r

X, y,m,n

Register call.

Address register.

Data register.

Either data or address register.

Any digit from 0 through 7, where x #y,m #n,and x
#m,andy #n.

These components are combined to form the following register

designations:

%ax, say, san
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Address registers.
Data registers.

Control register (3sfc, $dfc, $cacr, %vbr,
%caar, 3msp, $1sp).

Either data or address registers.

The two forms of machine instruction are
equivalent.
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MC68000 instruction formats

Mnemonic | Assembler syntax Operation

ABCD abed.b  %dy, $dx Add decimal with extend
abcd.b —(%ay),—(%ax)

ADD add.S EA,%dn Add binary
add.§  %dn,EA

ADDA add.A EA, san Add address

ADDI add.S &, EA Add immediate

ADDQ add.S &Q,FA Add quick

ADDX addx.S %dy,%dx Add extended
addx.S -(%ay),—(%ax)

AND and.S EA,%dn AND logical
and.S %dn,EA

ANDI and.S &f,EA AND immediate

ANDI and.b  &l,%cc AND immediate

to CCR to condition codes

ANDI and.w  &f, %sr AND immediate

to SR to the status register

ASL asl.S  %dx,%dy Arithmetic shift (left)
asl.S &Q,%dy
asl.w &1,EA

ASR asr.S  %dx,%dy Arithmetic shift (right)
asr.S &0, %dy
asr.w &1,EA
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MC68000 instruction formats

Mnemonic | Assembler syntax Operation
Bec bCC L Branch conditionally
(16-bit displacement)
bCC.b L Branch conditionally (short)
(8-bit displacement)
bCC.1 L Branch conditionally (long)
(32-bit displacement)
BCHG bchg %dn, EA Test a bit and change
bchg &I, EA
Note: bchg must be written
with no suffix. If the second
operand is a data register, .1
is assumed; otherwise, .b is.
BCLR belr %dn, EA Test a bit and clear
belr &I, EA
Note: bclr must be written
with no suffix. If the second
operand is a data register, .1
is assumed; otherwise, .b is.
BFCHG bfchg  EA{offset:width} Complement bit field
BFCLR bfelr  EA({offset:width} Clear bit field
BFEXTS bfexts EA/{offset:width},%dn | Extractbit field (signed)
BFEXTU bfextu EA/{offset:width},%dn | Extractbit field (unsigned)
BFFFO bfffo  EA{offset:width},%dn | Find first one in bit field
BFINS bfins  %dn, EA{offset:width} | Insert bit field
as Reference 13-27
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MC68000 instruction formats

Mnemonic | Assembler syntax Operation
BFSET bfset  EA{offset:width} Set bit field
BFTST bftst  EA{offset:width} Test bit field
BRPT bkpt &l Breakpoint
BRA bra.S L Branch always

br.S§ L Same asbra.S
BSET bset %dn,EA Test a bit and set

bset &f, EA
Note: bset must be written
with no suffix. If the second
operand is a data register, . 1
is assumed; otherwise, .b is.

BSR bsr.S L Branch to subroutine

BTST btst %dn,EA Test a bit and set
btst &I, EA
Note: bt st must be written with
no suffix. If the second operand
is a data register, . 1 is assumed;
otherwise, . b is.

CALLM callm &f,EA Call module
CAS cas.§  %dx,%dy EA Compare and swap operands
CAS2 cas2.S %dx:%dy, $dm:%dn, | Compare and swap dual
(%rx) : (%ry) operands
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MC68000 instruction formats

Mnemonic| Assembler syntax Operation
CHK chk.A EA, %dn Check register against
bounds
CHK2 chk2.S EA, %m Check register against
bounds
CLR clr.§ EA Clear an operand
CMP cmp .S %dn, EA Compare*
CMPA cmpa.A  %an,EA Compare address*}
CMPI cmpi.S EA,sl Compare immediate*t
CMPM crpm.S  (%ax) +, (%ay) + Compare memory*¥
CMP2 cmp2.S  %rn, EA Compare register against
boundst
DBcc dbCC %dn,L Test condition, decrement,
and branch
dbra %dn, L Decrement and branch
always
dbr %dn,L Same as dbra
DIVS divs.w EA, %dx Signed divide
32/16—> 16r:16q
tdivs.l FA, $dx Signed divide (long)
divs.l EA,%dx 32/32->32q
divs.1l EA, $dx:%dy Signed divide (long)
32/32 —>32r:32q%
DIVSL tdivs.l EA, $dx:%dy Signed divide (long)
64/32 —> 32r:32q

* The order of operands in as is the reverse of that in the M68000 Programmer's
Reference Manual.

T The cmp .S syntax is also recognized.

$ Whenever %dx and %dy are the same register, then the form is equivalent to the
tdivs.l EA, %dxform.

as Reference 13-29
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MC68000 instruction formats

Mnemonic | Assembler syntax Operation
DIVU divu.w EA, %dn Unsigned divide
32/16 —> 16r:16q
tdivu.l EA, %dx Unsigned divide (long)
divu.l EA,%dx 32/32 —>32(eq)
D divu.l EA, %dx:%dy Unsigned divide (long)
64/32 —> 32r:32q*
tdivu.l EA, $dx:%dy Unsigned divide (long)
32/32 —> 32r:32qt
EOR eor.S§ %dn, EA Exclusive OR logical
EORI eor. &I, EA Exclusive OR immediate
EORI eor.b &l, Scc Exclusive OR immediate to
to CCR condition code register
EORI eor.w &l, %sr Exclusive OR immediate
to SR to the status register
EXG exg &rx, %ry Exchange registers
EXT ext.w %dn Sign-extend low-order
Byte of data to word
ext.l  %dn Sign-extend low-order
Word of data to long
extw.l %dn Same as ext .1
Sign-extend low-order
extb.l %dn Byte of data to long
ILLEGAL illegal Tlegal instruction
P jmp EA Jump
ISR jsr EA Jump to subroutine

* Whenever $dx and %dy are the same register, then the form is equivalent to the

divu.l EA, $dxform.

+ Whenever %dx and $dy are the same register, then the form is equivalent to the

tdivu.l EA, $dxform.
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MC68000 instruction formats

Mnemonic/Assembler syntax Operation
LEA lea EA, %an Load effective Address
LINK link.A %$an, &/ Link and allocate
LSL 1s1.S %dx, $dy Logical shift (left)
1s1.S &0, %dy
1s1.S EA
LSR 1lsr.S§ %dx, $dy Logical shift (right)
lsr.S§ &Q, &dy
1sr.S EA
MOVE move.S EA,EA Move data from source to
destination*t
MOVE move .w EA, %cc Move to condition codes*
to CCR
MOVE move .w $cc,EA Move from condition codes*
from CCR
MOVE move.w EA,%sr Move to the status register*
to SR
MOVE move.w $sr,EA Move from the status register*
from SR
MOVE move.l %usp, $an | Move user stack pointer*
usp move.l $an, $usp
MOVEA move.A EA, %an Move address*
MOVEC move.l $rc, srn Move from/to control register*
move.l %rn, $rc

*

In all move commands, move may be shortened to mov.

t If the destination is an address register, the instruction generated is MOVEA.

as Reference

030-5600-A

13-31



MC68000 instruction formats

Mnemonic| Assembler syntax Operation
MOVEM movem.A EA, &l Move multiple registers*{
movem.A &f,EA
MOVEP movep.A %dx,d (%ay) Move peripheral data*
movep.A d(%ay), %dx
MOVEQ move.l &I, %dn Move quick*
MOVES moves.S %rn,EA Move toffrom address space*
moves.S EA, %rn
MULS muls.w EA,%dx Signed multiply
16%16 —> 32
tmuls.l EA, %dx Signed multiply (long)
muls.l EA,%dx 32%32->32 (eq)
muls.l EA,%dx:%dy Signed multiply (long)
32%32 >64
MULU mulu.w EA, $dx Unsigned multiply
16*¥16 ->32
tmulu.l EA, %dx Unsigned multiply (long)
mulu.l EA, %dx 32*32 —> 32(eq)
malu.l EA,%dx:%dy Unsigned multiply (long)
32%32 > 64
NBCD nbecd EA Negate decimal with extend
NEG neg.S EA Negate
NEGX negx.S EA Negate with extend
NOP nop No operation
NOT not.S EA Logical complement

* In all move commands, move may be shortened to mov.

t The immediate operand is a mask designating which registers are to be moved to
memory or which are to receive memory data. Not all addressing modes are
permitted, and the correspondence between mask bits and register numbers depends

on the addressing mode.
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MC68000 instruction formats

Mnemonic| Assembler syntax Operation
OR or.S EA, %dn Inclusive OR logical
or.S %$dn, EA
ORI ori.S &l,EA Inclusive OR immediate.
Equivalentto or.§
ORI . .
to CCR ori.w &, %cc Inclusive OR immediate
to Condition codes.
Equivalent to or .w
ORI ori.w &, %sr Inclusive OR immediate
to SR to the status register.
Equivalentto or . w
PACK pack ~(%ax),—(%ay), & | Pack BCD
pack %dx, $dy, &/
PEA pea EA Push effective address
RESET reset Reset external devices
ROL rol.§S  %dx, %dy Rotate (without extend)
rol.S &Q,%dy (Left)
rol.w EA
ROR ror.S  %dx, $dy Rotate (without extend)
ror.S  &Q,%dy (right)
ror.w EA
ROXL roxl.§ %dx, %dy Rotate with extend (left)
roxl.S &Q,%dy
roxl.w EA
ROXR roxr.S %dx,$dy Rotate with extend (right)
roxr.S &Q,%dy
roxr.w EA
RTD rtd &l Retumn and deallocate
parameters
RTE rte Return from exception
RTM rtm srn Return from module

as Reference
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MC68000 instruction formats

Mnemonic| Assembler syntax Operation
RTR rtr Return and restore
condition codes
RTS rts Return from subroutine
SBCD sbed %dy, %dx Subtract decimal with extend
sbed - (%ay) ,~(%ax)
Sce sCC EA Set according to condition
STOP stop &l Load status register and stop
SUB sub.S EA,%dn Subtract binary
%dn, EA
SUBA sub.A EA, %an Subtract address
SUBI sub.S &l, EA Subtract immediate
(subi also works)
SUBQ sub.S &0, EA Subtract quick
(subgq also works)
SUBX
subx.S %dy, $dx Subtract with extend
—(%ay) ,~(%ax)
SWAP swap $dn Swap register halves
TAS tas EA Test and set an operand
TRAP trap &l Trap
TRAPY trapv Trap on overflow
TRAPcc tCC Trap on condition
trapCC (eq)
tpCC.A &l
trapCC.A &f (eq)
TST tst.S EA Test an operand
UNLK unlk %an Unlink
UNPK unpk —(%ax) ,—(%ay) , & | Unpack BCD
unpk %dx, $dy, &/
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11.1 Instructions for the MC68881

The following table shows how the floating-point coprocessor

(MC68881) instructions should be written to be understood by the as

assembler.

In the table, CC represents any of the following floating-point condition
code designations.

Table 13-6. TRAP on unordered

cC Meaning

ge Greater than or equal

gl Greater or less than

gle Greater or less than or equal
gt Greater than

le Less than or equal

1t Less than

ngt Not greater than

nge Not (greater than or equal)
nlt Not less than

ngl Not (greater or less than)
nle Not (less than or equal)
ngle  Not (greater or less than or equal)
sneq  Signaling not equal

st Signaling false

seq Signaling equal

st Signaling true

as Reference
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Table 13-7. No TRAP on unordered

cC Meaning

eq Equal

oge  Ordered greater than or equal
ogl  Ordered greater or less than
ogt  Ordered greater than

ole  Ordered less than or equal
olt  Ordered less than

or Ordered

t True

ule  Unordered or less or equal
ult  Unordered or less than

uge  Unordered or greater than or equal
ueq  Unordered or equal

ugt  Unordered or greater than
un Unordered

neq Notequal

f False

The designation ccc represents a group of constants in MC68881

constant ROM that have the following values:

Table 13-8. Constants in MC68881 constant ROM

cce Value ccc Value
0x0 pi 3x5 10**4
0xB  loglO(2) 3x6  10**§
0xC e 3x7  10*%*16
0xD log2(e) 3x8 10%*32
OxE  loglO(e) 3x9  10**64
oxF 0.0 3xA  10**+128
3x0  InQ2) 3xB  10**256
3x1  In(10) 3xC  10**+512
3x2  10%*%0 3xD  10**1024
3x3  10%*] 3xE  10*+2048
3x4 10**2 3xF  10%*4096
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Additional abbreviations used in the table are

A Source format letters w or 1

B Source format letters b, w, 1, s, or p
EA An effective address

I An absolute expression, used as an

immediate operand

L A label reference or any expression
representing a memory address in the
current segment

SF Source format letters:
b = byte integer
d = double precision
1 = long word integer
p = packed binary code decimal
s
W
x

= single precision
= word integer
= extended precision
$control Floating-point control register
%dn Data register, where 0 < n< 7.
$fpcr Floating-point control register
sfpiar Floating-point instruction address register

$fpm, $fpn,3fpq  Floating-point data registers, where m, n,
and q are digits from 0 through 7.

$fpsr Floating-point status register
Siaddr Floating-point instruction address register
sstatus Floating-point status register

Note: The source format must be specified if more than one
source format is permitted, or a default source format x is
assumed. Source format need not be specified if only one
format is permitted by the operation.
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MC68881 instruction formats

Mnemonic | Assembler syntax | Operation
FABS fabs.SF EA, $fpn Absolute value function
fabs.x &fpm, $fpn
fabs.x %fpn
FACOS facos.SF EA,%fpn Arccosine function
facos.x %fpm,$fpn
facos.x %$fpn
FADD fadd.SF EA, %fpn Floating-point add
fadd.x %fpm, $fpn
FASIN fasin.SF EA, $fpn Arcsine function
fasin.x %fpm, $fpn
fasin.x %fpn
FATAN fatan.SF EA, $fpn Arctangent function
fatan.x %fom, 5fpn
fatan.x $fpn
FATANH fatanh.SF  EA, %fpn Hyperbolic arctangent
fatanh.x sfpm, $fpn function
fatanh.x $fpn
FBcc fbCC.A L Coprocessor branch
conditionally
FCMP femp .SF $fpn, EA Floating-point compare*
femp.x %fpn, $fpm
FCOS fcos.SF EA,%fpn Cosine function
fcos.x %fpm, $fpn
fcos.x $fpn
FCOSH fcosh.SF EA, %fpn Hyperbolic cosine
fcosh.x %fpm, $fpn function
fcosh.x $fpn

* The order of operands in as is the reverse of that in the M68000 Programmer’s
Reference Manual.
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MC68881 instruction formats

Mnemonic| Assembler syntax

| Operation

FDBcc fdbCC.w %dn, L Decrement and branch
on condition

FDIV fdiv.SF EA, %fpn Floating-point divide
fdiv.x $fpm, $fon

FETOX fetox.SF EA, %fpn e**x function
fetox.x $fpm, 5fpn
fetox.x %fpn

FETOXM1 fetoxml.SF EA, $fpn e**x (x-1) function
fetoxml.x %fpm, $fpn
fetoxml.x %fpn

FGETEXP fgetexp.SF EA, %fpn Get the exponent
fgetexp.x %fpm, $fpn function
fgetexp.x %fpn

FGETMAN fgetman.SF EA, $fpn Get the mantissa
fgetman.x $fpm, $fpn function
fgetman.x $fpn

FINT fint.SF EA,%fpn Integer part function
fint.x $fpm, $fon
fint.x $fpn

FINTRZ fintrz .SF EA, %fpn Integer part, round-to-zero
fintrz.x $fpm, $fpn function
fintrz.x $fpn

FLOG2 flog2.SF EA,%fpn Binary log function
flog2.x %fpm, sfpn
flog2.x %fpn

FLOG10 flogl0.SF EA, $fpn Common log function
floglO.x $fpm,%fpn
flogl0.x %fpn

as Reference
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MC68881 instruction formats

Mnemonic| Assembler syntax

| Operation

FLOGN flogn.SF EA,Sfpn Natural log function
flogn.x $fpm, $fpn
flogn.x $fon

FLOGNP1 flognpl.SF EA,%fpn Natural log (x+1)
flognpl.x %fpm,%fpn function
flognpl.x %fpn

FMOD fmod.SF EA, %fpn Floating point modulo
fmod.x $fpm, $fpn

FMOVE fmove .SF EA, $fpn Move to floating-point register*
fmove.x %fpm, $fpn
fmove .SF %fpn, EA Move from floating-point
fmove.p $fpn, EA{&l} register to memory*
fmove.p $fpn, EA{%dn}

FMOVE fmove.1l EA, $control Move from memory to

(cont’d.) fmove. 1l EA, $status special register*
fmove.l EA, %iaddr
fmove.l %control ,EA Move to memory from
fmove.l gstatus, EA special register*
fmove.l %iaddr, EA

* In all (floating-point) move commands, move may be shortened to mov.
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MC68881 instruction formats

Mnemonic | Assembler syntax ] Operation
FMOVECR fmover.x sccc, $fpn Move a ROM-stored to a
floating-point register* 3
FMOVEM fmovem.x EA, &l Move to multiple float-
ing point register*}
fmovem.x &I, EA Move from multiple
registers to memory*t
fmovem.x EA, %dn Move to a data register*
fmovem.x %dn, EA Move a data register
to memory*
fmovem. 1 Yocontrol , EA Move to special registers
frmovem.1 Yostatus, EA (1, 2, or 3 registers,
fmovem. 1 YDiaddr, EA separated by commas)*
fmovem.1l EA, %control Move from special registers
fmovem.1l EA, %status (1,2, or 3 registers,
fmovem.l  EA, %iaddr separated by commas)*
FMUL froul.SF EA,%fpn Floating-point multiply
froul.x $fom, $fpn
FNEG fneq.SF EA, 5fpn Negate function
fneg.x $fpm, $fpn
fneg.x %fpn

* In all (floating-point) move commands, move may be shortened to mov.

1t The immediate operand is a mask designating which registers are to be moved to
memory or which registers are to receive memory data. Not all addressing modes are
pemmitted and the correspondence between mask bits and register numbers depends on
the addressing mode used.

 See Table 13-7, Constants in MC68881 constant ROM, in ‘‘Instructions for the
MC68881.”
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MC68881 instruction formats

Mnemonic| Assembler syntax

| Operation

FNOP fnop Floating-point no-op

FREM frem.SF EA, $fpn Floating-point remainder
frem.x %fpm, $fpn

FRESTORE frestore EA Restore intemal state

of coprocessor

FSAVE fsave EA Coprocessor save

FSCALE fscale.SF EA,%fpn Floating-point scale
fscale.x $fpm, Sfpn exponent

FSce fsCC.b EA Set on condition

FSGLDIV fsgldiv.B EA,%fpn Floating-point single
fsgldiv.s $fpm, %fpn precision divide

FSGLMUL fsglmul.B EA, %fpn Floating-point single
fsglmul.s %fpm,%fpn precision multiply

FSIN fsin.SF EA, $fpn Sine function
fsin.x %fpm, $fpn
fsin.x $fpn

FSINCOS fsincos.SF EA,%fpn:%fpq Sine/cosine function
fsincos.x %fpm,%fpn:%fpg

FSINH fsinh.SF  EA,%fpn Hyperbolic sine
fsinh.x $fpm,3fpn function
fsinh.x $fpn

FSQRT fsqrt.SF  EA,%fpn Square root function
fsqrt.x %fpm, $fpn
fsqrt.x $fpn

FSUB fsub.SF EA, %fpn Square root function
fsub.x $fpm, $fpn
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MC68881 instruction formats

Mnemonicl Assembler syntax IOperation
FTAN ftan.SF EA,%fpn Tangent function
ftan.x %fpm, $fpn
ftan.x $fpn
FTANH ftanh.SF EA, $fpn Hyperbolic tangent
ftanh.x sfpm, $fpn function
ftanh.x %fpn
FTENTOX ftentox.SF EA, %fpn 10**x function
ftentox.x %fpm, %fpn
ftentox.x %$fpn
FTee ftCC Trap on condition
without a parameter
FTRAPcc ftrapCC Trap on condition
without a parameter
FTPcc ftpCC.A &l Trap on condition with
a parameter
FITRAPcc ftrapCC.A &l Trap on condition with
a parameter
FIST ftest .SF EA Floating-point test an operand
ftest.x % fpm Note: The ftst form
ftst.SF EA (floating-point trap on signal
ftst.x %fpm true) is no longer supported due
to a conflict with the FTST
(fioating-point test an operand
instruction).
FITWOTOX ftwotox.SF EA, %fpn 2**x function
ftwotox.x %fpm, %fpn
ftwotox.x %fpn
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11.2 Instructions for the MC68851

The following table shows how the paged memory management unit
(PMMU) (MC68851) instructions should be written to be understood
by the as assembler.

In the table, CC represents any of the following condition code
designations:

SET PSR BIT
CC Meaning

bs  buserror

1s  limit violation

ss  supervisor violation
as  access level violation
ws  write protected

is  invalid

gs gate

cs  globally shared

CLEAR PSR BIT
CC Meaning

bc  bus error

lc  limit violation

sc  supervisor violation
ac  access level violation
wc  write protected

ic  invalid

gc  gate

cc  globally shared

Additional abbreviations used in the table are

D Represents an absolute expression used as an immediate
operand depth level in the PTESTR/PTESTW instructions,
where 0 <D <7
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EA Represents an effective address
FC Represents one of the following function codes:
I Represents an absolute expression used as an
immediate operand
$dfc Represents the destination function code
register
%dn Represents a data register
3sfc Represents the source function code register
$sfcr Represents the source function code register
I Represents an absolute expression used as an immediate
operand
L A label reference or any expression representing a memory
address in the current segment
M Represents an absolute expression used as an immediate
operand mask in the PELUSH/PFLUSHS instructions,
where 0 <M <15
$an Represents an address register 0 through 7
$dn Represents a data register O through 7
spm Represents one of the following PMMU registers:
%ac Represents PMMU access control register
%bac Represents PMMU breakpoint acknowledge
control register O through 7
$bad Represents PMMU breakpoint acknowledge
data register 0 through 7
$cal Represents PMMU current access level
register
$crp Represents PMMU CPU root pointer register
%drp Represents PMMU DMA root pointer register
as Reference 13-45
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$pcsr Represents PMMU cache status register

$psr Represents PMMU status register

$scc Represents PMMU stack change control
register

$srp Represents PMMU supervisor root pointer
register

Stc Represents PMMU transition control register

$val Represents PMMU validate access level
register

Note: The source format must be specified if more than one
source format is permitted or a default source format of w is
assumed. Source format need not be specified if only one
format is permitted by the operation.
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MC68851 instruction formats

Mnemonic | Assembler syntax | Operation
PBce pbCC.A L Branch on PMMU condition
PDBce pdbCC.w %dn,L Test, decrement, branch
PFLUSH pflush  FC, «M Invalidate entries in ATC
pflush FC,sM,EA
PFLUSHA pflusha Invalidate all ATC entries
PFLUSHS pflushs FC, M Invalidate entries in ATC
pflushs FC, «M,EA including shared entries
PFLUSHR pflushr EA Invalidate ATC and
RPT entries
PLOADR ploadr FC,EA Load an entry into ATC
PLOADW ploadw  FC,EA Load an entry into ATC
PMOVE pmove.A %pm, EA Move PMMU register*
pmove.A EA, $pm
PRESTORE prestore EA PMMU restore function
PSAVE psave EA PMMU save function
PScc psCC EA Set on PMMU condition

* The pmov . syntax is also recognized.

as Reference
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MC68851 instruction formats

Mnemonic | Assembler syntax

| Operation

PTESTR ptestr FC,EA, D Get information about
ptestr FC,EA, &D, %an logical address

PTESTW ptestw FC,EA, D Get information about
ptestw FC,EA, &D, %an logical address

PTRAPcc ptCC Trap on PMMU condition
ptrapCC
ptCC.A &l
ptrapCC.A &l

PVALID pvalid $val,EA Validate a pointer
pvalid %an, EA
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Chapter 14
1d Reference

1. 1d: The link editor

The link editor 1d creates executable object files by combining object
files, performing relocation, and resolving external references. 1d also
processes symbolic debugging information. The input to 14 is made
up of relocatable object files produced by a compiler, an assembler, or
a previous 1d run. The link editor combines these object files to form
either a relocatable or an absolute (executable) object file (see 14(1)).

14 supports a command language that lets you control the linking
process with great flexibility and precision. Although the link edit
process is controlled in detail through use of this language (described
later), most users do not require this degree of flexibility, and the
manual page 1d(1) in A/UX Command Reference is sufficient
instruction in the use of this command.

The command language allows the link editor
« to specify the machine’s memory configuration
« to combine object file sections in particular fashions

o to cause the files to be bound to specific addresses or within
specific portions of memory

» to define or redefine global symbols at link edit time
To use the link editor, give the following command:
14 [options] filename ...

Files passed to 1d must be object files, archive libraries containing
object files, or text source files containing 1d directives. 1d uses the
file’s magic number (the first two bytes of the file) to determine which
type of file it is encountering. If 1d does not recognize the magic
number, it assumes the file is a text file containing 14 directives and
attempts to parse it.
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Input object files and archive libraries of object files are linked together
to form an output object file. If there are no unresolved references, you
may execute this file on the target machine.

Object files have the form name . o throughout the examples in this
chapter. The names of actual input object files need not follow this
convention.

If you merely want to link the object files filel . o and file2 . o, this
command is enough:

1d filel .o file2 .o

No directives to 14 are needed. If no errors are encountered during the
link edit, the output is left in the default file a. out.

The input file sections are combined in order. That is, if each of

filel . o and file2 . o contains the standard sections . text, .data, and
. bss, the output object file also contains these three sections. The
output . text section is a concatenation of . text from filel . o and

file2.o. The .data and .bss sections are formed similarly. The
output . text section is then bound at address 0x000000. The output
.data and .bss sections are link edited together into contiguous
addresses, the particular address depending on the particular processor.

An input file containing link editor directives is referred to as an i-file
in this document. Its usefulness is explained below. An i-file named
default.1d is searched for automatically in the list of library
directories (see the —1 and —L options under *‘Options’’). The default
directory for this search is /usr/1ib.

Instead of entering the names of files to be link edited, or entering 1d
options on the 1d command line, you may place this information in an
i-file and just pass the i-file to 1d. For example, if you are frequently
going to link the object files file! . o, file2 . o, and file3 . o with the same
options f1 and f2, you might enter the command

1d f1 —f2filel .o file2.o file3.o

each time you have to invoke 1d. Alternatively, you could create an
i-file containing the statements
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-f1
-2
filel .o
file2.o
file3.o

and use the following command:
14 i-file

Note that it is perfectly permissible to specify some of the object files
to be link edited in the i-file and to specify others on the command line,
as well as specifying some options in the i-file and others on the
command line. Input object files are link edited in the order they are
encountered, whether on the command line or in an i-file. Asan
example, if a command line were

1d filel .o i-file file2.0
and the i-file contained

file3.0
filed .o

the order of link editing would be
1. filel.o
2. file3.o
3. fled.o
4. file2.o

Note from this example that an i-file is read and processed immediately
upon being encountered in the command line.

1.1 Some general points
There are several concepts and definitions with which you should
become familiar before you proceed further.

1.1.1 Host and target machine

In a cross-compilation system, the host machine is the machine on
which the link editor is running, and the target machine is the machine
on which the output object file will run. For instance, the b16 link
editor will run on the PDP-11/70, VAX or 3B20S machines, but the
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object file will run only on the target machine for the b16 — the Intel
8086.

On a native A/UX system, the host and the target are normally the
same, That is, the link editor on a Macintosh II produces an object file
that is executable on that machine.

1.1.2 Memory configuration

The virtual memory of the target machine is, for purposes of allocation,
partitioned into *‘configured memory’’ and ‘‘unconfigured memory.”’
Configured memory indicates a range of memory for which the
appropriate chips have been installed and are available for use.
Unconfigured memory denotes a range of memory for which no chips
have been installed, or that is unavailable for use. The default is to
treat all memory as configured. It is common with microprocessor
applications, however, to have different types of memory at different
addresses. For example, an application might have 3K of PROM
(Programmable Read-Only Memory) beginning at address 0, and 8K of
ROM (Read-Only Memory) starting at 20K. Addresses in the range
3K to 20K-1 are then not configured. Unconfigured memory is treated
as reserved and is unusable by 1d.

Note: Nothing may ever be linked into unconfigured memory.

Specifying a certain memory range as unconfigured is one way of
marking the addresses in that range as illegal or nonexistent with
respect to the linking process. Memory configurations other than the
default must be specified explicitly.

Unless otherwise specified, all discussion in this document of memory,
addresses, and so on, is about the configured sections of the address
space.

1.1.3 Sections

A section of an object file is the smallest unit of relocation and must be
a contiguous block of memory. You can identify a section with a
starting address and a size. Information describing all the sections in a
file is stored in section headers at the start of the file. Sections from
input files are combined to form output sections that contain executable
text, data, or a mixture of both. Although there may be holes or gaps

14-4 A/UX Programming Languages and Tools, Volume 1
030-0786-A



between input sections (and between output sections), storage is
allocated contiguously within each output section and may not overlap
a hole in memory.

1.1.4 Addresses

The physical address of a section or symbol is the relative offset from
address zero of the address space. The physical address of an object is
not necessarily the location at which it is placed when the process is
executed. For example, on a system with paging, the address is relative
to address zero of the virtual space, and the system performs another
address translation.

1.1.5 Binding

Often you may need to have a section begin at a specific, predefined
address in the address space. The process of specifying this starting
address is called binding, and the section in question is said to be
‘‘bound to’’ or ‘‘bound at’’ the required address. While binding is
most commonly relevant to output sections, you may also bind global
symbols with an assignment statement in the 1d command language.

1.1.6 Object files

Object files are produced both by the assembler (typically as a result of
calling the compiler) and by 1d. 1d accepts relocatable object files as
input and produces an output object file that may or may not be
relocatable. Under certain special circumstances, the input object files
given to 1d may also be absolute files (see ‘‘Nonrelocatable input
files’’ for details).

Files produced by the compiler or assembler always contain three
sections, and files using shared libraries contain additional sections:

.text containing the instruction text (for example, executable
instructions)

.data containing initialized data variables
.bss containing uninitialized data variables

.1ib containing the pathname to the shared library (for files
using shared library executable files)

Files calling shared library executable files also contain dummy
sections corresponding to the sections of the shared object file. For
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additional information, see Chapter 7, *‘Shared Libraries.’’

Here is an example of a typical (non-shared library) C program. If the
source contained the following global (not inside a function)
declarations:

int i = 100;
char abc[200];

and the following assignment:
abc[i] = 0;

compiled code from the C assignment would be stored in . text, the
variable i would be located in . data and abc would be located in
.bss.

There is an exception, however, to the rule: both initialized and
uninitialized statics are allocated to the . data section (the value of an
uninitialized static in a . data section is zero).

1.2 Options

You may intersperse options with filenames both on the command line
and in an i-file. The ordering of options is not significant, except for
the 1 and L options for specifying libraries.

The 1 option is shorthand notation for specifying an archive library,
which is just a collection of object files. Thus, as is the case with any
object file, libraries are searched as they are encountered. The L
specifies an alternative directory for searching for libraries. Therefore,
to be effective, a —L option must appear before any —1 options.

All options for 1a must be preceded by a hyphen (), whether in the i-
file or on the 1d command line. Options that have an argument (except
for the —1 and —L options) are separated from the argument by white
space (blanks or tabs). The following options are supported:

-e ss§ Defines the primary entry point of the output file to be the
symbol given by the argument ss.

-f bb Sets the default fill value. The argument bb is a 2-byte
constant. This value is used to fill holes formed within
output sections. It is also used to initialize input .bss
sections when they are combined with other non .bss
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input sections. If you don’t use the —£ option, the default
fill value is zero for all sections except the . t v section,
whose default fill value is OxFFFF.

-ild Generates the sections reserved for use by the incremental
link editor. This option invokes the —x option.

-1file Specifies an archive library file as 14 input. The argument
Jile is a character string (less than ten characters)
immediately following the -1 without any intervening
white space. As an example, -1c refersto libc.a, -1C
to 1ibC. a, and so on. The given archive library must
contain valid object files as its members. The directory
searched defaults to usr/11ib, finding
usr/lib/libc.a,usr/1lib/1ibC. a,and so on.

-m Produces a map or listing of the input/output sections
(including holes) on the standard output.

-0 nn Names the output object file. The argument zn is the name
of the A/UX system file to be used as the output file. The
default output object filename is a . out . The option nn
may be a full or partial A/UX pathname.

-r Retains relocation entries in the output object file.
Relocation entries must be saved if the output file is to be
used as an input file in a subsequent 1d call. If the -r
option is used, unresolved references do not prevent the
creation of an output object file.

-s Strips line number entries and symbol table information
from the output object file. Because relocation entries (-r
option) are meaningless without the symbol table, if you
use -s, you may not use —r. All symbols are stripped,
including global and undefined symbols.

-t Disables checking all instances of a multiply-defined
symbol to be sure they are the same size.

-u sym  Introduces an unresolved external symbol into the output
file’s symbol table. The argument sym is the name of the
symbol. This is useful for linking entirely from a library,
since initially the symbol table is empty and an unresolved
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-A factor

-F

-Ldir

-VS num

148

reference is needed to force the linking of an initial routine
from the library.

Does not preserve any local (nonglobal) symbols in the
output symbol table; enter external and static symbols
only. This option saves some space in the output file.

Catches references through null pointers. The z isa
mnemonic for ‘‘Do not place anything in address zero.”
This option is overridden if any section or memory
directives are used.

Expands the default symbol table by the factor given.

Performs alignment necessary for demand paging.
Sections will be aligned on stricter boundaries in the
address space. Sections will be blocked in the output file
so that they begin on file system block boundaries. Also,
the magic number 0413 will be stored in the file header.

Changes the algorithm for searching for libraries to look in
dir before looking in the default location. This option is
used for 1d libraries as the - T option is for compiler
#include files. The -L option is useful for finding
libraries that are not in the standard library directory. To
be useful, though, this option must appear before the ~1
option.

Prints a warning message for all external variables that are
multiply-defined.

Adjusts the load point of the data section so that it will
immediately follow the text section when loaded and
stores the magic number 0407 in the header. This prevents
the text from being shared (shared text is the default).

Requests a silent 1d run. All error messages from errors
that do not immediately stop the 1d run are suppressed.

Prints, on the standard error output, a version id
identifying the version of 14 invoked.

Takes num as a decimal version number identifying the
a.out file that is produced. The version stamp is stored
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in the system header. This option is not directly
recognized by the compiler (cc), so you have to use the
—W option to pass the version number to the link editor; for
example,

—W1l,-VS num

where —W is an option to cc allowing arguments to be
passed, 1 stands for the link editor, the arguments’
destination, and —vS num are the arguments to 1d that set
the version number for the a . out file. Note that the
space between —VS and num is required.

2. The 1d command language

2.1 Expressions

Expressions may contain global symbols, constants, and most of the
basic C language operators (see the last section of this chapter,
‘‘Syntax Diagram for Input Directives’”). Constants in 1d are as in C,
with a number recognized as decimal unless preceded with 0 for octal
or 0x for hexadecimal.

Note: All numbers are treated as long ints.

Symbol names may contain upper or lowercase letters, digits, and the
underscore (). Symbols within an expression have the value of the
address of the symbol only. 1d does not do symbol table lookup to
find the contents of a symbol, the dimensionality of an array, structure
elements declared in a C program, and so on.

1d uses a 1ex-generated input scanner to identify symbols, numbers,
operators, and so forth. The current scanner design makes the
following names reserved and unavailable as symbol or section names:

ALIGN DSECT MEMORY PHY SPARE
ASSIGN GROUP NOLOAD RANGE vV
BLOCK LENGTH ORIGIN SECTIONS
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align group length origin spare
assign 1 o phy
block len org range

The operators that are supported are shown in order of precedence in
Table 14-1:

Table 14-1. Precedence of operators

Symbols and Functions

! ~ —(unary minus)

x /%

+ —(binary minus)

>> <<

= I= > < <= >=
&

I

&&

These operators have the same meaning as in the C language.
Operators on the same line have the same precedence.

2.2 Assignment statements
External symbols may be defined and assigned addresses via the
assignment statement. The syntax of the assignment statement is

symbol = expression;
or
symbol op=expression ;

where op is one of the operators +, -, *,or /.
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Note: Assignment statements must terminate with a semicolon.

All assignment statements (with one exception, described in the
following paragraph) are evaluated after allocation has been
performed. This occurs after all input-file-defined symbols are
appropriately relocated, but before the actual relocation of the text and
data itself. Therefore, if an assignment statement expression contains
any symbol name, the address used for that symbol in the evaluation of
the expression reflects the symbol address in the output object file.
References to symbols given a value through an assignment statement
within text and data access this latest-assigned value. Assignment
statements are processed in the same order in which they are input to
1d.

Assignment statements are normally placed outside the scope of any
section-definition directives (see ‘‘Section Definition Directive’” under
““The 1d Command Language’’). There is a special symbol, ‘‘dot’’
(.), however, that may occur only within a section-definition directive.
This symbol refers to the current address of 1d’s location counter.
Thus, assignment expressions involving . are evaluated during the
allocation phase of 1d.

Assigning a value to the dot (.) symbol within a section-definition
directive will increment or reset 1d’s location counter and may create
holes within the section (as described in ‘‘Section Definition
Directives’”).

Assigning the value of the . symbol to a conventional symbol permits
the final allocated address of a particular point within the link edit run
to be saved.

align is provided as a shorthand notation to allow you to align a
symbol to an n-byte boundary within an output section, where n is a
power of 2. For example, the expression

align(n)
is equivalent to
(. +n-1) & (n -~ 1)

Link editor expressions can have either an absolute or a relocatable
value, corresponding to a type of absolute or relocatable. When 1d
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creates a symbol through an assignment statement, the symbol’s value
takes on the type of the expression. That type depends on the
following rules:

¢ An expression with a single relocatable symbol (and zero or
more constants or absolute symbols) is relocatable. The value is
in relation to the section of the referenced symbol.

» All other expressions have absolute values.

2.3 Specifying a memory configuration
MEMORY directives are used to specify:

o the total size of the virtual space of the target machine
« the configured and unconfigured areas of the virtual space

If you do not supply any directives, 1d assumes that all memory is
configured. The size of the default memory is dependent upon the
target machine,

Using MEMORY directives, you may assign an arbitrary name of up to
eight characters to a virtnal address range. Output sections then may
be forced to be bound to virtual addresses within specifically-named
memory areas. Memory names may contain upper or lowercase letters,
digits and the special characters $, . or _. Names of memory ranges
are used by 14 only and are not carried in the output file symbol table
or headers.

Note: When you use MEMORY directives, all virtual memory
that is not described in a MEMORY directive is considered to be
unconfigured. Unconfigured memory is not used in 14’s
allocation process, and hence nothing may be link edited,
bound, or assigned to an address within unconfigured memory.

As an option on the MEMORY directive, you may associate attributes
with a named memory area. This restricts the memory areas (with
specific attributes) to which an output section may be bound. The
attributes you assign to output sections are recorded in the appropriate
section headers in the output file to allow for possible error checking in
the future. For example, putting a text section into writable memory is
one potential error condition. Currently, error checking of this type is
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not implemented.
The attributes currently accepted are
R readable memory
W writable memory
X executable (instructions may reside in this memory)
I  initializable (stack areas are typically not initialized)

Other attributes may be added in the future if necessary. If you do not
specify any attributes on a MEMORY directive or if you do not supply
any MEMORY directives, memory areas assume all of the attributes of
W, R, I, and X.

The syntax of the MEMORY directive is

MEMORY

{
name (attr) : origin = virt-addr[,] length = mem-lgth

}

The keyword origin (or org or o) must precede the origin of a
memory range, and length (or 1en or 1) must precede the length, as
shown in the preceding prototype. The origin operand refers to the
virtual address of the memory range. Origin and length are entered as
long integer constants in decimal, octal, or hexadecimal (standard C
syntax). Origin and length specifications, as well as individual
MEMORY directives, may be separated by white space or a comma.

By specifying MEMORY directives, you can tell 1d that memory is
configured in some manner other than the default. For example, if you
need to prevent anything from being linked to the first 0x10000 words
of memory, you may do so with a MEMORY directive:

MEMORY

{
valid : org = 0x10000, len = 0xFE(0000

}

1d Reference 14-13
030-0786-A



2.4 Region directives
This implementation does not support region specifications.

2.5 Section definition directives

You may use the SECTIONS directive to describe how input sections
are to be combined, to direct where output sections should be placed
(both in relation to each other and to the entire virtual memory space),
and to permit the renaming of output sections.

In the default case (where no SECTIONS directives are given), all
input sections of the same name appear in an output section of that
name. For example, if a number of object files from the compiler are
linked, each containing the three sections . text, .data, and .bss,
the output object file will also contain three sections, . text, .data,
and .bss. If two object files are linked, one containing sections s
and s2, the other containing sections s3 and s4, the output object file
will contain the four sections s, s2, s3, and s4. The order of these
sections depends on the order in which the link editor sees the input
files.

The basic syntax of the SECTIONS directive is

SECTIONS
{
secname :

{
Jfle-specification ...,
assignment-statement . ..

}

The various types of section definition directives are discussed in the
remainder of this section.

2.5.1 File specifications

Within a section definition, the files and file sections to be included in
the output section are listed in the order in which they are to appear.
Sections from an input file are specified by

filename ( secname ...)
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Sections of an input file are separated by white space or commas, as are
the file specifications themselves.

If a filename appears with no sections listed, then all sections from the
file are linked into the current output section; for example,

SECTIONS
{
outsecl :

{
filel .o (secl)
file2 .0
file3.o (secl, sec2)

}

The order in which the input sections appear in the output section
outsecl is given by

1. Section secl from file file! . o
2. All sections from file2 . o, in the order they appear in the file
3. Section secl from file file3 . o, then section sec2 from file file3 . o

If there any additional input files that contain input sections named
outsecl, these sections are linked following the last section named in
the outsecl definition. If there are any other input sections in filel . o
or file3 . o, they will be placed in output sections with the same names
as the input sections.

2.5.2 Loading a section at a specified address
You may bond an output section to a specific virtual address, as shown
in the following SECTIONS directive example:
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SECTIONS
{
outsec addr:
{
file-spec (secname)
}

}

addr is the bonding address, expressed as a C constant. If outsec does
not fit at addr (perhaps because of holes in the memory configuration
or because outsec is too large to fit without overlapping some other
output section), 1d issues an appropriate error message.

As long as output sections do not overlap and there is enough space,
they may be bound anywhere in configured memory. The SECTIONS
directives that define output sections do not have to be given to 1d in
any particular order.

1d does not ensure that each section’s size consists of an even number
of bytes or that each section starts on an even byte boundary. The
assembler ensures that the size (in bytes) of a section is evenly divisible
by 4. Although it is not recommended, you can use the 1d directives to
force a section to start on an odd byte boundary, if unforeseen
circumstances force you into this solution. If a section starts on an odd
byte boundary, the section’s contents either are accessed incorrectly or
are not executed properly. If you specify an odd byte boundary, 1d
will issue a warning message.

2.5.3 Aligning an output section

You may request that an output section be bound to a virtual address
that falls on an n-byte boundary, where n is a power of 2. The ALIGN
option of the SECTIONS directive performs this function, so that the
option

ALIGN (n)
is equivalent to specifying a bonding address of
(.+n-1) & (n - 1)

For example,
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SECTIONS

{ outsec ALIGN(0x20000) :
{ file-spec (secname)
}

} .

The output section outsec is not bound to any given address, but is
linked to some virtual address that is a multiple of 0x20000 (for
example, at address 0x0, 0x20000, 0x40000, 0x60000, and so on).

The default section alignment action for 1d on M68000 systems is to
align the code (. text) and data (. data and .bss combined)
separately on 512-byte boundaries. Since MMU requirements vary
from system to system, alignment is not always desirable. The version
of 14 for M68020 systems, therefore, provides a mechanism to allow
the specification of different section alignments for each system,
allowing you to align each section separately on n-byte boundaries,
where n is a multiple of 512. The default section alignment action for
1d on MC68020 systems is to align the code (. text) at byte 0 and the
data (. data and .bss combined) at the 4 megabyte boundary (byte
10487576).

The default allocation algorithm for 14 is

1. Link all input . text sections together into one output section.
This output section is called . text and is bound to an address
of 0x0.

2. Link all input . data sections together into one output section.
This output section is called . data and is bound to an address
aligned to a machine-dependent constant.

3. Link all input . bss sections together into one output section.
This output section is called . bss and is allocated so as to
follow the output section . data immediately. Note that the
output section . bss is not given any particular address
alignment.
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Specifying any SECTIONS directives results in this default allocation
not being performed.

‘When all input files have been processed (and if no override is
provided), 1d will search the list of library directories (as with the —1
flag option) for a file named default .1d. If this file is found, it is
processed as an 1d instruction file (or i-file ). The default.1d file
should specify the required alignment as outlined below. If it does not
exist, the default alignment action will be taken.

The default. 1d file should appear as in the example below, with
align-value replaced by the alignment requirement in bytes. The
default allocation of 1d is equivalent to supplying the following
directive:
SECTIONS
{
.text : {}
GROUP ALIGN ( align-value) :
{
.data { }
.bss : {0}

}

where align-value is a machine-dependent constant.

Note: The current (MC68020) system requires a data rounding
of 2 megabytes. This is subject to change as systems evolve.

The GROUP directive ensures that the two output sections, . data and
. bss, are allocated (*‘grouped’’) together. Bonding or alignment
information is supplied only for the group, and not for the output
sections contained within the group. The sections making up the group
are allocated in the order listed in the directive.

If you wish to place . text, .data, and . bss in the same segment,
you should use the following SECTIONS directive:
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SECTIONS
{
GROUP
{
.text
.data
.bss

~— -
— et

}

Note that there are still three output sections (. text, .data, and
. bss), but they are now allocated into consecutive virtual memory.

This entire group of output sections could be bound to a starting
address or aligned simply by adding a field to the GROUP directive. To
bind to 0xC0000, use

GROUP 0xC0000: {
To align to 0x10000, use
GROUP ALIGN(0x10000) : {

With this addition, first the output section . text is bound at 0xC0000
(or is aligned to 0x10000); then the remaining members of the group
are allocated in order of their appearance into the next available
memory locations.

When the GROUP directive is not used, each output section is treated as
an independent entity:

SECTIONS

{
.text: { }
.data ALIGN(0x20000) : { }
.bss: { }

}

The . text section starts at virtual address 0x0 and the . data section
at a virtual address aligned to 0x20000. The . bss section follows
immediately after the . text section, but only if there is enough space.
If there is not, it follows the . data section.
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The order in which output sections are defined to 13 cannot be used to
force a certain allocation order in the output file.

Files that need to link in a shared library have the . init and . text
sections grouped together. In the final stage of linking, the .init
section becomes part of the . text section.

2.5.4 Creating holes within output sections

The special symbol dot (.) appears only within section definitions and
assignment statements. When it appears on the left side of an
assignment statement, . causes 14’s location counter to be
incremented or reset and a hole is left in the output section.

Holes that are built into output sections in this manner take up physical
space in the output file and are initialized using a fill character (either
the default fill character (0x00) or a supplied fill character). See the
definition of the —£ option in ‘‘Options’’ under ‘‘1d: The Link Editor’’
and the discussion of filling holes in ‘‘Initialized Section Holes or
.bss Sections’’ below.

Consider the following section definition:

SECTIONS

{

outsec :

{

. += 0x1000;
fl.o (.text)
. += 0x100;
2.0 (.text)

. = align (4);
3.0 (.text)

}
The effect of this command is as follows:
1. A 0x1000 byte hole, filled with the default fill character, is left at

the beginning of the section. Input file f7.0 (.text) is linked
after this hole.
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2. The text of input file /2 . o begins at 0x100 bytes following the
endof f1.0(.text).

3. The text of f7. o is linked to start at the next full word boundary
following the text of 2 . o with respect to the beginning of
outsec.

For the purposes of allocating and aligning addresses within an output
section, 1d treats the output section as if it began at address zero. Asa
result, if, in the above example, outsec ultimately is linked to start at an
odd address, the part of outsec built from f7. o (. text) also starts at
an odd address, even though 7.0 (. text) is aligned to a full word
boundary. You may prevent this by specifying an alignment factor for
the entire output section:

outsec ALIGN(4) : {

You should note that the assembler, as, always pads the sections it
generates to a full word length, making explicit alignment
specifications unnecessary. This also holds true for the compiler.

Expressions that decrement . are illegal. For example, subtracting a
value from the location counter is not allowed, since overwrites are not
allowed. The most common operators in expressions that assign a
value to . are +=and align.

2.5.5 Creating and defining symbols at link-edit time

You may use the assignment instruction of 1d to give symbols a value
that is link-edit-dependent. Typically, there are three types of
assignments:

1. Useof . to adjust 1d’s location counter during allocation
2. Useof . to assign an allocation-dependent value to a symbol
3. Assigning an allocation-independent value to a symbol

The first case has already been discussed in the previous section.

The second case provides a means to assign addresses (known only
after allocation) to symbols; for example,

1d Reference 14-21
030-0786-A



SECTIONS
{
outscl : {file-spec (secname) }

outsc2 :

{
filel .o (s])
s2_start = . ;
file2.0 (s52)
s$2 end = . - 1;

}

The symbol s2_start is defined to be the address of file2. o (52) ,
and s2_end is the address of the last byte of file2. o (s2) .

Consider the following example:

SECTIONS
{
outscl :
{
filel .o (.data)
mark = .;
. += 4;
file2.o (.data)

}

In this example, the symbol ma rk is created and is equal to the address
of the first byte beyond the end of file] . o’s . data section. Four bytes
are reserved for a future run-time initialization of the symbol mark.
The type of the symbol is a long integer (32 bits).

Assignment instructions involving . must appear within SECTIONS
definitions, since they are evaluated during allocation. Assignment
instructions that do not involve . may appear within SECTIONS
definitions, but typically do not. Such instructions are evaluated after
allocation is complete.

It is risky to reassign a defined symbol to a different address. For
example, if a symbol within . data is defined, initialized, and
referenced within a set of object files being link-edited, the symbol
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table entry for that.symbol is changed to reflect the new, reassigned
physical address. The associated initialized data are not moved to the
new address. 1d issues warning messages for each defined symbol that
is being redefined within an i-file. Assignments of absolute values to
new symbols are safe, however, because there are no references or
initialized data associated with the symbol.

2.5.6 Allocating a section into named memory

You may specify a section to be linked somewhere within a specific,
named memory (as previously specified on a MEMORY directive) (the >
notation is borrowed from the UNIX system concept of ‘‘redirected
output’’).

For example,

MEMORY

{
meml : 0=0x000000 1=0x10000
mem2 (RW) : 0=0x020000 1=0x40000
mem3 (RW) : 0=0x070000 1=0x40000
meml : 0=0x120000 1=0x04000

}

SECTIONS

{
outsecl: {fl.o(.data) } > meml
outsec2: {f2.o(.data) } > mem3
}

This directs 14 to place outsecl anywhere within the memory area
named mem1 (somewhere within the address range 0x0-0xFFFF or
0x120000-0x123FF). The outsec2 is to be placed somewhere in
the address range 0x70000-0xAFFFF.

2.5.7 Initialized section holes or .bss sections

When holes are created within a section (as in the example in
‘‘Creating Holes Within Output Sections’”), 14 normally puts out bytes
of zero as fill. By default, . bss sections are not initialized at all; that
is, no initialized data, not even zeros, are generated for any . bss
section by the assembler, nor are they supplied by the link editor.
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You may use initialization options in a SECTIONS directive to set such
holes or to set . bss sections as output to an arbitrary 2-byte pattern.

Note: Such initialization options apply only to . bss sections
or holes.

As an example, in an application you might want an uninitialized data
table to be initialized to a constant value, without recompiling the . o
file or filling a hole in the text area with a transfer to an error routine.

You may specify that either specific areas within an output section or
the entire output be initialized. Because no text is generated for an
uninitialized . bss section, however, if part of such a section is
initialized, the entire section is initialized.

In other words, if a . bss section is to be combined with a . text or
.data section (both of which are initialized), or if part of an output
.bss section is to be initialized, one of the following will hold:

» Explicit initialization options must be used to initialize all . bss
sections in the output section.

¢ 1d will use the default fill value to initialize all . bss sections in
the output section.

Consider the following 14 i-file:
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SECTIONS
{

secl :
{
fl.o (.text)
. += 0x200;
.o (.text)
} = OxXDFFF
sec2:
{
fl.o (.bss)
2.0 (.bss)
} = 0x1234
sec3:
{
f7.0 (.bss)
} = OXFFFF

secd: {f4.o0 (.bss)}
}

In the example above, the 0x200 byte hole in section sec! is filled
with the value 0xDFFF. In section sec2,f1.0 (.bss) is initialized to
the default fill value of 0200, and f2. o (. bss) is initialized to
0x1234. All .bss sections within sec3 as well as all holes are
initialized to OxFFFF. Section sec4 is not initialized; that is, no data
are written to the object file for this section.

3. Notes and special considerations

3.1 Using archive libraries
Each member of an archive library (for example, 1ibc.a)isa
complete object file, typically consisting of the standard three sections:

o .text
e .data

e .bss

Shared library archives contain one or two additional sections:
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e .init(optional)
e . lib(optional)

In addition to these sections, files calling on shared library executable
files contain dummy sections corresponding to sections of the shared
object. For further information, see Chapter 7, ‘‘Shared Libraries.”’

Archive libraries are created through the use of the A/UX system ar
command from object files generated by running cc or as. Shared
libraries are created using the mksh1ib command.

An archive library is always processed using selective inclusion: only
those members that resolve existing undefined-symbol references are
taken from the library for link editing.

Libraries may be placed both inside and outside section definitions. In
both cases, a member of a library is included for linking whenever the
following conditions exist:

» A reference to a symbol is defined in that member.

» The reference is found by 1d prior to the actual scanning of the
library.
When a library member is included by searching the library inside a
SECTIONS directive, all input sections from the member are included
in the output section being defined.

When a library member is included by searching the library outside a
SECTIONS directive, all input sections from the member are included
in the output section with the same name. That is, the . text section
of the member goes into the output section named . text, the .data
section of the member into . data, the . bss section of the member
into .bss, and so on. If necessary, new output sections are defined to
provide a place to put the input sections. Note, however, that:

« Specific members of a library may not be referenced explicitly in
an i-file.

o The default rules for the placement of members and sections may
not be overridden when they apply to archive library members.
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The -1 option is a shorthand notation for specifying an input file
coming from a predefined set of directories and having a predefined
name. By convention, such files are archive libraries. They do not,
however, have to be. Furthermore, you may specify archive libraries
without using the -1 option, simply by giving the full or relative A/UX
system pathname.

Note: The ordering of archive libraries is important, because,
for a member to be extracted from the library, it must satisfy a
reference that is known to be unresolved at the time the library
is searched.

You may specify archive libraries more than once. They are searched
every time they are encountered. Archive files have a symbol table at
the beginning of the archive. 1d will cycle through this symbol table
until it has determined that it cannot resolve any more references from
that library.

1d, running on the Macintosh II, uses a random access library. All
machines running a pre-V.0 UNIX system use an old format library
that must be searched linearly.

The old format library is in use on all machines running a pre-V.0
UNIX system.

The link editor will make one search through a library in the old
format, but will continue to search through a library in the new format
until it has determined that it can resolve no more references from that
library. Because of the different searching algorithms used, programs
that are link edited on machines with different archive formats and are
otherwise the same may include files from libraries in a different order.

Be careful when using archive libraries in a subsystem loading
environment. For a member of an archive (an object file) to be
included in a subsystem final load file, there must be a reference within
the subsystem being linked to a symbol defined in that object file. You
may use the —u option to create unresolved references that will force
the loading of archive members.

Consider the following example:
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o The input files filel . o and file2 . o each contain a reference to
the external function FCN.

o Input filel . o contains a reference to symbol ABC.

o Input file2 . o contains a reference to symbol XY 2.

¢ Library 1iba. a, member 0, contains a definition of XYZ.
e Library 1ibc. a, member 0, contains a definition of ABC.
» Both libraries have a member 1 that defines FCN.

Depending on the order in which files and libraries appear on the
command line, different library members can be included for linking.
If the 1d command is entered as

14 filel .o -la file2.0o -1lc

the FCN references are satisfied by 1iba. a, member 1, ABC is
obtained from 1ibc. a, member 0, and XYz remains undefined
(because the library 1iba. a is searched before file2 . o is specified).
If the 1d command is entered as

1d filel .o file2.0 -1la -1c

the FCN references are satisfied by 1iba. a, member 1, ABC is
obtained from 1ibc. a, member 0, and XY Z is obtained from
liba.a, member 0. If the 1d command is entered as

1d filel .o file2.0 ~-1c -la

the FCN references are satisfied by 1ibc . a, member 1, ABC is
obtained from 1ibc. a, member 0, and XYZ is obtained from
liba.a, member 0.

You may use the -u option to force the linking of library members
when the link edit run does not contain an actual external reference to
the members. For example,

1d -u routl -la

creates an undefined symbol called rout1 in the 1d’s global symbol
table. If any member of library 1iba. a defines this symbol, it, and
perhaps other members as well, is extracted. Without the —u option,
there would have been no trigger to cause 1d to search the archive

14-28 A/UX Programming Languages and Tools, Volume 1
030-0786-A



library.

3.2 Dealing with holes in physical memory

‘When memory configurations are defined such that unconfigured areas
exist in the virtual memory, each application or user has the
responsibility of forming output sections that will fit into memory. For
example, assume that memory is configured as follows:

MEMORY

{
meml : o = 0x00000 1 = 0x02000
mem?2 : o = 0x40000 1 = 0x05000
memS3 : o = 0x20000 1 = 0x10000

}

Let the filesf1.0,f2.0,. . .fn.o each contain the standard three
sections .text, .data, and .bss, and let the combined . text
section be 0x12000 bytes. There is no configured area of memory into
which this section may be placed. Appropriate directives must be
supplied to break up the . text output section so 1d may do
allocation. For example,

SECTIONS
{
txtl :
{ ;
fl.o (.text)
2.0 (.text)
3.0 (.text)
}
xi2:

f.0 (.text)
f5.0 (.text)
6.0 (.text)
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3.3 Alliocation algorithm

An output section is formed either as a result of a SECTIONS directive
or by combining input sections of the same name. An output section
may be made up of zero or more input sections. After an output
section’s composition is determined, it must be allocated into
configured virtual memory. 1d uses an algorithm that attempts to
minimize fragmentation of memory, which increases the possibility
that a link edit run will be able to allocate all output sections within the
specified virtual memory configuration. The algorithm proceeds as
follows:

1. Allocate any output sections for which explicit bonding
addresses were specified.

2. Allocate any output sections to be included in a specific named
memory. In both this and the succeeding step, each output
section is placed into the first available space within the (named)
memory with any alignment taken into consideration.

3. Allocate output sections that are not handled by one of the above
steps.

If all memory is contiguous and configured (the default), and no
SECTIONS directives are given, output sections are allocated in the
order they appear to 1d, normally . text, .data, .bss. Otherwise,
output sections are allocated, in the order they were defined or made
known to 14, into the first available space they fit.

3.4 Incremental link editing

As previously mentioned, the output of 1d may be used as an input file
to subsequent 1d runs, providing that the relocation information is
retained (-r option). With large applications you may find it desirable
to partition C programs into subsystems, link each subsystem
independently, and then link edit the entire application. For example,
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Step 1.
ld -r -0 outfilel i-filel

/* i-filel */
SECTIONS
{

ssl:

{
fl.o
f2.0

fn.o
}

Step 2:
ld -r -0 outfile2 i-file2

/* i-file2 x/
SECTIONS
{

ss2:
{

gl.o
g2.0
gn.o
}
Step 3:
1d -a -m -o final.out outfilel outfile2

By judiciously forming subsystems, applications may achieve a form of
incremental link editing, whereby it is necessary to relink only a
portion of the total link edit when a few programs are recompiled.

To apply this technique, there are two simple rules:

1. Intermediate link edits should contain only SECTIONS
declarations and be concerned only with the formation of output
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sections from input files and input sections.  You should not do
any binding of output sections in these runs.

2. All allocation and memory directives, as well as any assignment
statements, are included in the final 1d call only.

3.5 DSECT, COPY, and NOLOAD sections
You may give sections a type in a section definition, as shown in the
following example:

SECTIONS

{
namel 0x200000 (DSECT) : {filel.o}
name2 0x400000 (COPY) : {file2.o}
name3 0x600000 (NOLOAD) : {file3.o0}

}

The DSECT option creates what is called a ‘‘dummy section.”” A
dummy section has the following properties:

1. It does not participate in the memory allocation for output
sections. As aresult, it takes up no memory and does not show
up in the memory map (the —m option) generated by 1d.

2. It may overlay other output sections and even unconfigured
memory. DSECTSs may overlay other DSECTS.

3. The global symbols defined within the dummy section are
relocated normally. That is, they appear in the output file’s
symbol table with the same value they would have had if the
DSECT were actually loaded at its virtual address. Other input
sections may reference DSECT-defined symbols. Undefined
external symbols found within a DSECT cause specified archive
libraries to be searched; any members that define such symbols
are link edited normally (not in the DSECT or as a DSECT).

4. None of the section contents, relocation information, or line
number information associated with the section is written to the
output file.

In the above example, none of the sections from filel . o are allocated,
but all symbols are relocated as though the sections were link edited at
the specified address. Other sections could refer to any of the global
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symbols and they are resolved correctly.

Something called a ‘‘copy section’’ is created by the COPY option.
This is similar to a dummy section. The only difference between a
copy section and a dummy section is that the contents of a copy
section, and all associated information, are written to the output file.

A section of the type NOLOAD differs in only one respect from a
normal output section: text and data are not written to the output file.

A noload section is allocated virtual space, appears in the memory
map, and so forth.

3.6 Output file blocking
You may use two options to affect the physical file offsets of the
information written to the output file by 1d:

» The BLOCK option permits any output section to be aligned in
the output field at a specified n-byte boundary.

» The —B option causes padding sections to be generated in the
output file.

Both features are provided explicitly for the use of 1dp, which
constructs pfiles for DMERT. The output sections of a pfile have
certain requirements in terms of physical file offsets. These
requirements may be met using BLOCK and ~B,

You may apply the BLOCK option to any output section or GROUP
directive. It directs 14 to align a section at a specified byte offset in
the output file. It has no effect on the address at which the section is
allocated nor on any part of the link edit process. It is used purely to
adjust the physical position of the section in the output file.

SECTIONS
{

.text BLOCK(0x200) : { }

.data ALIGN(0x20000) BLOCK(0x200) : { }
}

In this SECTIONS directive example, 1d assures that each section,
.text and .data, is physically written at a file offset thatis a
multiple of 0x200 (for example, at an offset of 0, 0x200, 0x400, ...,
and so on, in the file).
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3.7 Nonrelocatable input files

If you intend to use a file produced by 14 in a subsequent 14 run, you
should set the —r option for the first 1d run. This preserves relocation
information and permits the sections of the file to be relocated by the
subsequent 1d run.

When 1d detects an input file that does not have relocation or symbol
table information, it gives a warning message. Such information may
be removed by 1d (see the —s option in ‘‘Options’’ under ‘‘1d: The
Link Editor’’) or by the st rip(1) program. Note, however, that the
link edit run continues, using the nonrelocatable input file. For such a
link edit to be successful (that is, actually and correctly to link edit all
input files, relocate all symbols, resolve unresolved references, and so
on), two conditions on the nonrelocatable input files must be met:

1. Each input file must have no unresolved external references.

2. Each input file must be bound to the same virtual address as it
was in the 14 run that created it.

Note that if these two conditions are not met for all nonrelocatable
input files, no error messages are issued. Because of this, you must
take extreme care when supplying such input files to 1d.

3.8 The —ild option

When the —i 1d option is used, the link editor creates a pair of dummy
sections, DSECTS, for each unallocated, configured area of memory.
These dummy sections have unique names in the formof .i_1_dnn,
where nn is a 2-digit decimal integer in the range from 00 to 99. At
most, 50 pairs of these sections will be created by the link editor.
These sections identify the boundaries of the unused memory space,
and are similar to . bss sections in that they do not contain any text or
initialized data. The link editor also creates a dummy section named
.history. These sections are used later by the incremental link
editor.

4. Error messages

4.1 Corrupt input files

Certain error messages indicate that the input file is corrupt,
nonexistent, or unreadable. If you get any of them, you should check
that the file is in the correct directory with the correct permissions. If
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the object file is corrupt, try recompiling or reassembling it. These
error messages include

Can’t read archive header from archive name
Can’t read file header of archive name

Can’'t read 1lst word of file name

Can’t seek to the beginning of file name
Fail to read file header of name

Fail to read lnno of section sect of file name
Fail to read magic number of file name

Fail to read section headers of file name

Fail to read section headers of library name
member number

Fail to read symbol table of file name

Fail to read symbol table when searching
libraries

Fail to read the aux entry of file name
Fail to read the field to be relocated
Fail to seek to symbol table of file name

Fail to seek to symbol table when searching
libraries

Fail to seek to the end of library name
member number

Fail to skip aux entries when searching
libraries

Fail to skip the mem of struct of name
Illegal relocation type
No reloc entry found for symbol
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Reloc entries out of order in section sect of
file name

.Seek to name section sect failed
Seek to name section sect lnno failed
Seek to name section sect reloc entries failed

Seek to relocation entries for section sect
in file name failed.

4.2 Errors during output

Certain errors occur because 1d cannot write to the output file. This
usually indicates that the file system is out of space. Messages to this
effect include

Cannot complete output file name.
Write error.

Fail to copy the rest of section num of
file name

Fail to copy the bytes that need no reloc
of section num of file

name 1/0 error on output file name.

4.3 Internal errors

Certain messages indicate that something is wrong with 14 intemally.
If you get them, there is probably nothing you can do except to get help
from another experienced user of 1d. Such messages include

Attempt to free nonallocated memory
Attempt to reinitialize the SDP aux space
Attempt to reinitialize the SDP slot space

Default allocation did not put .data
and .bss into the same region

Failed to close SDP symbol space

Failure dumping an AIDFNxxx data structure
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Failure in closing SDP aux space
Failure to initialize the SDP aux space
Failure to initialize the SDP slot space

Internal error: audit_groups, address
mismatch

Internal error: audit_group, finds a node
failure

Internal error: fail to seek to the member
of name

Internal error: in allocate lists,
list confusion (num num)

Internal error: invalid aux table id
Internal error: invalid symbol table id
Internal error: negative aux table 1d
Internal error: negative symbol table id
Internal error: no symtab entry for DOT

Internal error: split_scns, size of sect
exceeds its new displacement.

4.4 Allocation errors

Certain error messages appear during the allocation phase of the link
edit. They generally appear if a section or group does not fitata
certain address or if the given MEMORY or SECTION directives conflict
in some way. If you are using an i-file and get such messages, check
that MEMORY and SECTION directives allow enough room for the
sections to ensure that nothing overlaps and that nothing is being
placed in unconfigured memory. For more information, see ‘‘The 1d
Command Language’’ and ‘“Notes and Special Considerations.’’

These messages include

Bond address address for sect is not in
configured memory
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Bond address address for sect overlays
previously allocated section sect
at address

Can’t allocate output section sect,
of size num

Can’t allocate section sect into owner mem
Default allocation failed: name is too large
GROUP containing section sect is too big
Memory types namel and name2 overlap

Qutput section sect not allocated into a
region

sect at address overlays previously allocated
section sect at address

sect, bonded at address, won't fit into
configured memory

sect enters unconfigured memory at address
Section sect in file name is too big.

4.5 Misuse of link editor directives

Certain error messages are explanations that occur following the
misuse of an input directive. If you get them, please review the
appropriate section in the manual. These messages include

Adding name (sect) to multiple output sections.
The input section is mentioned twice in the SECTIONS
directive,

Bad attribute value in MEMORY directive: c.
An attribute must be one of R, W, X, or I,

Bad flag value in SECTIONS directive, option.
Only the -1 option is allowed inside of a SECTIONS directive.

Bad fill value.
The fill value must be a 2-byte constant.
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Bonding excludes alignment.
The section will be bound at the given address, regardless of the
alignment of that address.

Cannot align a section within a group

Cannot bond a section within a group

Cannot specify an owner for sections within a group.
The entire group is treated as one unit, so the group may be
aligned or bound to an address, but the sections making up the
group may not be handled individually.

DSECT sect can’'t be given an owner

DSECT sect can’t be linked to an attribute.
Because dummy sections do not participate in the memory
allocation, it is meaningless for a dummy section to be given an
owner or an attribute.

Regions commands not allowed
The A/UX link editor does not accept the REGION commands.

Section sect not built.
The most likely cause of this is a syntax error in the SECTIONS
directive.

Semicolon required after expression

Statement ignored.
This is caused by a syntax error in an expression.

Usage of unimplemented syntax.
The A/UX 1d does not accept all possible commands.

4.6 Misuse of expressions

Certain errors arise from the misuse of an input expression. If you
receive any of the following messages, please review the appropriate
section in the manual.

Absolute symbol name being redefined.
An absolute symbol may not be redefined.

ALIGN illegal in this context.
Alignment of a symbol may only be done within a SECTIONS
directive.

Attempt to decrement DOT

1d Reference 14-39
030-0786-A



Illegal assignment of physical address to DOT.

Illegal operator in expression

Misuse of DOT symbol in assignment instruction.
You may not use the dot symbol (.) in assignment statements
that are outside of SECTIONS directives.

Symbol name is undefined.
All symbols referenced in an assignment statement must be
defined.

Symbol name from file name being redefined.
A defined symbol may not be redefined in an assignment
statement,

Undefined symbol in expression.
All symbols used in expressions must be defined.

4.7 Misuse of options
Certain errors arise from the misuse of options. If you get any of the
following messages, please review the appropriate section of the
manual:
Both -r and -s flags are set.
-s flag turned off.

Further relocation requires a symbol table.

Can’t find library libx.a

~-L path too long (string)

-0 file name too large (>128 char), truncated to
(string)

Too many -L options, seven allowed.

Some options require white space before the argument, some do not;
see “‘Options.”” Including extra white space or not including the
required white space is the most likely cause of the following
messages:

option flag does not specify a number
option is an invalid flag

-e flag does not specify a legal symbol name:
name
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-f flag does not specify a two-byte number: num
No directory given with -L
-o flag does not specify a valid file name: string

-1 flag (specifying a default library) is not
supported

-u flag does not specify a legal symbol name:
name.

4.8 Space constraints

Certain error messages may occur if 1d attempts to allocate more
space than is available. If you get them, you should attempt to
decrease the amount of space used by 1d. You may do this by making
the i-file less complicated or by using the —r option to create
intermediate files. These space-constraint messages include

Fail to allocate num bytes for slotvec table
Internal error: aux table overflow

Internal error: symbol table overflow
Memory allocation failure on mum-byte call
Memory allocation failure on realloc call
Run is too large and complex.

4.9 Miscellaneous errors

Errors occur for many reasons. If one occurs that has not been
explained in a previous section, refer to the error message for an
indication of where to look in the manual. Miscellaneous error
messages include

Archive symbol table is empty
in archive name,

execute ’‘ar ts name’

to restore archive symbol table.

On systems with a random access archive capability, the link editor
requires that all archives have a symbol table. This symbol table may
have been removed by strip.

1d Reference 14-41
030-0786-A



Can’t create intermediate 1d file name

Can’t open internal file name
These two messages are possible only when the link editor uses
two processes. This would indicate that the temp directory
(usually /tmp or /usr/tmp) is out of space, or that the link
editor does not have permission to write in it

Cannot create output file name.
You may not have write permission in the directory where the
output file is to be written.
Filename is of unknown type, magic number =num
Ifile nesting limit exceeded with file name.
Ifiles may be nested 16 deep.

Library name, member has no relocation
information.

Multiply defined symbol sym, inname has more
than one size '
A multiply-defined symbol may not have been defined in the
same manner in all files.

name(sect) not found
An input section specified in a SECTIONS directive was not
found in the input file.

Section sect starts on an odd byte boundary!
This will happen only if you specifically bind a section at an odd
boundary.

Sections .text, .data or .bss not found;
Optional header may be useless.
The system a . out header uses values found in the . text,
.data, and .bss section headers.

Line nbr entry (numnum) found for
nonrelocatable symbol:
Sectionsect, file name
This is generally caused by an interaction of yacc(1) and cc(1).
See ““Notes and Special Considerations.”’

Undefined symbol sym first referenced in file
name. Unless you use the —r option, the 1d requires that all
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referenced symbols are defined.

Unexpected EOF (End Of File).
Syntax error in the i-file.

5. Syntax diagram for input directives

The following tables contain syntax diagrams for input directives. For
flags, wherever there is a space between a flag option and its argument,
one or more blanks, tabs, or newlines may be substituted.

Note: Number suffixes have been added to some metalanguage
terms to illustrate treatment of multipie arguments. These
suffixes should be ignored when seeking the definition of such
terms.
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14-44

Directive — | Expanded directive
file - | cmd...
cmd — | memory
— | sections
—> | assignment
— | filename
— | flags
memory — | MEMORY { memory-spec
[ [, 1 memory-spec }
memory-spec | — | name [ attributes] :
origin-spec [, ] length-spec
attributes = | ([RIWIXII])
origin-spec — | origin=long
length-spec length = long
origin — | ORIGIN
— | o[rigin]
- | ofrgl
length — { LENGTH
— | 1l[ength]
— | 1len]
sections — | SECTIONS { sec-or-group...}
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Directive — | Expanded directive
sec-or-group —> | section

— | group

— | library
group — | GROUP group_options : {

section-list } [mem-spec]

section-list sectionl [[,] section2] ...

\:

section — | name sec-options : {
statement-list }
[fill] [mem-spec]

group-options | — | l[addr] [align-option]

sec-options — | [addr] lalign-option]
{block-option] [type-option]

addr ~ | long
align-option — | align (long)
align — | ALIGN

— | align

block-option — | block (long)

block BLOCK

block

Ll
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Directive — | Expanded directive
type-option - | (DSECT)
- (NOLOAD)
- | (COPY)
Al — | =long
mem-spec = | > name
— | > attributes
Statement — | filename [ ( name-list) ]

statement-list
name-list
library
assignment

Iside

assign-op

end

N e

[(All] library assignment
statementl [ statement2] ...
name [[,] name] ...
~lname

Iside assign-op expr end
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Directive Expanded directive

\:

expr binary-op expr
term

expr

binary-op

- N

I +

AV
AV

I

I

AV =1

<
>=
&
|
&&
I

term long

name

align (term)
(expr)
unary-op term

N N A I A N R R R A T 2 N O F R A A A

unary-op !

Ll
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Directive

{

Expanded directive

—e name
—f long
-ild
—lname
~-m

—o filename
-X

-s

-t

—u name
-X

flags

-F
—Lpathname

N R R 2R 2 2R 2R A N A A

-VS long

name
long

Any valid symbol name
Any valid long integer constant

Ll

l

Sfilename Any valid A/UX operating system
filename. This may include a

full or partial pathname.

pathname | — | Any valid A/UX operating system
pathname (full or partial)
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Chapter 15
COFF Reference

1. COFF: The Common Object File Format

This chapter describes the Common Object File Format (COFF).
COFF is the output file produced on A/UX systems by the assembler
(as) and the link editor (1d). The term ‘‘common’’ refers to how this
format is used on a number of processors and operating systems,
including A/UX,

COFF is flexible enough to meet the demands of most jobs, yet simple
enough to be easily incorporated into existing projects. Some of
COFF’s key features are

» Applications may add system-dependent information to the
object file without causing access utilities to become obsolete.

» Space is provided for symbolic information that debuggers and
other applications use.

» You may make some modifications in the object file construction
at compile time.

The object file supports user-defined sections and contains extensive
information for symbolic software testing. An object file contains:

o A file header

» Optional header information

e A table of section headers

« Data corresponding to the section header
« Relocation information

o Line numbers

¢ A symbol table

COFF Reference 15-1
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o A string table
Figure 15-1 shows the overall structure.

File header

Optional information
(A/UX system a . out header)

Section 1 header

Section n header
Raw data for section 1

Raw data for section n

Relocation info for section 1

Relocation info for section n
Line numbers for section 1

Line numbers for section n

Symbol table

String table

Figure 15-1. Object file format

The last four sections (relocation, line numbers, symbol table, and the
string table) may be missing if the program is linked with the —s option
of the link editor, or if the relocation (line number) information, symbol
table, and string table are removed by the st rip command.
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The line number information does not appear unless you compile the
program with the compiler’s (cc) -g option. Also, if there are no
unresolved external references after linking, the relocation information
is no longer needed and is absent. The string table is also absent if the
source file does not contain any symbols with names longer than eight
characters. An object file that contains no errors or unresolved
references may be executed.

section A section is the smallest portion of an object
file that is relocated and treated as one
separate and distinct entity. There are three
default sections: .text, .data, and
.bss. Additional sections accommodate
multiple text or data segments, shared data
segments, or user-specified sections. When
the file is executed, however, the A/UX
operating system loads only the . text and
.data memory. The kemel clears the
.bss section. Executables using a shared
library have additional sections: . 1ib and
dummy sections corresponding to the target
shared object. An . init section specified
for a shared library executable file is placed
within a . text section of the object file.

physical address This is the physical location in memory
where a section is loaded.

virtual address This is the offset of a section with respect to
the beginning of its sesgment or region. All
relocatable references in a section assume
that the section occupies the virtual address
at execution time.

2. File Header

The file header contains the 20 bytes of information shown in the
following table. The last two bytes are flags used by 1d and object file
utilities. For more explicit information regarding the C language file
header structure, see £ilehdr(4) in A/UX Programmer’s Reference.
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Table 15-1. File header contents

Bytes

Declaration

Name

Description

0-1

unsigned

short

f magic

Magic number as
defined by the
symbol MAGIC
in the file
a.out.h.

2-3

unsigned

short

f nscns

Number of
section headers
(equals the
number of
sections)

4-7

long int

f timdat

Time and date
stamp indicating
when the file was
created relative to
the number of
elapsed seconds
since 00:00:00
GMT, January 1,
1970.

8-11

long int

f symptr

File pointer
containing the
starting address
of the symbol
table

12-15

long int

f _nsyms

Number of
entries in the
symbol table

16-17

unsigned

short

f_opthdr

Number of bytes
in the optional
header

18-19

unsigned

short

£_flags

Flags

154
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The size of optional header information (£_opthdr) is used by all
referencing programs that seek to the beginning of the section header
table. This enables the same utility programs to work correctly on files
originally targeted for different systems. On a VAX system, the
optional header is 28 bytes.

2.1 Magic numbers
The magic number specifies the machine on which the object file is
executable. The magic number for A/UX is 0520.

For a complete list of all currently defined magic numbers, refer to the
header file filehdr.h.

2.2 Flags

The last two bytes of the file header are flags that describe the type of
the object file. The A/UX version of COFF has no use for some of
these, but they are included here for commonality. The currently
defined flags are shown in Table 15-2.
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Table 15-2. File header flags

Mnemonic | Flag Meaning

F_RELFLG | 00001 | Relocation information stripped from the
file

F_EXEC 00002 | Fileis executable (that is, no unresolved
external references)

F_LNNO 00004 | Line numbers stripped from file

F_LSYMS 00010 | Local symbols stripped from file

F_MINMAL | 00020 | Notused by A/UX
F_UPDATE | 00040 | Notused by A/UX

F_SWABD 00100 This file has had its bytes swabbed (that
is, the bytes of symbol table name
entries have been reversed)

F_AR16WR | 00200 | Created on an AR1I6WR machine,

(PDP-11)

F_AR32WR | 00400 Created on an AR32WR machine,
(VAX)

F_AR32W 01000 Created on an AR32W machine,
(M68000)

F_PATCH 02000 | Notused by A/UX

F_NODF 02000 (Minimal file only) No decision
functions for replaced functions

where AR16WR defines the machine architecture (AR) as 16 bits per
word (16), right-to-left byte order with the least significant byte first
(WR); AR32WR defines the machine architecture (AR) as 32 bits per
word (32), right-to-left byte order with the least significant byte first
(WRY); and AR32W defines the machine architecture (AR) as 32 bits
per word (32), left-to-right byte order with the most significant byte
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first (W).

2.3 File header declaration

The C structure declaration for the file header is given in Figure 15-2.
You may find this declaration in the header file filehdr.h. See
filehdr(4) in A/UX Programmer's Reference.

struct filehdr {
unsigned short £ _magic; /* magic number */
unsigned short £ nscns; /* number of sections */

long f timdat; /* time/date stamp */
long f symptr; /* file ptr to symtab */
long f_nsyms; /* # symtab entries */

unsigned short f£_opthdr; /* sizeof (opt hdr) */
unsigned short f£_flags; /* flags */

};

#define FILHDR struct filehdr

#define FILHSZ sizeof (FILHDR)

Figure 15-2. File header declaration

3. Optional header information

The template for optional information varies among the different
systems that use COFF. Applications place all system-dependent
information into this record. This allows different operating systems
access to information that only that particular operating system uses,
without forcing all COFF files to save space for that information.
General utility programs (for example, the symbol table access library
functions) can be made to work properly on any common object file by
using the size of optional header information in bytes 16-17 of the file
header £_opthdr.

3.1 Standard A/UX system a.out header

By default, files produced by the link editor always have a standard
A/UX System a . out header in the optional header field. The fields of
the optional header are described in Table 15-3.
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Table 15-3. Optional header contents

Bytes | Declaration | Name Description
0-1 short magic Magic number
2-3 short vstamp Version stamp
4-7 long int | tsize Size of text in bytes
8-11 | long int | dsize Size of initialized
data in bytes
12-15 | long int | bsize Size of uninitialized
data in bytes
16-19 | long int | entry Entry point
20-23 | long int | text_start | Base address of text
24-27 | long int | data_start | Base address of data

The magic number in the optional header supplies
operating-system-dependent information about the object file, whereas
the magic number in the file header specifies the machine on which the
object file runs. The magic number in the optional header supplies
information telling that machine’s operating system how that file
should be executed. The magic numbers recognized by the A/UX
operating system are shown in Table 154.
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Table 15-4. A/UX magic numbers

Value | Meaning

0407 The text segment is not write protected or
sharable; the data segment is contiguous with
the text segment.

0410 The data segment starts at the next segment
following the text segment and the text segment
is write protected.

0413 The text segment is demand paged from the file
system, with separate instruction and data
space.

The magic number for the A/UX operating system is a
machine-dependent constant that can be found in the header file
a.out.h. See a.out(4)in A/UX Programmer’s Reference.

3.2 Optional header declaration

The C language structure declaration used for the A/UX system a . out
file header is given in Figure 15-3. This declaration may be found in
the header file aouthdr.h,

typedef struct aouthdr ({

short magic; /* magic number */
short vstamp; /* version stamp */
long tsize; /* text size (bytes)

padded to word boundary */
long dsize; /* initialized data size */
long bsize; /* uninitialized data size */
long entry; /* entry point */

long text_start; /* base of text, this file */
long data_start /* base of data, this file */
} AOUTHDR;

Figure 15-3. aouthdr declaration
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4. Section headers

Every object file has a table of section headers to specify the layout of
data within the file. Every section in an object file also has its own
header. The section header table has one entry for every section in the
file. Each entry contains descriptive information about the section as
shown in Table 15-5.

Table 15-5. Section header contents

Bytes Declaration Name Description

0-7 char s_name 8-char null padded
section name

8-11 long int s_paddr Physical address of
section

12-15 long int s_vaddr Virtual address of
section

16-19 long int s_size Section size in
bytes*

20-23 long int s_scnptr File pointer to raw
datat

24-27 long int s_relptr File pointer to
relocation entriest

28-31 long int s_lnnoptr | File pointer to line
number entriest

3233 unsigned short s_nreloc Number of
relocation entries

34-35 unsigned short s_nlnno Number of line
number entries

36-39 long int s _flags Flags

The size of a section is always padded to a multiple of 4 bytes.

File pointers are byte offsets that may be used to locate the start of data, relocation, or
line number entries for the section. They may be readily used with the A/UX
operating system function f seek(3S).
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4.1 Flags
The lower 4 bits of the flag field indicate a section type as shown in
Table 15-6.

Table 15-6. Section header flags

Mnemonic Flag Meaning

STYP_REG 0x00 Regular section (allocated,
relocated, loaded)

STYP_DSECT 0x01 Dummy section (not
allocated, relocated, not
loaded)

STYP_NOLOAD 0x02 Noload section (allocated,
relocated, not loaded)

STYP_GROUP 0x04 Grouped section (formed
from input sections)

STYP_PAD 0x08 Padding section (not
allocated, not relocated,
loaded)

STYP_COPY 0x10 Copy section (for a

decision function used in
updating fields; not
allocated, not relocated,
loaded, relocation and line
number entries processed
normally)

STYP_TEXT 0x20 Section contains
executable text only

STYP_DATA 0x40 Section contains
initialized data only
STYP_BSS 0x80 Section contains only
uninitialized data
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Table 15-6. Section header flags, cont.

Mnemonic

Flag

Meaning

STYP_LIB

0x200

Section contains the
shared library pathname
(treated similarly to
STYP_NOLOAD)

STYPE_INIT

0x400

Section contains shared
library initialization
fragments (treated
similarly to STYP_TEXT)

4.2 Section header declaration

The C structure declaration for the section headers is described in
Figure 15-4. You can find this declaration in the header file
scnhdr. h (see scnhdr(@) in A/UX Programmer’ s Reference):

struct scnhdr {

char
long
long
long
long

long

long

s_name[8];
s_paddr;
s_vaddr;
s_size;
s_scnptr;

s_relptr;

s_lnnoptr;

unsigned short s_nreloc;

unsigned short s_nlnno;

long
};

#define SCNHDR
#define SCNHSZ

s_flags;

struct scnhdr

/*
/*
/*
/*
/*
/*
/*
/*
/*

/*

section name */
physical address */
virtual address */
section size */
file pointer to
section raw data */
file pointer to
relocation */

file pointer to
line number */

# relocation
entries */

# line number
entries */

flags */

sizeof (SCNHDR)

Figure 15-4. Section header declaration
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4.3 .bss section header

The one deviation from the rule in the section header table is the entry
for uninitialized data in a . bss section. A .bss section has a size,
symbols that refer to it, and symbols that are defined in it. At the same
time, a . bss section has no relocation entries, no line number entries,
and no data. Therefore, a . bss section has an entry in the section
header table, but occupies no space elsewhere in the file. In this case,
the number of relocation and line number entries, as well as all file
pointers in a . bss section header, are zero.

5. Sections

Section headers are followed by the appropriate number of bytes of text
or data. The raw data for each section begin on a full word boundary
in the file.

Files produced by the cc compiler and the as assembler always
contain three sections: .text, .data,and .bss. The .text
section contains the instruction text (that is, executable code); the
.data section contains initialized data variables; and the .bss
section contains uninitialized data variables.

The link editor SECTIONS directives (see Chapter 14, “‘1d
Reference’’) let you

o describe how input sections are to be combined
e direct the placement of output sections
e rename output sections

If you do not include any SECTIONS directives, each input section
appears in an output section of the same name. For example, if a
number of object files from the compiler are linked together (each
containing the three sections . text, .data, and . bss), the output
object file will also contain those three sections. Executables using
shared libraries have additional sections: . 1ib containing the
pathname to shared targets and additional dummy sections (not loaded)
corresponding to the sections in the shared target object.

6. Relocation information
Object files have one relocation entry for each relocatable reference in
the text or data. The relocation information consists of entries with the
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10-byte format as shown in Table 15-7.
Table 15-7. Relocation section contents

Bytes | Declaration Name Description

0-3 long int r_vaddr (Virtual)
address of
reference

4-7 long int r_symndx Symbol table
index

8-9 unsigned short | r_type Relocation type

The first 4 bytes of the entry make up the virtual address of the text or
data to which the entry applies. The next field is the index, counted
from 0, of the symbol table entry that is being referenced. The type
field indicates the type of relocation to be applied.

As the link editor reads each input section and performs relocation, the
relocation entries are read. They direct how references found within
the input section are treated.

The currently recognized relocation types are given in Table 15-8, and
are documented in the header file reloc.h.
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Table 15-8. VAX and M68000 relocation types

Mnemonic Flag | Meaning

R_ABS 0 Reference is absolute; no relocation is
necessary. The entry will be ignored.

R_RELBYTE | 017 | Direct 8-bit reference to the symbol’s
virtual address.

R_RELWORD | 020 | Direct 16-bit reference to the symbol’s
virtual address.

R_RELLONG | 021 | Direct 32-bit reference to the symbol’s
virtual address. (a VAX relocation

type)

R_PCRBYTE | 022 | A PC-relative 8-bit reference to the
symbol’s virtual address.

R_PCRWORD | 023 | APC-relative 16-bit reference to the
symbol’s virtual address.

R_PCRLONG | 024 | A PC-relative 32-bit reference to the
symbol’s virtual address.

On VAX processors, relocation of a symbol index of -1 indicates that
the amount by which the section is being relocated is added to the
relocatable address. In other words, the relative difference between the
current segment’s start address and the program’s load address is added
to the relocatable address.

The as assembler automatically generates relocation entries, which are
then used by the link editor to resolve external references in the file.

6.1 Relocation entry declaration
The structure declaration for relocation entries is given in Figure 15-5.
This declaration can be found in the header file reloc. h.
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struct reloc {
long r_vaddr; /* ref virt addr */
long r_symndx; /* index into symtab */
unsigned short r_type; /* reloc type */

}:

#define RELOC struct reloc

#define RELSZ 10 /* sizeof (RELOC) */

Figure 15-5. Relocation entry declaration

7. Line numbers

‘When invoked with the -g option, the A/UX system compilers (cc,

£77) generate an entry in the object file for every C language source
line where a breakpoint can be inserted. You can then reference line
numbers using a software debugger like sdb. All line numbersin a

section are grouped by function as shown in Figure 15-6.

Symbol index 0
Physical address | Line number
Physical address | Line number

Symbol index 0
Physical address | Line number
Physical address | Line number

Figure 15-6. Line number grouping

The first entry in a function grouping has line number 0 and has, in
place of the physical address, an index into the symbol table for the
entry containing the function name. Subsequent entries have actual
line numbers and addresses of the text corresponding to the line
numbers. The line number entries appear in increasing order of
address.

7.1 Line number declaration
Figure 15-7 contains the structure declaration currently used for line
number entries. This declaration can be found in the header file
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linenum.h.

struct lineno {

union {
long 1_symndx; /*
long 1_paddr; /*
} 1_addr;

unsigned short 1_lnno; /*

}:

#define LINENO struct lineno
#define LINESZ 6 /*

symbol table index
of function name */
physical address

of line number */

line number */

sizeof (LINENO) */

Figure 15-7. Line number entry declaration

8. Symbol table

Because of symbolic debugging requirements, the order of symbols in
the symbol table is very important. Symbols appear in the symbol table

in the sequence shown in Figure 15-8.
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Filename 1
Function 1

Local symbols
for function 1

Function 2

Local symbols
for function 2

Statics

Filename 2
Function 1

Local symbols
for function 1

Statics

Defined global
symbols
Undefined global
symbols

Figure 15-8. COFF global symbol table

The word “‘statics’’ means symbols defined in the C language storage
class static outside any function. The symbol table consists of at
least one fixed-length entry per symbol, with some symbols followed
by auxiliary entries of the same size. The entry for each symbol is a
structure that holds the name (null-padded), structure value, type, and
other information.

8.1 Special symbols
The symbol table contains some special symbols that are generated by

the cc compiler, the as assembler, and other tools as listed in Table
15-9.
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Table 15-9. Special symbols in the symbol table

Symbol Meaning

.file Filename

.text Address of . text section

.data Address of .data section

.bss Address of .bss section

.init Address of . init section (shared library
routine; contains initialization)

.1ib Address of . 1ib section (shared library
routine; contains target pathname)

.bb Address of start of inner block

.eb Address of end of inner block

.bf Address of start of function

.ef Address of end of function

.target Pointer to the structure or union returned by
a function

.xfake Dummy tag name for structure, union, or
enumeration

.eo0s End of members of structure, union, or
enumeration

_etext,etext Next available address after the end of the
output section . text

_edata,edata Next available address after the end of the
output section . data

_end,end Next available address after the end of the

output section .bss

Six of these special symbols occur in pairs. The .bb and . eb symbols
indicate the boundaries of inner blocks. A .bf and . ef pair brackets
each function and .xfake and . eos form a pair that names and
defines the limit of structures, unions, and enumerations that were not
named. The . eos symbol also appears after named structures, unions,
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and enumerations.

‘When a structure, union, or enumeration has no tag name, the cc
compiler invents a name to be used in the symbol table. The name
chosen for the symbol table is . xfake, where x is an integer. If there
are three unnamed structures, unions, or enumerations in the source,
their tag names will be . 0fake, .1fake, and . 2fake.

Each of the special symbols has different information stored in the
symbol table entry as well as the auxiliary entry.

8.2 Inner blocks

The C language defines a block as a compound statement that begins
and ends with braces ( { and } ). An inner block is a block that occurs
within a function (which is also a block), such as i f, while or
switch.

For each inner block that has local symbols defined, a special symbol,
. bb, is put in the symbol table immediately before the first local
symbol of that block. Another special symbol, . eb, is put in the
symbol table immediately after the last local symbol of that block.
Figure 15-9 shows this sequence:

.bb

Local symbols
for that block

.eb

Figure 15-9. Special symbols

Because inner blocks may be nested by several levels, the . bb/. eb
pairs and associated symbols may also be nested. The code illustrated
in Figure 15-10 is used as an example of nested blocks. The symbol
table built for the coding example in Figure 15-10 is shown in Figure
15-11.
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/* block 1 */

int i;
char c;
{ /* block 2 */
long a;
{ /* block 3 */
int x;
} /* block 3 */
} /* block 2 */

/* block 4 */

long i;

Figure 15-11. Example of the symbol table
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/* block 4 */
/* block 1 */

Figure 15-10. Nested blocks

.bb for block 1

Local symbols for block 1:
i
(o}

. bb for block 2

Local symbols for block 2:
a

.bb for block 3

Local symbols for block 3:

X

.eb for block 3

. eb for block 2

.bb for block 4

1

Local symbols for block 4: |

.eb for block 4

. eb for block 1
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8.3 Symbols and functions

For each function, a special symbol, . bf, is put between the function
name and the first local symbol of the function in the symbol table.
Also, a special symbol, . ef, is put inmediately after the last local
symbol of the function in the symbol table. The sequence is shown in
Figure 15-12.

Function name
.bf
Local symbol
.ef

Figure 15-12. Symbols for functions

If the return value of the function is a structure or union, a special
symbol, . target, is put between the function name and the . bf.
The sequence is shown in Figure 15-13.

Function name
.target
.bf
Local symbols
.ef

Figure 15-13. The special symbol .target

The cc compiler invents . target to store the function-returned
structure or union. The symbol . target is an automatic variable
with pointer type. Its value field in the symbol is always 0.

8.4 Symbol table entries

All symbols, regardless of storage class and type, have the same format
for their entries in the symbol table. The symbol table entries each
contain the 18 bytes of information. The meaning of each of the fields
in the symbol table entry is described in Table 15-10. The declarations
can be found in syms . h header file.

It should be noted that indexes for symbol table entries begin at zero
and count upward. Each auxiliary entry also counts as one symbol.
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Table 15-10. Symbol table entry format

Bytes | Declaration Name Description

0-7 char _name 8-character
null-padded
symbol name or
an offsetto a
symbol name
stored in the
string table.

8-11 | long int n_value | Symbol value;
storage class
dependent

12-13 | short n_scnum | Section number
of symbol

14-15 | unsigned short | n_type Basic and
derived type
specification

16 char n_sclass| Storage class of
symbol

17 char n_numaux| Number of
auxiliary
entries

The first 8 bytes in the symbol table entry are the symbol name field.
This field is defined as the union of a character array and two longs.
A symbol name may be up to 50 characters long. If the symbol name
is eight characters or less, the (null-padded) symbol name is stored
there. If the symbol name is longer than eight characters, the entire
symbol name is stored in the string table. In this case, the 8 bytes
contain two long integers; the first is zero, and the second is the offset
(relative to the beginning of the string table) of the name in the string
table. Because there can be no symbols with a null name, the zeros on
the first 4 bytes serve to distinguish a symbol table entry with an offset
from one with a name in the first 8 bytes, as shown in Table 15-11.
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Table 15-11. Name field

Bytes

Declaration

Name

Description

0-7

char

n_name

8-character
null-padded
symbol name

long

n_zeroes

Zero in this
field indicates
the name is in
the string
table

4.7

long

n_offset

Offset of the
name in the
string table

Some special symbols are generated by the compiler and link editor, as
discussed in ‘‘Special Symbols’’. Special symbol names always start
with a dot, suchas . file, .5fake,and .bb.

The storage class field has one of the values described in Tables 15-12

and 15-13. You can find these def ines in the header file

storclass.h.
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Table 15-12. Storage classes (page 1 of 2)

Mnemonic | Value | Storage class
C_EFCN -1 Physical end of a function
C_NULL 0 -

C_AUTO 1 Automatic variable
C_EXT 2 External symbol
C_STAT 3 Static

C_REG 4 Register variable
C_EXTDEF 5 External definition
C_LABEL 6 Label

C_ULABEL 7 Undefined label
C_MOs 8 Member of structure
C_ARG 9 Function argument
C_STRTAG 10 Structure tag

C_Mou 11 Member of union
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Table 15-13. Storage classes (page 2 of 2)

Mnemonic Value | Storage class

C_UNTAG 12 | Union tag

C_TPDEF 13 Type definition

C_USTATIC 14 | Uninitialized static

C_ENTAG 15 | Enumeration tag

C_MOE 16 Member of enumeration

C_REGPARM 17 Register parameter

C_FIELD 18 | Bitfield

C_BLOCK 100 Beginning and end of block

C_FCN 101 Beginning and end of function

C_EOS 102 | End of structure

C_FILE 103 Filename

C_LINE 104 Used only by utility programs

C_ALIAS 105 Duplicate tag

C_HIDDEN 106 Like static, used to avoid name
conflicts
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All these storage classes, except for C_ALIAS and C_HIDDEN, are
generated by the cc compiler or as assembler. They are not used by
any A/UX system tools.

There are some ‘‘dummy’’ storage classes defined in the header file
that are used only internally by the C compiler (cc) and the assembler
(as). These storage classes are

C_EFCN
C_EXTDEF
C_ULABEL
C_USTATIC
C_LINE

Some special symbols are restricted to certain storage classes, listed in
Table 15-14.

Some storage classes are used only for certain special symbols as
shown in Table 15-15.
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Table 15-14. Storage class by special symbols

Special symbol | Storage class
.file C_FILE

.bb C_BLOCK

.eb C_BLOCK

.bf C_FCN

.ef C_FCN
.target C_AUTO
Xxfake C_STRTAG, C_UNTAG, C_ENTAG
.eos C_EOS
.text C_STAT
.data C_STAT

.bss C_STAT

Table 15-15. Restricted storage classes

Storage class | Special symbol
C_BLOCK .bb, .eb
C_FCN bf, .ef
C_EOS .eos
C_FILE .file
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The meaning of a symbol’s value depends on its storage class. This
relationship is summarized in Tables 15-16 and 15-17.

If a symbol is the last symbol in the object file and has storage class
C_FILE (.file symbol), its value equals the symbol table entry
index of the first global symbol. That is, the . £ile entries form a
one-way linked listin the symbol table. If there are nomore .file
entries in the symbol table, the value of the symbol is the index of the
first global symbol.

Relocatable symbols have a value equal to their virtual address. When
the section is relocated by the link editor, the value of these symbols
changes.

Table 15-16. Storage class and value (page 1 of 2)

Storage class | Meaning
C_AUTO Stack offset in bytes
C_EXT Relocatable address
C_STAT Relocatable address
C_REG Register number
C_LABEL Relocatable address
C_MOs Offset in bytes
C_ARG Stack offset in bytes
C_STRTAG 0
C_MOU Offset
C_UNTAG 0
C_TPDEF 0
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Table 15-17. Storage class and value (page 2 of 2)

Storage class | Meaning

C_ENTAG 0

C_MOE Enumeration value
C_REGPARM Register number
C_FIELD Bit displacement
C_BLOCK Relocatable address
C_FCN Relocatable address
C_EOS Size

C_FILE (See text)

Section numbers are declared in the header file syms . h and are listed
in Table 15-18:

Table 15-18. Section number

Mnemonic | Section humber | Meaning

N_DEBUG 2 Special symbolic debugging
symbol

N_ABS -1 Absolute symbol

N_UNDEF 0 Undefined external symbol

N_SCNUM 1-077767 Section number where symbol
was defined

A special section number (-2) marks symbolic debugging symbols
including structure (or union or enumeration) tag names, t ypedefs,
and the name of the file. A section number of -1 indicates that the
symbol has a value but is not relocatable. Examples of absolute-valued
symbols include automatic and register variables, function arguments,
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and .eos symbols. The .text, .data,and .bss symbols default
to section numbers 1, 2, and 3, respectively.

With one exception, a section number of 0 indicates a relocatable
external symbol that is not defined in the current file. The one
exception is a multiply-defined external symbol (for example, a Fortran
COMMON directive or an uninitialized variable defined external to a
function in C). In the symbol table of each file where the symbol is
defined, the section number of the symbol is 0 and the value of the
symbol is a positive number giving the size of the symbol. When the
files are combined, the link editor combines all the input symbols into
one symbol with the section number of the .bss section. The
maximum size of all the input symbols with the same name is used to
allocate space for the symbol, and the value becomes the address of the
symbol. This is the only case where a symbol has a section number of
0 and a nonzero value.

Symbols having certain storage classes are also restricted to certain
section numbers. They are shown in Tables 15-19 and 15-20.
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Table 15-19. Section number and storage class (page 1 of 2)

Storage class | Section number

C_AUTO N_ABS

C_EXT N_ABS, N_UNDEF, N_SCNUM
C_STAT N_SCNUM

C_REG N_ABS

C_LABEL N_UNDEF, N_SCNUM

C_MOs N_ABS

C_ARG N_ABS

C_STRTAG N_DEBUG

C_Mou N_ABS
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Table 15-20. Section number and storage class (page 2 of 2)

Storage class | Section humber
C_UNTAG N_DEBUG
C_TPDEF N_DEBUG
C_ENTAG N_DEBUG
C_MOE N_ABS
C_REGPARM N_ABS
C_FIELD N_ABS
C_BLOCK N_SCNUM
C_FCN N_SCNUM
C_EOS N_ABS
C_FILE N_DEBUG
C_ALIAS N_DEBUG

The type field in the symbol table entry contains information about the
basic and derived type for the symbol. This information is generated
by cc. The VAX and M68020 cc compilers generate this information
only if the —g option is used. Each symbol has exactly one basic or
fundamental type, but can have more than one derived type. The
format of the 16-bit type entry is

a6 [ a5 | a4 | a3 [ a2 | a1 |typl

Bits 0 through 3, called typ, indicate one of the fundamental types
given in Table 15-21.
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Table 15-21. Fundamental types

Mnemonic | Value | Type

T_NULL 0 Type not assigned

T_ARG 1 Function argument
(used only by compiler)

T_CHAR 2 Character

T_SHORT 3 Short integer

T INT 4 Integer

T_LONG 5 Long integer

T_FLOAT 6 Floating point

T_DOUBLE 7 Double word

T STRUCT 8 Structure

T_UNION 9 Union

T_ENUM 10 Enumeration

T_MOE 11 Member of enumeration

T _UCHAR 12 Unsigned character

T_USHORT 13 Unsigned short

T_UINT 14 Unsigned integer

T_ULONG 15 Unsigned long

Bits 4 through 15 are arranged as six 2-bit fields marked d1 through
d6. These d fields represent levels of the derived types given in Table
15-22.
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Table 15-22. Derived types

Mnemonic | Value | Type

DT_NON 0 No derived type
DT_PTR 1 Pointer
DT_FCN 2 Function
DT_ARY 3 Array

The following examples demonstrate the interpretation of the symbol
table entry representing type.

char *func():

Here func is the name of a function that returns a pointer to a character.
The fundamental type of func is 2 (character), the d1 field is 2
(function), and the d2 field is 1 (pointer). Therefore, the type word in
the symbol table for func contains the hexadecimal number 0x62,
which is interpreted to mean “‘a function that returns a pointer to a
character.”

short *tabptr[10]1 [25]1 [3];

Here tabptr is a three-dimensional array of pointers to short integers.
The fundamental type of tabptr is 3 (short integer); each of the d1, 42,
and 43 fields contains a 3 (array), and the d4 field is 1 (pointer).
Therefore, the type entry in the symbol table contains the hexadecimal
number 0x7f7, indicating “‘a three-dimensional array of pointers to
short integers.”’

Tables 15-23 and 15-24 show the type entries that are legal for each
storage class.
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Table 15-23. Type entries by storage class (page 1 of 2)

d entry typ
Storage entry
class Function | Array | Pointer | basic
type
C_AUTO X X Any except
T_MOE
C_EXT X X X Any except
T_MOE
C_STAT X X X Any except
T_MOE
C_REG X Any except
T_MOE
C_LABEL T_NULL
C_MOs X X Any except
T_MOE
C_ARG X X Any except
T_MOE
C_STRTAG T_STRUCT
C_MoU X X Any except
T_MOE
C_UNTAG T_UNION
C_TPDEF X X Any except
T_MOE
C_ENTAG T_ENUM
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Table 15-24, Type entries by storage class (page 2 of 2)

d entry typ
Storage entry
class Function | Array | Pointer | basic
type
C_MOE T _MOE
C_REGPARM X Any except
T_MOE
C_FIELD T_ENUM,
T_UCHAR,
T _USHORT,
T_UNIT,
T_ULONG
C_BLOCK T _NULL
C_FCN T NULL
C_EOs T_NULL
C_FILE T_NULL
C_ALIAS T_STRUCT,
T_UNION,
T_ENUM

Conditions for the d entries apply to d1 through d6, except that it is
impossible to have two consecutive derived types of function.

Although function arguments can be declared as arrays, they are
changed to pointers by default. Therefore, no function argument can
have array as its first derived type.

The C language structure declaration for the symbol table entry is
given in Figure 15-14. This declaration can be found in the header file
syms.h,
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struct syment {

union {
char _n_name[SYMNMLEN]; /* symbol name*/
struct {
long _n_zeroces; /* symbol name */
long _n_offset; /* location in
string table */
} _n_n; '
char *_n_nptr(2]; /* allows
overlaying */
} _n;
long n_value; /* symbol value */
short n_scnum; /* section number */
unsigned short n_type; /* type & derived */
char n_sclass; /* storage class */
char n_numaux; /* # of aux entries */
}:
#define n_name _n._n_name
#define n_nptr _n._n_nptr(l]
#define n_zeroes _n._n_n._n_zeroes
#define n_offset _n._n_n._n_offset

#define SYMNMLEN 8
#define SYMENT struct syment
#define SYMESZ 18 /* symbol table entry size */

Figure 15-14. Symbol table entry declaration

8.5 Auxiliary table entries

Currently, there is at most one auxiliary entry per symbol. The
auxiliary table entry contains the same number of bytes as the symbol
table entry. Unlike symbol table entries, however, the format of an
auxiliary table entry of a symbol depends on its type and storage class.
Table 15-25 lists auxiliary table entry formats by type and storage
class:
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Table 15-25. Auxiliary symbol table entries

Type entry Auxiliary
Storage entry
Name class d2 typ format
.file C_FILE |DT_NON|T NULL Filename
.text, C_STAT |DT_NON|T NULL Section
.data,
.bss
tagname C_STRTAG|DT NON|T NULL Tag name
C_UNTAG
C_ENTAG
.eo0s C_EOS DT _NON|T NULL End of structure
fename C_EXT pT_FCN|Any except T_moE | Function
C_STAT
arrname C_AUTO |DT_ARY|Any exceptT MoE|Array
C_STAT
C_MOS
C_MOU
C_TPDEF
.bb C_BLOCK |DT_NON|T NULL Beginning of
block
.eb C_BLOCK |DT NON|T NULL End of block
.bf, .ef |c_rcN DT_NON|T NULL Beginning and
end of function
Name C_AUTO |DT_PTR|T_STRUCT Name related to
related to C_STAT DT_ARR|T_UNION, T_ENUM structure, union’
structure, |C-Mos DT _NON enumeration
. C_MoU
unon, | rpper
enumeration
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In the preceding table, tagname means any symbol name including the
special symbol .xfake, and fcname and arrname represent any
symbol name.

Any symbol that satisfies more than one condition should have a union
format in its auxiliary entry. Symbols that do not satisfy any of the
above conditions should not have any auxiliary entry.

Each of the auxiliary table entries for a filename contains a 14-
character filename in bytes 0 through 13. The remaining bytes are 0,
regardless of the size of the entry.

The auxiliary table entries for sections have the format as shown in
Table 15-26.

Table 15-26. Format for sections in auxiliary table

Bytes | Declaration Name Description

0-3 long int x_scnlen Section
length

4-6 unsigned short | x _nreloc Number of
relocation
entries

6-7 unsigned short | x nlinno Number of
line numbers

817 | - dummy Unused (filled
with zeros)

The auxiliary table entries for tag names have the format shown in
Table 15-27.

The auxiliary table entries for the end of structures have the format
shown in Table 15-28. :

The auxiliary table entries for functions have the format shown in
Table 15-29.

The auxiliary table entries for arrays have the format shown in Table
15-30.
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The auxiliary table entries for the beginning of blocks have the format
shown in Table 15-31.

The auxiliary table entries for the end of blocks have the format shown
in Table 15-32,

The auxiliary table entries for structure, union, and enumeration
symbols have the format shown in Table 15-33.

Table 15-27. Format for tag names

Bytes | Declaration Name Description

0-5 - dummy Unused (filled
with zeros)

6-7 unsigned short | x size Size of st ruct,
union, and
enumeration

8-11 | - dummy Unused (filled
with zeros)

12-15 | long int x_endndx Index of next
entry beyond
this structure,
union, or
enumeration
16-17 | - dummy Unused (filled
with zeros)
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Table 15-28. Format for end of structures

Bytes | Declaration Name Description

0-3 long int x_tagndx Tag index

4-5 - dummy Unused (filled
with zeros)

6-7 unsigned short | x size Size of st ruct,
union, or
enumeration

8-17 | — dummy Unused (filled
with zeros)

Table 15-29. Format for functions

Bytes | Declaration Name Description

0-3 long int x_tagndx Tag index

4-7 long int x_fsize Size of function
(in bytes)

8-11 | long int x_lnnoptr | File pointer to
line number

12-15 | long int x_endndx Index of next
entry beyond this
function

16-17 | unsigned short | x tvndx Index of the
function’s
address in the
transfer vector
table (not used by
A/UX operating
system)
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Table 15-30. Format for arrays
Bytes | Declaration Name Description
0-3 long int X_tagndx Tag index
4-5 unsigned short | x_lnno Line number of
declaration
6-7 unsigned short | x_size Size of array
8-9 unsigned short | x_dimen[0] | First dimension
10-11 | unsigned short | x_dimen([1] | Second dimension
12-13 | unsigned short | x dimen[2] | Third dimension
14-15 | unsigned short | x_dimen([3] | Fourth dimension
16-17 | - dummy Unused (filled
with zeros)
Table 15-31. Format for beginning of block
Bytes | Declaration Name Description
0-3 - dummy Unused (filled with
Zeros)
4-5 unsigned short | x_lnno C-source line
number
6-11 | - dummy Unused (filled with
Zeros)
12-15 | long int x_endndx | Index of next entry
past this block
16-17 | — dummy Unused (filled with
Z€eros)
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Table 15-32. Format for end of block

Bytes | Declaration Name Description
0-3 - dummy Used (filled with
ZEros)
4-5 unsigned short | x_lnno | C-source line
number
6-17 | — dummy Unused (filled with
ZEros)

Table 15-33. Format for structures, unions, and enumerations

Bytes | Declaration Name Description

0-3 long int x_tagndx | Tag index

4-5 - dummy Unused (filled with
Zeros)

6-7 unsigned short | x size Size of the
structure, union or
enumeration

817 | - dummy Unused (filled with
ZEros)

15-44 A/UX Programming Languages and Tools, Volume 1

030-5600-A



Names defined by t ypede £ may or may not have auxiliary table
entries. For example,

typedef struct people STUDENT;

struct people {
char name[20];
long id;
}:
typedef struct people EMPLOYEE;

The symbol EMPLOYEE has an auxiliary table entry in the symbol
table, but the symbol STUDENT does not.

The C language structure declaration for an auxiliary symbol table
entry is given in Figures 15-15 and 15-16. This declaration may be
found in the header file syms . h.

union auxent {

struct {
long x_tagndx;
union {
struct {
unsigned short x_lnno;
unsigned short x_size;
} x_lnsz;
long x_fsize;
} x_misc;
union {
struct {
long x_lnnoptr:
long x_endndx;
} x fen;
struct {
unsigned short x_dimen [DIMNUM] ;
} x_ary;
} x _fcnary;
unsigned short x tvndx;

Figure 15-15. Auxiliary symbol table entry (page 1 of 2)
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} x_sym;

struct {

char x_fname [FILNMLEN] ;
} x_file;
struct {

long x_scnlen;

unsigned short x_nreloc;
unsigned short x nlinno;
} x_scn;
struct {
long x_tvfill;
unsigned short x tvlen;
unsigned short x_tvran[2];
} x tv;

}
#define FILNMLEN 14

#define DIMNUM 4
#define AUXENT union auxent
#define AUXESZ 18

Figure 15-16. Auxiliary symbol table entry (page 2 of 2)
9. String table

Symbol table names longer than eight characters are stored
contiguously in the string table with each symbol name delimited by a
null byte. The first four bytes of the string table are the size of the
string table in bytes; offsets into the string table are therefore greater
than or equal to 4.

For example, given a file containing two symbols with names longer
than eight characters, long_name_1 and another_one, the string
table has the format shown in Table 15-34.
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Table 15-34. String table

28

\ll \ol \nl \gl
N_7 \nl \al \ml
\el N T \ll \\OI
\al \nl \ol \tl
\h' \el \rl A 4

\o' \n’ \el \\OI

Note: The index of 1long_name_1 in the string table is 4 and
the index of another_one is 16.

10. Access routines

Supplied with every standard A/UX system release is a set of access
routines that are used for reading the various parts of a common object
file. Although the calling program must know the detailed structure of
the parts of the object file it processes, the routines effectively insulate
the calling program from the knowledge of the overall structure of the
object file. In this way, you can concern yourself with the section you
are interested in without knowing all the object file details.

The access routines may be divided into four categories:
1. Functions that open or close an object file.
2. Functions that read header or symbol table information.

3. Functions that position an object file at the start of a particular
section of the object file.

4. Functions that return the symbol table index for a particular
symbol.

These routines can be found in the library 1ib1d. a and are listed,
along with a summary of what is available, in A/UX Programmer’s
Reference under 1d£cn(3X).
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Appendix B
A/UX POSIX Environment

1. Introduction

The Institute of Electrical and Electronics Engineers (IEEE) Standard
Portable Operating System Interface for Computer Environments
(POSIX) 1003.1-1988 is a standard developed to promote portability of
applications across operating system environments. For more detailed
information about A/UX POSIX compliance, see Appendix C, ‘‘The
A/UX Guide to POSIX.”” The A/UX POSIX environment is compliant
with this standard and with the United States Federal Information
Processing Standard (FIPS) #151-1.

This appendix describes the A/UX POSIX environment. There is a
new library, 1ibposix. a, containing new and modified system calls
and subroutines for the A/UX POSIX environment. There are new
symbolic constants in several header files and a few new header files.
Correct use of POSIX functionality requires programs to be compiled
with a new option to cc. This appendix provides information on these
additions to A/UX and gives some examples of how to use the new
functions.

1.1 Compiling Programs

To compile a program for the POSIX environment, use the cc
command with the flag -ZP. For example, to compile file foo. c the
following command would be used:

cc -o foo -ZP foo.c

The -ZP flag ensures that 1ibposix is searched before 1ibc, links
the program with a library module which calls setcompat(2) with
the COMPAT_ POSIX flag set, and defines the _POSIX SOURCE
feature test macro.

1.2 POSIX Optional Facilities
POSIX specifies numerous optional facilities. These options are
indicated by flags defined in the header file <unistd.h>. A/UX
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POSIX supports the following options:

Define Name Description
_POSIX_JOB_CONTROL Job Control based on the 4.2BSD
model is present.

_POSIX_CHOWN_RESTRICTED chown(2) may only be called by
processes with effective user ID of
Zero.

NGROUPS_MAX Process permissions include
supplementary groups IDS.

_POSIX SAVED_IDS The effective user and group IDs
are saved by exec(2).

_POSIX VDISABLE Terminal special characters defined
in the c_cc array can be
individually disabled using the
value specified by
_POSIX_V_DISABLE.

_POSIX NO_TRUNC Pathname components longer than
NAME_MAX generate an error.

1.3 Process Compatibility Flag

A/UX has a process compatibility flag that is associated with each
process. The system calls setcompat(2) and get compat(2) are
used to change and examine this flag. Where there is conflicting
functionality defined by System V and BSD, the process compatibility
flag allows applications to select which functionality it will use. This
flag is also used to support incompatible features defined by POSIX.

The following POSIX options are supported by the corresponding
compatibility flags:

POSIX option Flag
_POSIX_CHOWN RESTRICTED COMPAT_ BSDCHOWN
_POSIX_NOTRUNC COMPAT BSDNOTRUNC

COMPAT _POSIX is a composite flag equivalent to all of the following:
COMPAT_BSDGROUPS
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COMPAT_BSDCHOWN
COMPAT BSDSIGNALS
COMPAT_BSDTTY
COMPAT_BSDNOTRUNC
COMPAT_EXEC
COMPAT_SETUGID
COMPAT_POSIXFUS

2. New System Calls
There are four new system calls in A/UX POSIX. These functions are
discussed in more detail in section 2 of the A/UX Reference Manuals.

Function Brief descrlptlon
setpgid(2) Set process group ID for job
control.

sigpending(2) Examine pending signals.

setsid(2) Create session and set process
group ID.

waitpid(2) Obtain status information
regarding child processes.

3. The POSIX Library
All of the functions listed in this section are discussed in more detail in
the A/UX Reference Manuals.

3.1 Terminal Interface Control

POSIX specifies a new general terminal interface; this is discussed in
termios(7P) in A/UX System Administrator’s Reference. The
following functions replace the traditional i oct1(2) interface for
terminal control. The tcsetpgrp() and tcgetpgrp() functions
are part of the POSIX Job Control option.
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Function

tcdrain

tcflow

tcflush
tcgetattr

tcgetpgrp

tcsendbreak
tcsetattr

tcsetpgrp

Reference
tcdrain(3P)

tcdrain(3P)

tcdrain(3P)
tcgetattr(3P)
tcgetpgrp(3P)

tcdrain(3P)
tcgetattr(3P)
tcsetpgrp(3P)

Brief description
Wait until all written data is
transmitted.

Suspend or restart input or
output.

Discard data not transmitted.
Get terminal attributes.

Get distinguished process
group ID.

Send a break.

Set terminal attributes.

Set distinguished process
group ID.

The following functions allow changes to the baud rate in the control
structure. A/UX does not support different values for the input and
output baud rate; both cfsetispeed() and cfsetospeed()
change the input and output baud rates.

Function

cfgetispeed
cfgetospeed
cfsetispeed

cfsetospeed

3.2 Signals

Reference

cfgetospeed(3P)
cfgetospeed(3P)
cfgetospeed(3P)
cfgetospeed(3P)

Brief description
Retum input baud rate.

Return output baud rate.
Set input baud rate.
Set output baud rate.

POSIX specifies new signal functions which are modeled on 4.2BSD
signals. Some of the new functions have corollaries in the BSD signal

environment:
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POSIX Function BSD Function
sigaction(3P) sigvec(2)
sigprocmask(3P) sigsetmask(2)
sigsuspend(3P) sigpause(2)

There are five functions provided for manipulating signal sets. These
routines provide functionality similar to that of the sigmask() macro.

Function
sigaction

sigaddset
sigdelset

sigfillset

sigemptyset

sigismember

sigprocmask

sigsuspend

Reference Brief description

sigaction(3P) Examine and change signal
action.

sigsetops(3P) Add a signal to a signal set.

sigsetops(3P) Delete a signal from a signal
set.

sigsetops(3P) Initialize a signal set to include
all POSIX-defined signals.

sigsetops(3P) Initialize a signal set to
exclude all POSIX defined
signals.

sigsetops(3P) Determine if a signal is a
member of a signal set.

sigprocmask(3P) Examine and change blocked
signals.

sigsuspend(3P) Wait for a signal.

3.3 Configurable System Variables
POSIX has introduced the following new routines which allow an
application to query environment and system variables at runtime:
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Function Reference Brief description

fpathconf pathconf(3P) Get current values of
configurable file-related
variables.

pathconf pathconf(3P) Get current values of
configurable file-related
variables.

sysconf sysconf(3P) Get values of configurable
system variables.

3.4 Miscellaneous
The POSIX environment has the following new routine:

Function Reference Brief description
mkfifo mkfifo(3P) Make a FIFO special file.

4. Header Files and Feature Test Macros
POSIX specifies certain symbols that are defined in header files. The
available header files are:

unistd.h
sys/types.h
sys/stat.h
fentl.h
limits.h
utime.h

Some of these header files may also define symbols in addition to those
defined by POSIX, potentially conflicting with symbols defined by an
application program. These potential problems can be dealt with by
using feature test macros, which control the visibility of these symbols
in the header files required by POSIX.

The rest of this section describes feature test macros and lists the
contents of available header files.

4.1 Feature Test Macros
AJUX defines the following feature test macros:
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_SYSV_SOURCE
_BSD_SOURCE
_AUX_SOURCE
_FIPS_151_ SOURCE

The feature test macros _SYSV_SOURCE and _BSD_SOURCE
represent the historical implementations on which A/UX is based.
_AUX_SOURCE represents extensions to the historical implementations
that are specific to A/UX.

The feature test macro _FIPS_151_SOURCE represents
functionality specific to the initial version of the POSIX FIPS and is
present for backward compatibility only. Application programs should
not use this feature test macro.

Feature test macros may be invoked on the cc command line. See
Chapter 2, “‘cc Command Syntax’’ for a description of the
command line arguments and their effects.

4.2 <unistd.h>
#ifndef _ unistd h
#define _ unistd_h

#ifdef _SYSV_SOURCE
/* lockf(..., function, ...) values */
#define F_ULOCK 0 /* Unlock a previously locked region */
#define F_LOCK 1 /* Lock a region for exclusive use */
#define F_TLOCK 2 /* Test and lock a region for
exclusive use */
#define F_TEST 3 /* Test a region for other
processes locks */
#endif /* _SYSV_SOURCE */

#ifdef _POSIX_ SOURCE
#ifndef NULL
#define NULL 0
#endif

/* access(..., mode) values */
#define R OK 4 /* read permission */
#define W_OK 2 /* write permission */
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#define X_OK 1 /* execute or serach permission */
#define F_OK 0 /* existence only */

/* lseek(..., whence) values */

#define SEEK SET 0 /* beginning of file */
#define SEEK CUR 1 /* current position */
#define SEEK END 2 /* end of file */

/* initial file descriptor values */

#define STDIN_FILENO 0
#define STDOUT_FILENO 1
#define STDERR_FILENO 2

/* POSIX option flags */

#define _POSIX_JOB_CONTROL 1
#define _POSIX SAVED_ IDS 1
#define _POSIX VERSION 198808L
#define _POSIX CHOWN_RESTRICTED 1
#define _POSIX_NO_TRUNC 1
#define _POSIX VDISABLE 0377

/* sysconf () names */

#define _SC_ARG_MAX 0x00000001
#define _SC_CHILD MAX 0x00000002
#define _SC_CLK_TCK 0x00000004
#define _SC_NGROUPS_MAX 0x00000008
#define _SC_OPEN_MAX 0x00000010
#define _SC_JOB_CONTROL 0x00000200
#define _SC_SAVED_1IDS 0x00002000
#define _SC_VERSION 0x00004000

/* pathconf () names */

#define _PC_LINK_MAX 0x00020000
#define _PC_MAX_CANON 0x00040000
#define _PC_MAX INPUT 0200080000
#define _PC_NAME_MAX 0x00100000
#define _PC_PATH_MAX 0x00200000
#define _PC_PIPE_BUF 000800000
#define _PC_CHOWN_RESTRICTED 0x01000000
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#define _PC_NO_TRUNC 0x20000000
#define _PC_VDISABLE 0x80000000

/* POSIX miscellaneous function declarations */
extern char *getcwd(), *getlogin(), *ttyname();

#ifdef FIPS_151_SOURCE

/* POSIX option flags (artifacts from Draft 12) */
#define _POSIX CHOWN SUP GRP 1

#define _POSIX_UTIME OWNER 1

#define _POSIX_GROUP_PARENT 1
#define _POSIX_ KILL_SAVED 1
#define _POSIX EXIT SIGHUP 1
#define _POSIX KILL PID NEG1 1
#define _POSIX DIR DOTS 1
#define _POSIX PGID_CLEAR 1
#define _POSIX V_DISABLE _POSIX_VDISABLE

/* sysconf () names (artifacts from Draft 12) */

#define _SC_PASS_MAX 0x00000020
#define _SC_PID MAX 0x00000040
#define _SC_UID_MAX 0x00000080
#define _SC_EXIT_SIGHUP 0x00000100
#define _SC_KILL_PID_NEG1 0x00000400
#define _SC_KILL_SAVED 0x00000800
#define _SC_PGID_CLEAR 0x00001000

/* pathconf() names (artifacts from Draft 12) */

#define _PC_FCHR_MAX 0x00010000
#define _PC_PIPE_MaAX 0x00400000
#define _PC_CHOWN_SUP_GRP 0x02000000
#define _PC _DIR DOTS 0x04000000
#define _PC_GROUP_PARENT 0x08000000
#define _PC_LINK DIR 0x10000000
#define _PC_UTIME_OWNER 0x40000000
#define _PC_V_DISABLE _PC_VDISABLE
#endif /* _FIPS_151_SOURCE */
#endif /* _POSIX SOURCE */
A/UX POSIX Environment B-9

030-0786-A



#endif /* ! _unistd h */

43 <sys/types.h>
The following types are defined in <sys/types.h> for the POSIX
environment:

#ifndef __ sys_types h
#define __ sys_types_h

#define _TYPES _ /* for backwards compatibility */
/*
* System-dependent parameters and types
*/
typedef char * caddr_t;
typedef long clock_t;
typedef short cnt_t;
typedef long daddr_t;
typedef unsigned short dev_t;
typedef int gid _t;
#ifdef _POSIX_ SOURCE
typedef unsigned long ino_t;
#else

typedef unsigned short ino_t;
#endif /* _POSIX_SOURCE */

typedef long key_ t;

typedef int label t[13];

typedef unsigned short mode_t;

typedef short nlink_t;

typedef long off_t;

typedef long paddr_t;

typedef int pid_t;

typedef int ptrdiff t;

typedef int size_t;

typedef long time t;

typedef long ubadr_t; /* physical unibus address
typedef unsigned char uchar_t;

typedef unsigned short ushort_t;

typedef int uid t;

typedef unsigned int uint_t;

typedef unsigned long ulong t;

typedef unsigned int wchar_t;
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#ifndef NULL

#define NULL 0
#endif /* NULL */
/*

* To be excluded from visibility control,
* types must end in _t.

*/
#ifdef _SYSV_SOURCE
typedef unsigned int uint;
typedef unsigned long ulong;
typedef unsigned char unchar;
typedef unsigned short ushort;

#endif /* _SYSV_SOURCE */

#ifdef _BSD_SOURCE
typedef struct fd set { long fds_bits[1l]; } £d_set;

typedef struct{int r[1];} *physadr;

typedef struct _quad { long vall2]; } quad;
typedef unsigned char u_char;

typedef unsigned short u_short;

typedef unsigned int u_int;

typedef unsigned long u_long;

#endif /* _BSD_SOURCE */

#ifdef _AUX_ SOURCE

typedef unsigned long ino_tl;
#endif /* _AUX_SOURCE */

#endif /* ! _sys types_h */

4.4 <sys/stat.h>
The header file <sys/stat . h> has the following defines for the
POSIX environment:

#ifndef _ sys stat_h
#define __ sys_stat_h

/%
* Structure of the result of stat
*/
#ifdef POSIX_SOURCE
struct stat
A/UX POSIX Environment B-11

030-0786-A



dev_t
short
mode_t
nlink t
int
dev_t
off t
time t
ino_t
#ifdef _AUX_SOURCE
#define st_inol st_ino
#endif /* _AUX SOURCE */
time_t
int
time t
int
long
long
uid t
gid t
}i

#else /* ! POSIX_SOURCE */

struct
{

stat

dev_t
ino_t
mode_t
nlink t
short
short
dev_t
off t
time t
#ifdef _AUX_SOURCE
ino_tl
#else /* ! AUX SOURCE */
ulong_t
#endif /* _AUX SOURCE */

B-12

st_dev;
st_spare0;
st_mode;
st_nlink;
st_sparel;
st_rdev;
st_size;
st_atime;
st_ino;

/* backward compatibility */

st_mtime;
st_spare2;
st_ctime;
st_spare3;
st_blksize;
st_blocks;
st_uid;
st_gid;

st_dev;
st_ino;
st_mode;
st_nlink;
st_uid;
st_gid;
st_rdev;
st_size;
st_atime;

st_inol;

st_inol;
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time_t st_mtime;

int st_spare2;
time_t st_ctime;

int st_spare3;
long st_blksize;
long st_blocks;
long st_spare4d[2];

};
#endif /* _POSIX_SOURCE */

#define S_ISUID 04000 /* set user id on execution */
#define S_ISGID 02000 /* set group id on execution */

#if defined( SYSV_SOURCE) || defined( BSD_SOURCE)
/* historical file type constants */
#define S_IFMT 0170000 /* type of file */

#define S_IFIFO 0010000 /* fifo */

#define S_IFCHR 0020006 /* character special */
#define S_IFDIR 0040000 /* directory */

#define S_IFBLK 0060000 /* block special */
#define S_IFREG 0100000 /* regular */

/* additional (historical) file modes */

#define S_ISVTX 01000 /* save swapped text even after use */
#define §S_IREAD 00400 /* read permission, owner */

#define §S_IWRITE 00200 /* write permission, owner */

#define S_IEXEC 00100 /* execute/search permission, owner */

#define S_ISFIFO(m) (((m) & S_IFMT) == S_IFIFO)
#define S_ISCHR(m) (((m) & S_IFMT) == S IFCHR)
#define S_ISDIR(m) (((m) & S_IFMT) == S_IFDIR)
#define S_ISBLK(m) (((m) & S _IFMT) == S_IFBLK)
#define S_ISREG (m) (((m) & S_IFMT) == S_IFREG)
#else

#ifdef _POSIX SOURCE

/*

* POSIX doesn’t require the historical versions
* of these file type constants (see above).

*/
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#define _S_IFMT 0170000 /* type of file */

#define _S_IFIFO 0010000 /* fifo */

#define _S_IFCHR 0020000 /* character special */
#define _S_IFDIR 0040000 /* directory */

#define _S_IFBLK 0060000 /* block special */
#define _S_IFREG 0100000 /* regular */

#define S_ISFIFO (m) (((m) & _S_IFMT) == _S IFIFO)
#define S_ISCHR (m) (((m) & _S_IFMT) == _S IFCHR)
#define S_ISDIR(m) (((m) & _S IFMT) == _S_IFDIR)
#define S_ISBLK (m) (((m) & _S_IFMT) == _S_IFBLK)
#define S_ISREG (m) (((m) & _S IFMT) == _S_IFREG)
#endif /* _POSIX_SOURCE */

#endif /* _SYSV_SOURCE || _BSD_SOURCE */

#ifdef _BSD_SOURCE

/* additional file types */

#define S_IFLNK 0120000 /* symbolic link */
#define S_IFSOCK 0140000 /* socket */

#define S_ISLNK (m) (((m) & S_IFMT) == S_IFLNK)
#define S_ISSOCK (m) (({m) & S_IFMT) == S_IFSOCK)
#endif /* BSD SOURCE */

#if defined(_SYSV_SOURCE) || defined(_POSIX_ SOURCE)

#define S_IRUSR 00400 /* read permission, owner */

#define S_IWUSR 00200 /* write permission, owner */

#define S_IXUSR 00100 /* execute/search permission, owner *,
#define S_IRWXU (S_IRUSR | S_IWUSR | S_IXUSR)

#define S_IRGRP 00040 /* read permission, group */

#define S_IWGRP 00020 /* write permission, group */

#define S_IXGRP 00010 /* execute/search permission, group *
#define S_IRWXG (S_IRGRP | S_IWGRP | S_IXGRP)

#define S_IROTH (00004 /* read permission, other */

#define S_IWOTH 00002 /* write permission, other */

#define S_IXOTH 00001 /* execute/search permission, other *
#define S_IRWXO (S_IROTH | S_IWOTH | S_IXOTH)
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#endif /* _SYSV _SOURCE || _POSIX_SOURCE */
#endif /* ! _ sys stat_h */

45 <fcntl.h>

The following are definesin <fcntl.h>:
#ifndef __ fentl h

#define _ fecntl h

/* Flag values accessible to open(2) and fcntl (2) */
/* (The first three can only be set by open) */

#if defined(_SYSV_SOURCE) || defined(_POSIX_ SOURCE)
#ifndef _ sys file h

#define O_RDONLY 0

#define O_WRONLY 1

#define O_RDWR 2

#define O_APPEND 0x08 /*append (writes guaranteed

at the end)*/

/* Flag values accessible only to open(2) */
#define O_CREAT 0x100 /* open with file create
(uses third open arg)*/
#define O_TRUNC 0x200 /* open with truncation */
#define O_EXCL  0x400 /* exclusive open */

/* fcntl(2) requests */
#define F_DUPFD
#define F_GETFD
#define F_SETFD
#define F_GETFL
#define F_SETFL

/* Duplicate fildes */

/* Get fildes flags */

/* Set fildes flags */

/* Get file flags */

/* Set file flags */

#define F_GETLK /* Get file lock */

#define F_SETLK /* Set file lock */

#define F_SETLKW 7 /* Set file lock and wait */
#endif /* ! _sys file_h */

WU WO

/* file segment locking set data type */
/* - information passed to system by user */
struct flock {

short 1 _type:
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short 1_whence;
long 1 start;
long 1 len; /* len = 0 means
until end of file */
#ifdef _POSIX_SOURCE

pid t 1_pid;
#else /* !_POSIX_ SOURCE */
int 1_pid;

#endif /* _POSIX_ SOURCE */
i

/* file segment locking types */

#define F_RDLCK 01 /* Read lock */
#define F WRLCK 02 /* Write lock */
#define F UNLCK 03 /* Remove lock(s) */

#endif /* _SYSV_SOURCE || _POSIX_SOURCE */

#ifdef _SYSV_SOURCE

/* Historical flag values accessible to open(2) and fcntl(2) */
#define O_NDELAY 04 /* Non-blocking I/O0 */

#endif /* _SYSV_SOURCE */

#ifdef _BSD_SOURCE

/* Additional fentl(2) requests */
#define F_GETOWN 8 /* Get owner */
#define F_SETOWN 9 /* Set owner */
#endif /* _BSD_SOURCE */

#ifdef POSIX SOURCE
/* File access mode mask */
#define O_ACCMODE 03

/* POSIX-defined argument to F_SETFD */
#define FD_CLOEXEC 0x0001

/*
* POSIX-defined flag values accessible
* to open(2) and/or fcntl(2)
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*/

#define O_NONBLOCK 0x00004000 /* O_NDELAY POSIX style */

#define O_NOCTTY 0x00008000 /* don’t assign
controlling tty */

#endif /* _POSIX_SOURCE */

#ifdef _AUX_SOURCE
/* Implementation-defined flag values accessible to open(2) */
#define O_GETCTTY 0x00010000 /* force controlling
tty assignment */
#define O_GLOBAL 0x80000000 /* force allocation from
global table */
#endif /* _AUX SOURCE */

#endif /* !__fentl h */
4.6 <limits.h>

The header file <1imits.h> contains the following constants:
#ifndef _ limits_h
#define _ limits h

/*

* These symbolic names are defined in the SVID, ANSI C,
* POSIX, and/or intro(2).

*x/

/*
* gsizes of integral types; constants defined by ANSI C
*/
/* number of bits in a char */
#define CHAR_BIT 8

/* max integer value of a char */

#define SCHAR_MAX 127
#define UCHAR_MAX 255
#define CHAR_MAX SCHAR MAX

/* min integer value of a char */
#define SCHAR_MIN -128
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#define CHAR_MIN SCHAR_MIN

/* max decimal value of long */
#define LONG_MAX 2147483647

N

/* min decimal value of a long */
#define LONG_MIN -2147483648

[\]

/* max decimal value of a short */
#define SHRT_MAX 32767

/* min decimal value of a short */
#define SHRT_MIN -32768

/* max decimal value of an int */
#define INT MAX LONG_MAX

/* min decimal value of an int */
#define INT_MIN LONG_MIN

/* max decimal value of an unsigned long */
#define ULONG_MAX 4294967295

/* max decimal value of an unsigned short */
#define USHRT_MAX 65535

/* max decimal value of an unsigned int */
#define UINT__MAX ULONG__MAX

/* max number of bytes in multibyte character, */
/* for any supported locale */
#define MB LEN_MAX 2

/*

operating system constants and other numeric constants

not defined by ANSI C; where applicable, cross-referenced
to constant and/or file used internally; configurable by
kconfig(lm) values are also cross-referenced to <sys/var.h>
and uvar(2)

* X X X %
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*/
#ifdef _SYSV_SOURCE

/* max number of of processes per user id;
cf. MAXUP <sys/config.h>, v.v_maxup <sys/var.h> */
¥define CHILD_ MAX 25

/* max size of a file in bytes; see ULIMIT below */
#define FCHR MAX 0 /* overflow! */

/* number of bits in a long */
#define LONG_BIT WORD_BIT

/* max decimal value of a double */
#define MAXDOUBLE 1.79769313486231470e+308

/* max number of bytes in terminal input line;
cf. CANBSIZ <sys/param.h> */
#define MAX_ CHAR 256

/* max number of characters in a file name;
cf. SVFSDIRSIZ <svfs/fsdir.h> */
#define NAME_MAX 14

/* max value for a process ID; cf. MAXPID <sys/param.h> */
#define PID MAX 30000

/* max number of bytes written to a pipe in a write;
PIPSIZ <svfs/inode.h> */
#define PIPE_MAX 5120

/* max number of processes system-wide;
cf. NPROC <sys/config.h>, v.v_proc <sys/var.h> */
#define PROC_MAX 50

/* number of bytes in a physical I/0 block;
cf. DEV_BSIZE <sys/param.h> */
#define STD_BLK 512
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/* number of chars in uname(2) strings; cf. <sys/utsname.h> */
#define SYS_NMLN 9

/* max number of open files system-wide;
cf. NFILE <sys/config.h>, v.v_file <sys/var.h> */
#define SYS_OPEN 100

/* max number of unique names generated by tmpnam(3) */
#define TMP_MAX 17576

/* max value for a user or group ID;
cf. MAXUID <sys/param.h> */
#define UID_MAX 60000

/* max decimal value of an unsigned int */
#define USI_MAX ULONG_MAX

/* number of bits in a word (int) */
#define WORD_BIT 32
#endif /* _SYSV___SOURCE * /

#ifdef _POSIX_SOURCE

/*

* minimum values for implementation-specific
* constants defined by POSIX.1

*/
#define _POSIX ARG_MAX 4096
#define _POSIX_CHILD_MAX 6
#define _POSIX LINK MAX 8
#define _POSIX_MAX CANON 255
#define _POSIX MAX INPUT 255
#define _POSIX NAME MAX 14
#define _POSIX_NGROUPS_MAX 0
#define _POSIX_OPEN_MAX 16
#define _POSIX PATH_MAX 255
#define _POSIX_PIPE_BUF 512
#ifdef CHILD MAX
#undef CHILD_MAX
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#endif /* CHILD_MAX */

/*

POSIX requires indeterminate values to be omitted. NAME MAX is
file-system dependent; use pathconf () to obtain a value for
NAME_MAX.

*/
#ifdef NAME_MAX
#undef NAME MAX
#endif /* NAME MAX */

/* max number of supplementary group IDs; */

/* cf. NGROUPS <sys/param.h> */

#define NGROUPS_MAX 8

/* max number of bytes in canonical input line; */
/* cf. CANBSIZ <sys/param.h> */

#define MAX CANON 256

/* max number of bytes in terminal input queue; */
/* cf. CANBSIZ <sys/param.h> */

#define MAX INPUT 256

#endif /* _POSIX_SOURCE */

#if defined(_SYSV_SOURCE) || defined(_POSIX_ SOURCE)
/*

/* max length of arguments to exec(2); */
/* cf. NCARGS <sys/param.h> */
#define ARG_MAX 5120

/* max number of links per file; */
/* cf. MAXLINK <sys/param.h> */
#define LINK MAX 1000

/* max number of open files per process; */
/* cf. NOFILE <sys/param.h> */
#define OPEN_MAX 32

/* max number of characters in a path name; */
/* cf. MAXPATHLEN <sys/param.h> */
#define PATH_MAX 1024
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/* max number of bytes atomic in write to a pipe; */
/* PIPSIZ <svfs/inode.h> */

#define PIPE_BUF 5120
#endif /* _SYSV_SOURCE || _POSIX_SOURCE */

#if defined(_SYSV_SOURCE) || defined(_FIPS_151_SOURCE)
/*

* CLK_TCK is also defined in <time.h>,
* for historical reasons.

* number of of clock ticks per second;
* cf. HZ and CLKTICK <sys/param.h>

*/
#ifndef CLK_TCK
#define CLK_TCK 60

#endif /* !CLK_TCK */
/* max number of characters in a password */

#define PASS MAX 8

/* max value for a process ID; cf. MAXPID <sys/param.h> */
#define PID MAX 30000

/* max value for a user or group ID; cf. MAXUID <sys/param.h> */
#¥define UID_MAX 60000

#endif /* SYSV_SOURCE || _FIPS_151 SOURCE */

#ifdef _AUX_ SOURCE

/* max size of file in 512-byte blocks; */

/* cf. CDLIMIT <sys/param.h>, ulimit (2) */

#define ULIMIT 16777216
#endif /* _AUX_SOURCE */

#endif /* ! limits h */

4.7 <utime.h>
The header file <ut ime . h> defines the ut imbuf structure for use
with ut ime(2P):

struct utimbuf {
time t actime;
time_t modtime;

}:

B-22 A/UX Programming Languages and Tools, Volume 1
030-0786-A



5. Migrating Programs from A/UX to A/UX POSIX
In this section, several examples are presented illustrating differences
between the standard A/UX environment and the A/UX POSIX
environment. In the first example, identical signal-catching behavior is
obtained in both environments. In the second, identical terminal
interface setup is shown. In the third and fourth, determining the
values of system variables is demonstrated.

5.1 Manipulate Signal Sets

The following code fragment shows how a program would use 4.2BSD
signals to set up an interrupt handling routine for SIGINT and block
SIGQUIT signals while handling a SIGINT signal.

#include <signal.h>
int interrupt():

struct sigvec s;
struct sigvec os;

s.sv_handler = interrupt;
s.sv_mask = sigmask (SIGQUIT);
s.sv_onstack = 0;
if (sigvec(SIGINT, &s,‘&os) == -1)
perror(“sigvec");
interrupt ()
{
printf ("Interrupt\n");
}
The same example, using A/UX POSIX signal functions:
#include <signal.h>

extern void interrupt();

struct sigaction action;
struct sigaction oldaction;

if (sigemptyset (&action.sa_mask) == -1)
perror("siginitset"™);

if (sigaddset (&action.sa_mask, SIGQUIT) == -1)
perror ("sigaddset™);
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action.sa_handler = interrupt;

action.sa_flags = 0;

if (sigaction(SIGINT, &action, &oldaction) == -1)
perror("sigaction"™);

}

void

interrupt ()

{
printf("Interrupt\n");

}

5.2 Terminal Control

tcgetattr(3P) and tcsetatt r(3P) are used to get and set
terminal attributes. Previously, ioct 1(2) was used for getting and
setting terminal attributes.

5.2.1 tcgetattr
Using ioct1(), a program would get the value of the suspend
character as follows:

#include <sys/ioctl.h>

struct ltchars lc;
char suspend;

if (ioctl (0, TIOCGLTC, &lc) == -1)
return(-1);
suspend = lc.t_suspc;

In the A/UX POSIX environment, tcgetatt r() would be used:
#include <unistd.h>
#include <termios.h>

struct termios t;
char suspend;

if (tcgetattr (STDIN_FILENO, &t) == -1)
perror("tcgetattr"™);
suspend = t.c_cc[VSUSP];
5.2.2 tcsetattr

The following code fragment sets the TOSTOP flag for a process using
ioctl(2):
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#include <sys/termio.h>
#include <sys/ioctl.h>

int compat;

compat = TOSTOP;
if (ioctl(l, TIOCSCOMPAT, &compat) == -1)
perror (“compat"™) ;

In the POSIX environment, tcsetattr() is used to set the TOSTOP
flag as follows:

#include <unistd.h>
#include <termios.h>

struct termios t;

if (tcgetattr(STDOUT_FILENO, &t) == -=1)
perror (“"tcgetattr");

t.c_lflag |= TOSTOP;

if (tcsetattr(STDOUT_FILENO, TCSANOW, &t) == -1)
perror ("tcsetattr");

5.3 Configurable System Variables

New functionality is provided in the POSIX environment to query
system and file-related variables. The three routines, syscon£(),
pathconf(), and fpathconf() provide this functionality.

5.3.1 fpathconf
The following is an example of using fpathconf() to determine the
size of a buffer used to hold pathnames:

#include <stdio.h>

#include <sys/types.h>

#include <fcntl.h>

#include <unistd.h>

#include <limits.h>

long i;

int £4;

char *buf;

char *malloc();

if ((fd = open("./file", O_RDWR)) == -1)
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perror(“open") ;
if ((i = fpathconf(fd, _PC_PATH MAX)) == -1)

perror ("fpathconf"™) ;
if ((buf = malloc((unsigned) i)) == NULL)

perror ("malloc”);

5.3.2 sysconf
The following is an example of using syscon£() to allocate space for
a table to keep track of child processes:

#include <stdio.h>
#include <unistd.h>
#include <limits.h>

struct cldp ({
int pid;
int info;

}:

struct cldp *buf;
long i;
char *malloc();

i = sysconf (_SC_CHILD_MAX);
if (((char *)buf =
malloc ((unsigned) (i * sizeof(struct cldp)))) == NULL)
perror("malloc");
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Appendix C
A/UX POSIX Conformance Document

1. Scope

This document describes the A/UX 2.0 implementation of the IEEE
Standard 1003.1-1998, Portable Operating System Interface for
Computer Environments, also known as POSIX.1. POSIX.1 is also an
international standard, ISO 9945-1. The A/UX 2.0 implementation
also complies with the Federal Information Processing Standard (FIPS)
151-1, which is equivalent to POSIX.1 with certain restrictions.

This document fulfills the documentation requirements in section
2.2.1.2 of POSIX.1 and describes only the behavior that is specified to
be implementation-defined or where it is specified that behavior of
implementations may vary. This document, along with POSIX.1, fully
describes the A/UX 2.0 POSIX implementation. The format and
organization of this document follows POSIX.1.

2. Definitions and General Requirements

2.2 Conformance

A/UX 2.0 claims conformance to IEEE Standard 1003.1-1988, C
Language Binding (Common Usage C Language-Dependent System
Support).

2.3 General Terms

If a function call requires appropriate privileges, the effective user ID
of the calling process must be zero.

After the creator’s lifetime has ended, the parent process ID of the
created process is the process ID of init(1M).

There are no special characteristics of a system process.

A pathname that begins with two successive slashes is interpreted as a
single slash,
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A read-only file system is specified using mount(1M).

2.4 General Concepts
There are no extended security controls.

There are no additional file access permissions or alternative access

methods.

2.5 Error Numbers

The following are additional error numbers defined in <errno.h>:

ENOTBLK
ETXTBSY
ENOMSG

EIDRM

ECHRNG
EL2NSYNC
EL3HLT

EL3RST

ELNRNG
EUNATCH
ENOCSI

EL2HLT
EWOULDBLOCK
EINPROGRESS
EALREADY
ENOTSOCK
EDESTADDRREQ
EMSGSIZE
EPROTOTYPE
ENOPROTOOPT
EPROTONOSUPPORT
ESOCKTNOSUPPORT
EOPNOTSUPP
EPFNOSUPPORT
EAFNOSUPPORT
EADDRINUSE
EADDRNOTAVAIL

C-2

Block device required

Text file busy

No message of desired type
Identifier removed

Channel number out of range
Level 2 not synchronized

Level 3 halted

Level 3 reset

Link number out of range
Protocol driver not attached

No CSI structure available

Level 2 halted

Operation would block
Operation now in progress
Operation already in progress
Socket operation on a non-socket
Destination address required
Message too long

Protocol wrong type for socket
Protocol not available

Protocol not supported

Socket type not supported
Operation not supported on socket
Protocol family not supported
Address family not supported by protocol
Address already in use

Can’t assign requested address
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ENETDOWN Network is down

ENETUNREACH Network is unreachable
ENETRESET Network dropped connection on reset
ECONNABORTED Software caused connection abort
ECONNRESET Connection reset by peer
ENOBUF'S No buffer space available
EISCONN Socket is already connected
ENOTCONN Socket is not connected
ESHUTDOWN Can’t send after socket shutdown
ETOOMANYREFS Too many references
ETIMEDOUT Connection timed out
ECONNREFUSED Connection refused

ELOOP Too many levels of symbolic links
EHOSTDOWN Host is down

EHOSTUNREACH No route to host

ENOSTR Device not a stream

ENODATA No data (for no delay 1/O)

ETIME Timer expired

ENOSR Out of streams resources

ESTALE Stale NFS file handle

EREMOTE Too many levels of remote in path
EPROCLIM Too many processes

EUSERS Too many users

EDQUOT Disk quota exceeded
EDEADLOCK Locking deadlock error

ENOLCK No record locks available

EFBIG will never occur if the default value of maximum file size is
used. The default maximum file size in terms of bytes is greater than
ULONG_MAX; thus ULONG_MAX will be exceeded before the
maximum file size is reached. The maximum file size is configurable
for a process using ulimit (2).

EFAULT will be detected when an invalid address is passed as an
argument to a system call.

2.6 Primitive System Data Types
The following are the additional implementation-defined types defined
in<sys/types.h>:
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typedef
typedef
typedef
typedef
typedef
typedef
typedef
typedef
typedef
typedef
typedef

2.9 Numerical Limits

char *
short
long
long
int
long
long

unsigned
unsigned
unsigned
unsigned

caddr_t;
cnt_t;
daddr_t;
key_t;
label t([13];
paddr_t;
ubadr_t;
char uchar_t;
char uint_t;
char ulong t;
char wushort_t;

The following are the symbolic constants defined in <1imits.h>:

#define
#define
#define
#define
#define
#define
#define
#define

ARG_MAX
CLK_TCK

LINK_MAX
PATH_MAX
PIPE_BUF

5120
60

1000
1024
5120

MAX_INPUT 256
MAX_CANON 256

OPEN_MAX

32

The following are the symbolic constants defined in <unistd.h>:

Values for the mode argument to access(2):

#define
#define
#define
#define

o N

Values for the whence argument to 1seek(2):

#define
#define

C-4

SEEK_SET
SEEK_CUR

0
1
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#define  SEEK _END 2
Standard input, output and error values:
#define  STDIN_FILENO 0

#define  STDOUT FILENO 1
#define  STDERR FILENO 2

POSIX flag options:

#define _POSIX_JOB_CONTROL 1
#define _POSIX CHOWN RESTRICTED 1
#define _POSIX_SAVED_IDS 1
#define _POSIX NO TRUNC 1
#define _POSIX V_DISABLE 0377
#define _POSIX VERSION 198808L
Values for the name argument to sysconf(3P):

#define _SC_ARG MAX 0x00000001
#define  _SC_CHILD_ MAX 0x00000002
#define _SC_CLK_TCK 0x00000004
#define _SC_NGROUPS_MAX 0x00000008
#define _SC_OPEN_MAX 0x00000010
#define _SC_JOB_CONTROL 0x00000200
#define _SC_SAVED_IDS 0x00002000
#define _SC_VERSION 0x00004000
Values for the name argument to pathconf(3P):

#define _PC_LINK MAX 0x00020000
#define _PC_MAX_CANON 0x00040000
#define _PC_MAX INPUT 0x00080000
#define _PC_NAME MAX 0x00100000
#define _PC_PATH_MAX 0x00200000
#define _PC_PIPE BUF 0x00800000

#define _PC_CHOWN RESTRICTED 0x01000000
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#define _PC_NO_TRUNC 0%20000000
#define _PC_UTIME_OWNER 0x40000000
#define _PC_V_DISABLE 0x80000000

2.9.3 Run-Time Invariant Values (Possibly Indeterminate)
CHILD_MAX is the only configurable run-time variable.

2.9.4 Path Varlable Values
NAME_MAX is the only configurable pathname variable.

3. Process Primitives
3.1 Process Creation and Execution

3.1.1 Process Creation
Function: fork()

3.1.1.2 Description
The following additional process characteristics are inherited by the
child process:

process compatibility flags

profiling on/off status

nice value

all attached shared memory segments

trace flag

phys regions

file size limit
Process locks, text locks and data locks are not inherited by the child.
The semadj values are cleared for the child process.

3.1.2 Execute a File
Functions: execl (), execv (), execle(), execve(),
execlp (), execvp()

3.1.2.2 Description
If the PATH environment variable is undefined, the directories
searched to find the file are /binand /usr/bin.

The number of bytes available for a new process’s argument and
environment lists, ARG_MAX, includes null terminators.
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3.2 Process Termination

3.2.1 Walt for Process Termination
Functions: wait (), waitpid()

3.2.1.2 Description

If a child is stopped due to a trace breakpoint, wait () returns
immediately.

If a parent process terminates without waiting for its children to
terminate, the children will be assigned the parent process ID 1. This
process ID corresponds to the initialization process, init(1M).

If the child process is stopped, the high order 8 bits of status will
contain the number of the signal that caused the process to stop and the
low order 8 bits will be setequal to 0177,

3.2.2 Terminate a Process
Function: _exit ()

3.2.2.2 Description

If a parent process terminates without waiting for its children to
terminate, the children will be assigned the parent process ID 1. This
process ID corresponds to the initialization process.

3.3 Signals
3.3.1 Signal Concepts

3.3.1.1 Signal Names
The following additional signals may occur in the system:

SIGTRAP trace trap

SIGIOT IOT instruction

SIGEMT EMT instruction

SIGBUS bus error

SIGSYS bad argument to a system call
SIGPWR power-fail restart
SIGVTALRM virtual time alarm

SIGPROF profiling timer alarm

SIGWINCH window size change
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SIGURG urgent condition present on socket
SIGIO I/O is possible on a descriptor

3.3.1.2 Signal Generation and Delivery
If there is a subsequent instance of a pending signal, the signal will be
delivered once.

3.3.1.3 Signal Actions
If the action for SIGCHLD is setto SIG_IGN, the behavior is as if
the action were setto SIG_DFL.

There are three arguments to signal catching functions: a signal
number, a code, and a pointer to a sigcontext structure.

If a signal-catching function for SIGSEGV or SIGILL returns
normally, the instruction is restarted.

If a signal-catching function for SIGFPE returns normally, the
offending instruction is skipped.

Establishing a signal-catching function for SIGCHLD while a process
has child processes is permitted.

3.3.2 Send a Signal to a Process
Function: kill ()

3.3.2.2 Description
There are no additional restrictions on sending a signal to a process.

If pid is zero, the processes with process ID 0 and 1 will not receive the
signal.

3.3.4 Examine and Change Signal Action

Function: sigaction()

3.3.4.2 Description
Additional flag bits for sa_flags of sigaction structure in
<signal.h> are:

SA_ONSTACK Take signal on signal stack
SA_INTERRUPT Do not restart system call on signal return
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3.3.6 Examine Pending Signals
Function: sigpending()

3.3.6.4 Errors
If set points to an invalid address, sigpending () will return -1 and
sct errno to EFAULT.

4. Process Environment

4.2 User Identification

4.2.4 Get User Name
Functions: getlogin(), cuserid()

4.2.4.4 Errors
There are no error conditions for cuserid () other than the user
name not being found.

4.4 System Identification

4.4.1 System Name
Function: uname ()

4.4.1.2 Description
The utsname structure in <sys/utsname . h>:

struct utsname {

char sysname[9];
char nodename [9] ;
char release[9];
char version[9];
char machine[9];

}:

The values for members of utsname are string constants defined at
the time the system is created or initiated.

4.4.1.4 Errors
If name points to an invalid address, uname () will return -1 and set
errno to EFAULT.
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4.5 Time

4.5.1 Get System Time
Function: time ()

4.5.1.4 Errors

If tloc points to an illegal address, time() will return -1 and set errno to
EFAULT.

4.5.2 Process Times
Function: times ()

4.5.2.2 Description
There are no additional members of the tms structure in
<sys/times.h>.

4.6 Environment Variables

4.6.1 Environment Access
Function: getenv ()

46.1.3 Errors
There are no error conditions for getenv () other than the
environment variable not being found.

4.7 Terminal Identification

4.7.1 Generate Terminal Pathname
Function: ctermid ()

4.7.1.4 Errors
There are no error conditions for ctermid ().

4.7.2 Determine Terminal Device Name
Functions: ttyname (), isatty ()

4.7.2.4 Errors

There are no error conditions for ttyname () or isatty () other
than fildes not describing a terminal device.

5. Files and Directories

5.1 Directories
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5.1.1 Format of Directory Entries

5.1.1.2 Description

A/UX supports System V and Berkeley file systems. Each directory is
a file that contains one entry for each file contained in the directory. In
System V file systems, directory entries are defined by the structure
svfsdirect in<svfs/fsdir.h>.

struct svfsdirect {

ino_t d ino;

char d_name [SVFSDIRSIZ];
}:

For Berkeley file systems, directory entries are defined by the structure
direct in<ufs/fsdir.h>.

struct direct {

u_long d fileno;
u_short d_reclen;
u_short d_namlen;
char d_name [MAXNAMLEN + 1];

}:

The dirent structure in <dirent . h> has three elements in
additionto d_name:

#define _SYS _NAME MAX 255

struct dirent {
u_long d_fileno;
u_short d_reclen;
u_short d namlen;
char d name[_SYS_NAME MAX + 1};

}:

5.3 General File Creation

5.3.1 Open aFille
Function: open ()
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5.3.1.2 Description
There is one additional flag for oflagin<fcntl.h>:

O_NDELAY SVID defined non-blocking I/O

If bits in mode other than file permissions are used, the permissions on
the file will be undefined.

If open is called with O_EXCL, O_CREAT must also be present;
otherwise O_EXCL will be ignored.

5.4 Special File Creation

5.4.1 Make a Directory
Function: mkdir ()

5.4.1.2 Description
If bits in mode other than file permissions are used, the permissions on
the directory will be undefined.

5.4.2 Make a FIFO Special File
Function: mkfifo ()

5.4.2.2 Description
If bits in mode other than file permissions are used, the permissions on
the FIFO special file will be undefined.

5.5 File Removal
5.5.1 Remove Directory Entries

5.5.2 Remove a Directory
Function: rmdir ()

5.5.2.2 Description
If an attempt is made to remove the root directory, rmdir () will
return -1 and set errno 10 EBUSY.

If an attempt is made to remove the current working directory,
rmdir () will return -1 and set errno to EINVAL.

5.6 File Characteristics

5.6.1 File Characteristics: Header and Data Structure
The stat structure in <sys/stat.h>:
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struct stat {

dev_t st_dev;
ino_t st_ino;
mode_t st_mode;
nlink t st_nlink;
uid _t st_uid;
gid_t st_gid;
dev_t st_rdev;
off t st_size;
time_t st_atime;
time_ t st_mtime;
time_t st_ctime;
long st_blksize;
long st_blocks;

}:

st_rdev is defined only for block or character devices. For these
devices, st_rdev specifies the device id.

5.6.1.1 <sys/stat.h> File Modes
No other bits are included in S_IRWXU, S_IRWXGand S_IRWXO.

5.6.1.3 <sys/stat.h> Time Entries

fchmod () and fchown () will change the st_ctime value.
ftruncate (), mknod(), symlink() and truncate () will
change the values of st_atime, st_mtime,and st_ctime.

5.6.2 Get File Status
Functions: stat (), £stat ()

5.6.2.2 Description
This implementation does not provide any additional or alternate file
access controls.

If buf points to an invalid address, £stat () willretum -1 and set
errnoto EFAULT.

Additional error conditions for stat ():

EFAULT  buf or path points to an invalid address
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ELOOP Too many symbolic links were encountered in translating
a pathname

5.6.3 File Accessibility
Function: access ()

5.6.3.2 Description

A process with appropriate privileges is always granted execute
permission even though (1) execute permission is meaningful only for
directories and regular files, and (2) exec requires that at least one
execute mode bit be set for regular files to be executable.

5.6.4 Change File Modes
Function: chmod ()

5.6.4.2 Description
S_ISUIDand S_ISGID bits may be ignored if the owner is the
superuser and the file system is a remotely mounted file system.

chmod () of an open file has no effect on the open file descriptor(s).

5.6.5 Change Owner and Group of a File
Function: chgrp ()

5.6.5.2 Description
If a process with appropriate privileges performs a chown (), the
setuid and setgid bits are not changed.

6. Input and Output Primitives

6.4 Input and Output

6.4.1 Read from a File
Function: read()

6.4.1.2 Description
If read() is interrupted by a signal after successfully reading some
data, it will return the number of bytes read.

After end-of-file is reached, subsequent read () requests on a device
special file will return zero.

If nbyte is greater than INT MAX, read () will return -1 and set
errno to EINVAL.
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6.4.2 Write to a File
Function: write()

6.4.2.2 Description
If write () is interrupted by a signal after successfully writing some
data, it will return the number of bytes written.

If nbyte is greater than INT_ MAX, write () will return -1 and set
errno to EINVAL.

6.4.2.4 Errors

EFBIG will never occur if the default value of maximum file size is
used. The default maximum file size in terms of bytes is greater than
ULONG_MAX; thus ULONG_MAX will be exceeded before the
maximum file size is reached. The maximum file size is configurable
for a process using ulimit (2).

If errno has the value EINTR followinga write (), no data was
returned.

6.5 Control Operations on Files

6.5.2 File Control
Function: fcntl ()

6.5.2.2 Description
If status bits other than those defined are set when fcntl () is called
with F_SETFL as the value for cmd, they will be ignored.

If 1_1len is negative when attempting to lock, the lock will succeed.
However, this is not recommended as the checks for existing locks will
not find conflicts if there are locks that were specified in this manner.

7. Device-Specific and Class-Specific Functions

7.1 General Terminal Interface
In addition to supporting asynchronous communications ports, the
terminal interface supports network connections.

7.1.1 Interface Characteristics

7.1.1.3 The Controlling Terminal
If a session leader has no controlling terminal, and opens a terminal
device file that is not already associated with a session without using
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the O_NOCTTY option, the terminal shall become the controlling
terminal of the session leader.

7.1.1.5 Input Processing and Reading Data
If MAX_INPUT is exceeded, the input queue is flushed.

7.1.1.6 Canonical Mode Input Processing
If MAX CANON is exceeded, the additional characters are discarded.

7.1.1.7 Non-Canonical Mode Input Processing
MIN is stored in an unsigned character. This cannot be greater than
256, which is the value of MAX_INPUT.

7.1.1.8 Writing Data and Output Processing
There is no buffering mechanism.

7.1.1.9 Special Characters
The START and STOP characters cannot be changed.

There are no multi-byte special character sequences.
There are two additional single-byte special characters:

EOL ASCHONUL Additional line delimiter
NL ASCIILF Line delimiter

7.1.2 Settable Parameters

7.1.2.1 termios Structure
There is one additional member, c_line, inthe termios structure
in<termios.h>. c_line specifies the line discipline number.

struct termios {
tcflag t c_iflag;
tcflag t c_oflag;
tcflag_ t c_cflag:;
tcflag t c_lflag;

char c_line;
cc_t c_cc[NCCs];
}:
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7.1.2.2 Input Modes
START will be transmitted if the input queue is nearly empty. STOP
will be transmitted when the input queue is nearly full.

The initial input control value is all bits clear.

7.1.2.3 Output Modes
If OPOST is set, output characters are postprocessed as indicated by
the remaining flags. Additional flags supported for c_oflag are:

OLCUC Map lower case to upper case on output
ONLCR Map NL to CR-NL on output
OCRNL Map CR to NL on output
ONOCR No CR output at column zero
ONLRET NL performs CR function
OFILL Use fill characters for delay
OFDEL Fill is DEL, else NNUL
NLDLY Select newline delays

NLO

NL1
CRDLY Select carriage-return delays

CRO

CR1

CR2

CR3
TABDLY Select horizontal-tab delays

TABO

TAB1

TAB2

TAB3
BSDLY Select backspace delays

BSO

BS1
VTDLY Select vertical-tab delay

VTO

VTl
FFDLY Select form feed delays

FFO
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FF1

The initial output control value is all bits clear.

7.1.2.4 Control Modes
The initial hardware control values are B9600, CS8, CREAD and
HUPCL.

7.1.2.5 Local Modes
The initial local control value is all bits clear.,

7.1.2.6 Special Control Characters
The number of elements in the c_cc array is the value of NCCS.
NCCS is currently defined in <termios.h> to be 12.

The initial values of the control characters:
ESC ASCII ESC

INTR CONTROL-C
QUIT ASCII FS

ERASE DEL
KILL CONTROL-U
EOF CONTROL-D

START CONTROL-S
STOP CONTROL-Q
SWTCH CONTROL-Z
SUSP _POSIX_V_DISABLE
DSUSP _POSIX_V_DISABLE

7.1.2.7 Baud Rate Functions
Functions: cfgetispeed(), cfgetospeed(),
cfsetispeed(), cfsetospeed().

7.1.2.7.2 Description
Attempts to set unsupported baud rates using these functions will not
return an error.

7.2 General Terminal interface Control Functions

7.2.2 Line Control Functions
Functions: tcdrain(), tcflow(), tcflush(),
tcsendbreak ()
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7.2.2.2 Description
If duration is non-zero, tcsendbreak will not send a break.

8. Language-Specific Services for the C
Programming Language

8.1 Referenced C Language Routines

8.1.1 Extensions to Time Function
If the first character of the environment variable TZ is acolon (:), the
characters following the colon are interpreted as a pathname.

8.2 FILE-Type C Language Functions

8.2.2 Open a Stream on a File Descriptor
Function: fdopen ()

8.2.2.2 Description
There are no additional values for the type argument for fdopen ().

9. System Databases

9.1 System Databases

If the initial working directory field in the password file,
/etc/passwd, is null, the user’s home directory will be the root
directory.

There are two additional fields in a password file entry. An encrypted
password field follows the login name and a field for the user’s real
name follows the numeric group id. There is an optional comment field
that follows the numeric gid field.

A group file entry has an encrypted password field following the name
field.

9.2 Database Access

9.2.2 User Database Access
Functions: getpwent (), getpwuid(), getpwnam(),
setpwent (), endpwent ().

9.2.2.2 Description
cuserid() calls getpwnam() to determine the user name
associated with the effective user ID of the process; thus the results of a
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call to either cuserid () or getpwnam() may be overwritten by a
subsequent call to the other routine.

The passwd structure in <pwd. h>:

struct passwd {

char *pw_name;
char *pw_passwd;
uid_t pw_uid;
gid_t pw_gid;

char *pw_age;
char *pw_comment;
char *pw_gecos;
char *pw_dir;
char *pw_shell;

}:
The group structure in <grp. h>:

struct group {

char *gr_name;
char *gr_passwd;
gid_t gr_gid;
char **gr_mem;

};

10. Data Interchange Format

10.1 Archive/Interchange File Format
pax(1) may be used to read and create archives.

10.1.1 Extended tar Format
This implementation allows the use of the TSVTX mode.

The devmajor and devminor fields are used to construct the value of
st_rdev for device files created on the file system.

10.1.2 Extended cpio Format

10.1.2.1 Header
The values of c_dev, c_inoand c_xrdev are the values in the
corresponding fields of the data structure retumed by stat ().
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Special files are created with the major and minor numbers specified by
st_rdev for the file in the archive.

10.1.3 Multiple Volumes
The user will be prompted for the next file when EOF is encountered.
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