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bell
Arrange that a bell be sounded after each file transfer com-
mand is completed.

binary
Set the file transfer t ype to support binary image transfer.

bye
Terminate the FTP session with the remote server and exit
ftp. An end-of-file will also terminate the session and exit.

case
Toggle remote computer filename case mapping during
mget commands. When case is on (default is off), remote
computer filenames with all letters in upper case are written
in the local directory with the letters mapped to lower case.

cd remote-directory
Change the working directory on the remote machine to
remote-directory.

cdup
Change the remote machine working directory to the parent
of the current remote machine working directory.

close
Terminate the FTP session with the remote server, and return
to the command interpreter. Any defined macros are erased.

cr Toggle carriage return stripping during ASCII-type file re-
trieval. Records are denoted by a carriage return-linefeed se-
quence during ASCII-type file transfer. When cr is on (the
default), carriage returns are stripped from this sequence to
conform with the UNIX single-linefeed record delimiter.
Records on non-UNIX remote systems may contain single
linefeeds; when an ASCII-type transfer is made, these
linefeeds may be distinguished from a record delimiter only
when cr is off.

delete remote-file
Delete the file remote-file on the remote machine.

debug [ debug-value ]
Toggle debugging mode. If an optional debug-value is
specified, it is used to set the debugging level. When debug-
ging is on, ftp prints each command sent to the remote
machine, preceded by the string —=>.
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dir [ remote-directory ] [ local-file ]
Print a listing of the directory contents in the directory,
remote-directory, and, optionally, placing the output in
local-file. If no directory is specified, the current working
directory on the remote machine is used. If no local file is
specified, or local-file is -, output comes to the terminal.

disconnect
A synonym for close.

formformat
Set the file transfer form to format. The default format is
file.

get remote-file [ local-file ]
Retrieve the remote-file and store it on the local machine. If
the local filename is not specified, it is given the same name
it has on the remote machine, subject to alteration by the
current case, ntrans, and nmap settings. The current set-
tings for type, form, mode, and struct (structure) are
used while transferring the file.

glob

Toggle filename expansion for mdelete, mget, and mput.
If globbing is turned off with glob, the filename arguments
are taken literally and not expanded. Globbing for mput is
done as in csh(l). For mdelete and mget, each remote
filename is expanded separately on the remote machine and
the lists are not merged. Expansion of a directory name is
likely to be different from expansion of the name of an ordi-
nary file: the exact result depends on the foreign operating
system and ftp server, and can be previewed by issuing:

mls remote-files -

Note: mget and mput are not meant to transfer en-
tire directory subtrees of files. That can be done by
transferring a tar(1) archive of the subtree (in binary
mode).

hash
Toggle hash-sign (#) printing for each data block transferred.
The size of a data block is 1024 bytes.

help [ command ]
Print an informative message about the meaning of com-
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mand. If no argument is given, ftp prints a list of the
known commands.

1cd [ directory ]
Change the working directory on the local machine. If no
directory is specified, the user’s home directory is used.

1s [ remote-directory ] [ local-file ]
Print an abbreviated listing of the contents of a directory on
the remote machine. If remote-directory is left unspecified,
the current working directory is used. If no local file is
specified, or if local-file is -, the output is sent to the termi-
nal.

macdef macro-name

Define a macro. Subsequent lines are stored as the macro
macro-name; a null line (consecutive newline characters in a
file or carriage returns from the terminal) terminates macro
input mode. There is a limit of 16 macros and 4096 total
characters in all defined macros. Macros remain defined until
a close command is executed. The macro processor inter-
prets $ and \ as special characters. A $ followed by a
number (or numbers) is replaced by the corresponding argu-
ment on the macro invocation command line. A $ followed
by an i signals that macro processor that the executing mac-
10 is to be looped. On the first pass, $i is replaced by the
first argument on the macro invocation command line, on the
second pass, it is replaced by the second argument, and so on.
A \ followed by any character is replaced by that character.
Use the \ to prevent special treatment of the $.

mdelete [ remote-files ]
Delete the remote-files on the remote machine.

mdi r remote-files local-file
Like dir, except multiple remote files may be specified. If
interactive prompting is on, £tp will prompt the user to veri-
fy that the last argument is indeed the target local file for re-
ceiving mdi r output.

mget remote-files
Expand the remote-files on the remote machine and do a get
for each filename thus produced. See glob for details on the
filename expansion. Resulting filenames will then be pro-
cessed according to case, ntrans, and nmap settings.
Files are transferred into the local working directory, which
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can be changed with the command
lcd directory

and new local directories can be created with
! mkdir directory

mkdir directory-name
Make a directory on the remote machine.

mls remote-files local-file
Like 1s, except multiple remote files may be specified. If in-
teractive prompting is on, £tp will prompt the user to verify
that the last argument is indeed the target local file for receiv-
ing m1s output.

mode [ mode-name ]
Set the file transfer mode t0 mode-name. The default mode is
““stream’’ mode.

mput local-files
Expand wild cards in the list of local files given as arguments
and do a put for each file in the resulting list. See glob for
details of filename expansion. Resulting filenames will then
be processed according to nt rans and nmap settings.

nmap [ inpattern outpattern ]
Set or unset the filename mapping mechanism. If no argu-
ments are specified, the filename mapping mechanism is un-
set. If arguments are specified, remote filenames are mapped
during mput commands and put commands issued without
a specified remote target filename. If arguments are
specified, local filenames are mapped during mget com-
mands and get commands issued without a specified local
target filename. This command is useful when connecting to
a non-UNIX remote computer with different file naming con-
ventions or practices. The mapping follows the pattern set by
inpattern and outpattern. inpattern is a template for incom-
ing filenames (which may have already been processed ac-
cording to the ntrans and case settings). Variable tem-
plating is accomplished by including the sequences
$1, $2,...,59 in inpattern. Use \ to prevent this special
treatment of the $ character. All other characters are treated
literally, and are used to determine the nmap inpattern vari-
able values. For example, given inpattern $1 . $2 and the re-
mote filename mydata.data, $1 would have the value
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mydata, and $2 would have the value data. The outpat-
tern determines the resulting mapped filename. The se-
quences $1, $2,...,$9 are replaced by any value resulting
from the inpattern template. The sequence $0 is replaced by
the original filename. Additionally, the sequence [seq! ,seq2]
is replaced by seq! if seql is not a null string; otherwise, it is
replaced by seq2. For example, the command:

nmap $1.%$2.$3 [$1,$2].[$2,file]

would yield the output filename myfile.data for input
filenames myfile.data and myfile.data.old,
myfile.file for the input filename myfile, and
myfile.myfile for the input filename .myfile. Spaces
may be included in outpattern, as in the example:

nmap $1 | sed “s/ *$//" > $1

Use the \ character to prevent special treatment of the $, [,
1,and , characters.

ntrans [ inchars [ outchars ] )

Set or unset the filename character translation mechanism. If
no arguments are specified, the filename character translation
mechanism is unset. If arguments are specified, characters in
remote filenames are translated during mput commands and
put commands issued without a specified remote target
filename. If arguments are specified, characters in local
filenames are translated during mget commands and get
commands issued without a specified local target filename.
This command is useful when connecting to a non-UNIX re-
mote computer with different file naming conventions or
practices. Characters in a filename matching a character in
inchars are replaced with the corresponding character in
outchars. If the character’s position in inchars is longer than
the length of outchars, the character is deleted from the
filename.

open host [ port ]
Establish a connection to the specified host FTP server. An
optional port number may be supplied, in which case, ftp
will attempt to contact an FTP server at that port. If the auto-
login option is on (default), £tp will also attempt automati-
cally to log the user in to the FTP server (see below).
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prompt
Toggle interactive prompting. Interactive prompting occurs
during multiple file transfers to allow the user selectively to
retrieve or store files. If prompting is turned off (default is
on), any mget or mput will transfer all files, and any
mdelete will delete all files.

proxy fip-command

Execute an ftp command on a secondary control connection.
This command allows simultaneous connection to two re-
mote ftp servers for transferring files between the two
servers. The first proxy command should be an open, to
establish the secondary control connection. Enter the com-
mand proxy ? to see other ftp commands executable on the
secondary connection. The following commands behave dif-
ferently when prefaced by proxy: open will not define
new macros during the autologin process, close will not
erase existing macro definitions, get and mget transfer files
from the host on the primary control connection to the host
on the secondary control connection, and put, mput, and
append transfer files from the host on the secondary control
connection to the host on the primary control connection.
Third party file transfers depend upon support of the ftp pro-
tocol PASV command by the server on the secondary control
connection.

put local-file [ remote-file ]
Store a local file on the remote machine. If remote-file is left
unspecified, the local filename is used, after processing ac-
cording to any ntrans or nmap settings in naming the re-
mote file. File transfer uses the current settings for type,
form (format), mode, and st ruct (structure).

pwd
Print the name of the current working directory on the remote
machine.

quit
A synonym for bye.

quote argl arg2 ...

The arguments specified are sent, verbatim, to the remote
FTP server.

recv remote-file [ local-file ]
A synonym for get.
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remotehelp [ command-name ]
Request help from the remote FTP server. If a command-
name is specified, it is supplied to the server as well.

rename [from][to]
Rename the file from on the remote machine, to the file to.

reset
Clear reply queue. This command resynchronizes
command/reply sequencing with the remote ftp server.
Resynchronization may be neccesary following a violation of
the ftp protocol by the remote server.

rmdir directory-name
Delete a directory on the remote machine.

runique

Toggle storing of files on the local system with unique
filenames. If a file already exists with a name equal to the
target local filename for a get or mget command, a .1 is
appended to the name. If the resulting name matches another
existing file, a .2 is appended to the original name. If this
process continues up to . 99, an error message is printed, and
the transfer does not take place. The generated unique
filename will be reported. Note that runique will not af-
fect local files generated from a shell command (see below).
The default value is off.

send local-file [ remote-file ]
A synonym for put.

sendport

Toggle the use of PORT commands. By default, ftp will at-
tempt to use a PORT command when establishing a connec-
tion for each data transfer. The use of PORT commands can
prevent delays when performing multiple file transfers. If the
PORT command fails, ftp will use the default data port.
When the use of PORT commands is disabled, no attempt
will be made to use PORT commands for each data transfer.
This is useful for certain FTP implementations which do ig-
nore PORT commands but, incorrectly, indicate they’ve been
accepted.

status
Show the current status of £tp.
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struct [ struct-name )
Set the file transfer structure to struct-name. By default,
‘‘stream’’ structure is used.

sunique
Toggle storing of files on remote machine under unique
filenames. Remote ftp server must support ftp protocol
STOU command for successful completion. The remote
server will report unique name. Default value is off.

tenex
Set the file transfer type to that needed to talk to TENEX
machines.

trace
Toggle packet tracing.

type [ type-name ]
Set the file transfer type to type-name. If no type is
specified, the current type is printed. The default type is net-
work ASCIL

user user-name [ password ] [ account ]

Identify yourself to the remote FTP server. If the password is
not specified, and the server requires it, £tp will prompt the
user for it (after disabling local echo). If an account field is
not specified, and the FTP server requires it, the user will be
prompted for it. If an account field is specified, an account
command will be relayed to the remote server after the login
sequence is completed if the remote server did not require it
for logging in. Unless £tp is invoked with ‘‘autologin’’ dis-
abled, this process is done automatically on initial connection
to the FTP server.

verbose
Toggle verbose mode. In verbose mode, all responses from
the FTP server are displayed to the user. In addition, if ver-
bose is on, when a file transfer completes, statistics regarding
the efficiency of the transfer are reported. By default, ver-
bose is on.

? [ command ]
A synonym for help.

Command arguments which have embedded spaces may be quot-
ed with quote () marks.
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ABORTING A FILE TRANSFER

To abort a file transfer, use the terminal interrupt key (usually
CONTROL-C). Sending transfers will be halted immediately. Re-
ceiving transfers will be halted by sending an ftp protocol ABOR
command to the remote server, and discarding any further data re-
ceived. The speed at which this is accomplished depends upon the
remote server’s support for ABOR processing. If the remote
server does not support the ABOR command, an £tp> prompt
will not appear until the remote server has completed sending the
requested file.

The terminal interrupt key sequence will be ignored when ftp
has completed any local processing and is awaiting a reply from
the remote server. A long delay in this mode may result from the
ABOR processing described above, or from unexpected behavior
by the remote server, including violations of the ftp protocol. If
the delay results from unexpected remote server behavior, the lo-
cal £tp program must be killed by hand.

FILE NAMING CONVENTIONS
Files specified as arguments to ftp commands are processed ac-
cording to the following rules:

1) If the filename - is specified, the standard input (for reading)
or standard output (for writing) is used.

2) If the first character of the filename is |, the remainder of the
argument is interpreted as a shell command. f£tp then forks
a shell, using popen(3) with the argument supplied, and
reads (writes) from the stdout (stdin). If the shell command
includes spaces, the argument must be quoted; for example,

" | ls -1t"
A particularly useful example of this mechanism is:

dir . | more

3) Failing the above checks, if ‘‘globbing’” is enabled, local
filenames are expanded according to the rules used in the
csh(1); compare the glob command. If the £tp command
expects a single local file (for example, put), only the first
filename generated by the ‘‘globbing’’ operation is used.

4) For mget commands and get commands with unspecified
local filenames, the local filename is the remote filename,
which may be altered by a case, ntrans, or nmap setting.
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The resulting filename may then be altered if runique is
on,

5) For mput commands and put commands with unspecified
remote filenames, the remote filename is the local filename,
which may be altered by a ntrans or nmap setting. The
resulting filename may then be altered by the remote server if
sunique is on.

FILE TRANSFER PARAMETERS

The FTP specification specifies many parameters which may af-
fect a file transfer. The type may be one of ascii, image
(binary), ebcdic, and local byte size (for PDP-10’s and
PDP-20’s, mostly). ftp supports the ascii and image types of
file transfer, plus local byte size 8 for tenex mode transfers.

ftp supports only the default values for the remaining file
transfer parameters: mode, form, and struct.

FLAG OPTIONS

THE

11

Flag options may be specified at the command line, or to the com-
mand interpreter.

The —v (verbose on) flag option forces £tp to show all responses
from the remote server, as well as report on data transfer statistics.

The —n flag option restrains ftp from attempting ‘‘autologin’’
upon initial connection. If autologin is enabled, £tp will check
the .netrc (see below) file in the user’s home directory for an
entry describing an account on the remote machine. If no entry
exists, ftp will prompt for the remote machine login name (de-
fault is the user identity on the local machine), and, if necessary,
prompt for a password and an account with which to login.

The -1 flag option turns off interactive prompting during multiple
file transfers.

The —d flag option enables debugging.
The —g flag option disables filename globbing.

.netrc FILE
The .netrc file contains login and initialization information
used by the autologin process. It resides in the user’s home direc-
tory. The following tokens are recognized; they may be separated
by spaces, tabs, or newlines:

machine name
Identify a remote machine name. The autologin process
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searches the . net rc file for a machine token that matches
the remote machine specified on the ftp command line or as
an open command argument. Once a match is made, the
subsequent . net rc tokens are processed, stopping when the
end-of-file is reached or another machine token is encoun-
tered.

login name
Identify a user on the remote machine. If this token is
present, the autologin process will initiate a login using the
specified name.

password string
Supply a password. If this token is present, the autologin
process will supply the specified string if the remote server
requires a password as part of the login process. Note that if
this token is present in the .netrc file, £tp will abort the
autologin process if the .netrc is readable by anyone be-
sides the user.

account string
Supply an additional account password. If this token is
present, the autologin process will supply the specified string
if the remote server requires an additional account password,
or the autologin process will initiate an acct command, if it
does not.

macdef name
Define a macro. This token functions like the ftp macdef
command functions. A macro is defined with the specified
name; its contents begin with the next . net rc line and con-
tinue until a nulil line (consecutive newline characters) is en-
countered. If a macro named init is defined, it is automati-
cally executed as the last step in the autologin process.

EXAMPLES
The first example illustrates a simple £tp connection and file
transfer from a remote machine to the local machine. (Long out-
put lines have been folded for the sake of readability.)

[2]% ftp printms

Connected to printms.

220 printms FTP server (Version 4.109 Fri Nov 20
07:43:57 PST 1987) ready.

Name (printms:tim):

331 Password required for tim.
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Password: :

230 User tim logged in.

ftp> get tmac.an

200 PORT command successful.

150 Opening data connection for tmac.an
(89.0.0.33,1205) (13366 bytes).

226 Transfer complete.

local: tmac.an remote: tmac.an

13922 bytes received in 0.69 seconds (20 Kbytes/s)

ftp> quit

221 Goodbye.

[31%

The second example illustrates an ftp connection and a file
transfer from the local machine to the remote.

[4]% ftp printms

Connected to printms.

220 printms FTP server (Version 4.109 Fri Nov 20
07:43:57 PST 1987) ready.

Name (printms:tim):

331 Password required for tim.

Password:

230 User tim logged in.

ftp> put tmac.an

200 PORT command successful.

150 Opening data connection for tmac.an
(89.0.0.33,1209).

226 Transfer complete.

local: tmac.an remote: tmac.an

13922 bytes sent in 0.83 seconds (16 Kbytes/s)

ftp> quit

221 Goodbye.

[S51%

The third example illustrates moving around in the remote file sys-
tem and listing the contents of several directories.

[8]1% ftp printms

Connected to printms.

220 printms FTP server (Version 4.109 Fri Nov 20
07:43:57 PST 1987) ready.

Name (printms:tim):

331 Password required for tim.

Password:

230 User tim logged in.

ftp> 1s

200 PORT command successful.
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150 Opening data connection for /bin/ls
(89.0.0.33,1212) (O bytes).

ouT

cutmks

tmac.ap

tmac.ptx

tmac.syn

tmac.toc

226 Transfer complete.

76 bytes received in 1.2 seconds (0.13 Kbytes/s)

ftp> cd OUT

250 CWD command successful.

ftp> 1s

200 PORT command successful.

150 Opening data connection for /bin/ls
(89.0.0.33,1213) (O bytes).

junk

226 Transfer complete.

4 bytes received in 0.058 seconds (3.9 Kbytes/s)

ftp> close

221 Goodbye.

ftp> quit

FILES
/usxr/spool/ftp

SEE ALSO
cu(1C), tip(1C).
- “Using B-NET”’ in A/lUX Communications User’s Guide.
BUGS
Correct execution of many commands depends upon proper
behavior by the remote server.

An error in the treatment of returns in the 4.2 BSD UNIX ASCII-
mode transfer code has been corrected. This correction may result
in incorrect transfers of binary files to and from 4.2 BSD servers
using the ascii type. You may avoid this problem by using the
image (binary) type.

‘When the verbose mode (-v flag option) is turned off, £tp does
not echo responses from the remote server. This includes the
response to the request pwd. Beware of this.
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NAME
get — get a version of an SCCS file

SYNOPSIS
get [-aseq-no]l [-b] [-ccutoff] [-el [-g] [-ilist] [-k] [-1[p]]
[-m] [-n] [-p] [-£SID] [-s] [-t] [-wstring] [-xlis{] file. ..

DESCRIPTION
get generates an ASCII text file from each named SCCS file ac-
cording to the specifications given by keyletter arguments that be-
gin with -, The arguments may be specified in any order, but all
keyletter arguments apply to all named SCCS files. If a directory
is named, get behaves as though each file in the directory is
specified as a named file, except that non-SCCS files (last com-
ponent of the pathname does not begin with s.) and unreadable
files are silently ignored. If a name of — is given, the standard in-
put is read; each line of the standard input is taken to be the name
of an SCCS file to be processed. Again, non-SCCS files and un-
readable files are silently ignored.

The generated text is normally written into a file called the g-file,
the name of which is derived from the SCCS filename simply by
removing the leading s . (see also NOTES, later in this section).

Each of the keyletter arguments is explained in the following as
though only one SCCS file is to be processed, but the effects of
any keyletter argument apply independently to each named file.

—xSID The SCCS Identification string (SID) of the version
(delta) of an SCCS file to be retrieved. The table that
follows these descriptions shows, for the most useful
cases, what version of an SCCS file is retrieved (as
well as the SID of the version to be eventually created
by delta(l) if the —e keyletter is also used) as a
function of the SID specified.

—ccutoff The cutoff date-time, in the form: YY[MM[DD[
HH[MM][SS111]] No changes (deltas) to the SCCS file
which were created after the specified cutoff date-time
are included in the generated ASCII text file. Units
omitted from the date-time default to their maximum
possible values; that is, —c7502 is equivalent to
-c750228235959. Any number of non-numeric
characters may separate the various 2-digit pieces of
the cutoff date-time. This feature allows one to specify
a cutoff date in the form: —-c77/2/2 9:22:25.
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—ilist
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Note that this implies that one may use the 3E% and
$U% identification keywords (sec¢ later) for a nested
get within, for example, the input to a send(2N)
command:

“!get "-c%E% 3%U%" s.file

Indicates that the get is for the purpose of editing or
making a change (delta) to the SCCS file via a subse-
quent use of delta(l). The -e keyletter used in a
get for a particular version (SID) of the SCCS file
prevents a further get from editing on the same SID
until delta is executed or the j (joint edit) flag is set
in the SCCS file (see admin(1)). Concurrent use of
get -—e for different SIDs is always allowed.

If the g-file generated by get with an —e keyletter is
accidentally ruined in the process of editing it, it may
be regenerated by re-executing the get command with
the —k keyletter in place of the —e keyletter.

SCCS file protection specified via the ceiling, floor,
and authorized user list stored in the SCCS file (see
admin(1)) are enforced when the —e keyletter is used.

Used with the —e keyletter to indicate that the new del-
ta should have an SID in a new branch as shown in
Table 1. This keyletter is ignored if the b flag is not
present in the file (see admin(l)) or if the retrieved
delta is not a leaf delta. (A leaf delta is one that has no
successors on the SCCS file tree.)

Note: A branch delta may always be created
from a nonleaf delta.

A list of deltas to be included (forced to be applied) in
the creation of the generated file. The list has the fol-
lowing syntax:
<list> ::= <range> | <list> , <range>
<range> ::=SID | SID-SID

SID, the SCCS Identification of a delta, may be in any
form shown in the “‘SID Specified’’ column; partial
SIDs are interpreted as shown in the *‘SID Retrieved’’
column of Table 1.
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—xlist

—-1[p]

P

-8

—-m

-n

-g

—wstring

get (1)

A list of deltas to be excluded (forced not to be ap-
plied) in the creation of the generated file. See the -i
keyletter for the list format.

Suppresses replacement of identification keywords
(described below) in the retrieved text by their value.
The -k keyletter is implied by the —e keyletter.

Causes a delta summary to be written into an [-file. If
—1p is used, then an [-file is not created; the delta sum-
mary is written on the standard output instead. See
NOTES for the format of the I-file.

Causes the text retrieved from the SCCS file to be writ-
ten on the standard output. No g-file is created. All
output which normally goes to the standard output
goes to file descriptor 2 instead, unless the —s keyletter
is used, in which case it disappears.

Suppresses all output normally written on the standard
output. However, fatal error messages (which always
go to file descriptor 2) remain unaffected.

Causes each text line retrieved from the SCCS file to
be preceded by the SID of the delta that inserted the
text line in the SCCS file. The format is: SID, fol-
lowed by a horizontal tab, followed by the text line.

Causes each generated text line to be preceded with the
$M$ identification keyword value (described later) The
format is: %M% value, followed by a horizontal tab,
followed by the text line. When both the -m and -n
keyletters are used, the format is: $M% value, followed
by a horizontal tab, followed by the -m keyletter gen-
erated format.

Suppresses the actual retrieval of text from the SCCS
file. Itis primarily used to generate an [/-file, or to veri-
fy the existence of a particular SID.

Used to access the most recently created (top) delta in
a given release (for example, —r1), or release and lev-
el (for example, ~r1l.2).

Substitute string for all occurrences of $W$% when run-
ning get on the file.
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The delta sequence number of the SCCS file delta (ver-
sion) to-be retrieved (see sccsfile(4)). This
keyletter is used by the comb(1) command; it is not a
generally useful keyletter, and users should not use it.
If both the —r and —a keyletters are specified, the —a
keyletter is used. Care should be taken when using the
—a keyletter in conjunction with the —e keyletter, as
the SID of the delta to be created may not be what one
expects. The —r keyletter can be used with the —a and
—e keyletters to control the naming of the SID of the
delta to be created.

For each file processed, get responds (on the standard output)
with the SID being accessed and with the number of lines re-
trieved from the SCCS file.

If the —e keyletter is used, the SID of the delta to be made appears
after the SID accessed and before the number of lines generated.
If there is more than one named file or if a directory or standard
input is named, each filename is printed (preceded by a newline)
before it is processed. If the —i keyletter is used included deltas
are listed following the notation Included; if the —x keyletter is
used, excluded deltas are listed following the notation Exclud-

ed.
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Determination of SCCS Identification String

SID*  -b Keyletter Other SID SID of Delta
Specified  Usedf Conditions  Retrieved to be Created
none} no R defaults to mR mR.mL  mR.(mL+1)
nonei yes R defaults to mR mR.mL mR.mL.(mB+1).1
R no R>mR mR.mL  R.I1***

R no R=mR mR.mL  mR.(mL+1)

R yes R > mR mR.mL  mR.mL.mB+1).1

R yes R=mR mR.mL  mR.mL.(mB+1).1

R - X go'é‘fn‘;‘t‘ixist hR.mL** hR.mL.(mB+1).1
Trunk succ.#

R - inrelease >R R.mL R.mL.(mB+1).1
and R exists

R.L no No trunk succ.  R.L R.(L+1)

R.L yes No trunk succ. R.L R.L.(mB+1).1
Trunk succ.

RL - in release > R R.L R.L.(mB+1).1

RLB no No branch succ. R.L.B.mS R.L.B.(mS+1)

R.LB yes No branch succ. R.L.B.mS R.L.(mB+1).1

R.LB.S no No branch succ. R.L.B.S R.L.B.(S§+1)

R.LB.S yes No branch succ. R.L.B.S R.L.(mB+1).1

RLB.S - Branch succ. R.LB.S R.L.mB+1).1

* R, L, B, and S are the release, level, branch, and se-

quence components of the SID , respectively; ‘m’ means
maximum. Thus, for example, R.mL means the max-
imum level number within release R; ‘‘R.L.(mB+1).1”’
means the first sequence number on the new branch (i.e.,
maximum branch number plus one) of level L within
release R. Note that if the SID specified is of the form
R.L, RLB, or RLB.S, each of the specified com-
ponents must exist.

** “hR”’ is the highest existing release that is lower than
the specified, nonexistent, release R.

ko This is used to force creation of the first delta in a new
release.

# Successor.

T The —b keyletter is effective only if the b flag (sece ad-

min(1)) is present in the file. An entry of — means ir-
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relevant.

This case applies if the d (default SID) flag is not
present in the file. If the d flag is present in the file, then
the SID obtained from the d flag is interpreted as if it
had been specified on the command line. Thus, one of
the other cases in this table applies.

IDENTIFICATION KEYWORDS
Identifying information is inserted into the text retrieved from the
SCCS file by replacing identification keywords with their value
wherever they occur. The following keywords may be used in the
text stored in an SCCS file:

Keyword Value

IM%

oe
[
o°

o o oe
o® o a° o o

o @ o® o oP
KcQE3ZmYUwnowH X

o® o® o® o o

@ o o°
[eR ORI
@ o o

Module name: either the value of the m flag in the file
(sce admin(1)), or if absent, the name of the SCCS file
with the leading s . removed.

SCCS identification (SID) (%R%.%L%.%B%.%S%) of
the retrieved text.

Release.

Level.

Branch.

Sequence.

Current date (YY/MM/DD).

Current date (MM/DD/YY).

Current time (HH:MM :SS).

Date newest applied delta was created (YY/MM/DD).
Date newest applied delta was created (MM/DD/YY).
Time newest applied delta was created (HH:MM :SS).
Module type: value of the t flag in the SCCS file (see
admin(l)).

SCCS filename.

Fully qualified SCCS filename.

The value of the g flag in the file (see admin(l)).
Current line number. This keyword is intended for
identifying messages output by the program such as
this should not have happened type errors.
It is not intended to be used on every line to provide se-
quence numbers.

2% The 4-character string @ (#) recognizable by what(1).
WS A shorthand notation for constructing what(1) strings
for A/UX system program files.
WE =2%2%%M%<horizontal-tab>%I%
February, 1990 6
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%A% Another shorthand notation for constructing what(1)
strings for non-A/UX system program files.
FAL=%Z2%FYS MY ITRZ3

EXAMPLES
get -e s.filel

generates from the SCCS format file, s.filel, the text file,
filel, for editing.

NOTES

Several auxiliary files may be created by get. These files are
known generically as the g-file, I-file, p-file, and z-file. The letter
before the hyphen is called the tag. An auxiliary filename is
formed from the SCCS filename: the last component of all SCCS
filenames must be of the form s .module-name, and the auxiliary
files are named by replacing the leading s with the tag. The g-file
is an exception to this scheme: the g-file is named by removing
the s. prefix. For example, s.xyz.c, the auxiliary filenames
would be xyz.c, 1.xyz.c,p.xyz.c, and z.xyz.c, respec-
tively.

The g-file, which contains the generated text, is created in the
current directory (unless the —p keyletter is used). A g-file is
created in all cases, whether or not any lines of text were generat-
ed by the get. It is owned by the real user. If the —k keyletter is
used or implied its mode is 644; otherwise, its mode is 444. Only
the real user need have write permission in the current directory.

The I-file contains a table showing which deltas were applied in
generating the retrieved text. The I-file is created in the current
directory if the —1 keyletter is used; its mode is 444 and it is
owned by the real user. Only the real user need have write per-
mission in the current directory.

Lines in the I-file have the following format:

a. A blank character if the delta was applied;
* otherwise.

b. A blank character if the delta was applied or was not ap-
plied and ignored;
* if the delta was not applied and was not ignored.

c. A code indicating a special reason why the delta was or
was not applied:
I: Included.
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RevisionC



get(1) get(1)

X: Excluded.

c: Cut off (by a —c keyletter).

Blank.

SCCS identification (SID).

TAB character.

Date and time (in the form YY/MM/DD HH:MM:SS) of
creation.

Blank.

i. Login name of person who created delta.

The comments and MR data follow on subsequent lines, in-
dented one horizontal tab character. A blank line terminates
each entry.

The p-file is used to pass information resulting from a get with an
—e keyletter along to delta. Its contents are also used to prevent
a subsequent execution of get with an —e keyletter for the same
SID until delta is executed or the joint edit flag, j, (sece ad-
min(1)) is set in the SCCS file. The p-file is created in the direc-
tory containing the SCCS file and the effective user must have
write permission in that directory. Its mode is 644 and it is owned
by the effective user. The format of the p-file is: the acquired
SID, followed by a blank, followed by the SID that the new delta
will have when it is made, followed by a blank, followed by the
login name of the real user, followed by a blank, followed by the
date-time the get was executed, followed by a blank and the —i
keyletter argument if it was present, followed by a blank and the
—x keyletter argument if it was present, followed by a newline.
There can be an arbitrary number of lines in the p-file at any time;
no two lines can have the same new delta SID.

‘T mmea

The z-file serves as a lock-out mechanism against simultaneous
updates. Its contents are the binary (2 bytes) process ID of the
command (that is, get) that created it. The z-file is created in the
directory containing the SCCS file for the duration of get. The
same protection restrictions as those for the p-file apply for the z-
file. The z-file is created mode 444.

FILES
/usr/bin/get

SEE ALSO
admin(l), cde(1), comb(1), delta(l), help(l), prs(l),
rmdel(1), sact(l), sccs(l), scesdiff(l), unget(l),
val(l),what(l), sccsfile(d).
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““SCCS Reference’’ in A/UX Programming Languages and Tools,
Volume 2.

DIAGNOSTICS
Use help(1) for explanations.

BUGS
If the effective user has write permission (either explicitly or im-
plicitly) in the directory containing the SCCS files, but the real
user does not, then only one file may be named when the —e
keyletter is used.
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NAME

getopt — parse command options
SYNOPSIS

getopt [flag-letter(: 11... [input-string]
DESCRIPTION

getopt returns input-string with additional separators to help
distinguish any flag options, any arguments associated with the
flag options, and any arguments not associated with the flag op-
tions. By replacing input-string with the command arguments $*
for a script, getopt helps shell scripts to parse their command-
line arguments by making a regularized copy of them as well as
checking them for legal options. The regularization that getopt
can perform for each flag option is twofold or threefold:

1. Each flag option on the command line is returned separated
with white space.

2. Each flag option on the command line is returned with a lead-
ing hyphen.

3. Optionally, the argument associated with a given flag is re-
turned with white space.

Each flag-letter helps control how input-string is manipulated to
detect flags and flag arguments. If a flag-letter is followed by a :
(colon), getopt expects to find a flag-specific argument follow-
ing that flag in the input-string. For example,

getopt a: §$*

requires that —a always be followed by its own argument (either
with or without a space separator), as in the following:

yourcommand -—-a param ...
yourcommand -—-aparam ...

The special option —- can be used within input-string to request
that only a portion of input-string actually be processed for the
presence of flags. Any text following -- is not processed. If it is
not supplied explicitly, getopt still generates the symbol in its
output to help separate any flags and flag arguments found from
any nonflag arguments that might remain in input-string.

For example,
getopt abo: $*
returns
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-a -0 param —-- XXXX YYYY 2ZZzz

when you place the getopt command line (shown above) in a
command script invoked with

yourcommand -aoparam XXXX YYYY 2ZzzZ

Even though a hyphen was not specified in front of each flag op-
tion in this example, the output of getopt includes hyphens in
front of both a and o.

To reset the shell’s positional parameters ($1 $2...) so that they
are regularized by getopt and so that each discrete flag and flag
argument is stored as a unique positional parameter, specify the
output of getopt as the argument for set by using command
substitution:

set -- ‘getopt abo: $*°

Quoted Arguments

getopt correctly parses quoted arguments within input-string.
However, if the input string you wish to parse with getopt is
specified as $* in order to request the parsing of command-line
arguments, any quotes that may be present in the command line
are automatically stripped by the shell. In such cases you need to
use a reference to the unstripped version of the command-line ar-
guments, $@. For example

getopt a:b: "$@"
correctly returns
-a "hello world’ -b oneword --

when the getopt command line (shown above) is in a script in-
voked with

yourcommand -a’hello world’ -b oneword

The challenge then becomes resetting the shell’s positional param-
eters so that “hello world~ is interpreted as one positional ar-
gument rather than two positional arguments (' hello as one ar-
gument and world’ as another). To do so, use eval to invoke
the set function, as in the following:

eval set -- ‘getopt abo: "$@™®

To preserve the opportunity to process the exit status of getopt,
the eval command line cannot be used as shown preceding.
(The exit status from getopt is lost when eval is used to evalu-
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ate a command string.)

The only recourse is to defer the resetting of positional arguments
until after the exit status stored in the $? variable can be tested:

x=‘getopt abo: "$@™"
if [ $2 !'=0]

then
echo $USAGE
exit 2

fi

eval set -- $x

A nonzero exit value conventionally indicates that processing was
terminated abnormally. So in the example preceding, the value of
the exit status variable is used to detect whether or not the string
processing performed by getopt succeeded: which in turn
depends on whether or not getopt recognized and regularized
the input string in terms of the control arguments supplied.

EXAMPLES
The following code fragment shows how one might process the

arguments for a command that can take the options a or b, as well
as the option o, which requires an argument.

x=‘getopt abo: "S$@"*
if [ $2 !'= 0]

then
echo SUSAGE
exit 2

fi

eval set -- S$x

for i in "s$@"

do
case $i in
-a | =-b) FLAG=$i; shift;;
-0) OARG=$2; shift 2;;
--) shift; break;:;
esac

done

If this code is placed in a script called cmd, then any of the fol-
lowing invocations are accepted as equivalent:

cmd -aoarg filel file2
cmd -a -oarg filel file2
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cmd -o arg -a filel file2

cmd -a -oarg -- filel fie2
The script also interprets any imbedded blanks in arguments
correctly, as long as the arguments are quoted as in the following:

cmd -aoarg “file one™ "file two™
cmd -a -o “anarg" “file two" "file two"
cmd -o “anarg" -a “file one™ "file two"

cmd -a -o“anarg" -- “file two™ “file two"
FILES
/bin/getopt
SEE ALSO
csh(l), ksh(1), sh(l), getopt(3C).
DIAGNOSTICS

getopt prints an error message on the standard error when it en-
counters an option letter not included as a flag-letter.
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NAME
grap — pic preprocessor for drawing graphs

SYNOPSIS
grap [-Tuy-type] [-1] [-] [file.. ]

DESCRIPTION
grap is a language for typesetting graphs. It is also the name of a
preprocessor that feeds input to pic(l). Thus, a typical command
line would appear as follows:

grap files | pic | troff | output-device

Graphs are surrounded by the t rof £ commands .G1 and .G2.
Data that is enclosed is scaled and plotted, with tick marks sup-
plied automatically. Commands exist to modify the frame, add la-
bels, override the default ticks, change the plotting style, define
coordinate ranges and transformations, and include data from files.
In addition, grap provides the same loops, conditionals and mac-
ro processing that pic does.

FLAG OPTIONS
-T Specifies tty-type as grap’s output device. Currently sup-
ported devices are psc (POSTSCRIPT device such as the Ap-
ple LaserWriter) and aps (Autologic APS-5). The default is
-Tpsc.
-1 Stops grap from looking for a library file of macro defines,
/usr/lib/dwb/grap.defines.
FILES
/usr/bin/grap
/usr/lib/dwb/grap.defines definitions of standard
plotting characters
SEE ALSO

pic(l).
‘““grap Reference’” in A/UX Text Processing Tools.
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NAME
graph — draw a graph

SYNOPSIS
graph [-a [sp] [s1]] [-b] [-clabel] [-g [style]] [-h hspace] [-
1 title] [-m [mode]] [~z rspace] [-s] [-t] [-u uspace] [-
w wspace] [-x [I] [a] [b] [c]] [~y [] [a] [b] [c]]

DESCRIPTION
graph with no flag options takes pairs of numbers from the stan-
dard input as abscissas and ordinates of a graph. Successive
points are connected by straight lines. The graph is encoded on
the standard output for display by the tplot(1G) filters.

If the coordinates of a point are followed by a non-numeric string,
that string is printed as a label beginning on the point. Labels may
be surrounded with quotes (), in which case they may be empty
or contain blanks and numbers; labels never contain newlines.

The following flag options are recognized, each as a separate ar-

gument;

—a [sp] [st]
Supply abscissas automatically (they are missing from
the input); spacing is given by sp (default 1). sz is the
starting point for automatic abscissas (default O or the
lower limit given by —x).

-b Break (disconnect) the graph after each label in the
mput.

—c label  Character string given by label is the default label for
each point.

—g [style]

style is grid style, where O=no grid, 1=frame with
ticks, 2=full grid (default).

—h hspace hspace is the fraction of the space for height.

-1 title title is the label for the graph.

-m [mode]
mode is the mode (style) of connecting lines:
O=disconnected, 1=connected (default). Some dev-
ices give distinguishable line styles for other small in-
tegers (e.g., the Tektronix 4014: 2=dotted, 3=dash-
dot, 4=short-dash, S=long-dash).

—r rspace rspace is the fraction of the space to move right be-
fore plotting.
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-s Save screen, don’t erase before plotting.

-t Transpose horizontal and vertical axes.

—u uspace uspace is the fraction of the space to move up before
plotting.

—w wspace wspace is the fraction of the space for width. (—x
now applies to the vertical axis.)

-x [1] [a] [b] [c}
If 1 is present, x axis is logarithmic. a (and b) are
lower (and upper) x limits. c, if present, is the grid
spacing on the x axis. Normally these quantities are
determined automatically.

-y [1] [a]l [b] I[c]
Similarly for the yaxis.

A legend indicating grid range is produced with a grid unless the

—s flag option is present. If a specified lower limit exceeds the

upper limit, the axis is reversed.

FILES
/usr/bin/graph

SEE ALSO
spline(1G), tplot(1G).

BUGS
graph stores all points internally and drops those for which there
isn’t room.
Segments that run out of bounds are dropped, not windowed.
Logarithmic axes may not be reversed.
Options and their arguments must be delimited by at least one
space.
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NAME
greek — filter text for vintage display devices

SYNOPSIS
greek [-Tterminal]

DESCRIPTION

greek is a filter that reinterprets the extended character set, as
well as the reverse and half-line motions, of a 128-character Tele-
type Model 37 terminal and certain other terminals. Special char-
acters are simulated by overstriking, if necessary and possible. If
the argument is omitted, greek attempts to use the environment
variable $STERM (see environ(S)). The following terminals are
recognized currently:

300 DASI 300.
300-12 DASI 300 in 12-pitch.
300s DASI 300s.
300s-12 DASI 300s in 12-pitch.
450 DASI 450.
450-12 DASI 450 in 12-pitch.
1620 Diablo 1620 (alias DASI 450).
1620-12 Diablo 1620 (alias DASI 450) in 12-pitch.
4014 Tektronix 4014.
tek Tektronix 4014.

EXAMPLES

The command

nroff file | greek -T4014

reinterprets the extended character set on a Tektronix 4014 termi-
nal.

FILES
/usr/bin/greek
/usr/bin/300
/usr/bin/300s
/usr/bin/4014
/usr/bin/450

SEE ALSO
300(1), 4014(1), 450(1), eqn(1), mm(1), nrof£(1),
tplot(1G), term(4), environ(5), greek(s).

1 February, 1990

RevisionC



grep(1)

NAME

grep(1)

grep, egrep, fgrep — scarch a file for a pattern

SYNOPSIS

grep [-b] [-c] [-1i] [-n] [-s] [-v] expression [file...]
egrep [-b] [-c] [-e expression] [-£ file] [-1i] [-n] [-V]
[expression] [file...]

fgrep [-b] [-c] [-e expression] [-£ file] [-1] [-n] [-v] [-x]
[strings] [file.. ]

DESCRIPTION

Commands of the grep family search the input files (standard in-
put default) for lines matching a pattern. Normally, each line
found is copied to the standard output. grep patterns are limited
regular expressions in the style of ed(1); it uses a compact non-
deterministic algorithm. egrep patterns are full regular expres-
sions; it uses a fast deterministic algorithm that sometimes needs
exponential space. £grep patterns are fixed strings; it is fast and
compact. The following flag options are recognized:

'

X

—C

—i

-

=S

—e expression
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All lines but those matching are printed.

(Exact) only lines matched in their entirety are
printed (£grep only).

Only a count of matching lines is printed.

Ignore upper/lowercase distinction during com-
parisons.

Only the names of files with matching lines are
listed (once), separated by newlines.

Each line is preceded by its relative line number
in the file.

Each line is preceded by the block number on
which it was found. This is sometimes useful in
locating disk block numbers by context.

The error messages produced for nonexistent or
unreadable files are suppressed (grep only).

Same as a simple expression argument, but useful
when the expression begins with a — (does not
work with grep).
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—£ file The regular expression (egrep) or strings list
(fgrep) is taken from the file.

In all cases, the file name is output if there is more than one input
file. Care should be taken when using the characters $, *, [, *,],
(,),and \ in expression, because they are also meaningful to the
shell. It is safest to enclose the entire expression argument in sin-
gle quotes "...".

fgrep searches for lines that contain one of the strings separated
by newlines.

egrep accepts regular expressions as in ed(1), except for \ ( and
\)), with the addition of:

1. A regular expression followed by + matches one or more oc-
currences of the regular expression.

2. A regular expression followed by ? matches 0 or 1 oc-
currences of the regular expression.

3. Two regular expressions separated by | or by a newline maich
strings that are matched by either.

4. A regular expression may be enclosed in parentheses () for
grouping.

The order of precedence of operators is [ ], then * 2 +, then con-

catenation, then| and newline.

EXAMPLES
grep -v -c ‘regular’ grep.1l
reports a count of the number of lines that do not contain the
word regular in the file grep. 1.
FILES
/bin/grep
/bin/egrep
/bin/fgrep
SEE ALSO
awk(1), csh(l), ed(1), ex(1), ksh(l), Lex(1), sed(1), sh(1),
vi(l).
DIAGNOSTICS

Exit status is 0 if any matches are found, 1 if none, 2 for syntax er-
rors or inaccessible files (even if matches were found).
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BUGS
Ideally there should be only one grep, but we do not know a sin-
gle algorithm that spans a wide enough range of space-time trade-
offs.
Lines are limited to BUFSIZ characters; longer lines are truncat-
ed. (BUFSIzisdefinedin /usr/include/stdio.h))
egrep does not recognize ranges, such as [a—z], in character
classes.
If there is a line with embedded nulls, grep will only match up to
the first null; if it matches, it will print the entire line.
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NAME
groups — show group memberships

SYNOPSIS
groups [user]

DESCRIPTION
The groups command shows the groups to which you or the
optionally-specified user belong. Each user belongs to a group
specified in the password file /et c/passwd and possibly to oth-
er groups as specified in the file /etc/group. If you do not
own a file, but belong to the group which owns it, you are granted
group access to the file.

When a new file is created, it is given the group of the containing
directory.
SEE ALSO
setgroups(2).
FILES
/usr/bin/groups
/etc/passwd
/etc/group
BUGS

More groups should be allowed. Eight groups is currently the lim-
it.
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See spell(l)
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See spell(l)
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NAME
head — give first few lines

SYNOPSIS
head [—count] [file. . .]

DESCRIPTION
This filter gives the first count lines of each of the specified files,
or of the standard input. If count is omitted it defaults to 10.

EXAMPLES
head -6 filea fileb filec

will print out the first six lines of the three specified files. The
filename will appear before each new set of head lines listed, if
more than one file has been specified.

FILES
/bin/head

SEE ALSO
awk(1l), cat(l), more(l), pg(l), tail(l).
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NAME
help — ask for help in using SCCS

SYNOPSIS
help [args]

DESCRIPTION
help finds information to explain a message from an SCCS com-
mand or explain the use of an SCCS command. Zero or more ar-
guments may be supplied. If no arguments are given, help will
prompt for one.

The arguments may be either message numbers (which normally
appear in parentheses following messages) or command names, of
one of the following types:

type 1 Begins with non-numerics, ends in numerics. The
non-numeric prefix is usually an abbreviation for the
program or set of routines which produced the mes-
sage (e.g., ged, for message 6 from the get com-
mand).

type 2 Does not contain numerics (as a command, such as
get)
type 3 Is all numeric (e.g., 26)

The response of the program will be the explanatory information
related to the argument, if there is any.

When all else fails, try help stuck.

EXAMPLES
help he2
prints the message for error number he 2.
FILES
/usr/bin/help
/usr/lib/help directory containing files
of message text.
/usr/lib/help/helploc file containing locations of

help files not in
/usr/lib/help. This
file is created by the user
for user-defined help mes-
sages.
/usr/lib/help/lib/help?2
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SEE ALSO
admin(1), cdc(l) comb(l), delta(l), get(l), unget(l),
help(l), prs(l), rmdel(l), sact(l), sccsdiff(l), val(l),
what(1).

DIAGNOSTICS
Use help(1) for explanations.

February, 1990 2

Revision C



hex(1)

NAME

hex(1)

hex — convert an object file to Motorola S-record format

SYNOPSIS

hex [-£] [-1] [-n#] [-r] [-s0] [-s2] [-ns8] [+saddr] ifile
DESCRIPTION

hex translates executable object files into ASCII formats suitable

for Motorola S-record downloading. The following flag options

determine locations:

—ns8
+saddr

ifile

EXAMPLES

The file specified is to be shipped as is without treating it
as an object file.

Output "Loading at" message.

Number of characters to output per record. # is a de-
cimal number.

Output a carriage return at the end of each S-record (in-
stead of a newline).

Output a leading s0 record.

S2 records only (no s1 records are produced).
Do not output a trailing s8 (s9) record.
Starting load address (in hex).

File to be downloaded. The file’s starting address is used
if saddr is not present.

hex objfile

where objfile is the object file to be downloaded.

FILES

/usr/bin/hex

SEE ALSO

as(1), od(1), rcvhex(1), a.out().
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NAME
hostid — set or display the identifier of the current host system

SYNOPSIS
hostid [identifier]

DESCRIPTION
The hostid command displays the identifier of the current host
in hexadecimal. This numeric value is expected to be unique
across all hosts and is normally set to the host’s Internet address
(for the Ethernet or TCP/IP). The superuser may set the hostid by
giving a hexadecimal argument; this is usually done in the startup
script /etc/sysinitre.

FILES
/bin/hostid

SEE ALSO
gethostid(2N).
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NAME
hostname — set or display the name of the current host system

SYNOPSIS
hostname [nameofhost]

DESCRIPTION
The hostname command displays the name of the current host.
The superuser can set the hostname by giving an argument; this is
usually done in the startup script /etc/sysinitrc.

FILES
/bin/hostname

SEE ALSO
gethostname(2N).
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NAME
hyphen — find hyphenated words

SYNOPSIS
hyphen [file...]

DESCRIPTION
hyphen finds all the hyphenated words ending lines in files and
prints them on the standard output. If no arguments are given or if
hyphen encounters —, it uses the standard input. Thus, hyphen
may be used as a filter.

EXAMPLES
You would use the following command line to proofread nrof£’s
hyphenation in files:

mmfile | hyphen
FILES
/usr/bin/hyphen
SEE ALSO
grep(l), mm(1), trof££(1).

BUGS
hyphen can’t cope with hyphenated italics (or underlined
words); it frequently will either miss them altogether or mishandle
them. hyphen occasionally gets confused but with no ill effects
other than spurious extra output.
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NAME
id — display user and group IDs and names
SYNOPSIS
id
DESCRIPTION
id writes a message on the standard output giving the user and

group IDs and the corresponding names of the invoking process.
If the effective and real IDs do not match, both are displayed.

EXAMPLES
If logged in as the user guest, the command
id
will return
uid=100 (guest) gid=100 (users)

where 100 and guest are the user’s ID number and name and
100 and users are the user’s group ID number and group name.
These values are set up in the administrative file /etc/passwd.
FILES
/usr/bin/id
/etc/passwd
SEE ALSO
logname(l), whoami(l), getuid(2).
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NAME
ident — display RCS keywords and their values
SYNOPSIS
ident files
DESCRIPTION
ident searches the named files for all occurrences of the pattern
Skeyword: ... $, where keyword is one of
Author
Date
Header
Locker
Log
Revision
Source
State

These patterns are normally inserted automatically by the RCS
command co(1), but can also be inserted manually.

ident works on text files as well as object files.

EXAMPLES
If the C program in file £. c contains the line

char rcsid[] = "$SHeader: utility $";
and £ . c is compiled into £ . o, then the command
ident f.c f.o

will print

f.c:
SHeader: utility $

f.o:
SHeader: utility $

DISCLAIMER

This reference manual entry describes a utility that Apple under-
stands to have been released into the public domain by its author
or authors. Apple has included this public domain utility for your
convenience. Use it at your own discretion. Often the source
code can be obtained if additional requirements are met, such as
the purchase of a site license from an author or institution.

February, 1990 1

Revision C



ident(1) ident (1)

IDENTIFICATION
Author: Walter F. Tichy, Purdue University, West Lafayette, IN
47907
Copyright © 1982 by Walter F. Tichy.

SEE ALSO
ci(l), co(l), res(l), resdif£(l), resintro(l),
rcsmerge(l), rlog(l), rcsfile(4).
Walter F. Tichy, ‘‘Design, Implementation, and Evaluation of a
Revision Control System,’’ in Proceedings of the 6th International
Conference on Software Engineering, IEEE, Tokyo, September
1982.
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NAME
indent — indent and format C program source

SYNOPSIS
indent input [output] [flags)

DESCRIPTION
indent is intended primarily as a C program formatter.
Specifically, indent will:

indent code lines

align comments

insert spaces around operators where necessary
break up declaration listsasin int a,b,c;.

indent will not break up long statements to make them fit within
the maximum line length, but it will flag lines that are too long.
Lines will be broken so that each statement starts a new line.
Comments will be lined up one indentation level to the left of the
code, and an attempt is made to line up identifiers in declarations.

The flags which can be specified follow. They may appear before
or after the file names. If the output file is omitted, the formatted
file will be written back into input and a ‘‘backup” copy of input
will be written in the current directory. If imput is named
/blah/blah/file, the backup file will be named .Bfile.
If ourput is specified, indent checks to make sure it is different
from input.

The following flag options may be used to control the formatting
style imposed by indent.

~lnnn Maximum length of an output line. The default is
75.
—cnnn The column in which comments will start. The de-
fault is 33.

—cdnnn  The column in which comments on declarations will
start. The default is for these comments to start in the
same column as other comments.

—innn The number of spaces for one indentation level. The
default is 4.

—dj,—ndj —dj will cause declarations to be left justified.
—ndj will cause them to be indented the same as
code. The default is —ndj.
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—v,~nv  —v turns on ‘‘verbose’’ mode, —nv tums it off. When
in verbose mode, indent will report when it splits
one line of input into two or more lines of output, and
it will give some size statistics at completion. The de-
fault is —nv.

-be,—nbc If —be is specified, then a newline will be forced after
each comma in a declaration. —nbc will turn off this
flag option. The default is —bc.

—dnnn This flag option controls the placement of comments
which are not to the right of code. Specifying —d2
means that such comments will be placed two inden-
tation levels to the left of code. The default, —d1,
places comments one indentation level to the left of
code. —do0 lines up these comments with the code.
See the section on comment indentation below.

-br,-bl Specifying —bl will cause complex statements to be
lined up like this:

if (...)
{
code
}

Specifying —br (the default) will make them look like
this:

if (.0 |
code
}

You may set up your own ‘‘profile’’ of defaults to indent by
creating the file .indent.pro in your home directory and in-
cluding whatever switches you like. If indent is run and a
profile file exists, then it is read to set up the program’s defaults.
Switches on the command line, though, will always override
profile switches. The profile file must be a single line of not more
than 127 characters. The switches should be separated on the line
by spaces or tabs.
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Multiline Expressions
indent will not break up complicated expressions that extend
over multiple lines, but it will usually correctly indent such ex-
pressions which have already been broken up. Such an expression
might end up looking like this:

x =
( (Arbitrary parenthesized expression)
T
(Parenthesized expression)
tParenthesized expression)
)i )
Comments

indent recognizes four kinds of comments. They are: straight
text, box comments, UNIX-style comments, and comments that
should be passed through unchanged. The action taken with these
various types are as follows:

Box comments. indent assumes that any comment with a dash
immediately after the start of comment (i.e. /*-) is a comment
surrounded by a box of stars. Each line of such a comment will be
left unchanged, except that the first nonblank character of each
successive line will be lined up with the beginning slash of the
first line. Box comments will be indented (see below).

UNIX-style comments. This is the type of section header which
is used extensively in the UNIX system source. If the start of
comment (/*) appears on a line by itself, indent assumes that it is
a UNIX-style comment. These will be treated similarly to box
comments, except the first nonblank character on each line will be
lined up with the *“*”* of the /*.

Unchanged comments. Any comment which starts in column 1
will be left completely unchanged. This is intended primarily for
documentation header pages. The check for unchanged comments
is made before the check for UNIX-style comments.

Straight text. All other comments are treated as straight text. in-
dent will fit as many words (separated by blanks, tabs, or new-
lines) on a line as possible. Straight text comments will be indent-
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ed.

Comment Indentation

Box, UNIX-style, and straight text comments may be indented. If
a comment is on a line with code it will be started in the com-—
ment column, which is set by the —cnnn command line param-
eter. Otherwise, the comment will be started at nann indentation
levels less than where code is currently being placed, where nnn is
specified by the —~dnnn command line parameter. (Indented com-
ments will never be placed in column 1.) If the code on a line ex-
tends past the comment column, the comment will be moved to
the next line.

DIAGNOSTICS
Diagnostic error messages, mostly to tell that a text line has been
broken or is too long for the output line.
FILES
/usr/ucb/indent
~/.indent.pro profile file
SEE ALSO
cb(1).
BUGS
Does not know how to format ‘‘long’’ declarations.
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NAME

indxbib — build inverted index for a bibliography
SYNOPSIS

indxbib database. ..
DESCRIPTION

indxbib makes an inverted index to the named databases (or
files) for use by 1ookbib(1l) and refer(l). These files contain
bibliographic references (or other kinds of information) separated
by blank lines.

A bibliographic reference is a set of lines, constituting fields of bi-
bliographic information. Each field starts on a line beginning with
a %, followed by a key-letter, then a blank, and finally the contents
of the field, which may continue until the next line starting with %.

indxbib is a shell script that calls /usr/lib/refer/mkey
and /usr/lib/refer/inv. The first program, mkey, trun-
cates words to 6 characters, and maps uppercase to lowercase. It
also discards words shorter than 3 characters, words among the
100 most common English words, and numbers (dates) < 1900 or
> 2000. These parameters can be changed; see refer(l). The
second program, inv, creates an entry file (. ia), a posting file
(. 1ib), and a tag file (. ic), all in the working directory.
FILES
/usr/ucb/indxbib

x.ia, x.1ib, x.ic, where x is the first argument, or if these are
not present, thenx.ig.

SEE ALSO
addbib(l), lookbib(l), refer(l), roffbib(1l), sort-
bib(l).

BUGS
Probably all dates should be indexed, since many disciplines refer
to literature written in the 1800s or earlier.
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NAME
ipcrm— remove interprocess communications facilities

SYNOPSIS
ipcrm [-m shmid] [-M shmkey] [-q msqid] [-Q msgkey] [-
s semid) [-S semkey]

DESCRIPTION
ipcrm will remove one or more specified message, semaphore,
or shared memory identifiers. The identifiers are specified by the
following flag options.

-q msqid removes the message queue identifier msqid from the
system and destroys the message queue and data
structure associated with it.

-m shmid removes the shared memory identifier shmid from the
system. The shared memory segment and data struc-
ture associated with it are destroyed after the last de-
tach,

-s semid removes the semaphore identifier semid from the sys-
tem and destroys the set of semaphores and data struc-
ture associated with it.

-Q msgkey
removes the message queue identifier, created with
key msgkey, from the system and destroys the mes-
sage queue and data structure associated with it.

-M shmkey
removes the shared memory identifier, created with
key shmkey, from the system. The shared memory
segment and data structure associated with it are des-
troyed after the last detach.

-S semkey
removes the semaphore identifier, created with key
semkey, from the system and destroys the set of sema-
phores and data structure associated with it.

The details of the removes are described in msgctl(2),
shmet1(2), and semct1(2). The identifiers and keys may be
found by using ipcs(l).
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FILES
/bin/ipcrm

SEE ALSO
ipes(l), msgetl(2), msgget(2), msgop(2), semct1(2),
semget(2), semop(2), shmct1(2), shmget(2), shmop(2).
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NAME
ipcs — report interprocess communication facilities status

SYNOPSIS
ipes [-a] [-b] [-c] [-C corefile] [-m] [-N namelist] (o] [-p]
[—al [-s][-t]

DESCRIPTION
ipcs prints certain information about active inter-process com-
munication facilities. Without flag options, information is printed
in short format for message queues, shared memory, and sema-
phores that are currently active in the system. Otherwise, the in-
formation that is displayed is controlled by the following flag op-
tions:

—q Print information about active message queues.
-m Print information about active shared memory segments.
—s Print information about active semaphores.

If any of the flag options —q, —m, or —s are specified, information
about only those indicated will be printed. If none of these three
are specified, information about all three will be printed.

-b Print information on largest allowable size (maximum
number of bytes in messages on queue for message queues,
size of segments for shared memory, and number of sema-
phores in each set for semaphores.) See below for meaning
of columns in a listing.

—c Print creator’s login name and group name. See below.

—o Print information on outstanding usage (number of messages
on queue and total number of bytes in messages on queue for
message queues and number of processes attached to shared
Mmemory segments.)

—-p Print process number information (process ID of last process
to send a message and process ID of last process to receive a
message on message queues and process 1D of creating pro-
cess and process ID of last process to attach or detach on
shared memory segments) See below.

—t Print time information (time of the last control operation that
changed the access permissions for all facilities; time of last
msgsnd and last msgrcv on message queues, last shmat and
last shmdt on shared memory, last semop(2) on sema-
phores.) See below.,

—a Use all print flag options. (This is a shorthand notation for
-b,-c, -0, —p,and -t.)
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—C corefile
Use the file corefile in place of /dev/kmem.

—N namelist
The argument will be taken as the name of an alternate
namelist (/unix is the default).

The column headings and the meaning of the columns in an ipcs
listing are given below; the letters in parentheses indicate the flag
options that cause the corresponding heading to appear; all means
that the heading always appears. Note that these flag options
determine only what information is provided for each facility; they
do not determine which facilities will be listed.

T (all) Type of the facility:
q message queue;
m shared memory segment;
s  semaphore.

ID (all) The identifier for the facility entry.

KEY (all) The key used as an argument to msgget, semget,
or shmget to create the facility entry.

Note: The key of a shared memory seg-
ment is changed to IPC_PRIVATE
when the segment has been removed un-
til all processes attached to the segment
detach it.

MODE (all) The facility access modes and flags. The mode
consists of 11 characters that are interpreted as
follows:

The first two characters are:

R if a process is waiting on a msgrcv;

s if a process is waiting on a msgsnd,

D if the associated shared memory seg-
ment has been removed. It will disap-
pear when the last process attached to
the segment detaches it;

C if the associated shared memory seg-
ment is to be cleared when the first at-
tach is executed;

— if the corresponding special flag is not
set.

The next 9 characters are interpreted as three
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OWNER

GROUP

ipes(l)

sets of three bits each. The first set refers to
the owner’s permissions; the next to permis-
sions of others in the user-group of the facili-
ty entry; and the last to all others. Within
each set, the first character indicates permis-
sion to read, the second character indicates
permission to write or alter the facility entry,
and the last character is currently unused.

The permissions are indicated as follows:

r  if read permission is granted;

if write permission is granted;

if alter permission is granted;

if the indicated permission is not grant-
ed.

(all) The login name of the owner of the facility en-
try.

(all) The group name of the group of the owner of
the facility entry.

I o £

CREATOR (a,c) The login name of the creator of the facility en-

CGROUP

CBYTES

QNUM

QBYTES

LSPID

LRPID

STIME

RTIME

try.

(a,c) The group name of the group of the creator of
the facility entry.

(a,0) The number of bytes in messages currently out-
standing on the associated message queue.

(a,0) The number of messages currently outstanding
on the associated message queue.

(a,b) The maximum number of bytes allowed in mes-
sages outstanding on the associated message
queue.

(a,p) The process ID of the last process to send a
message to the associated queue.

(a,p) The process ID of the last process to receive a
message from the associated queue.

(a,t) The time the last message was sent to the asso-
ciated queue.

(a,t) The time the last message was received from
the associated queue.

February, 1990

Revision C



ipes(1)

ipcs(1)

CTIME (a,t) The time when the associated entry was created
or changed.

NATTCH (a,o) The number of processes attached to the associ-
ated shared memory segment.

SEGSZ (a,b) The size of the associated shared memory seg-
ment.

CPID (a,p) The process ID of the creator of the shared
memory entry.

LPID (a,p) The process ID of the last process to attach or
detach the shared memory segment.

ATIME (a,t) The time the last attach was completed to the
associated shared memory segment.

DTIME (a,t) The time the last detach was completed on the
associated shared memory segment.

NSEMS  (a,b) The number of semaphores in the set associated
with the semaphore entry.

OTIME (a,t) The time the last semaphore operation was
completed on the set associated with the sema-
phore entry.

FILES

/bin/ipcs

/unix system namelist

/dev/kmem memory

/etc/passwd user names

/etc/group group names

SEE ALSO
ipcrm(l), msgop(2), semop(2), shmop(2).
BUGS

Things can change while ipcs is running; the picture it gives is
only a close approximation to reality.
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See mactoiso(l)
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NAME
iw2 — Apple ImageWriter print filter

SYNOPSIS
iw2 [-a dotspace] [-b] [-c color] [-d] [-D udcfile] [-£] [-h]
[~k mode] [-1 language] [-m margin] [-n length] [-o file]
[-p pitch] [-q quality] [-s spacing] [-t tabs] [-u]
[-U udcfile] [-w value] [-x] [-z] [file...]

DESCRIPTION
The Apple Imagewriter II is a dot matrix printer that works as a
normal ASCII character set printer. It has many options, includ-
ing color ribbons, various print qualities, national language char-
acter sets, downloadable fonts, and more. iw2 is a program that
accepts options indicating that a file or files (or standard input) is
to be printed with various Apple Imagewriter II options set.

iw2 prepares the named files for eventual printing on the Apple
Imagewriter II by sending appropriate Apple Imagewriter II con-
trol codes and then the named files to the standard output. If no
files are specified, the standard input is assumed. The various
features of the Apple Imagewriter II may be specified by the fol-
lowing flag options.

~-a dotspace Add dot spaces to proportional pitch text. When
the Apple Imagewriter II is printing in a propor-
tional pitch, the space allotted to each character
depends on the shape of the character. Each char-
acter has one dot space added after it to keep it
from running into the next character. This option
allows from 1 to 6 additional dot spaces to be ad-
ded after each proportional character.

-b Print boldface text. Each dot of the character is
printed twice with a small shift of position.

~c color Print text in color. The Apple Imagewriter II can
print in color by using the color ribbon. The color
ribbon contains four bands of color: yellow, cyan,
magenta, and black. In addition, the Apple Image-
writer II automatically prints orange, green, and
purple by overprinting one color with another, as
follows:

black Selects the black color ribbon band.
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-k mode

-1 language

iw2(1l)

yellow Selects the yellow color ribbon band.

red Actually selects the magenta color rib-
bon band. You can specify this color
by magenta as well.

blue Actually selects the cyan color ribbon
band. You can specify this color by
cyan as well.

orange Orange will be printed by overprinting
yellow and magenta.

green Green will be printed by overprinting
yellow and cyan.

purple Purple will be printed by overprinting
magenta and cyan.

Print double-width characters. Each character is
printed with two dots for every one normally print-
ed.

This works just like the ~U flag option, except that
the udcfile filename is prefixed with the directory
pathname /usr/lib/iw2/ first. (See the -U
flag option later in this section).

An initial formfeed is output before any files are
printed. Generally used with the Apple Imagewrit-
er II sheetfeeder.

Print half-height characters. Half-height characters
are printed by cutting in half the vertical distance
between the rows of dots that make up the charac-
ters.

Select print direction mode. The Apple Imagewrit-
er II can print from left-to-right or bidirectional.
Left-to-right, while slower, improves the precision
at which characters line up.

lr  Print left-to-right only.
bi  Print bidirectional.

Select language font. As an aid, there are 8 dif-
ferent language fonts used for printing text in other
languages. Each of these fonts substitutes charac-
ters for these ten American font symbols:

# e [ N1 Y {1} -
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american Select the American language font.
italian  Select the Italian language font.

danish Select the Danish language font.
british  Select the British language font.
german Select the German language font.
swedish  Select the Swedish language font.
french Select the French language font.

spanish  Select the Spanish language font.

-mmargin  Specify the left page margin. This sets the leftmost
column to start printing in. Normally zero, the
column number may be set from zero (leftmost) to
a value that depends on the current character pitch,
as shown in the following list.

Pitch Chars/line  Range

9 72 Ot 71
10 80 0to79
12 96 0to 95
134 107 0to 106
15 120 Oto 119
17 136 0to 135

pica depends Ot 71
elite depends 0t 79

For sectting the margin when using proportional
fonts, elite uses 10 characters per inch and pica
uses 12 characters per inch.

-n length Specify page length. This is the page length in
inches, integer values only. If the number is pre-
ceded by a /, it will be considered as length/144 in.
That is, both -n 11 and -n /1584 will set a
page length of 11 inches.

-o file Specify an output file. By default, iw2 writes to
the standard output, so this option will redirect the
output to file.

-p pitch Specify pitch, or characters per inch. The Apple
Imagewriter II prints in eight different widths
(character pitches), from 9 characters per inch (cpi)
to 17 cpi. Two of the character pitches print pro-
portionally; that is, the space allotted to each char-
acter depends on the shape of the character.
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—-q quality

-s spacing

-t tabs

iw2(1)

9  Print at 9 cpi, for 72 characters per line.
10 Print at 10 cpi, for 80 characters per line.
12 Print at 12 cpi, for 96 characters per line.
13 Print at 13.4 cpi, for 107 characters per line.
13. 4 may also be specified.
15 Print at 15 cpi, for 120 characters per line.
17 Print at at 17 cpi, for 136 characters per line.
pica
Print pica proportional font. Averages 10 cpi.
elite
Print elite proportional font. Averages 12 cpi.

Specify quality of printing. The Apple Imagewriter
II can print ASCII text in one of three qualities:
draft (250 characters per second), correspondence
(180 cps), and near letter quality (45 cps).

draft  Printin draft quality mode.

better Printin better, or correspondence quali-
ty mode.

nlqg Print in best, near letter quality. You
may also specify best for this mode.

Specify spacing, or distance between lines. This
value can be specified in two ways.

Set line spacing to 2 lines per inch.
Set line spacing to 3 lines per inch.
Set line spacing to 4 lines per inch.
Set line spacing to 6 lines per inch.
Set line spacing to 8 lines per inch.
Set line spacing to 9 lines per inch.

Or the value can have a slash (/) affixed to it. This
value, then, indicates line spacing at 1/144 in. For
example, three lines per inch would be a spacing of
48/144 in., and could be specified by either ~s 3
or-s /48.

Specify tab settings. Default tabs are set every 8
columns (9, 17, 25, ...). This flag option clears all
default tab stops and is used to set custom tab
stops. Tabs are specified by numbers followed by
commas. For example, to set tabs every four
columns (up to column 25):

O oo W
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-t 5,9,13,17,21,25

The limit on the number of settable tabs is 8. The
highest legal column for the tab stop must lie in the
left margin range. See the -m flag option for the
margin range table.

-u This flag option causes all characters and spaces to
be underlined.

-Uudcfile  Loads user defined characters from the file udcfile,
the contents of which are defined later in this sec-
tion.

-w value Set dot spacing for proportional pitch text. When
the Apple Imagewriter II is printing in a propor-
tional pitch, the space allotted to each character
depends on the shape of the character. Each char-
acter has a single dot space added after it to keep it
from running into the next character. This flag op-
tion allows setting dot spaces for the proportional
character set. Dot spacing may be set from 0 to 9
dot spaces. Each proportional character will al-
ways include one dot space, thus the settings of 0
through nine allow set dot spacing from 1 to 10.

-x This flag option resets the Apple Imagewriter II ini-
tialization sequences (that set the default settings).
In this program, first the default sequences are pro-
cessed (see ‘‘DEFAULTS’’ later in this section),
then the environment variable, and then the op-
tions. This flag option, when encountered, resets
the buffer holding the initialization sequences that
were built by processing the default and environ-
mental variable.

-z This specifies that all zeros are to be printed with a
slash through them.

UDC FILES
A UDC (user defined character) file consists of ASCII text that
defines the bit patterns that make up a character. More than one
character can be defined in a UDC file, and any character may be
redefined. Characters that are not defined in a UDC file print out
in the normal ASCII character bit pattern. For example, to define
the ASCII space character (SP) to resemble an upside down and
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backwards capital L:

=040
144,

N

© U W
$ ok ¥k 3k 3k 4k %

o o o

In a UDC file, each character is defined by 9 text lines. The first
line starts with an equal sign (=), and is followed by an octal, de-
cimal, or hexadecimal number that indicates the character to be
defined. Octal, decimal, or hexadecimal is selected by using the
standard C language conventions.

The next 8 lines define the 8 rows of the character. Notice that the
lines are numbered. These numbers correspond to the nine-wire
print head. You are limited to 8 rows only, so you can specify
rows 1 through 8, or rows 2 through 9. Each line contains a
period (.) to indicate no dot, and a pound sign (#) to indicate dot.
The width of the character is computed by the longest line en-
countered in the 8 lines. You should place extra periods at the
right columns of the character definition to allow for space
between it and the adjacent character.

For example, we have redefined the letter ‘‘A’’ to be a vertical
bar, with a small amount of space between it and the character on
its left, and a lot of space between it and the character on the right.

=0x41

CHELL.
CHEL L
HEL L.
JHEL L.
JHEL L.
I X N
L.
HEL L.

The maximum width of any character is 16 columns of dots.

O ~JOYUT W
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NOTES
Using the —x flag option, you specify character strings, as needed,
to set various Apple Imagewriter II capabilities, without knowing
the machine dependent codes. For example, if you wished to print
a file, using px(1), but want the header to be in red and the rest of
the file in black, you could do the following:

set red=‘iw2 -x -c red < /dev/null‘
black=‘iw2 -x -c black < /dev/null:‘
pr -h "$red this is the heading $black" $1 | 1lp

Or if you wanted to change the word ‘“‘red’’ in the file foobar to
print in the color red, you could do the following:

set red=‘iw2 -x -c red < /dev/null:®
set black=‘iw2 -x -c black < /dev/null:?
sed s/red/"$red"red"$black"/g foobar | lp

Always remember that you must both set and unset the capability,
or else the characters following what you have set will remain that
way. Also note that in the set red and set black lines is
the *“ ¥’ character (the ASCII character with the value of hexade-
cimal 60).

The -o flag is ignored when iw2 reads from the standard input.
If an input file is specified as an argument, then the —o option

works as documented.
DEFAULTS
Draft font Standard ASCII
American language Pitch is 12 cpi (Elite)
Black color Set default tabs every 8 columns (12 cpi)
Stop double width print Stop underlining
Stop boldface Stop half-height text
Stop sub/super scripting Zeros unslashed
Set left margin at 0 Set page length to 11 inches
Bidirectional printing 6 lines per inch spacing
Forward line feeding Paper-out sensor on

Insert CR before LF/FF No LF when line is full
CR, LF, FF cause printing  Ignore 8th data bit
Perforation skip disabled Dot spacing is zero

ENVIRONMENT
The environment variable

APPLE IMAGEWRITER _II_ PRINT OPTIONS
can be used to supply default print options. All options may be
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specified in the environment variable. In the C shell, a typical set-
ting of the environment variable would be

setenv APPLE IMAGEWRITER II_ PRINT OPTIONS\
"-c red -q better"

EXAMPLES
iw2 -¢ red -g nlqg -1 british
FILES
/usr/bin/iw2
SEE ALSO

daiw(l), iwprep(1), 1p(1), iwmap(4).
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NAME
iwprep — prepare t rof £ description files
SYNOPSIS
iwprep [file]
DESCRIPTION
iwprep processes a file describing a troff output device and
creates the device and font files required by troff(l) as
described in t ro£ £(5).
FILES
/usr/bin/iwprep
/usr/lib/font/deviw/*.def description files for the Im-
ageWriter II.
SEE ALSO
troff(l), iwdesc(4), trof£(5).
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NAME
join — relational database operator

SYNOPSIS
join [—an] [-e string] [-3n m] [—o list] [-tc] filel file2

DESCRIPTION
join forms, on the standard output, a join of the two relations
specified by the lines of filel and file2. If filel is —, the standard
input is used.

filel and file2 must be sorted in increasing ASCII collating se-
quence on the fields on which they are to be joined, normally the
first in each line.

There is one line in the output for each pair of lines in filel and
file2 that have identical join fields. The output line normally con-
sists of the common field, then the rest of the line from filel, then
the rest of the line from file2.

The default input field separators are blank, tab, or newline. In
this case, multiple separators count as one field separator, and
leading separators are ignored. Thus, to preserve tabs and multi-
ple occurrences of spaces in a file, you must select tabs as the al-
ternate delimiter using the —t option where c¢ is the tab character
(see —t option below). The default output field separator is a
blank.

Some of the below flag options use the argument n. This argu-
ment should be a 1 or a 2 referring to either file! or file2, respec-
tively. The following flag options are recognized:

—an  In addition to the normal output, produce a line for each
unpairable line in file n, where nis 1 or 2.

—es Replace empty output fields by string s.

—jn m join on the mth field of file n. If n is missing, use the mth
field in each file. Fields are numbered starting with 1.

—o list Each output line comprises the fields specified in list,
each element of which has the form n. m, where n is a
file number and m is a field number. The common field is
not printed unless specifically requested.

-tc Use character ¢ as a separator (tab character). Every ap-
pearance of ¢ in a line is significant. The character ¢ is
used as the fieid separator for both input and output. Note
that this option must be used to preserve tabs and multiple
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spaces in a file.

EXAMPLES
If filel contains:

Austen -
Bailey -
Clark -
Dawson -
Smith -

and f£ile2 contains:

Austen Jack Anchor Brewery
Clark Maryann Shoeshop

Daniels Steve Computer Software
Dawson Sylvia Toot Sweets

Smith Sally Talcum Powdery

then

join -31 1 -j2 1 -o 2.2 2.1 1.2 2.3 2.4 filel
file2

will generate

Jack Austen - Anchor Brewery
Maryann Clark - Shoeshop
Sylvia Dawson - Toot Sweets
Sally Smith - Talcum Powdery

join -j1 4 -j2 3 -0 1.1 2.1 1.6 -t: /etc/passwd
/etc/group
joins the password file and the group file, matching on the numeric
group ID, and the login name, the group name, and the login
directory. It is assumed that the files have been sorted in ASCII
collating sequence on the group ID fields.

FILES
/usr/bin/join

SEE ALSO
awk(1l), comm(1), sort(l), unig(l).

BUGS

With default field separation, the collating sequence is that of
sort —b; with —t, the sequence is that of a plain sort.
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The conventions of join(l), sort(l), comm(l), uniq(l) and
awk(1) are wildly incongruous.

Filenames that are numeric may cause conflict when the —o flag
option is used right before listing filenames.
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NAME
kermit — Kermit file transfer

SYNOPSIS
kermit [option...] [file...]

DESCRIPTION
kermit is a file transfer program that allows files to be moved
between machines of many different operating systems and archi-
tectures. This manual page describes version 4C of the program.

Arguments are optional. If kermit is executed without argu-
ments, it will enter command mode. Otherwise, kermit will
read the arguments off the command line and interpret them.

The following notation is used in command descriptions:

fn An A/UX file specification, possibly containing ei-
ther of the metacharacters ““**’, which matches all
character strings, or ‘“?’’, which matches any sin-

gle character.

fnl An A/UX file specification which may not contain
*or?.

rfn A remote file specification in the remote system’s
own syntax, which may denote a single file or a
group of files.

rfnl A remote file specification which should denote

only a single file.
n A decimal number between 0 and 94.

A decimal number between 0 and 127 representing
the value of an ASCII character.

cc A decimal number between 0 and 31, or else exact-
ly 127, representing the value of an ASCII control
character.

[] Any field in brackets is optional.

{x,y ,z} Alternatives are listed in braces.

kermit command line options may specify either actions or set-
tings. If kermit is invoked with a command line that specifies
no actions, then it will issue a prompt and begin interactive dialog.
Action options specify either protocol transactions or terminal
connection.
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FLAG OPTIONS
—sfrn  Send the specified file or files. If fn contains metachar-
acters, the A/UX shell expands it into a list. If fn is —,
then kermit sends from standard input, which must
come from a file:

kermit -s - < foo.bar
or a parallel process:
1s -1 | kermit -s -

You cannot use this mechanism to send terminal type in.
If you want to send a file whose name is —, you can pre-
cede it with a path name, as in

kermit -s ./-

-r Receive a file or files. Wait passively for files to arrive.

-k Receive (passively) a file or files, sending them to stan-
dard output. This option can be used in several ways:

kermit -k

displays the incoming files on your screen; to be used
only in *‘local mode’” (see below).

kermit -k > fnl

sends the incoming file or files to the named file, fnl. If
more than one file arrives, all are concatenated together
into the single file fnl.

kermit -k | command

pipes the incoming data (single or multiple files) to the
indicated command, as in

kermit -k | sort > sorted.stuff
—afnl If you have specified a file transfer option, you may

specify an alternate name for a single file with the —a
option. For example,

kermit -s foo -a bar

sends the file foo telling the receiver that its name is
bar. If more than one file arrives or is sent, only the
first file is affected by the —a option:

kermit -ra baz
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stores the first incoming file under the name baz.

-X Begin server operation. May be used in either local or
remote mode.

Before proceeding, a few words about remote and local operation
arc necessary. kermit is ‘‘local’ if it is running on a personal
computer or workstation that you are using directly, or if it is run-
ning on a multiuser system and transferring files over an external
communication line, not your job’s controlling terminal or con-
sole. kermit is remote if it is running on a multiuser system and
transferring files over its own controlling terminal’s communica-
tion line, connected to your personal computer or workstation.

If you are running kermit on a personal computer, it is in local
mode by default, with the ‘‘back port’’ designated for file transfer
and terminal connection. If you are running kermit on a mul-
tiuser (timesharing) system, it is in remote mode unless you expli-
citly point it at an external line for file transfer or terminal connec-
tion. The following command sets kermit’s ‘‘mode’’:

—1dev Line; specify a terminal line to use for file transfer and
terminal connection, as in

kermit -1 /dev/ttyi5

When an external line is being used, you might also
need some additional options for successful communica-
tion with the remote system:

bn Baud; specify the baud rate for the line given in the -1
option, as in

kermit -1 /dev/ttyi5 -b 9600

This option should always be included with the —1 op-
tion, since the speed of an external line is not necessarily
what you expect.

-pXx Parity; e, o, m, s, n (even, odd, mark, space, or none).
If parity is other than none, then the 8th-bit prefixing
mechanism will be used for transferring 8-bit binary
data, provided the opposite kermit agrees. The de-
fault parity is none.

-t Specifies half duplex, line turnaround with XON as the
handshake character.
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The following commands may be used only with a kermit
which is local, either by default or else because the —1 option has
been specified.

—grfn  Actively request a remote server to send the named file
or files; rfn is a file specification in the remote host’s
own syntax. If fn happens to contain any special shell
characters, like *, these must be quoted, as in

kermit -g x\*.\?

—-f Send a ““finish’’ command to a remote server.

—C Establish a terminal connection over the specified or de-
fault communication line, before any protocol transac-
tion takes place. Get back to the local system by typing
the escape character (normally CONTROL-Backslash)
followed by the letter c.

-n Like —c, but after a protocol transaction takes place; —c
and —n may both be used in the same command. The
use of —n and —c is illustrated below.

On a timesharing system, the —1 and —b options will also have to
be included with the —r, —k, or —s options if the other kermit is
on a remote system.

If kermit is in local mode, the screen (standard output) is con-
tinuously updated to show the progress of the file tranfser. A dot
is printed for every four data packets, other packets are shown by
type (for example, S for Send-Init), T is printed when there’s a
timeout, and % for each retransmission. In addition, you may type
(to standard input) certain ‘‘interrupt’” commands during file

transfer:

CONTROL-F Interrupt the current file, and go on to the
next (if any).

CONTROL-B Interrupt the entire batch of files, terminate
the transaction.

CONTROL-R Resend the current packet

CONTROL-A Display a status report for the current tran-
saction.

These interrupt characters differ from the ones used in other ker-

nd b temanlacmAanmtntiacman b necmt A mmaafllas _tal A NTW L 11 s
ML aupiinenauuid iU avulld CUOLLLICL Wil AJUA SHCLE HIRCITUpt

characters. With System III and System V implementations of the

4 February, 1990

RevisionC



kermit (1C) kermit (1C)

UNIX system, interrupt commands must be preceded by the es-
cape character (¢.g. CONTROL-\).

Several other command-line options are provided:

-i Specifies that files should be sent or received exactly
‘““as is’’ with no conversions. This option is necessary
for transmitting binary files. It may also be used to
slightly boost efficiency in UNIX-to-UNIX transfers of
text files by eliminating carriage return-linefeed/newline

conversion.

- Write-Protect; avoid filename collisions for incoming
files.

-q Quiet; suppress screen update during file transfer, for in-
stance to allow a file transfer to proceed in the back-
ground.

—-d Debug; record debugging information in the file

debug. log in the current directory. Use this option if
you believe the program is misbehaving, and show the
resulting log to your local kermit maintainer.

-h Help; display a brief synopsis of the command line op-
tions.

The command line may contain no more than one protocol action
option.

INTERACTIVE OPERATION
kermit’s interactive command prompt is

C-Kermit>

In response to this prompt, you may type any valid command.
kermit executes the command and then prompts you for another
command. The process continues until you instruct the program
to terminate.

Commands begin with a keyword, normally an English verb, such
as ‘““send”’. You may omit trailing characters from any keyword,
so long as you specify sufficient characters to distinguish it from
any other keyword valid in that field. Certain commonly-used
keywords (such as ‘““send’, ‘‘receive’’, ‘“connect’’) have

special nonunique abbreviations (‘‘s’’for send, (“‘r’’for re-
ceive, (‘‘c’’ for connect).
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Certain characters have special functions in interactive com-
mands:

? Question mark, typed at any point in a command, will
produce a message explaining what is possible or ex-
pected at that point. Depending on the context, the mes-
sage may be a brief phrase, a menu of keywords, or a
list of files.

ESC The ESCAPE or ALTMODE key; request completion of the
current keyword or filename, or insertion of a default
value. The result will be a beep if the requested opera-
tion fails.

DEL The DELETE or RUBOUT key; delete the previous charac-
-ter from the command. You may also use BS ¢,
CONTROL-H) for this function.

W CONTROL-W; erase the rightmost word from the com-
mand line.

U CONTROL-U; erase the entire command.

"R CONTROL-R; redisplay the current command.

SP Space; Delimits fields (keywords, filenames, numbers)
within a command. HT (Horizontal Tab) may also be
used for this purpose.

CR Carriage return; enters the command for execution. LF
linefeed or FF (formfeed) may also be used for this pur-
pose.

\ Backslash; enter any of the above characters into the

command, literally. To enter a backslash, type two
backslashes in a row (\\). A single backslash immedi-
ately preceding a carriage return allows you to continue
the command on the next line.

You may type the editing characters (DEL, W, etc.) repeatedly,
to delete all the way back to the prompt. No action will be per-
formed until the command is entered by typing carriage return,
linefeed, or formfeed. If you make any mistakes, you will receive
an informative error message and a new prompt; make liberal use
of ? and ESC to feel your way through the commands. One im-
portant command is help; you should use it the first time you run

1o o s 2
AT Ll L,
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Interactive kermit accepts commands from files as well as from
the keyboard. When you enter interactive mode, kermit looks
for the file .kermrc in your home or current directory (first it
looks in the home directory, then in the current one) and executes
any commands it finds there. These commands must be in interac-
tive format, not A/lUX command-line format. A “‘take’’ com-
mand is also provided for use at any time during an interactive
session. Command files may be nested to any reasonable depth.

Here is a brief list of kermit interactive commands:

bye

close

connect

cwd

dial
directory
echo

exit
finish

get
help

log
quit
receive

remote

script
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Execute an A/UX shell command.

Terminate and logout a remote kermit
server.

Close a log file.

Establish a terminal connection to a re-
mote system.

Change working directory.
Dial a telephone number.
Display a directory listing.
Display arguments literally.

Exit from the program, closing any open
logs.

Instruct a remote kermit server to
exit, but not log out.

Get files from a remote kermit server.

Display a help message for a given
command.

Open a log file — debugging, packet,
session, transaction.

Same as “‘exit’’.
Passively wait for files to arrive.

Issue file management commands to a
remote kermit server.

Execute a login script with a remote
system,
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send
server

set

show

space
statistics

take

kermit(1C)

Send files.

Begin server operation.

Set various parameters.

Display values of ‘‘set’’ parameters.
Display current disk space usage.

Display statistics about most recent
transaction.

Execute commands from a file.

The ‘‘set” parameters are:

block-check
delay

duplex

escape-character

file

flow-control

handshake

line

modem—-dialer

parity
prompt

receive

send

speed

Level of packet error detection.

How long to wait before sending first
packet.

Specify which side echoes during ‘con-
nect’’.

Character to prefix ‘‘escape com-
mands’’ during connect.

Set various file parameters.

Communication line full-duplex flow
control.

Communication line half-duplex tur-
naround character.

Communication line device name.

Type of modem-dialer on communica-
tion line.

Communication line character parity.
Change the kermit program’s prompt.

Set various parameters for inbound
packets.

Set various parameters for outbound
packets.

Communication line speed.
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The ““‘remote’ commands are:

cwd Change remote working directory.
delete Delete remote files.
directory Display a listing of remote file names.
help Request help from a remote server.
host Issue a command to the remote host in
its own command language.
space Display current disk space usage on re-
mote system.
type Display a remote file on your screen.
who Display who’s logged in, or get infor-
mation about a user.
FILES
/usr/bin/kermit
SHOME/.kermrc  kermit initialization commands
./ .kermrc more kermit initialization commands
SEE ALSO

cu(1C), uucp(1C).
Kermit User’s Guide, Frank da Cruz and Bill Catchings, Columbia
University, 6th Edition.

DIAGNOSTICS
The diagnostics produced by kermit itself are intended to be
self-explanatory.

BUGS

See recent issues of the Info-Kermit digest (on ARPANET or
Usenet), or the file ckuker. bwr, for a list of bugs.
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NAME
kill — terminate a process

SYNOPSIS
kill [-sig] pid...

DESCRIPTION

kill sends signal 15 (terminate) to the specified processes. This
will normally kill processes that do not catch or ignore the signal.
The process number (pid) of each asynchronous process started
with & is reported by the shell (unless more than one process is
started in a pipeline, in which case the number of the last process
in the pipeline is reported). Process numbers may also be found
by using ps(1).

Details of the kill are described in ki11(2). For example, if pro-
cess number O is specified, all processes in the process group are
signaled.

The to-be-killed process must belong to the current user unless he
is the superuser.

If the —sig option is given, the corresponding signal is sent instead
of terminate (see signal(3)). In particular ki1l -9... is the

surest kill; especially with NFS, the 9 signal does not always des-
troy the process.

Similar versions of kil1l are built into ksh(1) and csh(1).

EXAMPLES
kill 24068

Sends signal 15 to the process with the ID number 24068.

FILES
/bin/kill

SEE ALSO
ps(1), sh(l), csh(1), ksh(1), k111(2), signal(3).
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NAME
ksh — run the Korn shell, a command interpreter compatible
with Bourne shell

SYNOPSIS
ksh [-a] [-e] [-£] [-h] [-1] [-k] [-m] [-n] [-o] [-p] [-x] [-
s] [-t]} [-u] [-v] [-x] [-o option]... [-c string] [arg...]
DESCRIPTION
ksh is a command programming language that executes com-
mands that are read from a terminal or a file. See ‘‘Invocation’’
later in this section for the meaning of arguments to the shell.

Definitions
A metacharacter is one of the following characters:

;& () | < > newline space tab

A blank is a tab or a space. An identifier is a sequence of letters,
digits, or underscores starting with a letter or underscore.
Identifiers are used as names for aliases, functions, and named
parameters. A word is a sequence of characters separated by one
or more nonquoted metacharacters.

Commands

A simple-command is a sequence of blank-separated words which
may be preceded by a parameter assignment list (see ‘‘Environ-
ment’’ later in this section). The first word specifies the command
name to be executed. With exceptions described later, the remain-
ing words are passed as arguments to the invoked command. The
command name is passed as argument 0 (see exec(2)). The
value of a simple-command is its exit status if it terminates not-
mally, or (octal) 200+status if it terminates abnormally (see sig-
nal(3) for a list of status values).

A pipeline is a sequence of one or more commands separated by a
vertical bar (|). The standard output of all but the last command
is connected by a pipe(2) to the standard input of the next com-
mand. Each command is run as a separate process; the shell waits
for the final command to terminate. The exit status of a pipeline is
the exit status of the last command.

A list is a sequence of one or more pipelines separated by ;, &,
&&,or | |, and optionally terminated by ;, &, or | &. Of these five
symbols, ;, &, and | & have equal precedence, which is lower than
that of && and | |. The symbols && and | | also have equal pre-
cedence. A semicolon (;) causes sequential execution of the
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preceding pipeline; an ampersand (&) causes asynchronous execu-
tion of the preceding pipeline (that is, the shell does not wait for
that pipeline to finish). The symbol | & causes asynchronous exe-
cution of the preceding command or pipeline with a two-way pipe
established to the parent shell. The standard input and output of
the spawned command can be written to and read from by the
parent shell using the -p flag option of the special commands,
read and print described later. Only one such command can
be active at any given time. The symbol && (] |) causes the list
following it to be executed only if the preceding pipeline returns a
zero (nonzero) value. An arbitrary number of newlines may ap-
pear in a list, instead of semicolons, to delimit commands.

Unless stated otherwise, the value returned is that of the last
simple-command executed in the command. A command is either
a simple-command or one of the following:

for identifier [inword...] do list done
Each time a £or command is executed, identifier is set to the
next word taken from the in word list. If in word ... is
omitted, then the for command executes the do list once
for each positional parameter that is set (see ‘‘Parameter Sub-
stitution’” later). Execution ends when there are no more
words in the list.

select identifier {inword...] do list done
A select command prints on standard error (file descriptor
2), the set of words, each preceded by a number. If in word
. is omitted, then the positional parameters are used instead
(see ‘‘Parameter Substitution’’ later). The PS3 prompt is
printed and a line is read from the standard input. If this line
consists of the number of one of the listed words, then the
value of the parameter identifier is set to the word
corresponding to this number. If this line is empty, the selec-
tion list is printed again. Otherwise the value of the parame-
ter identifier is set to null. The contents of the line read
from standard input is saved in the parameter REPLY. The
list is executed for each selection until a break or end-of-file
is encountered.

case word in [pattern[ | pattern]... ) list ;;]... esac
A case command executes the list associated with the first
pattern that matches word. The form of the patterns is the
same as that used for filename generation (see ‘‘Filename
Generation™’ later).
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if list thenlist[elif list thenlist]...[else list] £i
The list following if is executed and, if a zero exit status is
returned, the list following the first then is executed. Other-
wise, the list following elif is executed and, if its value is
zero, the list following the next then is executed. Failing
that, the else list is executed. If no else list or then list
is executed, then the i f command returns a zero exit status.

while list do list done

until list dolist done
A while command repeatedly executes the while list and,
if the exit status of the last command in the list is zero, exe-
cutes the do list; otherwise the loop terminates. If no com-
mands in the do list are executed, then the while command
returns a zero exit status; until may be used in place of
while to negate the loop termination test.

(list)
Executes list in a separate environment. Note that if two ad-
jacent open parentheses are needed for nesting, a space must
be inserted to avoid arithmetic evaluation as described later.
A parenthesized list used as a command argument, denoting
‘“‘process substitution,”’ is also described.

{list; }
list is simply executed. Note that { is a keyword and requires
a blank in order to be recognized.

function identifier {list;}

identifier () ({list;}
Defines a function which is referenced by identifier. The
body of the function is the list of commands between { and
}. (See *‘Functions’’ later in this section).

time pipeline
The pipeline is executed and the elapsed time, as well as the
user and system time, are printed on standard error.
The following keywords are recognized only when occurring as
the first word of a command and when not quoted.

if then else elif fi case esac for do
while until done { } function select time
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Comments
A word beginning with a # causes that word and all the following
characters prior to a newling to be ignored.
Aliasing

The first word of each command is replaced by the text of an
alias if an alias for this word has been defined. The first
character of an alias name can be any nonspecial printable
character, but the rest of the characters must be the same as for a
valid identifier. The replacement string can contain any valid shell
script, including the metacharacters listed earlier. The first word
of each command of the replaced text will not be tested for addi-
tional aliases. If the last character of the alias value is a blank,
then the word following the alias will also be checked for alias
substitution. Aliases can be used to redefine special built-in com-
mands but cannot be used to redefine the keywords listed earlier.
Aliases can be created, listed, and exported with the alias com-
mand and can be removed with the unalias command. Export-
ed aliases remain in effect for subshells but must be reinitialized
for separate invocations of the shell (see ‘‘Invocation’” later in this
section).

Aliasing is performed when scripts are read, not while they are ex-
ecuted. Therefore, for an alias to take effect, the alias com-
mand has to be executed before the command which references
the alias is read.

Aliases are frequently used as a type of shorthand for full path-
names. A flag option to the aliasing facility allows the value of
the alias to be automatically set to the full pathname of the
corresponding command. These aliases are called ‘‘tracked’
aliases. The value of a tracked alias is defined the first time the
corresponding command is looked up and becomes undefined
each time the PATH variable is reset. These aliases remain
tracked so that the next subsequent reference will redefine the
value. Several tracked aliases are compiled into the shell. The -h
flag option of the set command makes each command name that
is a valid alias name into a tracked alias.

The following ‘“‘exported aliases’” are compiled into the shell but
can be unset or redefined:

false='let 0’
Fuannatinne="t+urnacat €7
........... typeset -f

history=’'fc -1’
integer='typeset -i’
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nohup='nohup '
r='fc -e -’
true=':"’
type=’'whence -v’
hash='alias -t’

Tilde Substitution

After alias substitution is performed, each word is checked to see
if it begins with an unquoted tilde (~). If it does, then the word
prior to a / is checked to see if it matches a user name in the
/etc/passwd file. If a match is found, the ~ and the matched
login name is replaced by the login directory of the matched user.
This is called a tilde substitution. If no match is found, the origi-
nal text is left unchanged. A - by itself, or in front of a /, is re-
placed by the value of the HOME parameter. A ~ followed by a +
or - is replaced by the value of the parameter PWD and OLDPWD
respectively.

In addition, the value of each keyword parameter is checked to see
if it begins with a ~ or if a ~ appears after a :. In either of these
cases, a tilde substitution is attempted.

Command Substitution

The standard output from a command enclosed in parentheses pre-
ceded by a dollar sign $ () or a pair of grave accents ** may be
used as part or all of a word; trailing newlines are removed. In the
second (archaic) form, the string between the quotes is processed
for special quoting characters before the command is executed.
(See “‘Quoting™ later.) The command substitution $ (cat file)
can be replaced by the equivalent but faster $ (<file). Command
substitution of most special commands that do not perform
input/output redirection are carried out without creating a separate
process.

Process Substitution

This feature is only available on versions of the A/UX operating
system that support the /dev/£d directory for naming open files.
Each command argument of the form (list}, < (list), or > (list)
will run the process list asynchronously connected to some file in
/dev/£d. The name of this file will become the argument to the
command. If the form with > is selected then writing on this file
will provide input for list. If < is used or omitted, then the file
passed as an argument will contain the output of the list process.
For example,
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paste (cut -fl filel) (cut -fC file2) | tee >(procl)>(proc2)

cuts fields 1 and 3 from the files filel and file2 respectively,
pastes the results together, and sends it to process! and pro-
cess2, as well as putting it onto the standard output. Note that the
file, which is passed as an argument to the command, is an A/UX
pipe(2) so programs that expect to 1seek(2) on the file will not
work. '

Parameter Substitution

A parameter is an identifier, one or more digits, or any of the
characters *, @, #, ?, -, $,and !. A named parameter (a parame-
ter denoted by an identifier) has a value and has zero or more at-
tributes. By using the typeset special command, named
parameters can be assigned values and attributes. The attributes
supported by the shell are described later with the typeset spe-
cial command. Exported parameters pass values and attributes to
subshells but values only to the environment.

The shell supports a limited one-dimensional array facility. An
element of an array parameter is referenced by a subscript. A sub-
script is denoted by a [, followed by an arithmetic expression (see
‘‘Arithmetic Evaluation’’ later in this section), followed by a ].
The value of all subscripts must be in the range of 0 through 511.
Arrays need not be declared. Any reference to a named parameter
with a valid subscript is legal and an array will be created if neces-
sary. Referencing an array without a subscript is equivalent to re-
ferencing the first element.

The value of a named parameter may also be assigned by writing:
name=value [ name=value ] ...

If the integer attribute, -1, is set for name the value is subject to
arithmetic evaluation as described later.

Positional parameters denoted by a number are assigned values
with the set special command. Parameter $0 is set from argu-
ment zero when the shell is invoked.

The character $ is used to introduce substitutable parameters.

$ { parameter}
The value, if any, of the parameter is substituted. The braces
are required when parameter is followed by a letter, digit, or
underscore that is not to be interpreted as part of its name or
when a named parameter is subscripted. If parameter is one
or more digits, then it is a positional parameter. A positional
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parameter of more than one digit must be enclosed in braces.
If parameter is * or @, then all the positional parameters,
starting with $1, are substituted (separated by a field separa-
tor character). If an array identifier with subscript * or @ is
used, then the value for each of the elements is substituted
(scparated by a field separator character).

$ {#parameter}
If parameter is * or @, the number of positional parameters is
substituted. Otherwise, the length of the value of the param-
eter is substituted.

${#identifier[*1}
The number of elements in the array identifier is substituted.

$ { parameter : -word}
If parameter is set and is not null, then substitute its value;
otherwise substitute word.

$ { parameter : =word}
If parameter is not set or is null, then set it to word, the value
of the parameter is then substituted. Positional parameters
may not be assigned in this way.

5 { parameter : 2word}
If parameter is set and is not null, then substitute its value;
otherwise print word and exit from the shell. If word is omit-
ted then a standard message is printed.

$ { parameter : +word}
If parameter is set and is not null, then substitute word; oth-
erwise substitute nothing.

$ { parameter#pattern}

$ { parameter# #pattern}
If the shell pattern matches the beginning of the value of
parameter, then the value of this substitution is the value of
the parameter with the matched portion deleted; otherwise
the value of this parameter is substituted. In the first form,
the smallest matching pattern is deleted and in the latter form,
the largest matching pattern is deleted.

$ { parameter%pattern}

$ { parameter % spattern}
If the shell pattern matches the end of the value of parame-
ter, then the value of this substitution is the value of parame-
ter with the matched part deleted; otherwise substitute the
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value of parameter. In the first form, the smallest matching
pattern is deleted and in the latter form, the largest matching
pattern is deleted.

In the preceding, word is not evaluated unless it is to be used as
the substituted string, so that, in the following example, pwd is ex-
ecuted only if d is not set or is null.

echo ${d:- $(pwd)}

If the colon (:) is omitted from the above expression, then the
shell only checks as to whether parameter is set or not.

The following parameters are automatically set by the shell.

#

PPID
PWD

OLDPWD

RANDOM

The number of positional parameters in decimal.

Flags supplied to the shell on invocation or by
the set command.

The decimal value returned by the last executed
command.

The process number of this shell.

The last argument of the previous command.
This parameter is not set for commands which
are asynchronous. This parameter is also used
to hold the name of the matching MAIL file
when checking for mail. Finally, the value of
this parameter is set to the full pathname of each
program the shell invokes and is passed in the
environment.

The process number of the last background
command invoked.

The process number of the parent of the shell.

The present working directory set by the cd
command.

The previous working directory set by the cd
command.

Each time this parameter is referenced, a ran-
dom integer is generated. The sequence of ran-
dom numbers can be initialized by assigning a
numeric value to RANDOM.
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REPLY

SECONDS

ksh(1)

This parameter is set by the select statement
and by the read special command when no ar-
guments are supplied.

Each time this parameter is referenced, the
number of seconds since shell invocation is re-
turned. If this parameter is assigned a value,
then the value returned upon reference will be
the value that was assigned plus the number of
seconds since the assignment.

The following parameters are used by the shell.

CDPATH
COLUMNS

EDITOR

ENV

FCEDIT
IFS

HISTFILE

HISTSIZE

February, 1990

Revision C

The search path for the cd command.

If this variable is set, the value is used to define
the width of the edit window for the shell edit
modes and for printing select lists.

If the value of this variable ends in vi and the
VISUAL variable is not set, then the
corresponding flag option (see ‘‘Special Com-
mands’’) will be turned on.

If this parameter is set, then parameter substitu-
tion is performed on the value to generate the
pathname of the script that will be executed
when the shell is invoked (see ‘‘Invocation’’).
This file is typically used for alias and
function definitions.

The default editor name for the £¢ command.

Internal field separators, normally space, tab,
and newline that are used to separate command
words which result from command or parameter
substitution and for separating words with the
special command read. The first character of
the IFS parameter is used to separate arguments
for the $* substitution (see ‘‘Quoting’”).

If this parameter is set when the shell is invoked,
then the value is the pathname of the file that
will be used to store the command history (see
“‘Command Re-entry’’).

If this parameter is set when the shell is invoked,
then the number of previously entered com-
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HOME

LINES

MATL

MAILCHECK

MAILPATH

PATH

PS1
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mands that are accessible by this shell will be
greater than or equal to this number. The de-
fault is 128.

The default argument (home directory) for the
cd command.

If this variable is set, the value is used to deter-
mine the column length for printing select
lists. Select lists will print vertically until about
two-thirds of LINES lines are filled.

If this parameter is set to the name of a mail file
and the MATLPATH parameter is not set, then
the shell informs the user of arrival of mail in
the specified file.

This variable specifies how often (in seconds)
the shell will check for changes in the
modification time of any of the files specified by
the MAILPATH or MAIL parameters. The de-
fault value is 600 seconds. When the time has
elapsed, the shell will check before issuing the
next prompt.

A colon (:) separated list of filenames. If this
parameter is set, then the shell informs the user
of any modifications to the specified files that
have occurred within the last MAILCHECK
seconds. Each filename can be followed by a ?
and a message that will be printed. The message
will undergo parameter and command substitu-
tion with the parameter, $_, defined as the name
of the file that has changed. The default mes-
sageisYou have mail in $_.

The search path for commands (see ‘‘Execu-
tion’”).

The value of this parameter is expanded for
parameter substitution to define the primary
prompt string which by default is $. The char-
acter ! in the primary prompt string is replaced
by the command number (see ‘‘Command Re-

entrv’
entry ),
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PS2 Secondary prompt string, by default >.

PS3 Selection prompt string used within a select
loop, by default #2.

SHELL The pathname of the shell is kept in the environ-

ment. At invocation, if the value of this variable
contains an r in the basename, then the shell be-
comes restricted.

TMOUT If set to a value greater than zero, the shell will
terminate if a command is not entered within the
prescribed number of seconds after issuing the
PS1 prompt. (Note that the shell can be com-
piled with a maximum bound for this value
which cannot be exceeded.)

VISUAL If the value of this variable ends in vi then the
corresponding option (see ‘‘Special Com-
mands’’) will be turned on.

The shell gives default values to PATH, PS1, PS2, MAILCHECK,
TMQUT, and IFS, while HOME, SHELL, ENV, and MAIL are not
set by the shell (although HOME is set by 1ogin(1)). On some
systems MAIL and SHELL are also set by Login(1)).

Blank Interpretation
After parameter and command substitution, the results of substitu-
tions are scanned for the field separator characters (those found in
IFS) and split into distinct arguments where such characters are
found. Explicit null arguments "" or /’ are retained. Implicit
null arguments (those resulting from parameters that have no
values) are removed.

Filename Generation

Following substitution, each command word is scanned for the
characters *, 2, and [ unless the - £ option has been set. If one of
these characters appears, then the word is regarded as a pattern.
The word is replaced with alphabetically sorted filenames that
match the pattern. If no filename is found that matches the pat-
tern, then the word is left unchanged. When a pattern is used for
filename generation, the character . at the start of a filename or
immediately following a /, as well as the / itself, must be
matched explicitly. In other instances of pattern matching the /
and . are not treated specially.
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* Matches any string, including the null string.
? Matches any single character.
[...] Matches any one of the enclosed characters. A pair

of characters separated by - matches any character
lexically between the pair, inclusive. If the first
character following the opening [ is a ! then any
character not enclosed is matched. A - can be in-
cluded in the character set by putting it as the first or
last character.

Quoting

Each of the metacharacters listed above (see ‘‘Definitions’ ear-
lier) has a special meaning to the shell and causes termination of a
word unless quoted. A character may be ‘‘quoted’’ (that is, made
to stand for itself) by preceding it with a backslash (\). The pair
\newline is ignored. All characters enclosed between a pair of
single quote marks / # are quoted. A single quote cannot appear
within single quotes. Inside double quote marks "™ parameter
and command substitution occurs and \ quotes the characters \,
v, ", and $. The meaning of $* and $@ is identical when not
quoted or when used as a parameter assignment value or as a
filename. However, when used as a command argument, $* is
equivalent to $1d $2d..., where d is the first character of the
IFS parameter, whereas $@ is equivalent to $1 $2.... Inside
grave accent marks ('), \ quotes the characters \, *, and $. If
the grave accents occur within double quotes, then \ also quotes
the character ™.

The special meaning of keywords or aliases can be removed by
quoting any character of the keyword. The recognition of func-
tion names or special command names listed later in this section
cannot be altered by quoting them.

Arithmetic Evaluation
An ability to perform integer arithmetic is provided with the spe-
cial command let. Evaluations are performed using long arith-
metic. Constants are of the form [base#]n where base is a de-
cimal number between 2 and 36 representing the arithmetic base
and n is a number in that base. If base is omitted, then base 10 is
used.

An internal integer representation of a named parameter can be
specified with the -1 option of the typeset special command.
When this attribute is selected, the first assignment to the parame-
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ter determines the arithmetic base to be used when parameter sub-
stitution occurs.

Since many of the arithmetic operators require quoting, an alterna-
tive form of the let command is provided. For any command
which begins with a ( (, all the characters until a matching ) ) are
treated as a quoted expression. More precisely, ((...)) is
equivalentto let ™...".

Prompting
When used interactively, the shell prompts with the value of PS1
before reading a command. If at any time a newline is typed and
further input is needed to complete a command, then the secon-
dary prompt (that is, the value of PS2) is issued.

Input/Output

Before a command is executed, its input and output may be
redirected using a special notation interpreted by the shell. The
following may appear anywhere in a simple-command or may
precede or follow a command and are not passed on to the invoked
command. Command and parameter substitution occurs before
word or digit is used except as noted. Filename generation occurs
only if the pattern matches a single file and blank interpretation is
not performed.

<word Use file word as standard input (file descriptor
0).
>word Use file word as standard output (file descriptor

1). If the file does not exist then it is created;
otherwise, it is truncated to zero length.

>>word Use file word as standard output. If the file ex-
ists then output is appended to it (by first seeking
to the end-of-file); otherwise, the file is created.

<<[-]word The shell input is read up to a line that is the
same as word, or to an end-of-file. No parameter
substitution, command substitution, or filename
generation is performed on word. The resulting
document, called a ‘‘here-document,”’ becomes
the standard input. If any character of word is
quoted, then no interpretation is placed upon the
characters of the document; otherwise, parameter
and command substitution occurs, the \newline
command is ignored, and \ must be used to
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quote the characters \, $, ¥, and the first charac-
ter of word. If - is appended to <<, then all
leading tabs are stripped from word and from the
document.

<&digit The standard input is duplicated from the file
descriptor digit (see dup(2)). Similarly for the
standard output using >& digit.

<&- The standard input is closed. Similarly for the
standard output using >&-.

If one of the above is preceded by a digit, then the file descriptor
number referred to is that specified by the digit (instead of the de-
fault 0 or 1). For example,

. 2>&1

means file descriptor 2 is to be opened for writing as a duplicate of
file descriptor 1.

The order in which redirections are specified is significant. The
shell evaluates each redirection in terms of the (file descriptor,
file) association at the time of evaluation. For example,

...1>fname2>&1

first associates file descriptor 1 with file fname. It then associates
file descriptor 2 with the file associated with file descriptor 1 (that
is, fname). If the order of redirections were reversed, file descrip-
tor 2 would be associated with the terminal (assuming previous as-
sociation by file descriptor 1) and then file descriptor 1 would be
associated with file fname.

If a command is followed by & and job control is not active, then
the default standard input for the command is the empty file
/dev/null. Otherwise, the environment for the execution of a
command contains the file descriptors of the invoking shell as
modified by input/output specifications.

Environment
The environment (see environ(7)) is a list of name-value pairs
that is passed to an executed program in the same way as a normal
argument list. The names must be identifiers and the values are
character strings. The shell interacts with the environment in
several ways. On invocation, the shell scans the environment and
creates a paramcter for cach name found, giving it the comrespond-

ing value and marking it export. Executed commands inherit

February, 1990

Revision C



ksh(1) ksh(l)

the environment. If the user modifies the values of these parame-
ters or creates new ones, using the export or typeset -x
commands, they become part of the environment. The environ-
ment seen by any executed command is thus composed of any
name-value pairs originally inherited by the shell, whose values
may be modified by the current shell, plus any additions which
must be noted in export or typeset -x commands.

The environment for any simple-command or function may be
augmented by prefixing it with one or more parameter assign-
ments. A parameter assignment argument is a word of the form
identifier=value. Thus, the following two commands are
equivalent (as far as the above execution of cmd is concerned).

TERM=450 cmd args
(export TERM; TERM=450; cmd args)

If the -k flag is set, all parameter assignment arguments are
placed in the environment, even if they occur after the command
name. The command that follows first prints a=b c and then c.

echo a=b c
set -k
echo a=b ¢

Functions
The function keyword, described in the ‘‘Commands’ section
earlier, is used to define shell functions. Shell functions are read
in and stored internally. Alias names are resolved when the func-
tion is read. Functions are executed like commands with the argu-
ments passed as positional parameters. (See ‘‘Execution’’ later in
this section.)

Functions execute in the same process as the caller and share all
files, traps (other than EXIT and ERR), and present working direc-
tories with the caller. A trap set on EXIT inside a function is exe-
cuted after the function completes. Ordinarily, variables are
shared between the calling program and the function. However,
the typeset special command used within a function defines lo-
cal variables whose scope includes the current function and all
functions it calls.

The special command return is used to return from function
calls. Errors within functions return control to the caller.
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Function identifiers can be listed with the ~f option of the
typeset special command. The text of functions will also be
listed. Function can be undefined with the -£ option of the un-
set special command.

Ordinarily, functions are unset when the shell executes a shell
script. The -xf option of the typeset command allows a func-
tion to be exported to scripts that are executed without a separate
invocation of the shell. Functions that need to be defined across
separate invocations of the shell should be placed in the ENV file.

Jobs
If the monitor option of the set command is turned on, an in-
teractive shell associates a job with each pipeline. It keeps a table
of current jobs, printed by the jobs command, and assigns them
small integer numbers. When a job is started asynchronously with
&, the shell prints a line which looks like

[1] 1234

indicating that the job which was started asynchronously was job
number 1 and had one (top-level) process, whose process ID was
1234,

If you are running a job and wish to do something else you may
hit CONTROL-Z which sends a STOP signal to the current job. The
shell will then normally indicate that the job has been “‘Stopped,™
and print another prompt. You can then manipulate the state of
this job, putting it in the background with the bg command, or run
some other commands and then eventually bring the job back into
the foreground with the foreground command £g. A CONTROL-Z
takes effect immediately and is similar to an interrupt in that pend-
ing output and unread input are discarded when it is typed.

A job being run in the background will stop if it tries to read from
the terminal. Background jobs are normally allowed to produce
output, but this can be disabled by giving the command
stty tostop. If you set this tty option, then background jobs
will stop when they try to produce output as they do when they try
to read input.

There are several ways to refer to jobs in the shell. The character
% introduces a job name. If you wish to refer to job number 1, you

can give it the name %1. Jobs can also be named with prefixes of
the string typed in to start them, Thus, on systems that support iob

=2l WSS e A gV

control, £fg %ed would normally restart a suspended ed(1) job,
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provided a suspended job whose name began with the string ed
was present.

The shell maintains a notion of current and previous jobs. In out-
put pertaining to jobs, the current job is marked with a + and the
previous job with a -. The abbreviation %+ refers to the current
job and %- refers to the previous job. %% is also a synonym for
the current job.

This shell knows immediately when the state of a process changes
and will generally inform you when a job becomes blocked and no
further progress is possible, This information is offered just before
the shell prints a prompt, so as to not be interrupted.

‘When you try to leave the shell while jobs are running or stopped,
you will be warned that ‘‘You have stopped (running)
jobs’. You may use the jobs command to see what they are.
If you use this command or immediately try to exit again, the shell
will not warn you a second time, and the stopped jobs will be ter-
minated.

Signals
The INT and QUIT signals for an invoked command are ignored
if the command is followed by an & and the job monitor option
is not active. Otherwise, signals have the values inherited by the
shell from its parent (see also the t rap command later in this sec-
tion).

Execution

Each time a command is executed, the substitutions described are
carried out. If the command name matches one of the ‘Special
Commands’’ listed later, it is executed within the current shell
process. Next, the command name is checked to see if it matches
one of the user defined functions. If it does, the positional param-
eters are saved and then reset to the arguments of the function call.
When the function completes or issues a RETURN, the positional
parameter list is restored and any trap set on EXIT within the
function is executed. The value of a function is the value of the
last command executed. A function is also executed in the current
shell process. If a command name is not a special command or a
user defined function, a process is created and an attempt is made
to execute the command via exec(2).

The shell parameter PATH defines the search path for the directory
containing the command. Alternative directory names are separat-
ed by acolon (:). The default path is /bin: /usr/bin: (speci-
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fying /bin, /usr/bin, and the current directory in that order).
The current directory can be specified by two or more adjacent
colons, or by a colon at the beginning or end of the path list. If the
command name contains a / then the search path is not used.
Otherwise, each directory in the path is searched for an executable
file. If the file has execute permission but is not a directory or an
a.out file, it is assumed to be a file containing shell commands
and a subshell is spawned to read it. All nonexported aliases,
functions, and named parameters are removed in this case. If the
shell command file doesn’t have read permission, or if the
setuid and/or setgid bits are set on the file, then the shell ex-
ecutes an agent whose job it is to set up the permissions and exe-
cute the shell with the shell command file passed down as an open
file. A parenthesized command is also executed in a subshell
without removing nonexported quantities.

Command Re-entry

The text of the last HISTSIZE (default 128) commands entered
from a terminal device is saved in a history file. The file
$HOME/sh_history is used if the HISTFILE variable is not
set or is not writable. A shell can access the commands of all in-
teractive shells which use the same named HISTFILE. The spe-
cial command fc is used to list or edit a portion of this file. The
portion of the file to be edited or listed can be selected by number
or by typing the first character or characters of the command. A
single command or range of commands can be specified. If you
do not specify an editor program as an argument to £c then the
value of the parameter FCEDIT is used. If FCEDIT is not defined
then /bin/ed is used. The edited command(s) is printed and
reexecuted upon leaving the editor. The editor name - is used to
skip the editing phase and to re-execute the command. In this
case a substitution parameter of the form old=new can be used to
modify the command before execution. For example, if r is
aliased to  fc -e -’ then typing r bad=good c will reexe-
cute the most recent command which starts with the letter c, re-
placing the first occurrence of the string bad with the string
good.

Inline Editing Options
Normally, each command line entered from a terminal device is
simply typed and followed by a newline (RETURN or LINEFEED).
If the vi or emacs option is active, the user can edit the com-
mand line. To be in either of these edit modes, set the correspond-
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ing option. An editing option is automatically selected each time
the VISUAL or EDITOR variable is assigned a value ending in ei-
ther of these option names.

The editing features require that the user’s terminal accept RE-
TURN as a carriage return without a linefeed and that a space ( )
must overwrite the current character on the screen.

Note: ADM terminal users should sct the ‘‘space-
advance” switch to ‘‘space’’. Hewlett-Packard series
2621 terminal wusers should set the straps to
“bcGHXZ etX™".

The editing modes implement a concept where the user is looking
through a window at the current line. The window width is the
value of COLUMNS if it is defined, otherwise 80. If the line is
longer than the window width minus two, a mark is displayed at
the end of the window to notify the user. As the cursor moves and
reaches the window boundaries the window will be centered
around the cursor. The mark is a > (<, *) if the line extends on
the right (left, both) side(s) of the window.

The emacs Editing Mode

This mode is entered by enabling either the emacs or gmacs op-
tion. The only difference between these two modes is the way
they handle CONTROL-T. To edit, the user moves the cursor to the
point needing correction and then inserts or deletes characters or
words as needed. All the editing commands are control characters
or escape sequences. The notation for control characters is caret
() followed by the character. For example, ~F is the notation for
CONTROL-F. The SHIFT key is not depressed. (The notation ~?
indicates the DELETE.)

The notation for escape sequences is M- followed by a character.
For example, M-£ (pronounced Meta f) is entered by depressing
ESCAPE (ASCII 033) followed by f. (M-F would be the notation
for ESCAPE followed by SHIFT (uppercase) F.)

All edit commands operate from any place on the line (not just at
the beginning). Neither RETURN nor LINEFEED is entered after
edit commands except when noted.

“F Move cursor forward (right) one character.

M-f Move cursor forward one word. (The editor’s idea of
a word is a string of characters consisting of only
letters, digits and underscores.)
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“B
M-b
“A

“E
~Jchar
“X°X
erase

°D
M-"H

M-h
M-"?

L
"e
~J
"M

ksh(l)

Move cursor backward (left) one character.

Move cursor backward one word.

Move cursor to start of line.

Move cursor to end of line.

Move cursor to character char on current line.
Interchange the cursor and mark.

Delete previous character. (User-defined erase char-
acter as defined by the stty command, usually
CONTROL-H or #).

Delete current character.

Delete current word.

Delete previous word. (Meta-backspace)

Delete previous word.

Delete previous word (Meta-delete) If your interrupt
character is ~? (DELETE, the default), then this com-
mand will not work.

Transpose current character with next character in
emacs mode. Transpose two previous characters in
gmacs mode.

Capitalize current character.

Capitalize current word.

Change the current word to lowercase.

Kill from the cursor to the end of the line. If given a
parameter of zero then kill from the start of the line to
the cursor.

Kill from the cursor to the mark.

Push the region from the cursor to the mark on the
stack.

Kill the entire current line. (User-defined kill charac-
ter as defined by the stty command, usually
CONTROL-G or @.) If two kill characters are entered
in succession, all kill characters following will cause
a linefeed (useful when using paper terminals).
Restore last item removed from the line. (Yank item
back to the line.)

Line feed and print current line.

Set mark, (Null character)

Set mark. (Meta space)

Execute the current line. (Newline)

Execute the current line. (RETURN)
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eof End-of-file character, normally CONTROL-D, will ter-
minate the shell if the current line is null.

“P Fetch previous command. Each time CONTROL-P is
entered, the previous command, backward in time, is
accessed.

M-< Fetch the least recent (oldest) history line.

M-> Fetch the most recent (youngest) history line.

"N Fetch next command. Each time CONTROL-n is en-
tered, the next command, forward in time, is ac-
cessed.

“Rstring  Reverse search history for a previous command line
containing string. If a parameter of zero is given, the
search is forward. The string is terminated by a RE-
TURN or newline character. If string is omitted, then
the next command line containing the most recent
string is accessed. In this case, a parameter of zero
reverses the direction of the search.

"0 Operate—execute the current line and fetch the next
line relative to the current line from the history file.

M-digits  Define numeric parameter, the digits are taken as a
parameter to the next command. (ESCAPE) The com-
mands that accept a parameter are ., CONTROL-F,
CONTROL-B, erase, CONTROL-D, CONTROL-K,
CONTROL-R, CONTROL-P, CONTROL-n, M-., M- _,
M-b, M-c,M-d,M-f, M-h, and M-"H.

M-letter  Soft-key searches your alias list for an alias by the
name _[etter and if an alias of this name is defined, its
value will be inserted on the input queue. The letter
must not be one of the above named meta-functions.

M-. The last word of the previous command is inserted on
the line. If preceded by a numeric parameter, the
value of this parameter determines which word to in-

sert other than the last word.
M- Same as M-..
M-* Attempts filename generation on the current word.

An asterisk is appended if the word doesn’t contain
any special pattern characters.

M-ESCAPE Same as M-*,

M-= Lists all files matching current word pattern if an as-
terisk is appended.
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U Multiplies parameter of next command by 4.

\ Escape next character. Editing characters, the user’s
erase, kill, and interrupt (normally ~?) characters,
may be entered in a command line or in a search
string if preceded by a \. The \ removes the next
character’s editing features (if any).

v Display version of the shell.

The vi Editing Mode

There are two typing modes. Initially, when you enter a command
you are in the input mode. To edit, the user enters control mode
by typing ESCAPE (033), moves the cursor to the point needing
correction, and then inserts or deletes characters or words as need-
ed. Most control commands accept an optional repeat count prior
to the command.

When in vi mode on most systems, canonical processing is ini-
tially enabled and the command will be echoed again if the speed
is 1200 baud or greater, if it contains any control characters, or if
less than one second has elapsed since the prompt was printed.
The escape character terminates canonical processing for the
remainder of the command and the user can then modify the com-
mand line. This scheme has the advantages of canonical process-
ing with the type-ahead echoing of raw mode.

If the option viraw is also set, the terminal will always have
canonical processing disabled. This mode is implicit for systems
that do not support two alternate end-of-line delimiters, and may
be helpful for certain terminals.

Input Edit Commands
By default the editor is in input mode.

Erase Delete previous character. (User-defined erase
character as defined by the st ty command, usu-
ally CONTROL-H or #.)

W Delete the previous blank separated word.

Terminate the shell.

Escape next character. Editing characters, the

user’s erase or kill characters, may be entered in

a command line or in a search string if preceded

by a CONTROL-V. The CONTROL-V removes the

next character’s editing features (if any).

\ Escape the next erase or kill character.
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Motion Edit Commands

These commands will move the cursor.

[count]l  Cursor forward (right) one character.

[countlw  Cursor forward one alpha-numeric word.

[countlw  Cursor to the beginning of the next word that fol-
lows a blank.

[countle  Cursor to the end of the current word.

fcountlE  Cursor to the end of the current blank delimited
word.

fcountln  Cursor backward (left) one character.

[count]b  Cursor backward one word.

[count]B  Cursor to the preceding blank separated word.

[countlfc Find the next character ¢ in the current line.

[count]Fc  Find the previous character c in the current line.

[count]tc Equivalent to £ followed by h.

fcount]Tc Equivalent to F followed by 1.

; Repeats the last single character find command,
f,F,t,orT.

, Reverses the last single character find command.

0 Cursor to the start of the line.

" Cursor to the first nonblank character in the line.

$ Cursor to the end of the line.

Search Edit Commands

These commands access your command history.

[count]k  Fetch previous command. Each time k is en-
tered the previous command in time is accessed.

[count]-  Equivalent to k.

[count]j  Fetch next command. Each time j is entered the
next command in time is accessed.

{countl+  Equivalent to J.

[count]G  The command number count is fetched. The de-
fault is the least recent history command.

/ string Search backward through history for a previous
command containing string. The string is ter-
minated by a RETURN or newline. If string is
null the previous string will be used.

?string Same as / except that the search will be in the
forward direction.

n Search for the next match of the last pattern to /
or ? commands.
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N Search for the next match of the last pattemn to /
or ?, but in reverse direction. Search history for
the string insert by the previous / command.

Text Modification Edit Commands
These commands will modify the line.

a Enter input mode and enter text after the current
character.

A Append text to the end of the line. Equivalent to
Sa.

[count]cmotion

c[count]motion

Delete from the current character through the
character preceding the cursor which was moved
by motion. If motion is c, the entire line will be
deleted and the input mode entered.

c Delete from the current character through the
end of the line and enter input mode. Equivalent
tocs$.

S Equivalent to cc.

D Delete from the current character through the
end of the line. Equivalent to d$.

[countldmotion

d[countlmotion

Delete from the current character through the
character that motion would move to. If motion
is d, the entire line will be deleted.

i Enter input mode and insert text before the
current character.
I Insert text before the beginning of the line.

Equivalent to the two character sequence ~1i.

[counflp  Place the previous text modification before the
cursor.

[countlp  Place the previous text modification after the
Cursor.

R Enter input mode and replace the characters on
the screen with characters you type in overlay
fashion.

3
o

Renlace the enrrent character with -~
¢ the current € ih e,

AWV praGUT el eaanas AaCha Cav Brs YV Aba
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[countlx  Delete current character.

[count]x  Delete preceding character.

[count].  Repeat the previous text modification command.

- Invert the case of the current character and ad-
vance the cursor.

{count] _  Causes the count word of the previous command
to be appended and input mode entered. The last
word is used if count is omitted.

* Causes an* to be appended to the current word
and filename generation is attempted. If no
match is found, it rings the bell. Otherwise, the
word is replaced by the matching pattern and in-
put mode is entered.

Other Edit Commands

[count]lymotion

y[countlmotion
Yank from the current character through the
character that motion would move the cursor to
and puts them into the delete buffer. The text
and cursor are unchanged.

Y Yanks from the current position to the end of the
line. Equivalent to y$.

u Undo the last text modifying command.

U Undo all the text modifying commands per-
formed on the line.

[count]lv  Returns the command
fc -e ${VISUAL:-${EDITOR:-vi}} count
in the input buffer. If count is omitted, then the
current line is used.

"L Line feed and print current line. Has effect only
in the control mode.

~J Execute the current line, regardless of mode.
(Newline)

M Execute the current line, regardless of mode.
(RETURN)

# Inserts a # before the line and after each newline
prior to sending it. Useful for causing the
current line to be inserted in the history without
being executed.
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= Lists the filenames that match the current word
as if an asterisk were appended to it.

@letter Search your alias list for an alias by the
name _letter and if an alias of this name is
defined, its value will be inserted on the input
queue for processing.

Special Commands
The following simple commands are executed in the shell process.
Input/output redirection is permitted. Unless otherwise indicated,
the output is written on file descriptor 1. Commands that are pre-
ceded by one or two T are treated specially in the following ways:

i

Parameter assignment lists preceding the command remain in
effect when the command completes.

Commands are executed in a separate process when used
within command substitution.

Errors in commands preceded by 11 cause the script that con-
tains them to abort.

: larg...]

The command only expands parameters. A zero exit code is
returned.

. flelarg...]

Read and execute commands from file and return. The com-
mands are executed in the current shell environment. The
search path specified by PATH is used to find the directory
containing file. If any arguments arg are given, they become
the positional parameters. Otherwise the positional parame-
ters are unchanged.

alias [-tx] [name [=value] ...]

alias with no arguments prints the list of aliases in the
form name=value on standard output. An alias is defined
for each name whose value is given. A trailing space in
value causes the next word to be checked for alias substitu-
tion. The -t flag is used to set and list tracked aliases. The
value of a tracked alias is the full pathname corresponding to
the given name. The value becomes undefined when the
value of PATH is reset but the aliases continue to be tracked.
Without the —t flag, assigned to each name in the argument
list for which no value is given, the name and value of the
alias is printed. The -x flag is used to set or print exported
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aliases. An exported alias is defined across subshell environ-
ments. Alias returns true unless a name is given for which no
alias has been defined.

bg [%job]
Puts the specified job into the background. The current job is
put in the background if job is not specified.

break [n]
Exits from the enclosing for, while, until, or select
loop, if any. If nis specified, then break n levels.

continue [n]
Resumes the next iteration of the enclosing for, while,
until, or select loop. If nis specified then resume at the
nth enclosing loop.

T cd[arg]

t cdold new
This command can be in either of two forms. In the first
form it changes the current directory to arg. If arg is - the
directory is changed to the previous directory. The shell
parameter HOME is the default arg. The parameter PWD is set
to the current directory. The shell parameter CDPATH
defines the search path for the directory containing arg. Al-
ternative directory names are separated by a colon (:). The
default path is <null> (specifying the current directory).
Note that the current directory is specified by a null path-
name, which can appear immediately after the equal sign or
between the colon delimiters anywhere else in the path list.
If arg begins with a /, then the search path is not used. Oth-
erwise, each directory in the path is searched for arg.

The second form of cd substitutes the string new for the
string old in PWD, the current directory name, and tries to
change to this new directory.

echo [-n] [arg...]
The built-in echo command writes its arguments (separated
by blanks and terminated by a RETURN) on the standard out-
put. If the —n flag is used, no newline is added to the output.
echo is useful for producing diagnostics in shell programs
and for writing constant data on pipes. To send diagnostics
to the standard error file, do

echo...1>&2
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1 evallarg...]
The arguments are read as input to the shell and the resulting
command(s) are executed.

1 execlarg...]

If arg is given, the command specified by the arguments is
executed in place of this shell without creating a new pro-
cess. Input/output arguments may appear and affect the
current process. If no arguments are given, the effect of this
command is to modify file descriptors as prescribed by the
input/output redirection list. In this case, any file descriptor
having numbers greater than 2 and are opened with this
mechanism, are closed when invoking another program.

exit [n]
Causes the shell to exit with the exit status specified by n. If
n is omitted then the exit status is that of the last command
executed. An end-of-file will also cause the shell to exit un-
less it has the ignoreeof option (see set later in this sec-
tion) turned on.

1 export [name ...]
The given names are marked for automatic export to the en-
vironment of subsequently-executed commands.

11 fc [—e ename] [-nlr] [first] [lasi]
1t fc —e - [old=new] [command)

In the first form, a range of commands from first to last is
selected from the last HISTSIZE commands that were typed
at the terminal. The arguments first and last may be specified
as a number or as a string. A string is used to locate the most
recent command that begins with the given string. A nega-
tive number is used as an offset to the current command
number. If the flag -1, is selected, the commands are listed
on standard output. Otherwise, the editor program ename is
invoked on a file containing these keyboard commands. If
ename is not supplied, then the value of the parameter
FCEDIT (default /bin/ed) is used as the editor. When
editing is complete, the edited command(s) is executed. If
last is not specified then it will be set to first. If first is not
specified, the default will be the previous command for edit-
ing and —16 for listing. The flag —r reverses the order of the
commands and the flag -n, when listing, suppresses the com-
mand numbers. In the second form the command is re-
executed after the substitution old=new is performed.
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£g [%job]
If job is specified, £g brings it to the foreground. Otherwise,
the current job is brought into the foreground.

jobs [-1]
Lists the active jobs; when given the —1 option, it lists pro-
cess IDs in addition to the normal information.

kill [-sig] process ...

Sends either the TERM (terminate) signal or the specified sig-
nal to the specified jobs or processes. Signals are given ei-
ther by number or by name (as given in
/usr/include/signal.h, stripped of the prefix SIG).
The signal numbers and names are listed by kill -1. If
the signal being sent is TERM (terminate) or HUP (hangup),
then the job or process will be sent a CONT (continue) signal
if it is stopped. The argument process can be either a process
ID or a job.

letarg...
Each arg is an arithmetic expression to be evaluated. All cal-
culations are executed with long integers and no check for
overflow is performed. Expressions consist of constants,
named parameters, and operators. The following set of
operators, listed in order of decreasing precedence, have been
implemented:
- unary minus
logical negation
/% multiplication, division, remainder
- addition, subtraction
>= < > comparison
'= equality inequality
arithmetic replacement

A+ *- =

Subexpressions in parentheses () are evaluated first and can
be used to override the precedence rules as listed. The
evaluation within a precedence group is from right to left for
the = operator and from left to right for the others.

A parameter name must be a valid identifier. When a param-
eter is encountered, the value associated with the parameter
name is substituted and expression evaluation resumes. Up
to 9 levels of recursion are permitted.

February, 1990 29

Revision C



ksh(l) ksh(1)

The return code is O if the value of the last expression is
nonzero, and 1 if otherwise.

1t newgrplarg...]
Equivalent to exec newgrparg...

print [-Rnprsuln]] [arg...]

The shell output mechanism. With no flags or with the flag
—, the arguments are printed on standard output as described
by echo(1). Inraw mode, —R or —r, the escape conventions
of echo are ignored. The —R option will print all subsequent
arguments and options other than —n. The —p option causes
the arguments to be written onto the pipe of the process
spawned with | & instead of standard output. The —s option
causes the arguments to be written onto the history file in-
stead of onto standard output. The -u flag option can be
used to specify the one digit file descriptor unit number n on
which the output will be placed. The default is 1. If the flag
option -n is used, no newline is added to the output.

pwd
Equivalent to print ~r - S$PWD

read [-prsu [n] ] [name2prompt] [name ...]

The shell input mechanism. One line is read and is broken up
into words using the characters in IFS as separators. In raw
mode, -r, a \ at the end of a line does not signify line con-
tinuation. The first word is assigned to the first name, the
second word to the second name, and so on, with leftover
words assigned to the last name. The -p option causes the
input line to be taken from the input pipe of a process
spawned by the shell using | &. If the ~s flag is present, the
input will be saved as a command in the history file. The flag
-u can be used to specify a one digit file descriptor unit to
read from. The file descriptor can be opened with the exec
special command. The default value of n is 0. If name is
omitted then REPLY is used as the default name. The return
code is O unless an end-of-file is encountered. An end-of-file
with the -p option causes cleanup for this process so another
can be spawned. If the first argument contains a ?, the
remainder of this word is used as a prompt when the shell is
interactive. If the given file descriptor is open for writing and
is a terminal device, then the prompt is placed on this unit.
Otherwise the prompt is issued on file descriptor 2. The re-
turn code is 0 unless an end-of-file is encountered.
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t readonly [name ...]
The given names are marked ‘‘read only’’ and these names
cannot be changed by subsequent assignment.

tt return [n]
Causes a shell function to retumn to the invoking script with
the return status specified by n. If n is omitted then the return
status is that of the last command executed. If return is in-
voked while not in a function or a . script, then it is the same
asanexit.

set [~aefhkmnostuvx] [-o option ...] [arg ...]
The flags for this command have meaning as follows:

—-a

-e

-m

-n
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All subsequent parameters defined are automatical-
ly exported.

If the shell is noninteractive and if a command
fails, execute the ERR trap, if set, and exit immedi-
ately. This mode is disabled while reading profiles.

Disables filename generation.

Each command whose name is an identifier be-
comes a tracked alias when first encountered.

All parameter assignment arguments are placed in
the environment for a command, not just those that
precede the command name.

Background jobs will run in a separate process
group and a line will print upon completion. The
exit status of background jobs is reported in a com-
pletion message. On systems with job control, this
flag is turned on automatically for interactive
shells.

Reads commands but does not execute them. Ig-
nored for interactive shells.

The following argument can be one of the follow-
ing names:

allexport Same as -a.

errexit Same as -e.

bgnice All background jobs are run at a
lower priority.

31



ksh(l)

32

P

emacs

gmacs

ignoreeof

keyword

markdirs

monitor
noexec
noglob
nounset
protected
verbose
trackall

vi

viraw

xtrace

ksh(1)

Enters into an emacs style in-
line editor for command entry.

Enters into a gmacs style in-
line editor for command entry.

The shell will not exit on end-
of-file. The command exit
must be used.

Same as ~k.

All directory names resulting
from filename generation have a
trailing / appended.

Same as ~m.
Same as -n.
Same as -£.
Same as -u.
Same as -p.
Same as -v.
Same as -h.

Enters into insert mode of a vi
style inline editor until the es-
cape character 033 is used. This
enables the move mode. A RE-
TURN sends the line.

Each character is processed as it
is typed in vi mode.

Same as -x.

If no flag option name is sup-
plied, then the cumrent settings
are printed.

Resets the PATH variable to the default value, dis-
ables processing of the SHOME/.profile file,
and uses the file /etc/suid_profile instead
of the ENV file. This mode is automatically en-
abled whenever the effective user ID (or group ID)
is not equal to the real user ID (or group ID).
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-s Sorts the positional parameters.
-t Exits after reading and executing one command.
-u Treats unset parameters as an error when substitu-
tion is necessary.
-v Prints shell input lines as they are read.
-x Prints commands and their arguments as they are
executed.

- Turns off -x and -v flags and stops examining ar-
guments for flags.

- Does not change any of the flags; useful in setting
$1 to a value beginning with -. If no arguments
follow this flag, then the positional parameters are
unset.

Using + rather than - causes these flags to be turned off.
These flags can also be used upon invocation of the shell.
The current set of flags may be found in $-. The remaining
arguments are positional parameters and are assigned, in ord-
er,to $1 $2.... If no arguments are given then the values of
all names are printed on the standard output.

t shift [n]

The positional parameters from $n+1 ... are renamed $1
...; default n is 1. The parameter n can be any arithmetic ex-
pression that evaluates to a non-negative number less than or
equal to $#.

test [expr]

Evaluate conditional expression, expr. test evaluates the
expression expr and, if its value is true, returns a zero (true)
exit status; otherwise, a nonzero (false) exit status is returned;
test also returns a nonzero exit status if there are no argu-
ments. The superuser is always granted execute permission
even though (1) execute permission is meaningful only for
directories and regular files, and (2) exec requires that at
least one execute mode bit be set for a regular file to be exe-
cutable. The following primitives are used to construct expr.

—x file True if file exists and is readable.
-w file True if file exists and is writable.
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-x file
~f file
-d file
—c file
-b file
-p file
-u file
-g file
-k file
-s file

ksh(1l)

True if file exists and is executable.

True if file exists and is a regular file.

True if file exists and is a directory.

True if file exists and is a character special file.
True if file exists and is a block special file.
True if file exists and is a named pipe (FIFO).
True if file exists and its set-user-ID bit is set.
True if file exists and its set-group-ID bit is set.
True if file exists and its sticky bit is set.

True if file exists and has a size greater than
Zero0.

-t [fildes] True if the open file whose file descriptor

-z sl

-n sl

sl =52

sl '=52
sl

nl —egqn2

—a

-0

(expr)

34

number is fildes (1 by default) is associated with
a terminal device.

True if the length of string s/ is zero.

True if the length of the string s/ is nonzero.
True if strings s/ and s2 are identical.

True if strings s/ and s2 are not identical.
True if 5/ is not the null string.

True if the integers nl and n2 are algebraically
equal. Any of the comparisons: -ne, —gt,
—-ge, ~1t, and —1le may be used in place of
—eq.

These primaries may be combined with the fol-
lowing operators:

Unary negation operator.
Binary AND operator.

Binary OR operator (-a has higher precedence
than -o).

Parentheses for grouping.
Notice that all the operators and flags are

separate arguments to test, Notice alco that

parentheses are meaningful to the shell and
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therefore, must be escaped.

test is typically used in shell scripts as in the
following example, which prints the message
“foo is a directory” if it is found to
be one when test is run.

if test -d foo
then

echo "foo is a dir"
fi

the arithmetic comparison operators are not res-
tricted to integers. They allow any arithmetic
expression. Four additional primitive expres-
sions are allowed:

True, if file is a symbolic link.

filel —nt file2 True, if filel is newer than file2.
filel —ot file2 True, if filel is older than file2.
filel —ef file2 True, if filel has the same device and inode

times

number as file2.

Prints the accumulated user and system
times for the shell and for processes run
from the shell.

traplarg](sig]...
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The command arg is to be read and execut-
ed when the shell receives signal(s) sig.
(Note that arg is scanned once when the
trap is set and once when the trap is taken.)
Each sig can be given as a number or as the
name of the signal. Trap commands are ex-
ecuted in order of signal number. Any at-
tempt to set a trap on a signal that was ig-
nored on entry to the current shell is inef-
fective. If arg is omitted or is —, then all
trap(s) sig are reset to their original values.
If arg is the null string then this signal is ig-
nored by the shell and by the commands it
invokes. If sig is ERR then arg will be exe-
cuted whenever a command has a nonzero
exit code. This trap is not inherited by
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functions. If sig is 0 or EXIT and the
trap statement is executed inside the body
of a function, then the command arg is exe-
cuted after the function completes. If sig is
0 or EXIT for a t rap set outside any func-
tion, then the command arg is executed on
exit from the shell. The trap command
with no arguments prints a list of commands
associated with each signal number.

1 typeset [-HLRZfilprtux [n] [name [=value]]...]

When invoked inside a function, a new in-
stance of the parameter name is created.
The parameter value and type are restored
when the function completes. The follow-
ing list of attributes may be specified:

-H This flag provides A/UX to host
namefile mapping on non-UNIX®
machines.

~-L Justifies left and removes leading
blanks from value. If n is nonzero, it
defines the width of the field, otherwise
the width is determined by the width of
the value of first assignment. When
the parameter is assigned to, it is filled
on the right with blanks or truncated, if
necessary, to fit into the field. Leading
zeros are removed if the -2z flag is also
set. The -R flag is turned off.

-R Justifies right and fills with leading
blanks. If n is nonzero, it defines the
width of the field, otherwise the width
is determined by the width of the value
of first assignment. The field is filled
with blanks or truncated from the end
if the parameter is reassigned. The L
flag is turned off.

-Z justifies right and fills with leading
zeros if the first nonblank character is a
digit and the -L fiag has not been set.
If the -1 flag has been set, the field is

February, 1990

Revision C



ksh(1)

February, 1990

RevisionC

-i

P

-r

-u

=X

ksh(1)

left adjusted and any leading zeros are
removed. If n is nonzero, it defines the
width of the field; otherwise the width
is determined by the width of the value
of first assignment.

The names refer to function names
rather than parameter names. No as-
signments can be made and the only
other valid flags are -t, which turns on
execution-tracing for this function and
-x, to allow the function to remain in
effect across shell procedures executed
in the same process environment.

Parameter is an integer. This makes
arithmetic faster. If n is nonzero it
defines the output arithmetic base, oth-
erwise the first assignment determines
the output base.

All uppercase characters converted to
lowercase. The uppercase flag, —u is
turned off.

The output of this command, if any, is
written onto the two-way pipe.

The given names are marked read only
and these names cannot be changed by
subsequent assignment.

Tags the named parameters. Tags are
user-definable and have no special
meaning to the shell.

All lowercase characters are converted
to uppercase characters. The lower-
case flag, -1 is turned off.

The given names are marked for au-
tomatic export to the environment of
subsequently-executed commands. -

Using + rather than — causes these flags to
be turned off. If no name arguments are
given but flags are specified, a list of names
(and optionally the values) of the parame-
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ters which have these flags set is printed.
(Using + rather than — keeps the values to
be printed.) If no names and flags are
given, the names and attributes of all
parameters are printed.

ulimit [-£] [n]

umask [nnn]

-f Imposes a size limit of n 512-byte
blocks on files written by child
processes (files of any size may be
read). This is the default. If n is not
given, the current limit is printed.

When using the ulimit feature, a
regular user is only allowed to bring
resource limits down. However, only
the superuser can return the limit to a
higher status.

The user file-creation mask is set to nnn
(see umask(2)). If nnn is omitted, the
current value of the mask is printed.

unalias name...

The parameters given by the list of names
are removed from the alias list.

unset [—£] name ...

wait [n]

The parameters given by the list of names
are unassigned. That is, their values and at-
tributes are erased. Read only variables
cannot be unset. If the flag, —f£, is set, then
the names refer to function names.

Waits for the specified child process and re-
ports its termination status. If n is not given
then all currently active child processes are
waited for. The return code from this com-
mand is that of the process waited for.

whence [-v] name ...

For each name, indicate how it would be in-
terpreted if used as a command name.

The flag. —s. nraodnces a more verhnge re-
1he 12 Ces a more verponse re.
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Invocation

If the shell is invoked by exec(2), and the first character of argu-
ment zero ($0) is —, then the shell is assumed to be a Login shell
and commands are read from /etc/profile and then from ei-
ther .profile in the current directory or $HOME/ .profile,
if either file exists. Next, commands are read from the file named
by performing parameter substitution on the value of the environ-
ment parameter ENV if the file exists. If the —s flag is not present
and arg is, then a path search is performed on the first arg to
determine the name of the script to execute. The script arg must
have read permission and any setuid and setgid settings will
be ignored. Commands are then read as described later; the fol-
lowing flags are interpreted by the shell when it is invoked.

—c string  If the —c flag is present then commands are read from
string.

-s If the —s flag is present or if no arguments remain,
then commands are read from the standard input.
Shell output, except for the output of the ‘‘Special
Commands’’ listed earlier, is written to file descriptor
2.

-i If the —1 flag is present or if the shell input and output
are attached to a terminal (as told by ioct1(2)) then
this shell is interactive. In this case TERM is ignored
(so that ki1l 0 does not kill an interactive shell)
and INTR is caught and ignored (so that wait is in-
terruptible). In all cases, QUIT is ignored by the
shell.

-r If the - flag is present, the shell is a restricted shell
and is used to set up login names and execution en-
vironments whose capabilities are more controlled
than those of the standard shell. The actions of the
restricted shell are identical to those of ksh, except
that changing the directory, setting the value of
SHELL, ENV, or PATH, specifying path or command
names containing /, and redirecting output (> and

>>) are disallowed.
The restrictions above are enforced after .profile and the ENV
files are interpreted.
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When a command to be executed is found to be a shell procedure,
the restricted shell invokes ksh to execute it. Thus, it is possible
to provide to the end-user shell procedures that have access to the
full power of the standard shell, while imposing a limited menu of
commands; this scheme assumes that the end-user does not have
write and execute permissions in the same directory.

The net effect of these rules is that the writer of the .profile,
by performing guaranteed setup actions and leaving the user in an
appropriate directory (probably rot the login directory), has com-
plete control over user actions.

The system administrator often sets up a directory of commands
(for example, /usr/rbin) that can be safely invoked by the res-
tricted shell. Some systems also provide a restricted editor red.

The remaining flags and arguments are described under the set
command earlier.

EXIT STATUS

Errors detected by the shell, such as syntax errors, cause the shell
to return a nonzero exit status. Otherwise, the shell returns the
exit status of the last command executed (see also the exit com-
mand earlier). If the shell is being used noninteractively, then ex-
ecution of the shell file is abandoned. Runtime errors detected by
the shell are reported by printing the command or function name
and the error condition. If the line number that the error occurred
on is greater than one, then the line number is also printed in
square brackets ([]) after the command or function name.

FILES

/bin/ksh
/etc/passwd
/etc/profile
/etc/suid_profile
SHOME/ .profile
/tmp/ksh*
/dev/null

SEE ALSO

40

cat(1), csh(l), echo(l), ed(1), env(l), newgrp(l), sh(l),
vi(l), dup(2), exec(2), fork(2), ioct1(2), 1seek(2),
pipe(2), umask(2), ulimit(2), wait(2), rand(3), sig-
nal(3), a.out(4), profile(4), environ(s).

““Korn Shell Reference’’ in A/UX User Interface.
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CAVEATS
If a command which is a tracked alias is executed, and then a
command with the same name is installed in a directory in the
search path prior to the directory where the original command was
found, the shell will continue to exec the original command. Use
the -t option of the alias command to correct this situation.

Some very old shell scripts contain a ~ as a synonym for the pipe
character |.

If a command is piped into a shell command, then all variables set
in the shell command are lost when the command completes.

Using the £c built-in command within a compound command will
cause the whole command to disappear from the history file.

The built-in command . file reads the whole file before any com-
mands are executed. Thercfore, alias and unalias com-
mands in the file will not apply to any functions defined in the file.
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NAME
last — display login and logout times for each user of the
system

SYNOPSIS
last [name...] [tty...]

DESCRIPTION

last will look back in the wtmp file which records all logins and
logouts for information about a user, a terminal or any group of
users and terminals. Arguments specify names of users or termi-
nals of interest. Names of terminals may be given fully or abbre-
viated. For example, last O is the same as last tty0. If
multiple arguments are given, the information which applies to
any of the arguments is printed. For example, last root
console would list all of “‘root’s”’ sessions as well as all ses-
sions on the console terminal.

last reports the sessions of the specified users and terminals,
most recent first, indicating start times, duration, and terminal for
each. If the session is still continuing or was cut short by a reboot,
last so indicates.

EXAMPLES
last reboot

will give an indication of mean time between reboots of the sys-
tem.

last with no arguments prints a record of all logins and logouts,
in reverse order. Since last can generate a great deal of output,
piping it through the more program for screen viewing is advised.
If 1ast is interrupted with an Interrupt signal, (generated by
CONTROL-C) it indicates how far the search has progressed in
wtmp. If interrupted with a quit signal (generated by a
CONTROL-Y), last exits and dumps core.

CONTROL-D (EOF) signal does nothing. Therefore exit gracefully
from last with an interrupt signal.

FILES
/usr/bin/last
/etc/wtmp
1 February, 1990
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SEE ALSO
acct(IM), utmp(4).
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NAME
launch — execute a Macintosh binary application

SYNOPSIS
launch -[it] filename [document.. ]
launch -p[it] filename document...

DESCRIPTION
launch executes a Macintosh binary file in A/UX.

filename is the name of the application to be executed. document
is an individual document to be opened.

The filename and document parameters are set up as if they were
icons selected through the Macintosh Finder™. Thus, the A/UX
command

launch macpaint

is equivalent to double clicking on the icon for MacPaint. The
A/UX command

launch macpaint mydwg

is equivalent to double clicking on the icon for the MacPaint docu-
ment mydwg.

If your application is in a pair of AppleDouble files, the two files
must be in the same directory. You do not specify both filenames;
launch automatically looks for the associated header file when
you launch an AppleDouble data file.

You can specify one or both of these two options:

-i Initializes QuickDraw™, the Dialog Manager, and TextEdit.
You must specify this option if the application does not expli-
citly initialize these libraries. (In the native Macintosh en-
vironment, the Finder initializes these libraries during startup.
Therefore, some Macintosh applications do not explicitly ini-
tialize them.)

-t Sets up and maintains the Ticks, Time, and KeyMap low-
memory global variables, which are not ordinarily supported
in the A/UX Toolbox.

The -t option uses the Vertical Retrace Manager to set up a
task that is invoked at every tick of the clock. Therefore, this
option uses a lot of CPU time and should be used only if you
are running a Macintosh binary file that requires to use one or
more of these low-memory global variables.
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Alternatively, you can specify the print option

-p Prints the specified document. The —p option requires a do-
cument name in the command line. Using the -p option is
equivalent to selecting a document through the Macintosh
Finder and then choosing Print from the File menu.

If all of the application’s code resides in an AppleDouble header
file in A/UX (see Appendix B of the A/UX Toolbox document),
you can make the associated data file either a copy of Launch or
a link to launch, setting up the simplest and most natural way to
run a Macintosh application. For example, consider an application
named xyz; the AppleDouble data file of xyz has the A/UX
filename xyz and is a link to 1aunch. The AppleDouble header
file of xyz has the A/UX filename %xyz and contains a binary
copy of the resource fork of the Macintosh file xyz.

To launch xy z, type this command
Xyz

To launch xyz and specify a document file abc, type this com-
mand

xyz abc

Entering this command is equivalent to double-clicking the icon
for the file abc from the Macintosh Finder.

EXAMPLES
The command

launch macpaint

executes the Macintosh binary application MacPaint®.
launch macpaint demo

executes MacPaint and opens the document demo.

FILES
/mac/bin/launch
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NAME
lav — display load average statistics

SYNOPSIS
lav

DESCRIPTION
lav displays the average number of jobs in the run queue over the
last 1, 5, and 15 minutes.

FILES
/usr/bin/lav

SEE ALSO
ruptime(l), uptime(l).

1 February, 1990

Revision C



14(1) 14(1)

NAME
1d — link editor for common object files

SYNOPSIS
1d [~eepsym] [-£fill] [~1x] [-m] [-ooutfile] [-r] [~s] [-t]
[—usymname] [—x] [-z] [-F] [-Ldir] [-M] [-N] [-V] [-VSnum]

file ...

DESCRIPTION

1d combines several object files into one, performs relocation,
resolves external symbols, and supports symbol table information
for symbolic debugging. In the simplest case, the names of
several object programs are given, and 1d combines them, pro-
ducing an object module that can either be executed or used as in-
put for a subsequent 1d run. The output of 1d is left in a. out.
This file is executable if no errors occurred during the load. If any
input file, filename, is not an object file, 1d assumes it is either a
text file containing link editor directives or an archive library.

If any argument is a library, it is searched exactly once at the point
it is encountered in the argument list. Only those routines defining
an unresolved external reference are loaded. The library (archive)
symbol table (see ar(4)) is searched sequentially with as many
passes as are necessary to resolve external references that can be
satisfied by library members. Thus, the ordering of library
members is unimportant.

FLAG OPTIONS
The following flag options are recognized by 1d:

—eepsym
Set the default entry-point address for the output file to be
that of the symbol epsym.

—£fill
Set the default fill pattern for holes within an output section
as well as initialized bss sections. The argament fill is a 2-
byte constant.

—1x Search a library 1ibx. a, where x is up to seven characters.
A library is searched when its name is encountered, so the
placement of a —1 is significant. The default library location

is /1ib.
-m Produce a map or listing of the input/output sections on the
standard output.
February, 1990 1
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—ooutfile

—-r

-S

-t

Produce an output object file by the name outfile. The name
of the default object file is a . out.

Retain relocation entries in the output object file. Relocation
entries must be saved if the output file is to become an input
file in a subsequent 1d run. The link editor does not com-
plain about unresolved references.

Strip line-number entries and symbol-table information from
the output object file.

Turn off the warning about multiply-defined symbols that are
not the same size.

—usymname

—X

-F

Enter symname as an undefined symbol in the symbol table.
This is useful for loading entirely from a library, because ini-
tially the symbol table is empty and an unresolved reference
is needed to force the loading of the first routine.

Do not preserve local (nonglobal) symbols in the output sym-
bol table; enter external and static symbols only. This option
saves some space in the output file,

Load the text segment at an offset from 0 so that null pointer
references generate a segmentation violation.

Create a demand-paged executable.

—~Ldir

Change the algorithm of searching for 1ibx. a to look in dir
before looking in /1ib and /usr/1lib. This flag option is
effective only if it precedes the —1 flag option on the com-
mand line.

Produce an output message for each multiply-defined exter-
nal definition. However, if the objects being loaded include
debugging information, extraneous output is produced. (See
the —g option in cc(1).

Put the data section immediately following the text in the out-
put file. Note that the —N option must be used either with

/usr/lib/unshared.1d or with a user-supplied .1d
file.

Produce an output a message giving mformatlon about the
version of 1d being used.
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—VSnum
Use num as a decimal version stamp identifying the a. out
file that is produced. The version stamp is stored in the op-
tional header.

The following information about section-alignment and MMU re-
quirements should be considered at system installation.

The default section alignment action for 1d on M68000 systems is
to align the code (.text) and data (. data and .bss combined)
separately on 512-byte boundaries. Since MMU requirements
vary from system to system, this alignment is not always desir-
able. This version of 1d provides a mechanism to allow the
specification of different section alignments for each system, al-
lowing you to align each section separately on n-byte boundaries,
where n is a multiple of 512. The default section-alignment action
for 14 on this system is to align the code (. text) at byte 0 and
the data (.data and .bss combined) at the 4 megabyte boun-
dary (byte 10487576).

When all input files have been processed (and if no override is
provided), 14 searches the list of library directories (as with the
-1 flag option) for a file named default.1ld. If this file is
found, it is processed as an 1d instruction file (or ifile). The
default.1d file should specify the required alignment as out-
lined below. If it does not exist, the default section-alignment ac-
tion is taken.

The default.1d file should appear as follows, with <align-
ment> replaced by the alignment requirement in bytes:

SECTIONS {
.text : {}
GROUP ALIGN (<alignment>) : {
.data : {}
.bss {}

}
}

Note: This system requires a data rounding that is an even
multiple of 1 megabyte (1 megabyte is the segment size).

For example, a default.1d file of the following form would
provide the same alignment as the default (512-byte boundary):
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SECTIONS {
.text : {}
GROUP ALIGN(512) : {

.data : {}
.bss : {}
}

}

To get alignment on 2K-byte boundaries, the following
default.1d file should be specified:

SECTIONS {
.text : {}
GROUP ALIGN(2048) : {
.data : {}
.bss : {}

}
}

Note that this system requires a data rounding that is an even mul-
tiple of 1 megabyte (1 megabyte is the segment size).

For more information about the format of 1d instruction files or
the meaning of the commands, see ‘‘1d Reference’’ in A/UX Pro-
gramming Languages and Tools, Volume 2.

FILES
/bin/1d
/1lib/*
/usr/lib/*
a.out default output file

SEE ALSO
as(l), cc(l), a.out(d), ar(d),
‘“1d Reference’’ in A/UX Programming Languages and Tools,
Volume 2. :

WARNINGS
Through its flag options and input directives, the common link ed-
itor gives you great flexibility; however, if you use the input direc-
tives, you must assume some added responsibilities. Input direc-
tives should insure the following properties for programs:

- C defines a zero pointer as null. A pointer to which zero has
been assigned must not point to any object. To satisfy this,
you must not place any object at virtual address zero in the
data space.
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When you call the link editor through cc(1), a startup rou-
tine is linked with your program. This routine calls exit()
(see exit(2)) after execution of the main program. If you
call the link editor directly, you must insure that the pro-
gram always calls exit( ), rather than falling through the
end of the entry routine.
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NAME
leave — remind you when you have to leave

SYNOPSIS
leave [hhmm]

DESCRIPTION
leave waits until the specified time, then reminds you that you
have to leave. You are reminded 5 minutes and 1 minute before
the actual time, at the time, and every minute thereafter. When
you log off, 1eave exits just before it would have printed the
next message.

The time of day is in the form Ahmm, where hh is a time in hours
(on a 12 or 24 hour clock) and mm is a time in minutes. All times
are converted to a 12 hour clock, and assumed to be in the next 12
hours.

If no argument is given, leave prompts with When do you
have to leave?. A reply of newline causes leave to exit,
otherwise the reply is assumed to be a time. This form is suitable
for inclusionina .loginor .profile.

leave ignores interrupts, quits, and terminates. It sends mes-

sages while other programs are running. To get out of leave,

you should either log off or use kill -9, giving its process ID.
FILES

/usr/ucb/leave

SEE ALSO
calendar(l).
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NAME
lex — generate programs for simple lexical tasks

SYNOPSIS
lex [=c] [-n] [-t] [-v] (fle] ...

DESCRIPTION
lex generates programs to be used in simple lexical analysis of
text.

The input files (standard input default) contain strings and expres-
sions to be searched for, and C text to be executed when strings
are found.

A file lex.yy.c is generated which, when loaded with the li-
brary, copies the input to the output except when a string specified
in the file is found; then the corresponding program text is execut-
ed. The actual string matched is left in yytext, an external char-
acter array. Matching is done in order of the strings in the file.
The strings may contain square brackets to indicate character
classes, as in [abx—z] to indicate a, b, x, y, and z; and the
operators *, +, and ? mean, respectively, any nonnegative
number of, any positive number of, and either zero or one oc-
currences of, the previous character or character class. Thus
[a—zA-Z]+ matches a string of letters. The character . is the
class of all ASCII characters except newline. Parentheses for
grouping and vertical bar for alternation are also supported. The
notation r {d,e} in a rule indicates between d and e instances of
regular expression r. It has higher precedence than |, but lower
than *, 2, +, and concatenation. The character ~ at the beginning
of an expression permits a successful match only immediately
after a newline, and the character $ at the end of an expression re-
quires a trailing newline. The character / in an expression indi-
cates trailing context; only the part of the expression up to the
slash is returned in yytext, but the remainder of the expression
must follow in the input stream. An operator character may be
used as an ordinary symbol if it is within " symbols or preceded
by \.

Three subroutines defined as macros are expected: input () to
read a character; unput (c¢) to replace a character read; and
output (¢) to place an output character. They are defined in
terms of the standard streams, but you can override them. The
program generated is named yylex (), and the library contains a
main () which calls it. The action REJECT on the right side of
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the rule causes this match to be rejected and the next suitable
match executed; the function yymore () accumulates additional
characters into the same yytext; and the function yyless (p)
pushes back the portion of the string matched beginning at p,
which should be between yytext and yytext+yyleng. The
macros input and output use files yyin and yyout to read from
and write to, defaulted to stdin and stdout, respectively.

Any line beginning with a blank is assumed to contain only C text
and is copied; if it precedes %%, it is copied into the external
definition area of the 1lex.yy.c file. All rules should follow a
%%, as in YACC. Lines preceding % which begin with a non-
blank character define the string on the left to be the remainder of
the line; it can be called out later by surrounding it with { }. Note
that curly brackets do not imply parentheses; only string substitu-
tion is done.

The external names generated by 1ex all begin with the prefix yy
or YY.

The flags must appear before any files. The —-c flag option indi-
cates C actions and is the default, -t causes the lex.yy.c pro-
gram to be written instead to standard output, -v provides a one-
line summary of statistics of the machine generated, -n will not
print out the summary. Multiple files are treated as a single file.
If no files are specified, standard input is used.

Certain table sizes for the resulting finite state machine can be set
in the definitions section:

%p n number of positions is n (default 2000)
%n n number of states is n (500)

%t n number of parse tree nodes is n (1000)
%a n number of transitions is n (3000)

The use of one or more of the above automatically implies the —v
flag option, unless the —n flag option is used.

EXAMPLES
D {0-9]
%%
if printf ("IF statement\n");

[a-z]+ printf("tag, value %s\n",yytext);
0{D}+ printf ("octal number %s\n",yytext);
{D}+ printf ("decimal number %$s\n",yytext):
" printf ("unary op\n");

"4 printf ("binary op\n");
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ll/*" ( lOOp:
while (input () != "*7);
switch (input())

{

case '/’: break;
case '*’: unput(’'*’);
default: go to loop;
}

FILES
/usr/bin/lex

SEE ALSO
awk(1), grep(1), sed(1), yacc(l), malloc(3X).
‘“lex Reference’’ in the A/UX Programming Languages and
Tools, Volume 2.

BUGS
When given an illegal flag option, 1ex reports the fact that it has
been given an illegal flag option but then continues to execute
with the default options, rather than stopping the execution and
printing a usage statement.
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NAME

line —read one line
SYNOPSIS

line
DESCRIPTION

line copies one line (up to a newline) from the standard input
and writes it on the standard output. It returns an exit code of 1 on
EOF and always prints at least a newline. It is often used within
shell files to read from the user’s terminal.

EXAMPLES
line
Hello world
will return
Hello world
In the Bourne shell (sh(1)):

a=‘line‘
hi there
echo Sa

will return
hi there
In the C-shell (csh(1)):

set a=‘line"‘
bye bye
echo S$a

will return
bye bye

FILES
/bin/line

SEE ALSO
csh(l), ksh(l), sh(l), read(2).
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NAME
lint — a C program checker

SYNOPSIS
lint [-a] [-b] [-Dnamel[=def]] [-h] [-Idir] [-1x] [-n] [-
o lib] [~p] [~u] [-Uname] [~v] [-x] file...

DESCRIPTION

lint attempts to detect features of the C program files that are
likely to be bugs, nonportable, or wasteful. It also checks type
usage more strictly than the compilers. Features currently detect-
ed include unreachable statements, loops not entered at the top,
automatic variables declared and not used, and logical expressions
whose value is constant. Moreover, function usage is checked to
find functions that return values in some places and not in others,
functions that are called with varying numbers or types of argu-
ments, and functions whose values are not used or whose values
are used but not returned.

Arguments whose names end with . c are taken to be C source
files. Arguments whose names end with . 1n are taken to be the
result of an earlier invocation of 1int with the -o flag option
used. The .1n files are analogous to .o (object) files that are
produced by the cc(1) command when given a . ¢ file as input.
Files with other suffixes are warned about and ignored.

lint will take all the .c, .1n, and 11ib-1x.1n (specified by
-1x) files and process them in command line order. By default,
lint appends the standard C lint library (L1ib-1c.1n) to
the end of the list of files. However, if the —p flag option is used,
the portable C 1int library (11ib-port.1ln) is appended in-
stead. The second pass of 1int checks this list of files for mutual
compatibility.

Any number of 1int flag options may be used, in any order, in-
termixed with filename arguments. The following flag options are
used to suppress certain kinds of complaints.

-a Suppresses complaints about assignments of long values to
variables that are not long.

-b  Suppresses complaints about break statements that can-
not be reached. (Programs produced by lex or yacc will
often result in many such complaints).

-h  Does not apply heuristic tests that attempt to intuit bugs,
improve style, and reduce waste.
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-u  Suppresses complaints about functions and external vari-
ables used and not defined, or defined and not used. (This
flag option is suitable for running 1int on a subset of files
of a larger program).

~v  Suppresses complaints about unused arguments in func-
tions.

-x  Does not report variables referred to by external declara-
tions but never used.

The following arguments alter the behavior of 1int

~1x Includes an additional 1int library, 11ib-1x.1n. For
example, you can include a 1int version of the Math Li-
brary 11ib-1m.1ln by inserting —1m on the command
line. This argument does not suppress the default use of
llib-1c.1n.

These lint libraries must be in the assumed directory.
This flag option can be used to reference local 1lint li-
braries and is useful in the development of multifile pro-
jects. To generate 11ib-1X.1n from 11ib-1X, use
cc -E -C -Dlint 11lib-1X | \

/usr/lib/lintl -vx -H/tmp/lint$$ > 11ib-1X.1ln
rm —f /tmp/lint$$

-n  Does not check compatibility against either the standard or
the portable 1int library.

-p  Attempts to check portability to other dialects (IBM and
GCOS) of C. Along with stricter checking, this option
causes all nonexternal names to be truncated to eight char-
acters and all external names to be truncated to six charac-
ters and one case.

-o lib
Cause lint to create a new lint library that has the
name 11ib-1/lb.1n. The 1lint library produced is the
input that is given to the second pass of 1int.

The -o flag option simply causes this file to be saved in
the named 1int library. To produce a 11ib-1lib.1n
without extrancous messages, use of the -x flag option is
suggested.

The -v flag option is useful if the source file(s) for the
lint library are just external interfaces (for example, the
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way the file 11ib-1c is written). These flag option set-
tings are also-available through the use of 1int comments
(as shown later in this section).

The -D, -U, and -I flag options of cpp(1) and the -g and -0
flag options of cc(1) are also recognized as separate arguments.
The -g and ~0 flag options are ignored, but, by recognizing these
flag options, the behavior of 1int is closer to that of the cc(1)
command. Other flag options are warned about and ignored. The
pre-processor symbol 1int is defined to allow certain question-
able code to be altered or removed for 1int. Therefore, the sym-
bol 1int should be thought of as a reserved word for all code that
is planned to be checked by 1int.

Certain conventional comments in the C source will change the
behavior of 1int.

/*NOTREACHED* /
stops comments about unreachable code at appropriate
points. (This comment is typically placed just after calls to
functions like exit(2)).

/*VARARGSn* /
suppresses the usual checking for variable numbers of argu-
ments in the function declaration that follows it. The data
types of the first n arguments are checked; a missing »n is as-
sumed to be 0.

/*ARGSUSED* /
turns on the —v flag option for the next function.

/*LINTLIBRARY*/
at the beginning of a file, shuts off complaints about unused
functions and function arguments in this file. This is
equivalent to using the -v and -x flag options.

lint produces its first output on a per-source-file basis. Com-
plaints pertaining to included files are collected and printed after
all source files have been processed. Finally, information gath-
ered from all input files is collected and checked for consistency.
At this point, if it is not clear whether a complaint stems from a
given source file or from one of its included files, the source
filename will be printed followed by a question mark.
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EXAMPLES
The command
lint -b myfile.c

checks the consistency of the filemyfile.c. The -b flag option
indicates that unreachable break statements are not to be
checked. This flag option might well be used on files that 1ex(1)

generates.
FILES

/usr/bin/lint

/usr/1lib the directory where the
lint libraries specified by
the -1x flag option must ex-
ist

/usr/1lib/1lint [12] first and second passes

/usr/1lib/1lib-1lc.1n declarations for C Library

functions (binary format)
/usr/lib/llib-port.ln declarations for portable
functions (binary format)

/usr/1lib/11lib-1m.1 declarations for Math Li-
brary functions (binary for-
mat)

/usr/tmp/*1lint* temporaries

SEE ALSO

ce(l), cpp(l), make(l),
““lint Reference’’ in A/UX Programming Languages and Tools,
Volume 1.

BUGS
exit(2), longjmp(3C), and other functions that do not return
are not understood; this causes various lies.
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NAME
1n — make links

SYNOPSIS
1n [-s] namel [name2}

1n name... directory
1n -£ directoryl directory2

DESCRIPTION
A link is a directory entry referring to a file; the same file (togeth-
er with its size, all its protection information, and so forth) may
have several links to it.

There are two kinds of links: hard links and symbolic links. By
default 1n makes hard links. A hard link to a file is indistinguish-
able from the original directory entry; any changes to a file are ef-
fective, independent of the name used to reference the file. Hard
links may not span file systems and (unless created with the -f
option by the superuser) may not refer to directories.

The -s flag option causes 1n to create symbolic links. A symbol-
ic link contains the name of the file to which it is linked. The
referenced file is used when an open(2) operation is performed
on the link. A stat(2) on a symbolic link will return the linked-
to file; an 1stat(2) must be done to obtain information about the
link. The readlink(2) call may be used to read the contents of
a symbolic link. Symbolic links may span file systems and may
refer to directories.

1n may be invoked with one, two, or more than two arguments. If
given one argument, 1n creates a link in the current directory to
namel. The file named by namel must not already exist in the
current directory, or 1n will exit with the message namel: File
exists.

Given two arguments, 1n creates a link to an existing file namel
having the name name2. The argument name2 may also be a
directory in which to place the link. If only the directory is
specified, the link will be made to the last component of namel. If
namel is not found, 1n will so indicate and no link will be creat-
ed. If name2 already exists, it will not be overwritten.

Given more than two arguments, 1n makes links to all the named
files in the named directory. The links made will have the same
name as the files being linked to.
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The -£ flag option causes 1n to make a hard link to an existing
directory. Any files or directories located in directoryl will also
be found in directory2. Moreover, new files created in either
directory will appear in the other. Only the superuser is permitted
to use this option.

FILES
/bin/ln

SEE ALSO
cp(l), mv(1), rm(1), 1ink(2), Lstat(2), readlink(2),
stat(2), symlink(2).
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NAME

login—signon
SYNOPSIS

login [name [env-var...]]

DESCRIPTION
The login command is used at the beginning of each terminal
session and allows you to identify yourself to the system. It may
be invoked as a command or by the system when a connection is
first established. Also, it is invoked by the system when a previ-
ous user has terminated the initial shell by typing a CONTROL-D to
indicate an ‘‘end-of-file’’.

If 1ogin is invoked as a command, it must replace the initial
command interpreter. This is accomplished by typing

exec login

from the initial shell, if it is the Bourne shell, sh(l). For the C
shell, csh(1), and the Korn shell, ksh(1), you may just type:

login [user]

login asks for your user name (if not supplied as an argument),
and, if appropriate, your password. Echoing is turned off (when
possible) during the typing of your password, so it will not appear
on the written record of the session.

At some installations, a flag option may be invoked that will re-
quire you to enter a second dialup password. This will occur only
for dialup connections, and will be prompted by the message

dialup password:
Both passwords are required for a successful Login.

If you do not complete the Login successfully within a certain
period of time (for example, one minute), you are likely to be
disconnected silently. Note that 1ogin does a sleep to settle
the line and waits for a few seconds before accepting your input.
If it misses the first character of your input, type it slower.

After a successful 1ogin, accounting files are updated, the pro-
cedure /etc/profile is performed for users whose login shell
is either sh(1) or ksh(l), and the message-of-the-day, if any, is
printed. Then, the user ID, the group ID, the working directory,
and the command interpreter are initialized, according to
specifications found in the /etc/passwd file entry for the user.
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If the command interpreter is sh(l), the file .profile, if it ex-
ists, in the initial working directory is executed. To indicate that
this invocation of the command interpreter is the 1ogin shell, the
name of the interpreter is prefixed with a minus sign, —, (for exam-
ple, —sh). If the last field in the password file is empty, then the
default command interpreter, the Bourne shell (/bin/sh) is
used. If the last field is *, then a chroot(2) is done to the direc-
tory named in the directory field of the entry. At that point 1o-
gin is re-executed at the new level, which must have its own root
structure, including /etc/login and /etc/passwd.

The basic ‘‘environment’” (see environ(5)) is initialized to

HOME=your-login-directory
PATH=:/bin:/usr/bin
SHELL=last-field-of-passwd-entry
MAIL=/usr/mail/your-login-name
T Z=timezone-specification

The environment may be expanded or modified by supplying addi-
tional arguments to Login, either at execution time or when 1o-
gin requests your login name. The arguments may take either
the form xxx or xxx=yyy. Arguments without an equals sign are
placed in the environment as
Ln=xxx

where n is a number starting at 0 and is incremented each time a
new variable name is required. Variable definitions containing an
= are placed into the environment without modification. If they
already appear in the environment, then they replace the older
value. login will not change the variables PATH and SHELL in
order to prevent users from spawning secondary shells with fewer
security restrictions. Both login and getty understand simpie
single-character quoting conventions. Typing a backslash in front
of a character quotes it and allows the inclusion of such things as
spaces and tabs.

EXAMPLES

At the beginning of each terminal session, the following sort of
message is displayed on the screen

Apple Computer A/UX
login:
to which a user name is the appropriate response.
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FILES
/bin/login
/etc/utmp accounting
/etc/wtmp accounting
/etc/motd message-of-the-day
/etc/passwd password file
/etc/profile systemwide personal profile
(sh(1) and ksh(1))
/etc/cshrc systemwide personal csh
startup (csh(1))
SHOME/.profile personal profile (sh(l) and
ksh(1))
SHOME/ .login personal csh startup used at
login time (csh(1))
SHOME/ .cshrc personal csh startup (csh(1))
SHOME/ . logout personal csh logout used at
logout time (csh(1))
/usr/mail /name mailbox for user name
SEE ALSO

csh(1), ksh(l), mail(l), newgrp(l), rlogin(l), sh(l),
su(l), getty(IM), init(IM), passwd(4), profile(d), en-
viron(s).

A/UX Essentials.

A/UX User Interface.

DIAGNOSTICS
Login incorrect
If the user name or the password cannot be matched.

No shell

cannot open password file
no directory

Consult a system administrator.

No utmp entry.

You must exec login from the lowest level
sh.

If you attempted to execute 1ogin as a command without using
the shell’s exec internal command (sh(l) only) or from other
than the login shell (sh(1) and ksh(1)).

February, 1990 3

Revision C



logname(1) logname(1)

NAME

logname — get login name
SYNOPSIS

logname

DESCRIPTION
logname returns the contents of the environment variable
$LOGNAME, which is set when a user logs into the system.

EXAMPLES
logname

displays the $LOGNAME of the user logged into the system on the
current port.

FILES
/bin/logname
/etc/profile

SEE ALSO
env(l), login(l), printenv(l), logname(3X), en-
viron(5).
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NAME

lookbib — find references in a bibliography
SYNOPSIS

lookbib [-n] database
DESCRIPTION

lookbib uses an inverted index made by indxbib(1) to find
sets of bibliographic references. A bibliographic reference is a set
of lines, constituting. fields of bibliographic information. Each
field starts on a line beginning with a %, followed by a key-letter,
then a blank, and finally the contents of the field, which may con-
tinue until the next line starting with %.

lookbib reads keywords typed after the > prompt on the termi-
nal and retrieves records containing all these keywords. If nothing
matches, nothing is returned except another > prompt.

lookbib will ask if you need instructions and will print some
brief information if you reply y. The -n flag option tarns off the
prompt for instructions.

It is possible to search multiple databases, as long as they have a
common index made by indxbib. In that case, only the first ar-
gument given to indxbib is specified to lookbib.

If 1ookbib does not find the index files (the . i[abc] files), it
looks for a reference file with the same name as the argument,
without the suffixes. It creates a file with a . ig suffix, suitable
for use with fgrep. It then uses this fgrep file to find refer-
ences. This method is simpler to use, but the . ig file is slower to
use than the . i[abc] files, and does not allow the use of multiple
reference files.

FILES
/usr/ucb/lookbib
x.ia, x.ib, x.ic, where x is the first argument, or if these are
not present, thenx.ig.

SEE ALSO
addbib(l), indxbib(l), refex(l), roffbib(l), sort-
bib(1).
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NAME
lorder — find ordering relation for an object library

SYNOPSIS
lorxderfile...

DESCRIPTION

lorder produces a global cross-reference, given a list of object
modules (. o files), which can then be passed to t sort(1) to pro-
duce a properly ordered archive file. The input is one or more ob-
ject or library archive files (see ar(1)). The standard output is a
list of pairs of object filenames, meaning that the. first file of the
pair refers to external identifiers defined in the second. The output
may be processed by tsort(l) to find an ordering of a library
suitable for one-pass access by 1d(1).

Note: The link editor 1d(1) is capable of multiple passes
over an archive in the portable archive format (see ar(4))
and does not require that 1order(l) be used when build-
ing an archive.

Use of the lorder(l) command may, however, allow for a
slightly more efficient access of the archive during the link edit
process.

EXAMPLES
ar cr library ‘lorder *.o0 | tsort?

builds a new library from existing . o files.

FILES
/bin/lorder
*symref
*symdef
SEE ALSO
ar(l), 1d(1), tsort(l), ar(),
BUGS
Object files whose names do not end with .o, even when con-

tained in library archives, are overlooked. Their global symbols
and references are attributed to some other file.
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NAME
1p, cancel — send or cancel requests to a line printer for a
Berkeley file system (4.2)

SYNOPSIS
1p [-c] [~ddest] [-m] [-nnumber] [-ooption] [-s] [-ttitle]
[-w] [file.. ]

cancel jobno... [printers]
cancel printers [jobno]...

DESCRIPTION
1p arranges for the named files and associated information to be
printed by a line printer. Note that files must be readable by the
1p user account since /usr/bin/1p is set to change the effec-
tive user ID to 1p. If the permissions on files do not allow 1p to
read them, files must be piped to 1p(1) to print them. (For exam-
ple, cat files| 1p).

If no filenames are mentioned, the standard input is assumed. The
filename - stands for the standard input and may be supplied on
the command line in conjunction with named files. The order in
which files appear is the same order in which they will be printed.

1p associates a unique jobno with each request and prints it on the
standard output. This jobno can be used later to cancel (described
later in this section) or find the status (see 1pstat(l)) of the re-
quest.

The following flag options to 1p may appear in any order and may
be intermixed with filenames.

-c Makes copies of the files to be printed immediately
after 1p is invoked. Normally, files will not be
copied, but will be linked whenever possible. If the
—c flag option is not given, then the user should be
careful not to remove any of the files before the re-
quest has been printed in its entirety. It should also
be noted that in the absence of the —c flag option,
any changes made to the named files after the request
is made but before it is printed will be reflected in
the printed output.

—ddest Chooses dest as the printer or class of printers select-
ed to do the printing. If dest is a printer, then the re-
quest will be printed only on that specific printer. If
dest is a class of printers, then the request will be
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printed on the first available printer that is a member
of the class. Under certain conditions (printer una-
vailability, file space limitation, and so forth), re-
quests for specific destinations may not be accepted
(see accept(1M) and 1lpstat(l)). By default,
dest is taken from the environment variable LPDEST
(if it is set). Otherwise, a default destination (if one
exists) for the computer system is used. Destination
names vary between systems (see 1pstat(1)).

-m Sends mail via mail(l) after the files have been
printed. By default, no mail is sent upon normal
completion of the print request.

—nnumber  Prints number copies (default of 1) of the output.

—-ooption  Specifies the printer-dependent or class-dependent
options. Several such options may be collected by
specifying the -o key character more than once. For
more information about what is valid for options, see
““Models’’ in 1 padmin(1M).

-s Suppresses messages from 1p(l) such as
request id is....

-ttitle Prints title on the banner page of the output.

-w Writes a message on the user’s terminal after the
files have been printed. If the user is not logged on,
then mail will be sent instead.

cancel cancels line printer requests that were made by the 1p(1)
command. The command line arguments may be either request
ids (as returned by 1p(1)) or printer names (for a complete list,
use 1pstat(l)). Specifying a request id cancels the associated
request even if it is currently printing. Specifying a printer can-
cels the request which is currently printing on that printer. In ei-
ther case, the cancellation of a request that is currently printing
frees the printer to print its next available request.
NOTES

1p is an AT&T command originally intended for use with line
printers, but flexible enough to be useful with other devices.

1pr(1l) performs a parallel function, but is nevertheless a distinct
command.
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FILES
/usr/bin/1lp
/usr/bin/cancel
/usr/spool/lp/*

SEE ALSO
enable(l), 1pqa(l), 1pr(1), 1lpstat(l), mail(l),
accept(1M), 1padmin(1M), 1psched(1M).
‘‘Managing Peripherals’’ in A/UX Local System Administration.
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NAME

1pg — spool queue examination program
SYNOPSIS

lpg[+[n]][ -1]1[ -Pprinter][job#..]1[ user...]
DESCRIPTION

1pqg examines the spooling area used by 1pd(1M) for printing
files on the line printer and reports the status of the specified jobs
or all jobs associated with a user. 1pqg invoked without any argu-
ments reports on any jobs currently in the queue.

For each job submitted (for example, an invocation of 1pr(l))
1pq reports the user’s name, current rank in the queue, the names
of files comprising the job, the job identifier (a number which may
be supplied to 1prm(1) for removing a specific job), and the total
size in bytes.

If 1pg warns that no daemon is present due to some malfunction,
the 1pc(1M) command can be used to restart the printer dacmon.

FLAG OPTIONS
The following flag options are interpreted by 1pq:

—P Specifies a particular printer, otherwise the default line
printer is used (or the value of the PRINTER variable in the
environment).

+n Displays the spool queue until it empties. Supplying a
number immediately after the + sign indicates that lpqg
should sleep n seconds in between scans of the queue.

—1 Prints information about each of the files comprising the job.
Normally, only as much information as fits on one line is
displayed. Job ordering is dependent on the algorithm used
to scan the spooling directory and is supposed to be FIFO
(First in First Out). Filenames comprising a job may be una-
vailable when 1pr(1) is used as a sink in a pipeline, in which
case the file is indicated as “‘(standard input)".

All other arguments supplied are interpreted as user names or job
numbers to filter out only those jobs of interest.

FILES
/etc/termcap
To manipulate the screen for repeated display
/etc/printcap
To determine printer characteristics
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/usr/spool/*
The spooling directory, as determined from printcap

/usr/spool/*/cf*
Control files specifying jobs

/usr/spool/*/lock
The lock file to obtain the currently active job

SEE ALSO
1pr(1l), 1prm(1), 1pc(IM), 1Lpd(1M).

BUGS
Due to the dynamic nature of the information in the spooling

directory 1pq may report unreliably. Output formatting is sensi-
tive to the line length of the terminal; this can result in widely

spaced columns.,

DIAGNOSTICS
1pqg may report that it is unable to open various files.

The lock file may be malformed.

Garbage files found in the spooling directory may be printed when
no daemon is active.
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NAME

lpr(1)

1pr — off line print

SYNOPSIS
lpr [-Pprinter 1 [ —#num} [ —C class] [ -3 job ][ -T title ]
[~i[numcols ]} [-1234 font] [ ~wnum ] [-pltndgvcfrmhs]
[ name ... 1

DESCRTPTION
1pr uses a spooling daemon to print the named files when facili-
ties become available. If no names appear, the standard input is
assumed. The —P option may be used to force output to a specific
printer. Normally, the default printer is used (site dependent), or
the value of the environment variable PRINTER is used.

The following single letter options are used to notify the line
printer spooler that the files are not standard text files. The spool-
ing daemon will use the appropriate filters to print the data accord-
ingly.

-P
-1

-t

-n

-9

-V

-f

Use px(1) to format the files (equivalent to print).

Use a filter which allows control characters to be printed and
suppresses page breaks.

The files are assumed to contain data from trof£(1) ( cat
phototypesetter commands).

The files are assumed to contain data from ditroff (device
independent t roff).

The files are assumed to contain data from tex(l) (DVI for-
mat from Stanford).

The files are assumed to contain standard plot data as pro-
duced by the plot(3X) routines (see also plot(1G) for the
filters used by the printer spooler).

The files are assumed to contain a raster image for devices
like the Benson Varian.

The files are assumed to contain data produced by
cifplot(l).

Use a filter which interprets the first character of each line as
a standard FORTRAN carriage control character.

The remaining single letter options have the following meaning.
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-r Remove the file upon completion of spooling or upon com-
pletion of printing (with the —s option).

-m Send mail upon completion.

-h Suppress the printing of the burst page.

-s Use symbolic links. Usually files are copied to the spool
directory.

The —C option takes the following argument as a job classification

for use on the burst page. For example,

lpr -C EECS foo.c

causes the system name (the name returned by hostname(1)) to
be replaced on the burst page by EECS, and the file foo.c to be
printed.

The —J option takes the following argument as the job name to
print on the burst page. Normally, the first file’s name is used.

The —T option uses the next argument as the title used by pr(1)
instead of the file name.

To get multiple copies of output, use the —#num option, where
num is the number of copies desired of each file named. For ex-
ample,

lpr —#3 foo.c bar.c more.c

would result in 3 copies of the file foo. c, followed by 3 copies
of the file bar. c, etc. On the other hand,

cat foo.c bar.c more.c | lpr —#3
will give three copies of the concatenation of the files.

The —i option causes the output to be indented. If the next argu-
ment is numeric, it is used as the number of blanks to be printed
before each line; otherwise, 8 characters are printed.

The —w option takes the immediately following number to be the
page width for pr.

The —s option will use symlink(2) to link data files rather than
trying to copy them so large files can be printed. This means the
files should not be modified or removed until they have been print-
ed.
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The option —1234 Specifies a font to be mounted on font position
i. The daemon will construct a .railmag file referencing
/usr/lib/vfont/name. size.

FILES
/etc/passwd
personal identification

/etc/printcap v
printer capabilities data base
/usr/1lib/1pd*
line printer daemons

/usr/spool/*
directories used for spooling

/usr/spool/*/cf*
daemon control files

/usr/spool/*/df*
data files specified in "cf" files

/usr/spool/*/tf*
temporary copies of "cf" files

SEE ALSO
1pg(l), 1prm(1), px(l), symlink(2), printcap(),
1pc(1M), 1pd(1M).

DIAGNOSTICS
If you try to spool too large a file, it will be truncated. 1pr ob-
jects to printing binary files. If a user other than root prints a file
and spooling is disabled, 1 pr prints a message saying so and does
not put jobs in the queue. If a connection to 1pd on the local
machine cannot be made, 1pr says that the daemon cannot be
started. Diagnostics may be printed in the daemon’s log file re-
garding missing spool files by 1pd.

BUGS
Fonts for t rof £ and tex reside on the host with the printer. It is
currently not possible to use local font libraries.
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NAME
1lprm — remove jobs from the line printer spooling queue for a
Berkeley file system (4.2)

SYNOPSIS
lprm [ —Pprinter ] [-] [jobnol... [user]...

DESCRIPTION
lprm removes a job, or jobs, from a printer spool queue. Since
the spooling directory is protected from users, using 1prm is nor-
mally the only method by which a user may remove a job.

lprm without any arguments deletes the currently active job if it
is owned by the user who invoked 1prm.

Specifying a user’s name or list of users’ names causes 1prm to
attempt to remove any queued jobs belonging to that user (or
users). This form of invoking 1prm is useful only to the super-
user.

A user may remove an individual job from a queue by specifying
its job number. This number may be obtained from the 1pqg(l)
program, for example,

% lpg -1

ken : 1st [job 0l3ucbarpal
(standard input) 100 bytes

% lprm 13

lprm announces the names of any files it removes and is silent if
there are no jobs in the queue that match the request list.

1lprm kills off an active daemon, if necessary, before removing
any spooling files. If a daemon is killed, a new one is antomatical-
ly restarted upon completion of file removals.

FLAG OPTIONS
The following flag options are interpreted by 1prm:

—Pprinter
Specifies the queue associated with a specific printer, other-
wise the default printer, or the value of the PRINTER vari-
able in the environment is used.

— Removes all jobs that a user owns. If the superuser employs
this flag, the spool queue is emptied entirely. The owner is
determined by the user’s login name and host name on the
machine where the 1pr command was invoked.
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FILES
/etc/printcap Printer characteristics file
/usr/spool/* Spooling directories

/usxr/spool/*/lock  Lock file used to obtain the process ID of the
. current daemon and the job number of the
currently active job
SEE ALSO
1pd(IM), 1px(1), 1pg(1).
DIAGNOSTICS
A “‘Permission denied’’ is received if the user tries to remove files
other than his own.
BUGS
Since there are race conditions possible in the update of the lock
file, the currently active job may be incorrectly identified.
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NAME
1pstat — print LP status information

SYNOPSIS
lpstat [allist]] [-cllist]] [-d) [—ollist]] [-pllist]] [-x] [-s]
[—t] [~ullist]] [—vllist]]

DESCRIPTION
1lpstat prints information about the current status of the LP line
printer system.

If no flag options are given, then 1pstat prints the status of all
requests made to 1p(1) by the user. Any arguments that are not
flag options are assumed to be request IDs (as returned by 1p).
lpstat prints the status of such requests. Flag options may ap-
pear in any order and may be repeated and intermixed with other
arguments. Some of the options below may be follewed by an op-
tional /ist that can be in one of two forms: a list of items separated
from one another by a comma, or a list of items enclosed in dou-
ble quotes and separated from one another by a comma and/or one
or more spaces. For example:

-u userl, user2, user3

The omission of a list following such options causes all informa-
tion relevant to the options to be printed, for example:

lpstat —o
prints the status of all output requests.

—al[list] Print acceptance status (with respect to 1p) of destina-
tions for requests. list is a list of intermixed printer
names and class names.

—c[lisf] Print class names and their members. list is a list of
class names.

-d Print the system default destination for 1p.

—o[lis] Print the status of output requests. list is a list of inter-
mixed printer names, class names, and request IDs.

—pllisf] Print the status of printers. list is a list of printer names.
-r Print the status of the LP request scheduler.

-s Print a status summary, including the status of the line
printer scheduler, the system default destination, a list of
class names and their members, and a list of printers and
their associated devices.
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-t Print all status information.
—u(list] Print status of output requests for users. list is a list of
login names.

—v[lisf] Print the names of printers and the pathnames of the dev-
ices associated with them. /ist is a list of printer names.
FILES
/usr/bin/lpstat
/usr/spool/1lp/*
SEE ALSO
enable(l), 1p(1), 1pa(l).
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NAME
1s — list contents of directory

SYNOPSIS
1s [-R] [-a] [-d] [-C] [-x] [-m] [-1] [-1] [-n] [-o] [-g] [-r]
[-t] [~u] [-c] [-p] [-F] [-b] [-ql [-1] [-s] [names]
DESCRIPTION
For each directory argument, 1s lists the contents of the directory;
for each file argument, 1s repeats the filename and any other in-
formation requested. The output is sorted alphabetically by de-
fault. When no argument is given, the current directory is listed.
When several arguments are given, the arguments are first sorted
appropriately, but with file arguments appearing before directory
arguments and their contents.

There are three major listing formats. The default format is to list
one entry per line, the —C and —x flag options enable multicolumn
formats, and the —m flag option enables stream output format, in
which files are listed across the page, separated by commas. In
order to determine output formats for the —C, —x, and —m flag op-
tions, 1s uses an environment variable, COLUMNS, to determine
the number of character positions available on one output line. If
this variable is not set, the terminfo database is used to deter-
mine the number of columns, based on the environment variable
TERM. If this information cannot be obtained, 80 columns are as-
sumed.

There are many flag options, as follows.
—R Recursively list subdirectories encountered.

—a List all entries; usually entries whose names begin with a
period (.) are not listed.

—d If an argument is a directory, list its name only (not its con-
tents); often used with —1 to get the status of a directory.

—L If an argument is a symbolic link, list the file or directory the
link references rather than the link itself.

—C Multicolumn output with entries sorted vertically.

—x Multicolumn output with entries sorted horizontally, rather
than down the page.

-m Stream output format.
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-n

-0
-9

-r

—u

—C

-q
-1

—-S

1s(1)

List in long format, giving mode, number of links, owner,
group, size in bytes, and time of last modification for each
file (see below). If the file is a special file, the size field will
contain the major and minor device numbers, instead of a
size. If the file is a symbolic link, the pathname of the
linked-to file is printed preceded by —>.

The same as -1, except that the owner’s user ID and group’s
group ID numbers, rather than the associated character
strings, are printed. _

The same as -1, except that the group is not printed.

The same as —1, except that the owner is not printed.

Reverse the order of sort to get reverse alphabetic or oldest
first, as appropriate.

Sort by time modified (latest first), instead of by name.

Use time of last access, instead of last modification, for sort-
ing (with the —t flag option) or printing (with the —1 flag op-
tion).

Use time of last modification of the i-node (file created, mode
changed, and so forth) for sorting (—t) or printing (-1).

Put a slash (/) after each filename if that file is a directory.
Put a slash (/) after each filename if that file is a directory, an
asterisk (*) after each filename if that file is executable, and
an (@) after each filename if that file is a symbolic link.

Force printing of nongraphic characters to be in the octal
\ddd notation.

Force printing of nongraphic characters in filenames as the
character (?).

For each file, print the i-number in the first column of the re-
port.
Give size in blocks, including indirect blocks, for each entry.

The mode printed under the —1 flag option consists of 10 charac-
ters that are interpreted as follows:

The first character is:

d if the entry is a directory
b if the entry is a block special file
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c if the entry is a character special file

1 if the entry is a symbolic link

p if the entry is a fifo (named pipe) special file
— if the entry is an ordinary file

The next 9 characters are interpreted as three sets of three bits
each. The first set refers to the owner’s permissions; the next to
permissions of others in the user-group of the file; and the last to
all others. Within each set, the three characters indicate permis-
sion to read, to write, and to execute the file as a program, respec-
tively. For a directory, ‘‘execute’’ permission is interpreted to
mean permission to search the directory for a specified file.

The permissions are indicated as follows:

r if the file is readable;

if the file is writable;

if the file is executable;

if the indicated permission is not granted.

I X =

The group-execute permission character is given as s if the file
has set-group-ID mode; likewise, the user-execute permission
character is given as s if the file has set-user-ID mode. The last
character of the mode (normally x or -) is t if the 1000 (octal) bit
of the mode is on; see chmod(1) for the meaning of this mode.
The indications of set-ID and 1000 bits of the mode are capital-
ized (S and T, respectively) if the corresponding execute permis-
sion is not set.

When the sizes of the files in a directory are listed, a total count of
blocks, including indirect blocks, is printed.

EXAMPLE
1s -1 /etc

will list all entries in /etc in long format, as, for example,

-rw-r——r— 1 root bin 115 Mar 17 1986 mtab

where the fields represent the file’s permissions, number of links,
owner, group, size in bytes, date of last modification, and name,
respectively.

FILES
/bin/1ls
/etc/passwd to get user IDs for 1s -1 and
1s -o
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/etc/group to get group IDs for 1s -1 and
1ls -g
/usr/lib/terminfo/* to get terminal information.
SEE ALSO
chgrp(l), chown(l), chmod(1), £ind(1).
BUGS
Unprintable characters in filenames may confuse the columnar
output options.
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