
























































































































































































































































































































































































































































































































































































































































































































































-1 interface

-1
-m model

-r class

-v device

Establishes the program found in interface as the new interface program
for printer.

Indicates that the device associated with printer is a login terminal.
Selects model as the model interface program for printer.

Removes printer printer from the specified class. If the specified printer is
the last member of the class, the class will also be removed.

Associates a new device device with the printer printer. The device must be
a pathname of a file that is writable by 1p.

When adding a new printer to the 1p system, you must select the printer interface program.
You may specify this in one of three ways:

m You may select it from a list of model interfaces supplied with 1p in the
/usr/spool/lp/model directory (-m model).

m It may be the same interface that an existing printer uses (-e printer-to-copy).

m It may be a program supplied by the 1p administrator (-1 interface).

You may add the new printer to an existing class or to a new class (-c class). New class names
must conform to the rules that govern new printer names.

Here are some examples of how printers might be named:

m Create a printer called pr1 whose device is /dev/printer and whose
interface program is the model hp interface:

/usr/lib/lpadmin -pprl -v/dev/printer -mhp

m Add a printer called pr2 whose device is /dev/ttyl and whose interface
is a variation of the model prx interface:

cd /usr/spool/lp/model/prx
Cp prx newint

Edit newint and introduce modifications
/usr/lib/lpadmin -ppr2 -v/dev/ttyl -inewint

m Create a printer called pr3 whose device is /dev/ttyl. Printer pr3
will be added to a new class called c11 and will use the same interface as

printer pr2:

/usr/lib/lpadmin -ppr3 -v/dev/ttyl -epr2 -ccll
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Modifying existing destinations

You can use 1padmin to modify existing destinations. Always make modifications with
respect to a printer name (-pprinter). The form of the command is
lpadmin ~-pprinter options

These are the options available for modifying existing destinations:

-C

-e

-V

class

Dprinter-to-copy

interface

model

class

device

Adds the printer to a new or existing class.

Changes the printer interface program to the one used by printer-to-copy.

Changes the printer interface program to the full pathname of the file
specified by interface.

Changes the printer interface program to the file in the model directory.

Removes the printer from an existing class. Removing the last remaining
member of a class causes the class to be deleted. A destination cannot be
removed if there are pending requests to that destination. In that case,
you should use 1pmove or cancel to move or delete the pending
requests.

Changes the device for the printer. If this is the only modification, this
may be done even while 1psched is running.

The following examples are based on the 1p configurations created in previous examples:

= Add printer pr2 to class c11:
/usr/lib/lpadmin -ppr2 -ccll

Change the interface program of the pr2 to the model prx interface,
change its device to /dev/tty0, and add it to a new class called c12:

/usr/lib/lpadmin -ppr2 -mprx -v/dev/tty0 -ccl2

Printers pr2 and pr3 now use different interface programs, even though pr3 was
originally created with the same interface as pr2. Printer pr2 is now a member of

two classes.
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= Add printer pr1 to class c12:
/usr/lib/lpadmin -pprl =-ccl2

The members of class c12 are now pr2 and pr1, in that order. Requests routed to
class c12 will be serviced by pr2 if both pr2 and pr1 are ready to print; otherwise,
they will be printed by whichever one is next ready to print.

= Remove printers pr2 and pr3 from class c11:
/usr/lib/lpadmin -ppr2 -rcll
/usr/lib/lpadmin -ppr3 -rcll

Because pr3 was the last remaining member of class c11, the class is removed.

m Add pr3 to a new class called c13:
/usr/lib/lpadmin -ppr3 -ccl3

Altering the system default destination

You can change or specify the system default destination even when 1psched is running. You
can do this using the 1padmin command with the -d flag option. The form of the
command is

lpadmin -d[dest]

The destination dest may be omitted; if so, then no destination is established as the
system default.

Here are some examples of how default destinations may be specified:

m Establish class c11 as the system default destination:
/usr/lib/lpadmin -dcll

m Establish no default destination:
/usr/lib/lpadmin -d
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Removing destinations

You can use 1padmin to remove classes and printers only if there are no pending requests
routed to them. You must either use cancel to cancel pending requests or use 1pmove to
move pending requests to other destinations before you can remove destinations. If the
removed destination is the system default destination, the system has no default destination
until you specify a new default destination. When the last remaining member of a class is
removed, the class is also removed. In contrast, removing a class never implies removing
printers (see the third example, following).

The form of the 1padmin command used to remove destinations is
lpadmin -xdest

The destination being removed must be specified, and no other options are allowed.
Here are some examples of how printer destinations may be removed:

m Make printer pr1 the system default destination:
/usr/lib/lpadmin -dprl

Then remove printer pr1:
/usr/lib/lpadmin -xpril

Now there is no system default destination.

= Remove printer pr2:
/usr/lib/lpadmin -xpr2

~ Class c12 is also removed because pr2 was its only member.

s Remove class c13:
/usr/lib/lpadmin -xcl3

Class c13 is removed, but printer pr3 remains.

Using the 1p system

Once 1p destinations have been created, users may route output to a destination by using the
1p command. The basic form of the 1p command is

1p [options] files
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Various options are available with the 1p command; see 1p(1) in A/UX Command Reference.
You can use the request ID returned by 1p to see if the request has been printed or to cancel
the request.

The 1p program determines the destination of a request by checking the following list
in order:

m If the user specifies —ddest on the command line, the request is routed to dest.

m If the environment variable LPDEST is set, the request is routed to the value of LPDEST.
m If there is a system default destination, the request is routed there.

m Otherwise, the request is rejected.

Here are some examples of using the 1p command.

m There are at least four ways to print a file on the system default destination:
1p filename
1p < filename
cat filename | 1p
1p -c filename

In the first method, the file is printed directly; in the last three, the file is printed
indirectly. If you use the first command and the file is modified between the time
the request is made and the time it is actually printed, the changes will be reflected in
the output.

m Invoke the pr command on the file abc and pipe the output to 1p, which prints two
copies on printer iw2 and calls the output myfile:
pr abc | lp -diw2 -n2 -t "myfile"

m Print file abc on a Diablo 1640 printer called jerry in 12 pitch, and write the file to the

user’s terminal when printing is completed:
lp -djerry -o0l2 -w abc

In this example, 12 is a command to the Diablo 1640 interface program to print
output in 12-pitch mode. Other models may require different options. See
lpadmin(IM) in A/UX System Administrator’s Reference.
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Allowing and refusing requests

When a new destination is created, 1p at first rejects requests that are routed to it. When you
are sure that the new destination is set up correctly, you should use the accept command to
allow 1p to accept requests for that destination. See accept(IM) in A/UX System
Administrator’s Reference.

Sometimes it is necessary to prevent 1p from routing requests to destinations. If printers have
been removed or are waiting to be repaired, or if too many requests are in queue for printers,
you may want to have 1p reject requests for those destinations. The re ject command
performs this function; see reject(IM) in A/UX System Administrator’s Reference. After the
condition has been remedied, you should use the accept command to allow requests to be
taken again.

The acceptance status of destinations is reported by the -a option of 1pstat.
Here are some examples of how to reject and accept requests:

m Have 1p reject requests for destination iw2:
/usr/lib/reject -r "printer iw2 needs repair" iw2

Users who try to route requests to iw2 see the following message:

lp -iw2 file

lp: cannot accept requests for destination "iw2"
—- printer iw2 needs repair

m Allow 1p to accept requests routed to destination iw2:
/usr/lib/accept iw2

Allowing and inhibiting printing

The enable command allows the 1p scheduler to print requests on printers. The scheduler
routes requests only to the interface programs of enabled printers. By issuing the appropriate
enable and reject commands, you can enable a printer and at the same time prevent
further requests from being routed to it. This can be useful for testing purposes.
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The disable command reverses the effects of the enable command. It prevents the
scheduler from routing requests to printers, regardless of whether 1p is allowing them to
accept requests. Printers may be disabled for several reasons, including malfunctioning
hardware, paper jams, and end-of-day shutdown. If a printer is printing a request at the
time it is disabled, the request will be reprinted in its entirety either on another printer (if
the request was originally routed to a class of printers) or on the same one when the printer
is enabled once again.

The -c option cancels the currently printing requests on busy printers in addition to disabling
the printers. This is useful if strange output is causing a printer to behave abnormally.

Here are some examples of how to enable and disable a printer:

m Disable printer iw2 because of a paper jam:
disable -r "paper jam" iw2
The disable command prints this status message:
printer "iw2" now disabled

m Find the status of printer iw2:
lpstat -piw2
The 1pstat command prints this status message:
printer "iw2" disabled since Jan 5 10:15 -

paper Jjam

m Re-enable iw2:
enable iw2

The enable command prints this status message:

printer "iw2" now enabled

Moving requests between destinations

Occasionally, 1p administrators find it useful to move output requests between destinations.
For instance, when a printer is down for repairs, you may want to move all of its pending
requests to a working printer. This is one use of the 1pmove command. The other use of this
command is moving specific requests to a different destination. The 1pmove command will
not move requests while the 1p scheduler is running.
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Here are some examples of how to move requests between destinations:

m  Move all requests for printer abc to printer bobby :
/usr/lib/lpshut
/usr/lib/lpmove abc bobby
/usr/1lib/lpsched p

The names of all the moved requests are changed from abc-#n1# to bobby-nnn. As
a side effect, destination abc will not accept further requests.

m Move requests jerry-543 and abc-1200 to printer bobby :
/usr/lib/lpshut
/usr/lib/lpmove jerry-543 abc-1200 bobby
/usr/lib/lpsched

The two requests are now renamed bobby-543 and bobby-1200 and will be
printed on bobby.

Canceling requests

To cancel 1p requests, use the cancel command. The cancel command can take two types
of arguments: request IDs and printer names. Requests identified by request IDs are canceled.
If you use a printer name as the argument to cancel, all jobs currently printing on the named
printers are canceled. The two arguments may be intermixed. See 1p(1) in A/UX Command
Reference.

Here is an example of how to cancel printing:

m Cancel the request that is now printing on printer bobby :
cancel bobby

If the user who cancels a request is not the user who made it, mail is sent to the owner
of the request. The 1p scheduler allows any user to cancel requests, eliminating the
need for the user to find an 1p administrator when unusual output should be
stopped.
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Troubleshooting the 1p system

The 1p system problems encountered most frequently are explained here, along with their
solutions. '

Problems starting 1psched

The 1psched scheduler is usually invoked by the init(1M) process when A/UX enters
multi-user mode. The invocation is a two-step process:

m The /etc/xrc script runs rm to remove the SCHEDLOCK file in the /usr/spool/1p
directory.

m The init process invokes 1psched.
The purpose of the SCHEDLOCK file is to prevent more than one invocation of 1psched
from running simultaneously. If two or more copies of 1psched are running at the same time,

there is contention over system resources, resulting in confused spooler behavior and failure
to print files.

When 1psched finds something wrong in the 1p system, it attempts to mail an error message
to the root user and make an entry in the /usr/spool/1p/log file. The scHEDLOCK file is
not removed under these conditions, because invoking 1psched again without clearing the
trouble is likely to produce the same error conditions.

Restarting lpsched

1. When 1psched stops due to error conditions:
o Check the root user’s mail for correspondence from 1p.
o Check the /usr/spool/1lp/log for error messages.

o Use lpstat -t to check the spooler status for additional messages about
individual printers.

o Use the ps -ulp command to determine if multiple copies of 1psched are
running. (The status command 1pstat will not report multiple copies
of 1psched.) Write down the process ID of each 1psched you find.

o Use the ki11(1) command to kill all of the 1psched processes. (See ki11(1) in
A/UX Command Reference.)
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Clear the error conditions:

o If lpsched’s messages indicate damaged spooler configuration files (see “1p
System Files,” later in this chapter), use the 1padmin command to remake the
1p system (see “Configuring the 1p System,” earlier in this chapter).

o Clear any other error conditions indicated by the error messages.

PN

Restart 1psched with the commands
rm /usr/spool/lp/SCHEDLOCK
/usr/lib/1lpsched

Use the 1pstat -t command to check the status of the entire 1p system.

If everything appears normal in the 1pstat report, perform the ultimate
test: print a file.

Repairing a damaged outputgq file

The 1p system keeps all queue data in the binary file /usr/spool/1lp/outputq. If this file
is damaged, the spooler does not run correctly, and old job files remain in the subdirectories
of /usr/spool/1p/request. To correct this condition:

Use the £sck utility to check the file system. .
See Chapter 8, “Checking the A/UX File System: £sck.”

Use the /usr/1ib/1pshut command to stop the 1p spooler.

Remove the contents of the directories under
/usr/spool/lp/request.

Do not remove the directories themselves, Use the rm ./* command, but with
caution! Use pwd to be sure you are in the directory you think you are in!

Nullify the corrupted outputq file with the command
cp /dev/null /usr/spool/lp/outputqg

Use the /usr/1ib/1psched command to restart the spooler.
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1p system files

This section describes the system files used by 1p.

usr/spool/lp/class
A directory containing one text file for each printer class. The filename

corresponds to the class. Each class file contains the names of the printers
belonging to the class.

/usr/spool/lp/default
A text file containing the name of the system default printer; empty if

there is no default printer or destination.

/usr/spool/lp/log
A text file containing a record of all printing requests.

/usr/spool/1p/FIFO
A named pipe, readable and writable only by 1p. Any 1p command can

write to this file, but only 1psched can read it.

/usr/spool/lp/interface/printer
The printer field is the name of a particular printer interface program in the
/usr/spool/lp/interface directory. All files in this directory should
be executable by 1p only.

/usr/spool/lp/log, /usr/spool/lp/oldlog
The file /usr/spool/1p/log is a record of printing requests made
during each run of 1psched. Each time 1psched is started, it copies
/usr/spool/lp/logto /usr/spool/lp/oldlog. Then it truncates
/usr/spool/lp/log.

/usr/spool/lp/member
A directory containing one text file for each printer. The file name

corresponds to the printer name. The file contains the name of the device
file in the /dev directory that corresponds to the printer.

usr/spool/lp/model
A directory containing sample printer interface programs (Bourne shell

scripts).
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/usr/spool/lp/outputq
A binary data file that holds the 1p request queue information.

/usr/spool/lp/pstatus
A binary data file that contains status information (whether a printer is
enabled or disabled) for each printer.

/usr/spool/lp/gstatus
A binary data file that contains the acceptance status (whether a printer is

accepting or rejecting requests) for each printer.

/usr/spool/lp/request ;
A directory containing subdirectories named for each destination (class or

printer) known to the 1p system. The subdirectories are used for
temporary storage of spooler commands and print requests (text).

/usr/spool/lp/SCHEDLOCK
A file designed to prevent more than one invocation of 1psched from

running simultaneously. See “Stopping and Starting the 1p Scheduler,”
eatlier in this chapter.

/usr/spool/lp/seqgfile
A text file containing the sequence number assigned to the last request

printed. The number is always in the range 1-9999.

/usr/spool/lp/OUTQLOCK
/usr/spool/lp/PSTATLOCK
/usr/spool/lp/QSTATLOCK

/usr/spool/lp/SEQLOCK
Various lock files for preventing 1p system commands from modifying

data in the data files described above. Each file has an expiration time,
after which any 1p system command may remove the 1ock file and then
modify the previously locked data file. These lock files and scHEDLOCK
operate according to similar principles.

1p system command permissions

All 1p system utilities except for 1psched should be owned by 1p with the set user ID (SUID)
bit turned on (see chmod(1) and chown(1) in A/UX Command Reference. The 1psched
scheduler may be owned by either root or 1p.
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Chapter 8 Checking the A/UX File System: £sck

This chapter first describes the structure of the two UNIX types of file
systems supported by A/UX:

m UFS—the Berkeley File System (also known as BSD and 4.2)—which is
the file system on the root partition

m SVFS—the System V File System (also known as 5.2)—which is
provided for backward compatibility

Note that this information does not apply to the Macintosh file system. A
description of how £sck works and how to use it follows.

In many cases, £sck can fix damage to a file system. Sometimes,
however, £sck can report only cryptic messages about the damage that
has been done. In these cases, a system administrator who knows the
structure and functioning of the file system must resolve the problem. The
goal of this chapter is to provide you with this knowledge.

Before you begin this chapter you should know how to use the basic UNIX
commands 1s, rm, cp, mv, and cd. You should also be able to bring the
system to single-user or multi-user status. (See Chapter 2, “System Startup
and Shutdown,” for more information.)
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Introduction to £sck

The file-system check program £sck locates and resolves inconsistencies within a file system.
It is part of the normal booting sequence, as described in Chapter 2, “System Startup and
Shutdown.” In the standard A/UX distribution, £sck is run automatically on the root file
system and file systems in /etc/£stab. If £sck detects errors during the automatic boot
procedures, and you do not select Repair in the dialog box, or if 2 message that says the file
system cannot be repaired is displayed, you must run £sck at the command line interface
after you log in. Use £sck at any other time that you suspect inconsistencies within the file
system, such as immediately following a system crash.

Overview of the A/UX file system

The A/UX operating system treats almost everything in its environment as a file. To operate on
a file in the A/UX environment, you need refer to it only by name. The general functions of the
A/UX file system are to

m Support the seemingly simple interface on A/UX mass-storage media (hard disks,
floppy disks, CD-ROM, and tape cartridges)

m Permit the kernel to find data on the disk
m Load the data into main memory

m Periodically update the disk with the modifications performed on the data in
main memory

Sometimes this updating fails, usually because of a power failure or improper system
shutdown, and inconsistencies within the file system result. Fortunately, in most cases you can
resolve these inconsistencies by using the A/UX £sck program.

The £sck program checks the location of files on disk and uses redundancies and known
parameters to resolve inconsistencies. A known parameter is information about the file
system that does not change, such as the number of characters per block or the number of
blocks in a disk. A redundancy is information that the system maintains in more than one
place, such as the size of each file and the number of blocks not currently in use.
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It is important to understand the organization of the A/UX file system and some of the
commands that manipulate this organization before-you begin to work with £sck. This
section gives a brief overview of the relevant file and directory information.

Partitions, file systems, and hierarchies

Each A/UX file system is the complete set of data structures, commands, and subroutines
used to manipulate data stored on a physical device. On the A/UX system, a physical storage
device (usually a disk) is divided into logical sections called partitions, each of which may
contain an A/UX file system. You can use the Apple HD SC Setup software to establish or
remove partitions. For complete instructions, see Chapter 4 in Setting Up Accounts and
Peripherals for A/UX.

A file system resides on a partition that contains the data structures (directories, files, and
inodes, among others) that implement all or part of the A/UX directory hierarchy. The A/UX
directory hierarchy is simply the collection of all files currently available to the system. This
coincides with the collection of all files on currently mounted file systems; see mount(1M) in
A/UX System Administrator’s Reference. From the user’s point of view, the directory hierarchy
resembles an inverted tree, branching out from the root directory (/).

Bytes and blocks

A file system is divided into units called blocks. A block on the disk is called a physical
block and is a contiguous sequence of 512 bytes (characters). To speed up the disk 1/0
operations, the A/UX file system works with more than one physical block at a time; this
entity is called a logical block. The number of physical blocks per logical block is file-system
dependent. SVFS typically uses two physical blocks per logical block—that is, it is a
1-kilobyte file system. In comparison, the UFS ratio is typically eight to 16 physical blocks for
each logical block. UFS also supports a fragmented logical block to prevent disk waste. Each
character in a file is represented by a byte of information, and each byte resides in a block.
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A file smaller than one logical block, called a data block, resides in one location on the disk. A
file larger than this resides in different portions of the disk. Ideally, the data blocks of a file
should be as near to one another as possible to optimize disk I/O operations. However, in
reality, as the disk is used and files are deleted, data blocks become increasingly scattered. To
handle this, each file’s inode points to each block of the file in sequence.

To find out how many blocks each of the files in your current directory occupies, enter the
command

ls -s

The number that appears next to each filename is a count of physical blocks used by that file.
There should be one block for each 512 characters and an additional block for any remaining
characters. For example, a file with 512 characters occupies one physical block, and a file with
513 characters occupies two physical blocks. Also, you must round up to the logical block
size—that is, if the file system’s logical block size is 1 kilobyte, then the smallest file takes up
two physical blocks. In the example, 512 and 513 would both occupy two physical blocks.

Inodes

Inodes contain information about files, the most important of which is a list of locations on
the disk where the file’s contents are to be found. The inode does not point to a single
location on the disk, but to several discrete locations (see the next section, “Direct and
Indirect Blocks”). Figure 8-1 illustrates the relationship between the directory
/users/demo, a file in that directory named letter, the i-number and inode associated
with letter, and the disk locations where the contents of 1etter are stored.
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= Figure 8-1 I-number relationships

A sample directory: |/users/demo

inode filename
273
104 ..
1089 letter
2230 sales

A sample inode: 1089

> 2621
3176
3339 (disk addresses)
3963

4430

oy 0 o

Disk blocks occupied by the fileletter

Direct and indirect blocks

The inode contains 13 disk addresses. The first 10 addresses point to the first 10 physical
blocks of the file. These blocks are the direct data blocks. If a file contains more than one
logical block of data, it continues at the second address to which the inode points. If it
contains more than two logical blocks of data, it continues at the third address, and so on,
until the first 10 addresses have been used.
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If a file has used up the direct data blocks, the 11th address given in the inode is then taken
into consideration. The 11th disk address points to an indirect block. An indirect block
contains the addresses for the next 256 logical blocks that the file can use. Figure 8-2 illustrates

these connections.

» Figure 8-2 Indirect blocks
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BLOCK
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1 BL2(5)6CK . BLOCK . 256 .
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If the file is larger than 266 blocks (10 blocks for the first 10 addresses, 256 for the 11th), it
continues at the 12th address given in the inode. The 12th address points to a double indirect
block, which refers to up to 256 indirect blocks that the file can use. This gives a total of
65,802 logical blocks of data: 10 from the first 10 addresses plus 256 from the indirect block
plus 65,536 from the double indirect block. For a 1-kilobyte file system, a file that uses the
double indirect block may hold 64 kilobytes. On an 8-kilobyte file system, the same file holds
over 512 kilobytes.

If the file is even larger, the 13th address in the inode is called into action. This last address
points to a triple indirect block, which refers to up to 256 double indirect blocks, each of
which in turn refers to up to 256 indirect blocks, and so on. Now you have logical blocks

(10 +256) + (256 * 256) + (256 * 256 * 256)

This is the maximum size a file can be in a file system that has 1024-byte logical blocks. A
system with a larger bytes-per-block value could have a much larger theoretical limit. But
because the file size is represented in an inode by a signed 32-bit quantity, a file can never get
larger, in practice, than about 2 gigabytes.

More on inodes

Inodes contain information about the location of the data blocks that make up a file.
Figure 8-3 illustrates the other important information that inodes contain about a file.

As shown in Figure 8-3, inodes record three different time-related statistics about a file:
access time, modification time, and inode modification time. Access time is the last
time the file was read, and modification time is the last time the file was written to.

Inode modification time is sometimes referred to as “creation time.” This is really a
misnomer, because modifying, changing permissions, and changing ownership all update the
inode modification time on a file.
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You can use the 1s -1 command to see some of this additional information. For further
information, see 1s(1) in A/UX Command Reference.

» Figure 8-3 Additional information in an inode

A sample inode: 1089

666 Permissions

1 Number of links
102 Owner

400 Group

5432 Size

588019673 Time last accessed
588019673 Time last modified
588019673 Inode last modified
2621 Disk address list
3176

3339

3963

4430

Starting from the top

Figure 8-4 illustrates the connection, through multiple inodes, between the root directory and
a file located several levels below the root directory.
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» Figure 8-4 File-directory connection through inodes

Inodes Directories

273

273 usr

Inode location

Unlike files and directory files, inodes are of a fixed size and reside in fixed locations on the
disk. For this reason, inodes have i-numbers instead of names. The i-number 30 points to the

30th inode in the inode area on the disk.
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Superblock

Each A/UX file system is described by its superblock, which is located at the beginning of
the file system’s disk partition. The superblock contains the following critical data about the
file system:

m The size of the file system
m The size of the file ‘system’s logical blocks
m A magic number to identify the file system type

A flag that indicates whether the file system has been mounted read-only
m A flag that indicates whether the superblock has been modified

m A time stamp that shows when the superblock was last modified

m A flag that indicates whether the file system was shut down cleanly

The UFS file system is subdivided into cylinder groups, each of which contains its own
superblock. This superblock contains space for inodes, a copy of the primary superblock in
case it is corrupted, and information about whether data blocks are available or in use.

In the SVFS file system, there is only one superblock. It holds the information kept in the UFS
cylinder group superblocks. (The inode blocks are actually located on the disk immediately
following the System V superblock.) The System V file system uses-a free block list to
represent available data blocks, instead of the bitmap used in the UFS cylinder group
superblocks.

Block 1I/0

It would be both risky and expensive to keep all data in main memory (also called primary
memory, in-core memory, or RAM). Instead, most files are kept in secondary memory (for
example, a disk), and the system brings them into main memory as necessary. If you modify

files, the system writes the modified versions back into secondary memory for future use.
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When a program reads data from or writes data to a tape or a disk, the system extracts logical
blocks and brings them into main memory. It would be impractical and even unsafe to bring
data into main memory without imposing limits and some degree of organization on the
amount of data transferred. It would also be highly inefficient to do physical I/O operations
whenever data is transferred from primary to secondary memory and vice versa. For that
reason, the system maintains a list of buffers for each device. This buffer pool is said to
constitute a data cache for all block-oriented 1/0.

The buffer cache

When a program asks the system to read data from a file, the system first searches the cache
for the desired block.

If the block is found (for instance, when the system opens a file that is already open), the data
is made available to the requesting process without a physical I/O read operation. If the data
is not found in the cache, the buffer that has been unused for the greatest period of time is
renamed, and data is transferred into it from the disk and made available.

When a process writes a file, the operation occurs in reverse order. A write request first writes
data to the buffer cache. Data is written to disk only when the cache is full. Therefore,
information about bad writes refers generally to unusual bad writes to the buffer, and bad disk
writes are generally reported too late to prevent the file system from being corrupted.

Special files and the /dev directory

There are several types of files in A/UX: regular files, directories, special files (device files),
sockets, symbolic links, and named pipes. In the beginning days of UNIX, only three types of
files existed: regular files, directories, and devices. In this context, device files were special
and were given the name “special” files. The addition of other file types makes the name no
longer appropriate, but it is still used.

When you use the 1s -1 command to list your files, the system response looks like this:

-rw-rw-——— 1 groupname 13 Sep 25 11:28 file
drwxrwx——-— 2 groupname 512 Sep 25 11:28 directory
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For regular files, such as the first one listed in the example, the first character in the
permissions field is -. In the case of directories, this character is always d. However, suppose
that you list /dev/rdsk/c0d0s0 and /dev/dsk/c0d0s0 by giving the command

ls =1 /dev/rdsk/c0d0s0 /dev/dsk/c0d0s0

In response, the system displays
CrW——————— 2 bin 24, 0 May 25 1990 /dev/rdsk/c0d0s0
brw-=—-——- 2 bin 24, 0 May 25 1990 /dev/dsk/c0d0s0

The first character in the permissions field of /dev/rdsk/c0d0s0 is ¢, and the first
character in the permissions field of /dev/dsk/c0d0s0 is b. Either a b or a ¢ in this position
indicates a special (device) file.

Now suppose that you list /usr/spool/1p/FIFO by giving the command
ls -1 /usr/spool/lp/FIFO

The p in the first field tells you that the file is a pipe.
Prw———=———— 1 1p 1p 0 Oct 21 1990 /usr/spool/lp/FIFO

The other two types of file have their own symbols: 1 (symbolic links) and s (sockets).

The contents of device inodes

The files in the /dev directory are all special files that the system uses to select a device
driver for performing physical I/0.

These files are actually just names and inodes with no associated data on disk (and thus a size
of zero bytes). Instead of storing information about the number of bytes in a file, these
inodes contain a major and minor number for each special file. These are the numbers you see
displayed after you give the 1s -1 command shown in the earlier section, “Special Files and
the /dev Directory.”

A device driver is a program that controls the actual physical 1/O to the devices listed in the
/dev directory. However, the device driver itself doesn't reside in the /dev directory; rather,
it is compiled directly into the kernel.

There is a different device driver for each kind of device (disk, tape, and so on). The system
uses the major number to access the correct device driver. The minor number is passed to the
. driver, which uses this argument to select the correct physical device.
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In summary, the system takes the following steps in response to requests to open special files
(such as £sck may make):

Looks in /dev directory for a file with the requested name
Gets the i-number associated with the filename

Finds the inode specified by the i-number

Gets the major number stored in the inode

Uses this number to select the appropriate device driver

Passes the minor number to the device driver

The driver then uses the minor number to select the correct physical device (the proper
partition, in the case of the disk device).

Devices (and therefore device drivers and their corresponding special files) come in two
forms, b (block) and ¢ (character)—hence the b and c in the 1s -1 listing. These names refer
to the method of I/O used with each type of device.

Block devices such as disks use the block I/0 buffer cache mentioned previously and are
thus written to, and read from, one block at a time. Character devices such as terminals, line
printers, and modems are written to, and read from, one character at a time. Another name for
character devices is raw devices.

Each disk partition is associated with both a character and a block device driver and thus
with two special files in the /dev directory. For this reason, you can access disk partitions in
two ways. They’re normally accessed as block devices through the directory hierarchy. But
certain programs that access disks, such as dump .bsd, dd, volcopy, and £sck, run faster
when accessing the disk as a character device. For example,

fsck /dev/rdsk/c0d40s0

is faster than
fsck /dev/dsk/c0d0s0

The listing
Crw———--—- 1 bin 24, 0 May 25 1990 /dev/rdsk/c0d0s0
brw—-—————— 1 bin 24, 0 May 25 1990 /dev/dsk/c0d0s0

is clearly a listing of a character (raw) device and a block device. The first has a ¢ and the
second a b as the first entry in the permissions field. Thus the same device can have two
different interfaces.
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How £sck works

As you open, create, and modify files, the system keeps track of all pertinent information
about them. This information—including block sizes, their i-numbers, active and free inodes
in the file system, and total number of active, used, and free blocks—is maintained and
updated in main memory. If the system crashes or becomes corrupt for any reason, the various
file systems will probably become inconsistent. This inconsistency arises because the
information in main memory was not written to disk before the problem, whereas other
information is written immediately.

The £sck program works by comparing one or more items of information to one or more
items of equivalent information. For instance, it compares the number of free blocks available
to the number of total blocks in the file system minus the number of blocks in use. If the two
numbers are not equal, £sck generates an error message. This kind of error is due to an
inconsistent update or one that was performed out of order. To understand the problems
£sck is designed to solve, you need to understand these updates.

File system updates

This section describes the various file system updates the system performs every time you
create, modify, or remove a file. There are five types of file system updates:

Superblock Contains information about the size of the file system and inode list, part
of the free list, a count of free blocks, a count of free inodes, and part of
the free inode list.

A mounted file system’s superblock is written to disk whenever the file
system is unmounted or a sync(1M) command is issued. The system
periodically issues a sync(2) to prevent the superblock on disk from
getting too out of date.

The superblock of a file system is prone to inconsistency because every
change to the blocks or inodes of the file system modifies the superblock.
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Inode

Indirect blocks

Data block

Contains information about the inode’s type (which may be directory,
data, or special), the number of directory entries linked to it, the list of
blocks claimed by the inode, and the inode’s size. An inode is written to
disk when the file associated with it is closed. In fact, all in-core blocks
are also written to disk when a sync system call is issued; thus, the period
of danger when inconsistencies can appear is reduced to that between
sync calls.

Can be one of three types: single-indirect, double-indirect, or
triple-indirect.

Indirect blocks, as well as the first ten blocks of a file, are written to disk
whenever they have been modified or released by the operating system.
More precisely, they are queued in the buffer cache for eventual writing.
Physical 1/O is deferred until the A/UX operating system needs the buffer
or a sync command is issued.

Inconsistencies in an indirect block directly affect the inode that owns it.

You can check the following inconsistencies: blocks already claimed by
another inode and block numbers outside the range of the file system.

Written to disk whenever it has been modified.

There are two types of data blocks: plain and directory. Plain data
blocks contain the information stored in a file. Directory data blocks
contain directory entries.

The £sck program does not attempt to check the validity of the contents
of a plain data block. In contrast, £sck checks each directory data block
for inconsistencies involving the following:

o directory inode numbers pointing to unallocated inodes

o directory inode numbers greater than the number of inodes in the file
system

o incorrect directory inode numbers for the dot files (. and ..)
o directories disconnected from the file system
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Free list

816

If a directory entry inode number (that is, a file’s inode) points to an
unallocated inode, £sck may remove that directory entry, depending on
how £sck was invoked. (For instance, it removes the entry if invoked
with the y flag option.) See “£sck Messages,” later in this chapter. This
condition may occur when the data blocks containing the directory
entries are modified and written out while the inode is not yet written out.

If a directory entry inode number points beyond the end of the inode list,
£sck may remove that directory entry. This condition occurs if bad data
is written into a directory data block.

The directory inode number entry for the dot file . should be the first
entry in the directory data block. Its value should be equal to the inode
number for the directory data block.

The directory inode number entry for the dot file . . should be the second
entry in the directory data block. Its value should be equal to the inode
number for the parent of the directory entry (or the inode number of the
directory data block if the directory is the root directory).

If the directory inode numbers are incorrect, £sck may replace them with
the correct values.

The £sck program checks the general connectivity of the file system. If
directories are found not to be linked into the file system, £sck links
them back into the file system’s 1ost +found directory. This condition
can be caused if inodes are written to disk but the corresponding
directory data blocks are not.

The system updates the free list when a file has been deleted or when a file
has been enlarged past a block boundary. The free list begins in the
superblock, which contains 49 addresses of blocks available for data
storage plus the address of the next free list link block. When the first 49
addresses are used up, the kernel uses the address of the next free list link
block to reinitialize the free list in the superblock. As long as disk storage
is available, this new list will contain the addresses of the next 49 available
free blocks plus the address of the next free list link block.

Free list link blocks are chained from the superblock. Therefore,
inconsistencies in free list link blocks ultimately affect the superblock.
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You can check the following inconsistencies: a list count outside of range,
block numbers outside of range, and blocks already associated with the
file system.

f£sck phases

There are six file-system check phases in £sck (one of which is generally optional), as well as
an initialization phase. Each phase of the £sck program passes through the whole file system.
If you invoke £sck without a device name in the command line, £sck repeats all its phases
for all devices.

Phase 1: Check blocks and sizes

The £sck program checks the inode list. In this phase, £sck may discover error conditions
that result from checking inode types, setting up the zero-link-count table, checking inode
block numbers for bad or duplicate blocks, checking inode size, and checking inode format.
Phase 1B runs only if any duplicate blocks (that is, blocks that belong to multiple inodes)
are found.

Phase 2: Check pathnames

The £sck program removes directory entries pointing to inodes that have error conditions
from Phase 1 and Phase 1B. In this phase, £sck may discover error conditions that result from
root inode mode and status, directory inode pointers out of range, and directory entries
pointing to bad inodes.

Phase 3: Check connectivity

The £sck program checks the directory connectivity seen in Phase 2. In this phase, £sck may
discover error conditions that result from unreferenced directories and missing or full
lost+£found directories. '
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Phase 4: Check reference counts

The £sck program reports messages that result from unreferenced files; a missing or full
lost+found directory; incorrect link counts for files, directories, or special files;
unreferenced files and directories; bad and duplicate blocks in files and directories; and
incorrect total free inode counts.

Phase 5 UFS: Check cylinder groups

This phase is concerned with the free-block and used-inode maps. This section lists error
conditions resulting from allocated blocks in the free-block maps, free blocks missing from
free-block maps, and the total free-block count incorrect. It also lists error conditions
resulting from free inodes in the used-inode maps, allocated inodes missing from used-inode
maps, and the total used-inode count incorrect.

Phase 5 SVFS: Check free list

The £sck program checks each free list link block for a list count out of range, for block
numbers out of range, and for blocks already allocated within the file system. A check is made
to see that all the blocks in the file system were found.

Phase 6: Salvage free list (SVFS only)

The £sck program is concerned with the reconstruction of the free list for SVFS file systems.
It lists error conditions resulting from the blocks-to-skip and blocks-per-cylinder values.
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Using £sck

You can use several options with the £sck utility, depending on whether you want to check
the root file system or auxiliary file systems.

When to use £sck

Any file system inconsistency will be made worse if you continue to use the file system

(thus modifying it further) without running £sck. Because it is so important to keep your
file systems consistent, the £sck program is programmed into the system startup procedure
(see Chapter 2, “System Startup and Shutdown”) and is automatically run each time you

start up A/UX.

You can also invoke £sck at any time during a session by bringing the system down to
single-user mode and entering

fsck [options] [ file-systems]

You can specify options to direct £sck to run in a different way; see £sck(1IM) in A/UX System
Administrator’s Reference for a complete list of options. You can specify file-systems to run
fsck on a different file system. File system names are defined in the file /etc/£stab; see
£stab(4) in A/UX Programmer’s Reference for details. If you enter £sck without options or
file system names, it will run on all file systems.

Note that the file system on which £sck is running should be unmounted, or at least no writes
should occur while £sck is running. This is important because £sck performs more than one
pass on the file system. If the system is modified from pass to pass, the results are
unpredictable.

When £sck finds an inconsistency in a file system, it informs you with a message such as
/dev/dsk/c0d0s0 POSSIBLE FILE SIZE ERROR I=2405

The message can also look like this:
/dev/dsk/c0d0s0 FREE INODE COUNT WRONG IN SUPERBLK FIX?

The second message illustrates one of £sck’s interactive error messages. The program
performs the corrective action only if you enter y to confirm that it should do so. If you enter
n, it will either continue or terminate, depending on the nature of the problem encountered.
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fsck options

You can specify the following flag options on the £sck command line for both file systems
(SVFS and UFS file-system-specific options follow):

-y Automatic yes. The y flag option automatically provides a yes response to
all questions that £sck asks.

-n Automatic no. The n flag option automatically provides a no response to
all questions that £sck asks. The file system is not opened for writing.

-mt imeout Tells £sck to use a Macintosh interface. £sck directs StartMonitor to
move the progress bar during the boot sequence. If £sck finds a problem
with the file system, the option posts a Macintosh alert (dialog box)
asking if the user wants to repair the file system. If the user selects the
default Repair button, £sck assumes a yes reponse to all further questions
regarding the file system.

If a timeout value greater than 0 is given, the dialog box automatically
chooses the default button after that number of seconds. The timeout
default is 0, which indicates that the alert should not time out
automatically.

-p [pass-to-start]  Automatic fix. If you give the p flag option, £sck automatically fixes
those file system inconsistencies that it can fix without your assistance.
The optional pass-to-start argument specifies the starting pass number.
You cannot give £sck a starting pass number except as an argument to p.
The starting pass number limits which file systems £sck checks; £sck
looks in the /etc/fstab file and checks those file systems with pass
numbers equal to or greater than the pass-to-start argument. If you don't
specify a pass number, the default is 1.

-q Quiet £sck. If you give the g option, £sck does not print size-check
messages in Phase 1. Unreferenced FIFOs are silently removed. If £sck
requires it, counts in the superblock are automatically fixed, and the free
list is salvaged.
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SVFS-specific options

The following options apply only to the SVFS file system:

-f

-t file

Fast check. This causes £sck to check blocks and sizes (Phase 1) and
check the free list (Phase 5). The free list is reconstructed (Phase 6) if
necessary.

Unconditional reconstruction of the free list. The s option causes £sck to
ignore the actual free list and (unconditionally) reconstruct a new one by
rewriting the superblock of the file system. The file system should be
unmounted while this is done; if this is not possible, you should be careful
that the system is quiescent and that it is rebooted immediately
afterward. This precaution is necessary so that the old, bad in-core copy
of the superblock will not continue to be used or written on the file
system.

The sx flag option allows you to create an optimal free-list organization.
The option has the following form:

-s blocks-per-cylinder: blocks-to-skip

If x is not given, £sck uses the values specified when the file system was
created. If these values were not specified, then the value 400 : 7 is used.

Conditional reconstruction of the free list. This flag option is like sx,
except that the free list is rebuilt only if no discrepancies were discovered
in the file system. Using s forces a no response to all questions that £sck
asks. This flag option is useful for forcing free-list reorganization on
uncontaminated file systems.

Named scratch file. If £sck cannot obtain enough memory to keep its
tables, it uses a scratch file. If the t option is specified, the file named in
the next argument is used as the scratch file, if needed. Without the t flag,
£sck prompts the operator for the name of the scratch file. The file
chosen should not be on the file system being checked. If the scratch file
is not a special file or did not already exist, £sck removes it at the end of
the run.
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-D [options Options. If the options argument is missing, £sck merely checks
directories for bad blocks. The options argument may be any of the
following:

B Check for and clear parity bits in filenames.
¢ Check whether all trailing characters in the filename are null.

cz  Check and write nulls in all trailing characters in the filename.

UFS-specific options
The following option applies only to the UFS file system:

b block-number Use the block specified immediately after the flag as the superblock for
the file system. Block 32 is always an alternative superblock. See the
/etc/fstab file for a default list of file systems to check.

£sck: a sample interaction

If you bring the system down to single-user mode and enter

fsck -n

fsck starts running. Because you didn’t specify a file system, £sck reads the file
/etc/£stab, which contains a list of the files to be checked in this case. Also, because you
invoked £sck with the n option, £sck assumes that you are always answering no to its
prompts and thus doesn’t open the file system for writing. In other words, you are safe.

& Note: Unless you know exactly what you're doing, always invoke £sck a first time
with the n option. Read the messages and decide in advance on your course of
action before you invoke it a second time without the n option.
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For each file system checked, you will see a screen message similar to this one:

# fsck -n /dev/dsk/c0d0s0

** /dev/dsk/c0d0s0 (NO WRITE)

** Last Mounted on /

** Root file system

** Phase 1 - Check Blocks and Sizes
** Phase 2 - Check Pathnames

** Phase 3 - Check Connectivity

** Phase 4 - Check Reference Counts
** Phase 5 - Check Cyl gorups

4511 file, 39695 used, 11695 free (127 frags, 2892 blocks, 0.2%
fragmentation)

The £sck program lets you know at what phase and in what file system it is at any given time.
Different and separate file systems are discussed in the next section, “Multiple File Systems
and £sck.”

The preceding example illustrates a routine check during which no problems or inconsistencies
were found. If £sck finds a problem, you will see a screen message similar to this one:

/dev/rdsk/c0d0sl (NO WRITE)
File System: usr Volume: 003

** phase 1 - Check blocks and sizes
POSSIBLE FILE SIZE ERROR I=1147

POSSIBLE FILE SIZE ERROR I=1195

** Phase 2 - Check Pathnames

** Phase 3 - Check Connectivity

** Phase 4 - Check Reference Counts
** Phase 5 - Check Free List

1350 files 20582 blocks 18686 free

However, the messages can be more obscure and require some action on your part. See “fsck
Messages,” later in this chapter.
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You can also invoke £sck with the sx or sx flag options discussed earlier. The sx flag option
unconditionally makes a new free list, discarding the present one; the sx flag option does the
same only if nothing is wrong in the free list. The immediate result of these options is to speed
up disk operations in busy file systems, because a new free list is likely to have more
contiguous portions of free space.

The D flag option is useful for doing extra consistency checks on directories, and it does not
prolong the process significantly. It is included in your startup £sck procedures. For more
information about these and other options, see £sck(IM) in A/UX System Administrator’s
Reference.

Multiple file systems and £sck

File-system checks occur when the system goes from single- to multi-user mode. You need to
take a few steps to make sure that £sck automatically checks file systems other than the root
file system when you respond yes to the prompt “Do you want to check the file systems?”

Two factors determine whether a file system is checked: options given to the £sck command
and two fields in the /et c/£stab file. As shipped, the system automatically runs £sck
during startup for the root file system and for files in /et c/£stab. The determinant fields in
the /etc/£stab file are the type of the file system and the pass-number. Figure 8-5 shows how
fsck uses its options and these two fields to decide whether to check a file system.
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= Figure 8-5

How £sck decides whether to check a file system
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Figure 8- shows a sample annotated /et c/£stab file. The values it contains cause £sck to
check the listed file system.

= Figure 8-6 A description of sample entries in /etc/fstab

/dev/dsk/c2d0s0 /d2

fsck

Device name pass number

Dump frequency

Mount options

File system type

Directory on which
to mount
the file system

1. Open the /etc/£stab file and in the rightmost field set the pass-number
for the file system to a number greater than or equal to 2.

2. Set the type of the file system to 4.2 or 5.2 (not ignore).

For more about the pass number, see the p option in “£sck Options,” earlier in this chapter.

Once you set these fields in the /et c/£stab file, you can have £sck check all your file
systems on command by entering

fsck -p

Or you can run £sck on an individual file system by giving the command

fsck file-systems
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f£sck messages

The £sck program is a multi-pass file-system check utility. Each file-system pass invokes a
different phase of the £sck program. After the initial setup, £sck performs successive phases
over each file system, checking blocks and sizes, path-names, connectivity, reference counts,
and the map of free blocks (possibly rebuilding it), and performs some cleanup.

Normally, £sck is run noninteractively to correct the file systems after an unclean halt. These
actions are a proper subset of those that £sck takes when it is running interactively. Note
that many errors have several options that the operator can take.

When an inconsistency is detected, £sck reports the error condition to the operator in a
message. If a response is required, £sck prints a prompt message and waits for a response.
This section explains the possible messages in each phase, the meaning of each message, the
possible responses, and the related error conditions. The messages are organized by the £sck
phase in which they can occur. The error conditions are organized by the phase of the £sck
program in which they can occur. The error conditions that may occur in more than one phase
are discussed in the following section, “£sck Initialization Phase Messages: UFS-specific.”

£sck initialization phase messages: UFS-specific

Before a file-system check can be performed, certain files have to be opened. This section
discusses error conditions resulting from command line options, memory requests, opening of
files, status of files, superblocks, and file-system checks.

£sck option errors

The following messages may appear when you specify the command line incorrectly. See
£sck(IM) in A/UX System Administrator’s Reference for further details.

Coption? ¢ stands for any character that is not a legal flag option to £sck. Legal
options are b, y, n, and p; £sck terminates on this error condition.
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Memory request errors

The following messages mean that £sck’s request for memory for its virtual memory tables
failed. As a consequence, £sck terminates. This indicates a serious problem that requires
technical assistance.

cannot alloc NNN bytes for blockmap

cannot alloc NNN bytes for freemap

cannot alloc NNN bytes for statemap

cannot alloc NNN bytes for lnecntp

Errors in opening files
The following message may appear when £sck cannot open a file or file system.

can't open checklist file: f
The default file-system check file f(usually /etc/fstab) cannot be
opened for reading; £sck terminates on this error condition. Check the
access modes of fand modify accordingly.

can't open f The file system fcannot be opened for reading. The £sck program ignores
this file system and continues checking the next file system given. Check
the access modes of fand modify accordingly.

f is not a block or character device;OK?
The £sck program has been given a regular filename by mistake. Check the
type of the file specified.

Possible responses to the ox? prompt are

Y Ignores this error condition.

N Ignores this file system and continues checking the next file syStem given.
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File status errors

The following messages may appear when £sck cannot obtain a file’s status. These errors may
indicate a serious problem that you may not be able to solve without technical assistance.

can't stat root
The £sck program’s request for statistics about the root directory (/)
failed; £sck terminates on this error condition.

can't stat f
can't make sense out of name f

The £sck program request for statistics about the file system ffailed. It
ignores this file system and continues checking the next file system given.
Check the access modes of f;

f (vo wrITE) Either the -n flag was specified or £sck’s attempt to open the file system
[for writing failed. When running manually, all the diagnostics are printed
out, but no modifications are attempted to fix them.

Superblock errors

UNDEFINED OPTIMIZATION IN SUPERBLOCK
SET TO DEFAULT?
The superblock optimization parameter is neither opPT_TIME nor

OPT_SPACE.
Possible responses to the SET TO DEFAULT prompt are

Y Sets the superblock to request optimization to minimize running time of the system.
(Optimization to minimize disk space utilization can be set using tune £s(8).)

N Ignores this error condition.
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IMPOSSIBLE MINFREE=d IN SUPERBLOCK

SET TO DEFAULT?
The superblock minimum space percentage is greater than 99 percent or

less than 0 percent.

Possible responses to the SET TO DEFAULT? prompt are

Y Sets the minfree parameter to 10 percent. (If some other percentage is desired, it
can be set using tune£s(8).)

N Ignores this error condition. One of the following messages appears:

MAGIC NUMBER WRONG

NCG OUT OF RANGE

CPG OUT OF RANGE

NCYL DOES NOT JIVE WITH NCG*CPG
SIZE PREPOSTEROUSLY LARGE
TRASHED VALUES IN SUPER BLOCK

Any of these messages will be followed by the message:

f: BAD SUPER BLOCK: b
USE -b OPTION TO FSCK TO SPECIFY LOCATION OF AN ALTERNATE
SUPER-BLOCK TO SUPPLY NEEDED INFORMATION; SEE fsck (1M).

The superblock has been corrupted. An alternative superblock must be selected from
among those listed by new£ s(IM) when the file system was created. For file systems
with a blocksize less than 32 kilobytes, specifying -b 32 is a good first choice.

Interactive messages

These messages require your yes or no response to the CONTINUE? prompt. “Yes” may be ¥ or
v, and “no” may be N or n; these responses are shown in uppercase here. The following
messages may indicate a serious problem because the file system cannot be completely
checked. You may need to obtain additional technical assistance.

CANNOT SEEK: BLK b
CONTINUE? A request to move to a specified block number & in the file system failed.
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Possible responses to the CONTINUE? prompt are

Y

N

Attempts to continue to run the file-system check. If the problem persists, run £sck a
second time to recheck this file system. If the block b was part of the virtual memory
buffer cache, £sck stops with the message Fatal I/0 error.

Stops £sck.

CANNOT READ: BLK b
CONTINUE? The £sck program request for reading a specified block number b in the

file system failed.

Possible responses to the CONTINUE? prompt are

Y

N

Attempts to continue to run the file-system check. The £sck program attempts the
read again and displays the message

THE FOLLOWING SECTORS COULD NOT BE READ: %I

where # indicates the sectors that could not be read. If £sck ever tries to write back
one of the blocks on which the read failed, it will print the message

WRITING ZERO'ED BLOCK # TO DISK

where # indicates the sector that was written with zeros. If the disk is experiencing
hardware problems, the problem will persist. This error condition will not allow a
complete check of the file system. Rerun £sck to recheck this file system. If the
block was part of the virtual memory buffer cache, £sck ends the program with the
message Fatal I/O error.

Stops £sck.

CANNOT WRITE: BLK b
CONTINUE? The f£sck program’s request for writing a specified block number b in the

file system failed. The disk is write-protected.

Possible responses to the CONTINUE? prompt are

Y

Attempts to continue to run the file-system check. The write operation will be retried,
with the failed blocks indicated by the message

THE FOLLOWING SECTORS COULD NOT BE WRITTEN: 7

where 7 indicates the sectors that could not be written. If the disk is experiencing
hardware problems, the problem will persist. This error condition will not allow a
complete check of the file system. Run £sck a second time to recheck this file
system. If the block was part of the virtual memory buffer cache, £sck terminates
with the message Fatal I/0 error.

Stops fsck.
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Phase 1: Check blocks and sizes

Phase 1 is concerned with the inode list. This section lists error conditions resulting from
checking inode types, setting up the zero-link-count table, examining inode block numbers
for bad or duplicate blocks, checking inode size, and checking inode format.

Inode type errors

Each inode contains a mode word that describes the type and state of the inode.

Inodes may be one of five types: regular, directory, special block, special character, or FIFO,
according to the file involved. If an inode is not one of these types, it is of an illegal type. If
this is the case, tell £sck to clear the inode.

UNKNOWN FILE TYPE I={
CLEAR? The mode word of the inode 7 indicates that the inode is not a special
block, special character, socket, regular, symbolic link, or directory inode.

Possible responses to the CLEAR? prompt are

Y Deallocates inode 7 by zeroing its contents. This action always invokes the
UNALLOCATED error condition in Phase 2 for each directory entry pointing to this
inode.

N Ignores this error condition.

PARTIALLY TRUNCATED INODE I={

SALVAGE?  The £sck program has found inode i whose size is shorter than the number
of blocks allocated to it. This condition should occur only if the system
crashes while truncating a file.

Possible responses to SALVAGE? prompt are

Y Completes the truncation to the size specified in the inode.

N Ignores this error condition.
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Zero-link-count table errors

Each inode contains a stored count of the total number of directory entries linked to the
inode. The £sck program verifies the link count of each inode by traversing down the total
directory structure, starting from the root directory, and calculating an actual link count for
each inode.

If the stored link count is nonzero and the actual link count is zero, no directory entry appears
for the inode. If the stored and actual link counts are nonzero and unequal, a directory entry
may have been added or removed without the inode being updated.

If the stored link count is nonzero and the actual link count is zero, £sck can link the
disconnected file to the 10st+found directory (at your direction). If the stored and actual
link counts are nonzero and unequal, £sck can replace the stored link count with the actual
link count.

LINK COUNT TABLE OVERFLOW
CONTINUE? An internal table for £sck containing allocated inodes with a link count of

zero cannot allocate more memory. Increase the virtual memory for £sck.

Possible responses to the CONTINUE? prompt are

Y Continues with the program. This error condition will not allow a complete check of
the file system. Rerun £sck to recheck this file system. If another allocated inode
with a zero link count is found, this error condition is repeated.

N Stops the program.

Bad or duplicate blocks

Each inode contains a list of pointers to lists (indirect blocks) of all the blocks claimed by
the inode.

The £sck program checks each block number claimed by an inode for a value lower than that
of the first data block or greater than that of the last block in the file system. If the block
number is outside this range, it is a bad block number. If an indirect block was not written to
disk, an inode may contain many bad blocks. In this case, £sck clears both inodes (at your
direction).
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The £sck program compares each block number claimed by an inode to a list of already
allocated blocks. If a block number is already claimed by another inode, the block number is
added to a list of duplicate blocks. Otherwise, the list of allocated blocks is updated to
include the block number. If there are any duplicate blocks, £sck makes a partial second pass
of the inode list to find the inode of the duplicated block. This is necessary because without
examining the files associated with these inodes for correct content, £sck does not have
enough information to decide which inode is corrupted and should be cleared. Usually, the
inode with the earliest modify time is incorrect and should be cleared. This condition may be
the result of a file system containing blocks claimed by both the free list and other parts of the
file system. '

A large number of duplicate blocks in an inode may be due to an indirect block not being
written to disk. In this case, £sck clears both inodes (at your direction).

BAD I=i{ Inode i contains block number b with a number lower than the number of
the first data block in the file system or greater than the number of the last
block in the file system. This error condition may invoke the EXCESSIVE
BAD BLKS error condition in Phase 1 (see next message) if inode 7 has too
many block numbers outside the file-system range. This error condition
action always invokes the BAD/DUP error condition in Phase 2 and
Phase 4.

EXCESSIVE BAD BLKS I=i{

CONTINUE? The number of blocks with a number lower than the number of the first
data block in the file system or greater than the number of last block in the
file system associated with inode iis too high to be acceptable. Ten is the
usual cutoff point.

Possible responses to the CONTINUE? prompt are

Y Ignores the rest of the blocks in this inode and continues checking with the next
inode in the file system. This error condition will not allow a complete check of the
file system. Rerun £sck to recheck this file system.

N Stops the program.

BAD STATE ddd TO BLKERR

An internal error has scrambled £sck’s state map to have the impossible
value ddd. The £sck program exits immediately. Seek technical
assistance.

\
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b pup 1=i Inode i contains block number b that is already claimed by another inode.
This error condition may invoke the EXCESSIVE DUP BLKS error
condition in Phase 1 if inode 7 has too many block numbers claimed by
other inodes. This error condition action always invokes Phase 1B and the
BAD/DUP error condition in Phase 2 and Phase 4.

EXCESSIVE DUP BLKS I=i
CONTINUE? The number of blocks claimed by other inodes is too high to be
acceptable. The cutoff point is usually ten.

Possible responses to the CONTINUE? prompt are

Y Ignores the rest of the blocks in this inode and continues checking with the next
inode in the file system. This error condition will not allow a complete check of the

file system. Rerun £sck to recheck this file system.
N Stops the program.

DUP TABLE OVERFLOW
CONTINUE? An internal table in £sck containing duplicate block numbers cannot

allocate any more space. Increase the amount of virtual memory available
to £sck.

Possible responses to the CONTINUE? prompt are

Y Continues with the program. This error condition will not allow a complete check of
the file system. A second run of £sck should be made to recheck this file system. If
another duplicate block is found, this error condition is repeated.

N Stops the program.

Inode format errors

Each inode contains a mode word that describes the type and state of the inode. Inodes may
be found in one of three states: allocated, unallocated, and neither allocated nor unallocated.
This last state indicates an incorrectly formatted inode. An inode can get in this state if bad
data is written into the inode list, a possible result of a hardware failure. The only corrective
action is for £sck to deallocate the inode.
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PARTIALLY ALLOCATED INODE I={

CLEAR? Inode iis neither allocated nor unallocated.

Possible responses to the CLEAR? prompt are

Y Deallocates inode i by zeroing its contents.

N Ignores this error condition.

INCORRECT BLOCK COUNT I=i(xshouldbe 3)

CORRECT? The block count for inode iis x blocks, but should be y blocks.
Possible responses to the CORRECT? prompt are

Y Replaces the block count of inode i with y.
N Ignores this error condition.

Phase 1B: Rescan for more duplicates

When a duplicate block is found in the file system, the file system is rescanned to find the
inode that previously claimed that block. This section lists the error condition. If the
duplicate block is found, the following error condition occurs:

B DUP I=i Inode i contains block number b, which is already claimed by another
inode. This error condition action always invokes the BAD/DUP error
condition in Phase 2. You can determine which inodes have overlapping
blocks by examining this error condition and the DuP error condition in
Phase 1.

Phase 2: Check pathnames

This phase is concerned with removing directory entries pointing to inodes that had error
conditions from Phase 1 and Phase 1B. This section lists error conditions resulting from root
inode mode and status, directory inode pointers in range, directory entries pointing to bad
inodes, and directory integrity checks.
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Root inode mode and status errors

ROOT INODE UNALLOCATED
ALLOCATE? The root inode (usually inode number 2) has no allocate mode bits. This

should never happen.

Possible responses to the ALLOCATE? prompt are

Y Allocates inode 2 as the root inode. The files and directories usually found in the root
are recovered in Phase 3 and put into lost+£ound. If the attempt to allocate the
root fails, £sck exits with the message
CANNOT ALLOCATE ROOT INODE.

N Causes f£sck to exit.
ROOT INODE NOT DIRECTORY
REALLOCATE?  The root inode (usually inode number 2) is not of the directory type.

Possible responses to the REALLOCATE? prompt are

Y Clears the existing contents of the root inode and reallocates it. The files and
directories usually found in the root inode are recovered in Phase 3 and put into
lost+found. If the attempt to allocate the root inode fails, £sck exits with the
message CANNOT ALLOCATE ROOT INODE.

N The £sck program prompts with FIx?

Possible responses to the FIx? prompt are

Y Makes the root inode’s type a directory. If the root inode’s data blocks are not
directory blocks, many error conditions are produced.

N Stops the program.

DUPS/BAD IN ROOT INODE
REALLOCATE?  Phase 1 or Phase 1B has found duplicate blocks or bad blocks in the root

inode (usually inode number 2) for the file system.

Possible responses to the REALLOCATE? prompt are

Y Clears the existing contents of the root inode and reallocates it. The files and
directories usually found in the root will be recovered in Phase 3 and put into
lost+found. If the attempt to allocate the root inode fails, £sck exits with the
message CANNOT ALLOCATE ROOT INODE.

N The £sck program prompts with CONTINUE 2
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Possible responses to the CONTINUE? prompt are

Y Ignores the DUPs/BAD error condition in the root inode and attempts to continue to
run the file-system check. If the root inode is not correct, then this action may result
in many other error conditions.

N Stops the program.

NAME TOO LONG f
An excessively long pathname has been found. This usually indicates loops
in the file-system name space. This can occur if the superuser has made
circular links to directories. The offending links must be removed by a
technical expert.

Directory inode pointers range errors

i OUT OF RANGE I={ NAME=f

REMOVE? A directory entry fhas an inode number that is greater than the end of the
inode list.

Possible responses to the REMOVE? prompt are

Y Removes the directory entry f.

N Ignores this error condition.

Directory entries pointing to bad inodes

UNALLOCATED I = { OWNER=0 MODE=M SIZE=§ MTIME=! TYPE=f

REMOVE ? A directory or file entry fpoints to an unallocated inode 7. The owner o,
mode m, size s, modify time ¢, and type fare printed.

Possible responses to the REMOVE? prompt are

Y Removes the directory entry f.

N Ignores this error condition.
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DUP/BAD I={ OWNER=0 MODE=m SIZE=S MTIME=} TYPE=f

REMOVE? Phase 1 or Phase 1B has found duplicate blocks or bad blocks associated
with directory or file entry finode. The owner o, mode m, size s, modify
time #, and directory type fare printed.

Possible responses to the REMOVE? prompt are

Y Removes the directory entry f.

N Ignores this error condition.

ZERO LENGTH DIRECTORY I={ OWNER=0 MODE=# SIZE=S$ MTIME=/ DIR=f
REMOVE? A directory entry fhas a size s that is zero. The owner o, mode m, size s,
modify time £, and directory name fare printed.

Possible responses to the REMOVE 2 prompt are

Y Removes the directory entry f; this action always invokes the BAD/DUP error
condition in Phase 4.

N Ignores this error condition.

DIRECTORY TOO SHORT I={ OWNER=0 MODE=M SIZE=§ MTIME=/ DIR=f

FIX? A directory fhas been found whose size s is less than the minimum size
directory. The owner o, mode m, size s, modify time #, and directory name
fare printed.

Possible responses to the FIX? prompt are

Y Increases the size of the directory to the minimum directory size.

N Ignores this directory.

DIRECTORY f LENGTH § NOT MULTIPLE OF b
ADJUST? A directory fhas been found with size sthat is not a multiple of the
directory blocksize.

Possible responses to the ADJUST? prompt are

Y The length is rounded up to the appropriate block size. This error can occur on UFS
file systems.

N Ignores this error condition.
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DIRECTORY CORRUPTED I=i OWNER=0 MODE=# SIZE=$ MTIME=! DIR=f
SALVAGE? A directory with an inconsistent internal state has been found. Possible
responses to the FIx? prompt are

Y Throws away all entries up to the next directory boundary (usually 512 bytes). This
drastic action can throw away up to 42 entries, and should be taken only after other
recovery efforts have failed.

N Skips up to the next directory boundary and resumes reading, but does not modify
the directory.
BAD INODE NUMBER FOR '.' I={ OWNER=0 MODE=m SIZE=S MTIME=/ DIR=f
FIX? A directory 1 has been found whose inode number for ' . * does not
equal 7.

Possible responses to the FIx? prompt are

Y Changes the inode number for ' . * to be equal to 4.

N Leaves the inode number for ' . ' unchanged.

MISSING '.' I= { OWNER=0 MODE=m SIZE=S MTIME=! DIR=f

FIX? A directory 7 has been found whose first entry is unallocated.

Possible responses to the FIx? prompt are

Y Builds an entry for ' . * with inode number equal to 1.
N Leaves the directory unchanged.
MISSING '.' I=OWNER=0 MODE=M SIZE=§ MTIME=! DIR=f

CANNOT FIX, FIRST ENTRY IN DIRECTORY CONTAINS f
A directory i has been found whose first entry is f The £sck program
cannot resolve this problem. The file system should be mounted and the
offending entry fmoved elsewhere. The file system should then be
unmounted and £sck should be run again.

MISSING '.' I= { OWNER=0 MODE=# SIZE=S MTIME=} DIR=f

CANNOT FIX, INSUFFICIENT SPACE TO ADD '.'
A directory 7 has been found whose first entry is not ' . . The £sck

program cannot resolve this problem. Seek technical assistance.
EXTRA '.' ENTRY I=i OWNER= OMODE=# SIZE=§ MTIME=f{ DIR =f

FIX? A directory 7 has been found that has more than one entry for *. .
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Possible responses to the FI1x? prompt are

Y Removes the extra entry for ..

N Leaves the directory unchanged.

BAD INODE NUMBER FOR '..' I={ OWNER=0 MODE=f SIZE=S MTIME=/ DIR =f
FIX? A directory has been found whose inode number for *..' does not

equal the parent of 4.

Possible responses to the FIx? prompt are

Y Changes the inode number for *..' to be equal to the parent of ("..") inthe
root inode points to itself).

N Leaves the inode number for *..' unchanged.

MISSING '..' I=i{ OWNER=0 MODE=# SIZE=S MTIME=f DIR =f

FIX? A directory i has been found whose first entry is unallocated.

Possible responses to the F1x? prompt are

Y Builds an entry for .. with inode number equal to the parent of (.. " in the root
inode points to itself).

N Leaves the directory unchanged.

MISSING '..' I=f{ OWNER=0 MODE= SIZE=§ MTIME=! DIR=f

CANNOT FIX, SECOND ENTRY IN DIRECTORY CONTAINS f
A directory 7 has been found whose second entry is f The £sck program
cannot resolve this problem. The file system should be mounted and the
offending entry fmoved elsewhere. The file system should then be
unmounted and £sck should be run again.

MISSING '..' I= i OWNER=0 MODE=M SIZE=S MTIME=f DIR=f
CANNOT FIX, INSUFFICIENT SPACE TO ADD '..'
A directory i has been found whose second entry is not * . . *. The fsck

program cannot resolve this problem. Seek technical assistance.

EXTRA '..' ENTRY I =i OWNER=0 MODE= SIZE=S MTIME=f DIR =f
FIX? A directory i has been found that has more than one entry for ...

Possible responses to the FIx? prompt are
Y Removes the extra entry for ...
N Leaves the directory unchanged.
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n IS AN EXTRANEOUS HARD LINK TO A DIRECTORY d
REMOVE? The £sck program has found a hard link, #, to a directory, d.

Possible responses to the REMOVE2? prompt are
Y Deletes the extraneous entry, #.
N Ignores the error condition.

BAD INODE § TO DESCEND
An internal error has caused an impossible state sto be passed to the

routine that descends the file-system directory structure. The £sck
program exits. See a technical expert.

BAD RETURN STATE § FROM DESCEND
An internal error has caused an impossible state s to be returned from the
routine that descends the file-system directory structure. The £sck
program exits. See a technical expert.

BAD STATE s FOR ROOT INODE
An internal error has caused an impossible state s to be assigned to the root

inode. The £sck program exits. See a technical expert.

Phase 3: Check connectivity

Phase 3 is concerned with the directory connectivity seen in Phase 2. This section lists error
conditions that result from unreferenced directories and missing or full Lost+found
directories.

UNREF DIR I= { OWNER=0 MODE=# SIZE=$ MTIME={

RECONNECT? The directory inode i was not connected to a directory entry when the file
system was traversed. The owner o, mode m, size s, and modify time # of
the directory inode are printed. While being checked, the directory is
reconnected if its size is nonzero; otherwise it is cleared.
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Possible responses to the RECONNECT? prompt are

Y

Reconnects the directory inode i to the file system in the directory for lost files
(usually 1ost+£found). This may invoke the 1ost+£ound error condition in Phase 3
if there are problems connecting the directory inode to 1ost +£found. This may also
invoke the CONNECTED error condition in Phase 3 if the link was successful.

Ignores this error condition. This action always invokes the UNREF error condition in
Phase 4.

lost+found directory errors

NO lost+found DIRECTORY
CREATE? There is no Lost+found directory in the root directory of the file system;

fsck tries to create one.

Possible responses to the CREATE? prompt are

Y

Creates a lost+found directory in the root directory of the file system. This may
raise the message

NO SPACE LEFT IN / (EXPAND).

See the message later in this section for the possible responses. Inability to create a
lost+found directory generates the message

SORRY. CANNOT CREATE lost+found DIRECTORY

and stops the attempt to link up the lost inode. This action always invokes the
UNREF error condition in Phase 4.

Stops the attempt to link up the lost inode. This action always invokes the UNREF
error condition in Phase 4.
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lost+found IS NOT A DIRECTORY
REALLOCATE?  The entry for Lost+£found is not a directory.

Possible responses to the REALLOCATE? prompt are

Y Allocates a directory inode and changes lost+£found to refer to it. The previous
inode reference by the 1ost +found name is not cleared. It will either be reclaimed as
an unreferenced inode or have its link count adjusted later in this phase. Inability to
create a lost+found directory generates the message
SORRY. CANNOT CREATE lost+found DIRECTORY
and stops the attempt to link up the lost inode. This action always invokes the
UNREF error condition in Phase 4.

N Stops the attempt to link up the lost inode. This action always invokes the UNREF
error condition in Phase 4.

NO SPACE LEFT IN /lost+found
EXPAND? There is no space to add another entry to the 1lost+found directory in

the root directory of the file system.

Possible responses to the EXPAND? prompt are

Y Expands the Lost+found directory to make room for the new entry. If the
attempted expansion fails, £ sck prints the message
SORRY. NO SPACE IN lost+found DIRECTORY and stops the attempt to link
up the lost inode. This action always invokes the UNREF etror condition in Phase 4.
Clean out unnecessary entries in Lost+£found.

N Stop the attempt to link up the lost inode. This action always invokes the UNREF
error condition in Phase 4.

DIR I=]1CONNECTED. PARENT WAS I=I2
This advisory message indicates that a directory inode /1 was successfully
connected to the Lost+found directory. The parent inode 12 of the
directory inode I7 is replaced by the inode number of the 1ost +found

directory.

DIRECTORY fLENGTH § NOT MULTIPLE OF b

ADJUST? A directory fhas been found with size s that is not a multiple of the
directory blocksize b (this can reoccur in Phase 3 if it is not adjusted in
Phase 2).
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Possible responses to the ADJUST? prompt are
Y The length is rounded up to the appropriate block size. This error can occur on UFS
file systems. A warning is printed and the directory is adjusted.

N Ignores the error condition.

BAD INODE § TO DESCEND
An internal error has caused an impossible state s to be passed to the
routine that descends the file-system directory structure. The £sck
program exits. See a technical expert.

Phase 4: Check reference counts

Phase 4 is concerned with the link count information of Phase 2 and Phase 3. This section lists
error conditions resulting from unreferenced files; missing or full 1ost+£found directory;
incorrect link counts for files; unreferenced files and directories; and bad or duplicate blocks
in files and directories. All errors in this phase are correctable if the file system is being
checked, except for running out of space in the 1ost+found directory.

Unreferenced files

UNREF FILE I={ OWNER=0 MODE=m SIZE=§ MTIME=!

RECONNECT? Inode i was not connected to a directory entry when the file system was
traversed. The owner o, mode m, size s, and modify time ¢ of inode i are
printed. If the option is not set and the file system is not mounted, empty
files are not reconnected and are cleared automatically.

Possible responses to the RECONNECT? prompt are

Y Reconnects inode i to the file system in the directory for lost files, usually
lost+found. This may invoke a lost +found error condition (described in the
following section) if there are problems connecting inode ito lost+£found.

N Ignores this error condition. This action always invokes the CLEAR? error condition
(described next).
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CLEAR? The inode mentioned in the immediately preceding error condition cannot
be reconnected.

Possible responses to the CLEAR? prompt are

Y Deallocates the inode mentioned in the immediately preceding error condition by
zeroing its contents.

N Ignores this error condition.

lost+found directory errors

NO lost+found DIRECTORY
CREATE? There is no lost+found directory in the root directory of the file system;

£sck ignores the request to link a file in 1ost+£found. See
mklost+found(IM) in A/UX System Administrator’s Reference.

Possible responses to the CREATE? prompt are

Y Creates a Lost+£found directory in the root of the file system. This may raise the
message: NO SPACE LEFT IN / (EXPAND).
See below for the possible responses. Inability to create a 1ost +found directory
generates the message
SORRY. CANNOT CREATE lost+found DIRECTORY
and stops the attempt to link up the lost inode. This action always invokes the
UNREF error condition in Phase 4.

N Stops the attempt to link up the lost inode. This action always invokes the UNREF
error condition in Phase 4.

lost+found IS NOT A DIRECTORY
REALLOCATE?  The entry for 1ost+£found is not a directory.

Possible responses to the REALLOCATE ? prompt are

Y Allocates a directory inode and changes 1ost+found to refer to it. The previous
inode reference by the lost +found name is not cleared. It is either reclaimed as an
unreferenced inode or has its link count adjusted later in this phase. Inability to
create a lost+found directory generates the message
SORRY. CANNOT CREATE lost+found DIRECTORY
and stops the attempt to link up the lost inode. This action always invokes the
UNREF error condition in Phase 4.
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N Stops the attempt to link up the lost inode. This action always invokes the UNREF
error condition in Phase 4.

NO SPACE LEFT IN lost+found DIRECTORY
EXPAND? There is no space to add another entry to the 1ost+£ound directory in

the root directory of the file system; £sck ignores the request to link the
file. Check the size and contents of lost +found.

Possible responses to the EXPAND? prompt are

Y Expands the lost+found directory to make room for the new entry. If the
attempted expansion fails, £sck prints the message
SORRY. NO SPACE IN lost+found DIRECTORY and stops the attempt to link
up the lost inode. This action always invokes the UNREF error condition in Phase 4.
Clean out unnecessary entries in Lost+found.

N Stops the attempt to link up the lost inode. This action always invokes the UNREF
error condition in Phase 4.

Incorrect free inode counts

The superblock contains a count of the total number of free inodes in the file system. The
£sck program compares this count to the number of inodes it found free in the file system. If
the counts do not agree, £sck may replace the count in the superblock with the actual free
inode count.

LINK COUNT FILE I=f OWNER=0 MODE=f SIZE=S MTIME=/ COUNT=X

SHOULD BE J

ADJUST? The link count for inode 4, which is a file, is x but should be y. The owner o,
mode m, size s, and modify time ¢ are printed. The £sck program exits
with the message LINK COUNT INCREASING.

Possible responses to the ADJUST? prompt are
Y Replaces the link count of file inode ¢ with .
N Ignores this error condition.
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Unreferenced files and directories

UNREF FILE I=i OWNER=0 MODE=f# SIZE=$ MTIME=f

CLEAR? Inode 4, which is a file, was not connected to a directory entry when the
file system was traversed. The owner o, mode m, size s, and modify time ¢
of inode i are printed. If you don'’t set the n option and the file system is
not mounted, empty files are cleared automatically.

Possible responses to CLEAR? prompt are
Y Deallocates inode 7 by zeroing its contents.
N Ignores this error condition.

Bad and duplicate blocks in files and directories

BAD/DUP FILE I=i OWNER=0 MODE=M SIZE=§ MTIME=!

CLEAR? During Phase 1 or Phase 1B, £sck has found duplicate blocks or bad
blocks associated with file inode i. The owner o, mode m, size s, and
modify time ¢ of inode i are printed.

Possible responses to the CLEAR? prompt are

Y Deallocates inode 7 by zeroing its contents.
N Ignores this error condition.
Phase 5: Check cylinder groups

This phase is concerned with the free-block and used-inode maps. This section lists error
conditions resulting from allocated blocks in the free-block maps, free blocks missing from
free-block maps, and the total free-block count incorrect. It also lists error conditions
resulting from free inodes in used-inode maps, allocated inodes missing from used-inode
maps, and the total used-inode count incorrect.
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CG C: BAD MAGIC NUMBER
The magic number of cylinder group ¢ is wrong. This usually indicates that
the cylinder group maps have been destroyed. When you run the £sck
command at the A/UX command line, the cylinder group is marked as
needing to be reconstructed.

BLK(S) MISSING IN BIT MAPS
SALVAGE? A cylinder group block map is missing some free blocks; the maps are

reconstructed. Possible responses to the SALVAGE? prompt are
Y Reconstructs the free block map.
N Ignores this error condition.

SUMMARY INFORMATION BAD
SALVAGE? The summary information was found to be incorrect. Possible responses

to the SALVAGE? prompt are
Y Reconstructs the summary information.

N Ignores this error condition.

FREE BLK COUNT(S) WRONG IN SUPERBLOCK
SALVAGE? The superblock free block information found to be incorrect is

recomputed. Possible responses to the SALVAGE? prompt are

Y Reconstructs the superblock free block information.
N Ignores this error condition.
Cleanup

Once a file system has been checked, a few cleanup functions are performed. The £sck
program lists advisory messages about the file system and its modify status.

UV files, W used, X free () frags, Z blocks)
This advisory message indicates that the file system checked contained v
files using w fragment-sized blocks, leaving x fragment-sized blocks free
in the file system. The numbers in parentheses break the free count down
into y free fragments and z free full-sized blocks.
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*%k*x% REBOOT A/UX! **kkkkkkkxk
This advisory message indicates that the root file system has been

modified by £sck. A/UX reboots the system.

*%x*% FILE SYSTEM WAS MODIFIED *%%*k%%%x
This advisory message indicates that the current file system was modified

by £sck. If this file system is mounted or is the current root file system,
£sck should be halted and A/UX rebooted. A/UX reboots the system.

f£sck initialization phase messages: SVFS-specific

Before a file-system check can be performed, certain tables have to be set up in memory and
certain files have to be opened. This is the “initialization phase” of £sck. During this phase,
£sck may discover error conditions that result from errors in command line options, memory
requests, file opening, file status, file-system size checks, and scratch file creation.

£sck option errors

The following messages may appear when you specify the £sck command line incorrectly. See
£sck(1M) in A/UX System Administrator’s Reference for further details.

Coption? ¢ stands for any character that is not a legal flag option to £sck. Legal
options are y, n, s, S, q, D, and t; £sck terminates on this error
condition.

Bad -t option
The t option was not followed by a filename; £sck terminates on this
error condition.

Invalid -s argument, defaults assumed
This is only a warning. The s option was not followed by 3, 4, or

blocks-per-cylinder: blocks-to-skip. The £sck program assumes a default
value of 400 blocks per cylinder and 9 blocks to skip.

Incompatible options: -n and -s
It's not possible to salvage the free list without modifying the file system;
fsck terminates on this error condition.
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Memory request errors

The following messages may appear when £sck detects errors in memory allocation requests.
These messages may indicate a serious problem that you may not be able to solve without
technical assistance.

can’t fstat standard input
The attempt to use £stat as standard input failed; £sck terminates on
this error condition.

can’t get memory
The £sck program can'’t find the memory space it needs for its virtual
memory tables; £sck terminates on this error condition.

Errors in opening files
The following messages may appear when £sck cannot open a file or file system:

can’t open: f The default file-system check file f(/etc/£stab) cannot be opened for
reading; £sck terminates on this etror condition. Check the access modes
of fand modify accordingly.

can’t open f The file system fcannot be opened for reading. The £sck program ignores
this file system and continues checking the next file system given. Check
the access modes of fand modify accordingly.

fis not a block or character device
The £sck program has been given a regular filename by mistake; £sck
ignores this file system and continues checking the next file system given.
Check the file type of fand modify accordingly.

Chapter 8 Checking the A/UX File System: £sck 851
030-0762-A



File status errors

The following messages may appear when £sck cannot obtain a file’s status. These errors may
indicate a serious problem that you may not be able to solve without technical assistance.

can’t stat root
The £sck program request for statistics about the root directory (/)

failed; £sck terminates on this error condition.

can’t stat f The f£sck program request for statistics about the file system ffailed. It
ignores this file system and continues checking the next file system given.
Check the access modes of f.

File-system size and inode list size

The file-system size and inode list size are critical pieces of information to the £sck program.
Although £sck can't actually check these sizes, it can check if they’re within reasonable
bounds. The file-system size must be larger than the number of blocks used by the superblock
and the number of blocks used by the list of inodes. The number of inodes must be less than
65,535. All other file-system checks depend on the correctness of these sizes. (Note that UFS
files have a larger number of inodes than do SVFS files.)

You may see the following message when £sck detects an inconsistency in the file-system
size:

Size check: fsize X isize J)
More blocks are used for the inode list y than there are blocks in the file
system X, or there are more than 65,535 inodes in the file system. The
£sck program ignores this file system and continues checking the next
file system.
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Scratch file errors

A scratch file is a temporary file that £sck creates when you invoke £sck with the t flag
option. This option may be necessary if there is not enough core memory to hold £sck’s
tables. You may see this message if £sck cannot create its own scratch file for a particular
file system:

can’t create f
This message means that £sck’s request to create a scratch file ffailed. It
ignores this file system and continues checking the next file system given.
Check access modes of f.

Interactive messages

These messages require your yes or no response to the CONTINUE? prompt. “Yes” may be Y or
v, and “no” may be N or n; these responses are shown in uppercase here. The following
messages may indicate a serious problem because the file system cannot be completely
checked. You may need to obtain technical assistance.

CANNOT SEEK: BLK b
CONTINUE? A request to move to a specified block number b in the file system failed.
Possible responses to the CONTINUE? prompt are

Y Attempts to continue to run the file-system check. If the problem persists, run £sck a
second time to recheck this file system. If the block b was part of the virtual memory
buffer cache, £sck will terminate with the message: Fatal I/0 error.

N Stops f£sck.

CANNOT READ: BLK b
CONTINUE? The £sck program request for reading a specified block number & in the
file system failed.

Possible responses to the CONTINUE? prompt are

Y Attempts to continue to run the file-system check. Try a second run of £sck. If the
block b was part of the virtual memory buffer cache, £sck terminates with the
message Fatal I/0 error.

N Stops £sck.
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CANNOT WRITE: BLK b
CONTINUE? The £sck program request for writing a specified block number & in the
file system failed. The disk is write-protected.

Possible responses to the CONTINUE? prompt are

Y Attempts to continue to run the file-system check. A second run of £sck should be
made to recheck this file system. If the block b was part of the virtual memory buffer
cache, £sck terminates with the message Fatal I/0 error.

N Stops f£sck.

Phase 1: Check blocks and sizes

During this phase of execution, £sck checks the inode list. In this phase, £sck may discover
error conditions that result from checking inode types, setting up the zero-link-count table,
checking inode block numbers for bad or duplicate blocks, checking inode size, and checking
inode format. The list of inodes is checked sequentially, starting with inode 1 (there is no
inode 0) and going to the last inode in the file system.

Although each individual inode has only a small chance of becoming inconsistent, there are so
many of them that it's almost as likely that an inconsistency will occur in the inode list as in the
superblock.

Inode type errors

Each inode contains a mode word that describes the type and state of the inode.

Inodes may be one of five types: regular, directory, special block, special character, or FIFO,
according to the file involved. If an inode is not one of these types, it is of an illegal type. If
this is the case, tell £sck to clear the inode.
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UNKNOWN FILE TYPE I={

CLEAR? The mode word of the inode i indicates that the inode is not a recognized
A/UX file type. The problem is usually caused by a strange occurrence with
the mode bits.

Possible responses to the CLEAR? prompt are

Y Deallocates inode 7 by zeroing its contents. This always invokes the UNALLOCATED
error condition in Phase 2 for each directory entry pointing to this inode.

N Ignores this error condition.

Zero-link-count table errors

Each inode contains a stored count of the total number of directory entries linked to the
inode. The £sck program verifies the link count of each inode by traversing down the total
directory structure, starting from the root directory, and calculating an actual link count for
each inode.

If the stored link count is nonzero and the actual link count is zero, no directory entry appears
for the inode. If the stored and actual link counts are nonzero and unequal, a directory entry
may have been added or removed without the inode being updated.

If the stored link count is nonzero and the actual link count is zero, £sck can link the
disconnected file to the Lost+£found directory (at your direction). If the stored and actual
link counts are nonzero and unequal, £sck can replace the stored link count with the actual
link count.

LINK COUNT TABLE OVERFLOW
CONTINUE? An internal table for £sck has no more room. This is a rare error. Contact

your Apple representative for assistance.

Possible responses to the CONTINUE? prompt are

Y Continues with the program. This error condition makes a complete check of the file
system impossible. You should make a second run of £sck to recheck this file
system. If another allocated inode with a zero link count is found, this error condition
is repeated.

N Stops £sck.
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Bad or duplicate blocks

Each inode contains a list of pointers to lists (indirect blocks) of all the blocks claimed by
the inode.

The £sck program checks each block number claimed by an inode for a value lower than that
of the first data block or greater than that of the last block in the file system. If the block
number is outside this range, it is a bad block number. If an indirect block was not written to
disk, an inode may contain many bad blocks. In this case, £sck clears both inodes (at your
direction).

The £sck program compares each block number claimed by an inode to a list of already
allocated blocks. If a block number is already claimed by another inode, the block number is
added to a list of duplicate blocks. Otherwise, the list of allocated blocks is updated to
include the block number. If there are any duplicate blocks, £sck makes a partial second pass
of the inode list to find the inode of the duplicated block. This is necessary because without
examining the files associated with these inodes for correct content, £sck does not have
enough information to decide which inode is corrupted and should be cleared. Usually, the
inode with the earliest modify time is incorrect and should be cleared. This condition may be
the result of a file system containing blocks claimed by both the free list and other parts of the
file system.

A large number of duplicate blocks in an inode may be due to an indirect block not being
written to disk. In this case, £sck clears both inodes (at your direction).

bBAD I=i The variable i stands for the actual number on your screen. Inode f contains
block number b, which is lower than the number of the first data block in
the file system or greater than the number of the last block in the
file system.

This error condition may invoke the EXCESSIVE BAD BLKS error
condition in Phase 1 if inode 7 has too many block numbers outside the
file-system range.

This error condition always invokes the BAD/DUP error condition in
Phase 2 and Phase 4.
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EXCESSIVE BAD BLKS I=i

CONTINUE? As before, i stands for the actual number on your screen. The number of
blocks with a number lower than the number of the first data block in the
file system or greater than the number of the last block in the file system
associated with inode i is too high to be acceptable. Usually, ten is the
cutoff point.

Possible responses to the CONTINUE? prompt are

Y Ignores the rest of the blocks in this inode and continues checking with the next
inode in the file system. This error condition makes a complete check of the file
system impossible. A second run of £sck should be made to recheck this file system.

N Stops f£sck.

b bup 1=i Inode i contains block number b, which is already claimed by another
inode. This error condition may invoke the EXCESSIVE DUP BLKS error
condition in Phase 1 if inode i has too many block numbers claimed by
other inodes. This error condition always invokes Phase 1B and the
BAD/DUP error condition in Phase 2 and Phase 4.

EXCESSIVE DUP BLKS I=i

CONTINUE? As before, i stands for the actual number on your screen. The number of
blocks claimed by other inodes is too high to be acceptable. Usually, ten
is the cutoff point.

Possible responses to the CONTINUE? prompt are

Y Ignores the rest of the blocks in this inode and continues checking with the next
inode in the file system. This error condition will not allow a complete check of the
file system. A second run of £sck should be made to recheck this file system.

N Stops £sck.

DUP TABLE OVERFLOW
CONTINUE? An internal table in £sck, containing duplicate block numbers, has no

mote room.
Possible responses to the CONTINUE? prompt are

Y Continues with the file-system check. This error condition makes a complete check
of the file system impossible. Try a second run of £sck. If another duplicate block is
found, this error condition is repeated.

N Stops fsck.
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Inode size errors

Each inode contains a 32-bit (4-byte) field. This size indicates the number of characters in the
file associated with the inode. This size can be checked for inconsistencies; for example,
directory sizes are not a multiple of 16 characters, or the number of blocks actually used does
not match the number indicated by the inode size.

A directory inode within the file system has the directory bit on in the inode mode word. The
directory size must be a multiple of 16 because a directory entry contains 16 bytes (2 bytes for
the inode number and 14 bytes for the file or directory name). The £sck program warns of
such directory misalignment. This is only a warning, because not enough information can be
gathered to correct the misalignment.

A rough check of an inode’s size field consistency can be performed by computing from the
size field the number of blocks that should be associated with the inode and comparing that
number to the actual number of blocks claimed by the inode. The £sck program calculates the
number of blocks by dividing the number of characters in an inode by the number of
characters per block and rounding up. The £sck program adds one block for each indirect
block associated with the inode. If the actual number of blocks does not match the
computed number of blocks, £sck warns of a possible file-size error. This is only a warning,
because the system does not fill in blocks in files created in random order.

® Note: These messages are only warnings. If you use the g option on the £sck
command line, these messages are not printed.
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POSSIBLE FILE SIZE ERROR I=f
Again, 1 stands for the actual number on your screen. The inode size does
not match the actual number of blocks used by the inode. If this error
occurs, write down the inode number. When £sck finishes, continue in
single-user mode, mount the file system in which the error occurred, and
get its corresponding filename in the following way: Enter the command
ncheck -i i f§
where 7 is the number of the inode as provided by the POSSIBLE FILE
SIZE ERROR message, and f5 stands for the name of the file system in
which the message occurred.
Be sure to use the full pathname of the device, for example
/dev/dsk/c2d0s0, and not the mount point of the file system.
The ncheck command prints the name of the file on the screen. Copy it
into a temporary name and run sync. Examine the file and, if you want to
retain it, remove the original and give the temporary file its original name.
Note that just using mv would not do the job.

DIRECTORY MISALIGNED I={
Again, i stands for the actual number on your screen. The size of a
directory inode is not a multiple of the size of a directory entry
(usually 16). The directory inode should be cleared.

Inode format errors

Each inode contains a mode word that describes the type and state of the inode. Inodes may
be found in one of three states: allocated, unallocated, or neither allocated nor unallocated.
This last state indicates an incorrectly formatted inode. An inode can get in this state if bad
data is written into the inode list, a possible result of a hardware failure. The only corrective
action is for £sck to deallocate the inode.

PARTIALLY ALLOCATED INODE I=i
CLEAR? Inode 1 is neither allocated nor unallocated.

Possible responses to the CLEAR? prompt are
Y Deallocates inode i by zeroing its contents.

N Ignores this error condition.
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Phase 1B: Rescan for more duplicates

When a duplicate block is found in the file system, the file system is rescanned to find the
inode that previously claimed that block. If the duplicate block is found, the following error
condition occurs:

b pup I=i Inode i contains block number b, which is already claimed by another
inode. This error condition always invokes the bups/BAD error condition
in Phase 2. You can determine which nodes have overlapping blocks by
examining this error condition and the DUP error condition in Phase 1.

Phase 2: Check pathnames

This phase removes directory entries pointing to inodes that had error conditions from
Phase 1 and Phase 1B. In Phase 2, £sck may discover error conditions that result from root
inode mode and status, directory inode pointers out of range, and directory entries pointing
to bad inodes.

Root inode mode and status errors

ROOT INODE UNALLOCATED. TERMINATING
The root inode (always inode number 2) has no allocated mode bits. This

error condition indicates a serious problem that you may not be able to
solve without technical assistance. The program ends.

ROOT INODE NOT DIRECTORY
FIX? The root inode (usually inode number 2) is not of the directory type.

Possible responses to the FI1x? prompt are

Y Makes the root inode type a directory. If the root inode’s data blocks are not
directory blocks, a very large number of error conditions result.

N Stops £sck.
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DUPS/BAD IN ROOT INODE
CONTINUE? During Phase 1 or Phase 1B, £sck found duplicate blocks or bad blocks in

the root inode (usually inode number 2) for the file system.
Possible responses to the CONTINUE? prompt are

Y Ignores DUPS /BAD error condition in the root inode and attempts to continue to run
the file-system check. If the root inode is not correct, a large number of other error
conditions may result.

N Stops f£sck.

Directory inode pointers range errors

I OUT OF RANGE I=i NAME=f

REMOVE? A directory entry fhas an inode i greater than the end of the inode list.
Possible responses to the REMOVE? prompt are

Y Removes the directory entry f.

N Ignores this error condition.

Directory entries pointing to bad inodes

UNALLOCATED I=f OWNER=0 MODE=m SIZE=§ MTIME=/ NAME=f

REMOVE? A directory entry fhas an inode 7 without allocated mode bits. The owner
0, mode m, size s, modify time ¢ and filename f are printed. If the file
system is not mounted and the n option wasn’t specified, the entry is
removed automatically if the inode it points to contains size 0.

Possible responses to the REMOVE? prompt are
Y Removes the directory entry f.
N Ignores this error condition.
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DUPS/BAD I=i OWNER=0 MODE= SIZE=S MTIME=! DIR=f

REMOVE ? During Phase 1 or Phase 1B, £sck has found duplicate blocks or bad
blocks associated with directory entry f; directory inode 7. The owner o,
mode m, size s, modify time ¢, and directory name fare printed.

Possible responses to the REMOVE? prompt are

Y Removes the directory entry f.
N Ignores this error condition.

DUPS/BAD I=i OWNER=0 MODE=# SIZE=§ MTIME=f FILE=f

REMOVE ? During Phase 1 or Phase 1B, £sck has found duplicate blocks or bad
blocks associated with directory entry £ inode 7. The owner o, mode m,
size s, modify time ¢, and filename fare printed.

Possible responses to the REMOVE? prompt are
Y Removes the directory entry f.
N Ignores this error condition.

BAD BLK b IN DIR I=i OWNER=0 MODE=M SIZE=§ MTIME=f
This message occurs only when the g option is used. It means that a bad
block was found in inode 1.

The £sck program checks directory blocks for nonzero padded entries,
inconsistent . and . . entries, and embedded slashes in the name field.
This error message indicates that, at a later time, you should either remove
the directory inode if the entire block looks bad, or change or remove
those directory entries that look bad.

Phase 3: Check connectivity

During Phase 3, £sck checks the directory connectivity seen in Phase 2. In this phase, £sck
may discover error conditions that result from unreferenced directories and missing or full
lost+found directories.

862  A/UX Local System Administration
030-0762-A



Unreferenced directories

UNREF DIR I=f{ OWNER=0 MODE=# SIZE=§ MTIME=!

RECONNECT? The directory inode 7 was not connected to a directory entry when the file
system was traversed. The owner o, mode m, size s, and modify time  of
the directory inode i are printed. The £sck program forces the
reconnection of a nonempty directory.

Possible responses to the RECONNECT? prompt are

Y Reconnect the directory inode ¢ to the file system in the directory for lost files, usually
lost+found. This may invoke lost+found error conditions (described later) if
there are problems connecting the directory inode ito Lost +£ound. This may also
invoke the CONNECTED error condition (described later) if the link was successful.

N Ignores this error condition. This action always invokes the UNREF error condition
(described later).

lost+£found directory errors

SORRY. NO lost+found DIRECTORY
There is no 1ost+£found directory in the root directory of the file system.

In this case, £sck ignores the request to link a directory in 1ost+found.
This action always invokes the UNREF error condition (described later). If
lost+found exists, check its access modes. See £scx(IM) and

mklost+found(IM) in A/UX System Administrator’s Reference for further
details.

SORRY. NO SPACE IN lost+found DIRECTORY
There is no space in the 1lost+found directory to add another entry;

fsck ignores the request to link a directory in lost+found. This action
always invokes the UNREF error condition (described later). Clean out
unnecessary entries in the 1ost+found directory, or make it larger. See
£sck(IM) in A/UX System Administrator’s Reference for further details.

Chapter 8 Checking the A/UX File System: £sck 863
030-0762-A



DIR I={CONNECTED. PARENT WAS I=jf
This advisory message indicates that a directory inode i was successfully
connected to the lost+found directory. The parent inode j of the
directory inode 7 is replaced by the inode number of the 1ost +found
directory.

Phase 4: Check reference counts

During Phase 4, £sck checks the directory connectivity seen in Phase 2 and Phase 3. In

Phase 4, £sck reports errors that result from unreferenced files; a missing or full 1ost +found
directory; incorrect link counts for files, directories, or special files; unreferenced files and
directories; bad and duplicate blocks in files and directories; and incorrect total free

inode counts.

Unreferenced files

UNREF FILE I={ OWNER=0 MODE=f SIZE=§ MTIME={

RECONNECT? Inode i was not connected to a directory entry when the file system was
traversed. The owner o, mode m, size s, and modify time ¢ of inode i are
printed. If the option is not set and the file system is not mounted, empty
files are not reconnected and are cleared automatically.

Possible responses to the RECONNECT? prompt are

Y Reconnects inode i to the file system in the directory for lost files, usually
lost+found. This may invoke a Lost+found error condition (described later) if
there are problems connecting inode ito lost+found.

N Ignores this error condition. This action always invokes the CLEAR? error condition
(described later).
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lost+£found directory errors

SORRY. NO lost+found DIRECTORY
There is no lost+£found directory in the root directory of the file system;

f£sck ignores the request to link a file in 1ost +£ound. This action always
invokes the cLEAR? error condition (described later). Check the access
modes of 1lost+found. Also see mk lost+found(IM) in A/UX System
Administrator’s Reference.

SORRY. NO SPACE IN lost+found DIRECTORY
There is no space to add another entry to the 1ost+£found directory in

the root directory of the file system; £sck ignores the request to link the
file. This action always invokes the CLEAR? error condition (described
next). Check the size and contents of 1ost+£found.

CLEAR? The inode mentioned in the preceding error condition cannot be
reconnected.

Possible responses to the CLEAR? prompt are

Y Deallocates the inode mentioned in the preceding error condition by zeroing its
contents.
N Ignores this error condition.

Incorrect free inode counts

The superblock contains a count of the total number of free inodes in the file system. The
fsck program compares this count to the number of inodes it found free in the file system. If
the counts do not agree, £sck may replace the count in the superblock with the actual free
inode count.

LINK COUNT FILE I={ OWNER=0 MODE=# SIZE=S MTIME={ COUNT=X

SHOULD BE )
ADJUST? The link count for inode 4, which is a file, is x but should be y. The owner o,

mode m, size s, and modify time # are printed.

Possible responses to the ADJUST? prompt are
Y Replaces the link count of file inode i with .
N Ignores this error condition.
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LINK COUNT DIR I=f{ OWNER=0 MODE=m SIZE=S MTIME=! COUNT=X

SHOULD BE )

ADJUST? The link count for inode 7, which is a directory, is & but should be y. The
owner o, mode m, size s, and modify time ¢ of directory inode 7 are
printed.

Possible responses to the ADJUST? prompt are
Y Replaces the link count of directory inode i with .
N Ignores this error condition.

LINK COUNT f I=iOWNER=0 MODE=mM SIZE=§ TIME=! COUNT=X

SHOULD BE ¥

ADJUST? The link count for file finode 7is x but should be y. The filename f, owner o,
mode m, size s, and modify time # are printed.

Possible responses to the ADJUST? prompt are

Y Replace the link count of inode i with y.
N Ignores this error condition.

Unreferenced files and directories

UNREF FILE I=f{ OWNER=0 MODE=f SIZE=§ MTIME=!

CLEAR? Inode 4, which is a file, was not connected to a directory entry when the
file system was traversed. The owner 0, mode m, size s, and modify time ¢
of inode i are printed. If you don't set the n option and the file system is
not mounted, empty files are cleared automatically.

Possible responses to the CLEAR? prompt are
Y Deallocates inode i by zeroing its contents.
N Ignores this error condition.
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UNREF DIR I={OWNER=0 MODE=f SIZE=S MTIME=/

CLEAR? Inode 4, which is a directory, was not connected to a directory entry when
the file system was traversed. The owner o0, mode m, size s, and modify
time ¢ of inode i are printed. If you don’t set the -n option and the file
system is not mounted, empty directories are cleared automatically.
Nonempty directories are not cleared.

Possible responses to the CLEAR? prompt are
Y Deallocates inode i by zeroing its contents.
N Ignores this error condition.

Bad and duplicate blocks in files and directories

BAD/DUP FILE I=i{ OWNER=0 MODE=M SIZE=S MTIME=}

CLEAR? During Phase 1 or Phase 1B, £sck has found duplicate blocks or bad
blocks associated with file inode i. The owner 0, mode m, size s, and
modify time ¢ of inode i are printed.

Possible responses to the CLEAR? prompt are

Y Deallocates inode i by zeroing its contents.

N Ignores this error condition.

BAD/DUP DIR I=i OWNER=0 MODE= SIZE=S MTIME=!

CLEAR? During Phase 1 or Phase 1B, £sck has found duplicate blocks or bad

blocks associated with directory inode i. The owner o, mode m, size s, and
modify time ¢ of inode i are printed.

Possible responses to the CLEAR? prompt are
Y Deallocates inode i by zeroing its contents.

. N Ignores this error condition.
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FREE INODE COUNT WRONG IN SUPERBLK
FIX? The actual count of the free inodes doesn’t match the count in the

superblock of the file system. If you specify the g option, the count is
fixed automatically in the superblock.

Possible responses to the FIX? prompt are

Y Replaces the count in superblock with the actual count.
N Ignores this error condition.
Phase 5: Check free list

The free list starts in the superblock and continues through the free list link blocks of the file
system. Each free list link block can be checked for a list count out of range, for block
numbers out of range, and for blocks already allocated within the file system. A check is made
to be sure that all the blocks in the file system were found.

The free list check begins in the superblock. The £sck program checks the list count for a
value of less than 0 or greater than 50. It also checks each block number for a value of less than
the first data block in the file system or greater than the last block in the file system. Then it
compares each block number to a list of already allocated blocks. If the free list link block
pointer is nonzero, £sck reads in the next free list link block and repeats the process.

When all the blocks have been accounted for, £sck checks whether the number of blocks used
by the free list plus the number of blocks claimed by the inodes equals the total number of
blocks in the file system. If anything is wrong with the free list, £sck may rebuild the list,
excluding all blocks in the list of allocated blocks.

The superblock also contains a count of the total number of free blocks in the file system. The
fsck program compares this count to the number of blocks it found free in the file system. If
the counts do not agree, £sck may replace the count in the superblock with the actual free
block count.

During Phase 5, £sck lists error conditions resulting from bad blocks in the free list, bad
free-block count, duplicate blocks in the free list, unused blocks from the file system not
in the free list, and incorrect total free-block count.
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EXCESSIVE BAD BLKS IN FREE LIST
CONTINUE? The free list contains more than a tolerable number of blocks with a value

less than the first data block in the file system or greater than the last
block in the file system. Usually ten is the cutoff point.

Possible responses to the CONTINUE? prompt are

Y Ignores the rest of the free list and continues execution of £sck. This error condition
always invokes the BAD BLKS IN FREE LIST error condition in Phase 5.

N Stops f£sck.

EXCESSIVE DUP BLKS IN FREE LIST
CONTINUE? The free list contains more than a tolerable number of blocks claimed by

inodes or earlier parts of the free list. Usually ten is the cutoff point.

Possible responses to the CONTINUE? prompt are

Y Ignores the rest of the free list and continues execution of £sck. This error condition
always invokes the DUP BLKS IN FREE LIST error condition in Phase 5.

N Stops £sck.

BAD FREEBLK COUNT
The count of free blocks in a free list link block is greater than 50 or less

than 0. This error condition always invokes the BAD FREE LIST
condition in Phase 5.

XBAD BLKS IN FREE LIST
The free list contains x blocks with a block number less than the first data
block in the file system or greater than the last block in the file system.
This error condition always invokes the BAD FREE LIST condition in
Phase 5.

X DUP BLKS IN FREE LIST
The free list contains x blocks claimed by inodes or earlier parts of the free
list. This error condition always invokes the BAD FREE LIST condition
in Phase 5.

X BLK(S) MISSING
The free list does not contain x blocks unused by the file system. This error
condition always invokes the BAD FREE LIST condition in Phase 5.
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FREE BLK COUNT WRONG IN SUPERBLK
FIX? The actual count of free blocks does not match the count in the

superblock of the file system.

Possible responses to the FIx? prompt are
Y Replaces the count in the superblock with the actual count.

N Ignores this error condition.

BAD FREE LIST

SALVAGE? During Phase 5, £sck has found bad blocks in the free list, duplicate
blocks in the free list, or blocks missing from the file system. If the g
option is specified, the free list is salvaged automatically.

Possible responses to the SALVAGE? prompt are

Y Replace the actual free list with a new free list. The new free list is ordered to shorten
the time spent waiting for the disk to rotate into position.

N Ignores this error condition.

Phase 6: Salvage free list

This phase is concerned with the free list reconstruction. During this phase, £sck lists error
conditions resulting from the blocks-to-skip and blocks-per-cylinder values.

Default free list spacing assumed
This advisory message indicates that the blocks-to-skip value is greater

than the blocks-per-cylinder value, the blocks-to-skip value is less than 1,
the blocks-per-cylinder value is less than 1, or the blocks-per-cylinder value
is greater than 500. The default values of 9 blocks-to-skip and 400 blocks-
per-cylinder are used. See £sck(IM) in A/UX System Administrator’s
Reference for further details.
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Cleanup

Once a file system has been checked, a few cleanup functions are performed. The £sck
program lists advisory messages about the file system and its modified status.

X files ) blocks 2 free
This advisory message indicates that the file system checked contained x
files using y blocks, leaving z blocks free in the file system.

***x** Fixed root filesystem, rebooting A/UX! *k*xkkkkkxx
This message indicates that £sck has modified the root file system to fix

inconsistencies it found. The £sck program forces a reboot because it
can fix the file system image only on the disk but not in memory. Since
A/UX periodically issues a sync(1) call to update the file system from
memory, the forced reboot of the system prevents the file-system repair
from being undone by the automatic sync call.

*%%%% FILE SYSTEM WAS MODIFIED **kkkkxxxx
This advisory message indicates that £sck has modified a nonroot file

system to fix the inconsistencies it found. A/UX continues to run.
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Chapter 9 System Accounting Package

Two packages provided with your A/UX system allow you to keep track of
the details of system operation and usage:

m The system accounting package collects information and generates
reports on buffer activity, CPU utilization in general, device activity,
and so on. This chapter discusses the system accounting package.

m The system activity package permits you to keep track of all low-
level activity in your system. For more information, see Chapter 10,
“System Activity Package.”

The system accounting package collects detailed information on system
usage and allows you to generate a comprehensive system usage report on
a daily and monthly basis. (Note that the report provides information on
overall system usage, not on individual users.) This report function, for the
most part, is automatic and is described in the next section, “Routine
Accounting Procedures.” You can also produce customized reports by
issuing accounting commands; these are described in “Special Accounting
Procedures: acctcom,” later in this chapter.
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Routine accounting procedures

The system uses routine accounting procedures to generate information describing what a user
is doing and how often the user invokes a specific command. It also generates information on
overall system usage, frequency of usage, and system resource allocation. Take these steps to
turn on system accounting and automate its operation:

1. Log in as the root user.

2. Make sure the following lines are in the /etc/rc file and are not
commented out (if they are preceded by a number sign [#], remove it):

/bin/su adm -c¢ /usr/lib/acct/startup
echo process accounting started

The first line is a command that activates the accounting system when the system is
brought up. The second line prints process accounting started when the
accounting system starts up.

3. Make sure that the following lines in the /usr/spool/cron/crontabs/adm
file are not commented out (if they are preceded by a number sign [#], remove it):

0 4 * * 1-6 /usr/lib/acct/runacct
2> /usr/adm/acct/nite/fd2log

0 2 * * 4 /usr/lib/acct/dodisk

5 * * * x /usr/lib/acct/ckpacct

15 5 1 *# * /usr/lib/acct/monacct

0 * * * 0,6 /usr/lib/sa/sal

0 18-7 * * 1-5 /usr/lib/sa/sal

0 8-17 * * 1-5 /usr/lib/sa/sal 1200 3

0 20 * * 1-5 /usr/lib/sa/sa2 -s 8:00 -e
18:00 -i 3600 -uybd

¢ Note: The first two lines and the last two lines in the example must appear as one
line in the adm file. These lines are broken here only because the book page does
not accommodate the long measure.
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The adm file instructs cron to run the daily accounting automatically. The line
15 5 1 * * /usr/lib/acct/monacct

uses the monacct file to clean up all daily reports and daily total accounting files.
The adm file also deposits one monthly total report and one monthly total
accounting file in the £iscal directory after runacct has completed the last day’s
entries. By default, monacct uses the current month’s date as the suffix for the
filenames.

4. Make sure that the following line is in the /usr/adm/.profile file:
PATH=/usr/lib/acct:/bin:/usr/bin

This ensures that the operating system has access to all the necessary files and scripts
to process the accounting system automatically.

The cron program

You don't need to understand how cron works in order to use the accounting package.
Understanding the crontab file format, however, makes it easier for you to modify
crontabs used for this package. This section provides a quick introduction to cron.

The cron program performs specific tasks at specified times. This information is stored in
the user’s crontab file /usr/spool/cron/crontabs/login-name

and/usr/spool/cron/crontabs/adm, which is read and acted on by cron. Each line of

text in this file is a small script consisting of six fields that together specify a process to be
executed at a certain time. The fields are separated by spaces or tabs. The first five fields
specify a time. They specify, in order,

1. minute Time in minutes (0-59)

2. hour Time in hours (0-23)

3. day-of-month Day of the month (1-31)

4. month-of-year Month of the year (1~12)

5. day-of-week Day of the week (0-6, with 0 as Sunday)

Each of these fields may contain either an asterisk, which means ignore all cases, or a list of
elements separated by commas, which specify specific cases to be activated. An element may
be one number or two numbers separated by a hyphen, meaning an inclusive range.
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You specify days in two fields: day-of-month and day-of-week. If you specify both, both are
used. To specify days using only one field, set the other to *.

The sixth field is the process to be executed. A percent sign in this field (unless masked by \)
is translated as the signal for a new line. The shell executes only the first line (up to the % or the
end of the line).

In this example, the line
15 5 1 * * /usr/lib/acct/monacct

means this: At the 15th minute of the 5th hour on the 1st day of each month, run the monacct
program, which is located in the /usr/1ib/acct directory. The asterisks in the month-of-
year and day-of-week fields tell the system to ignore these fields.

You can change the field entries in the file /usr/spool/cron/crontabs/admand run the
crontab command on it, for instance, to run the accounting procedures more frequently or
even to print a weekly report instead of a monthly one.

Updating holidays

The file /usr/1ib/acct /holidays contains the prime/nonprime table, which gives the
start of prime time and the start of nonprime time for your operating system, using a 24-hour
system (0100 to 2400 hours). Information on changing the prime/nonprime table to reflect
individual preferences is given in this section. For example, during normal business operation,
prime time is considered to be from 8:30 A.M. to 5:30 P.M. The table also contains the holiday
schedule for the year, which you can adjust to include additional holidays.

The format of the holidays file includes

s Comment lines

Comment lines can appear anywhere in the file, but they must be preceded by an
asterisk so that the system won't read them.
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Year designation line

The year designation line must be the first data line in the file and can appear only
once in the file. It consists of three fields of four digits each:

¥y hhmm hhmm (number of spaces irrelevant)

]

*

The first field is the current year. Be sure to set it correctly, because an incorrect
year entry affects the holiday entries.

The second field is the start of prime time, in 24-hour time. Prime time refers to
the peak activity period for your system. In most businesses, for example,
prime time starts at 8:30 A.M. (0830 in a 24-hour system) to coincide with the
start of the business day.

The third field is the start of nonprime time, in 24-hour time. This field
represents the end of peak activity for the operating system, usually 5:30 P.M.
(or 1730).

For example, you can set your system to start prime time at 0800 and nonprime
time at 1700 (5:00 P.M.). Or, if your company begins work at 8:00 .M., you may
want to change the start of prime time to 2000. You would also change the
nonprime time to reflect the close of business, say 2:00 A.M., as 0200.

Note: The hour 2400 automatically converts to 0000.

Company holiday lines

You can make entries for national and local holidays on the line following the year
designation line. The format is

day-of-year month day description-of-holiday

The day-of-year is a number from 1 to 366, indicating the day for the corresponding
holiday. The other three fields are not used by A/UX and are provided for
commentary only.

L 2

Note: Remember to separate all entries with tabs and not with spaces.
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Daily operation

The lines of text you enter in the /usr/spool/cron/crontabs file cause the system to
automatically run the startup, ckpacct, turnacct, dodisk, runacct, and monacct
procedures. Each of these six procedures is described in this section. Only some of the
procedures are available. Other procedures—including acct com—are also described. If you
add these to the /usr/spool/cron/crontabs/adm file and run the crontab command
on the edited file, they are processed automatically. For example, acct com is discussed in
“Special Accounting Procedures: acctcom,” later in this chapter.

Whenever the system starts up in multi-user mode (the default), /usr/1ib/acct/startup
is executed. This program has three effects:

m The acctwtmp program records a boot in the /et c/wtmp file. It uses your system name
as the login name in the file.

m Turnacct begins the process accounting. The accton program is executed, and the
collected data is stored in the /usr/adm/pacct file. This file is later read by the
reporting function and summarized in the daily and monthly reports.

m The remove shell procedure is executed. This procedure cleans up the saved pacct and
wtmp files that runacct creates.

The ckpacct procedure

After process accounting has begun, cron executes the ckpacct procedure every hour. This
procedure checks the size of the pacct file. The ckpacct procedure begins the process of
creating multiple pacct files when the file grows to 1000 blocks. It executes the turnacct
command with the switch option (which turns the process accounting off), moves the
current /usr/adm/pacct data to /usr/adm/pacct/incr (where incris a number that
starts with 1 and increases by one for each additional pacct file turnaccct creates), and
then turns the process accounting back on. This limits the pacct files to a reasonable size. If
you ever need to restart runacct, the smaller file size makes the job easier.

The dodisk procedure

The cron program invokes the dodisk procedure to perform the disk accounting functions.
The command is structured as follows:
/usr/lib/acct/dodisk [-o] [filel...]
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If you specify no options (the default), the procedure performs disk accounting on the files in
/etc/fstaband /etc/inittab, which is a list of all file systems in the disk partition.

If you use the -o flag, a slower version of disk accounting by login directory is done.

The filel specifies the name or names of the file system or file systems in which the disk
accounting is done. If you use the files argument, disk accounting is performed on these file
systems only. If you use the -o flag, files should be the names of the directories on which the
file systems are mounted. If you omit the —o flag, files should be the special filenames of
mountable file systems.

The chargefee procedure

You can invoke the chargefee shell procedure to charge a number of units to a login name.
The command syntax is
/usr/lib/acct/chargefee login-name number

For example, you charge login name 5ohn for two units ($2.00) for system usage. This
information is written to /usr/adm/fee and merged with the other accounting records
during the night. This information then appears in the FEE column in the daily report
generated by runacct.

The runacct procedure

The main daily accounting procedure is runacct. This section covers the runacct
command itself, the error messages it generates, and the way to recover if the procedure fails.

The runacct command has the following form:
/usr/lib/acct/runacct [mmdd] (mmdd state]

You can use the options to restart runacct after a failure. They are explained later
in this section. :

The entries made to the /usr/spool/cron/crontabs/adn file initiate the runacct
procedure during nonprime hours. The runacct procedure automatically processes the
connect, fee, disk, and process accounting files and prepares daily and cumulative summary
files, which are then read by prdai 1y or used for billing purposes. When you run monacct,
these daily reports are summarized into a monthly report.
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To read the daily report, type
/usr/lib/acct/prdaily | more
The prdaily reporting function is covered in more detail later in this chapter. The preceding

command prints a report generated by the runacct procedure. The report consists of a
header and five parts.

The header displays the dates of the current reporting period, for example,
Oct 26 10:04 1987 DAILY REPORT FOR A/UX Page 1

from Tue Oct 20 04:00:13 1990
to Tue Oct 20 04:00:13 1990

Following the date is a listing of the /et c/wtmp entries generated by the acctwtmp
program. This listing includes any reboots, shutdowns, power failure recoveries, date changes,
and so on that occurred during the reporting period, for example,

2 date changes

Commands used to produce the report are displayed, for example,
1 runacct

1 acctconl

The first part of the report describes the connect accounting information on terminal usage:
the number of sessions (logins, logouts) and the amount of time each terminal was used. The
fields in this part of the report are

TOTAL DURATION The amount of time the system was in multi-user mode.

LINELINE The terminal line or access port used.
MINUTES The amount of time the line was in use during the reporting period.
PERCENT The value of MINUTES divided by TOTAL DURATION.

# SESS, # ON These columns give the number of logins on the line during the reporting
period. This report is helpful in finding which lines have been logged on
but not off.

# OFF Not only the number of logoffs but also the number of interrupts on the
line. If the # OFF exceeds the # ON by a large factor, it is possible that
there is a bad connection or that the multiplexer, modem, or cable is
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going bad. You should monitor the /et c/wtmp file. If it grows rapidly,
execute acctconl to see which tty line is the noisiest. A large number
of interrupts can affect the system adversely.

The next part of the report is a breakdown of system resource use by user. It does not give
specific information on what each user was doing but provides information on the CPU time
and connect time for each user. To charge users for system usage, see the information in the
FEE column and the “The charge fee Procedure,” earlier in this chapter.

UID The user ID (UID) for each login. For more information on UID, see
Chapter 3, “User and Group Administration.”

LOGIN NAME The actual user login name. This column lets you differentiate the
activities of users with the same UID. The next column gives CPU
usage. This figure is broken down into two amounts: prime-time and
nonprime-time usage.

KCORE-MINS A cumulative measure of the amount of memory a process uses. It is
measured in kilobytes per minute and is broken down into prime-time
and nonprime-time usage.

CcONNECT (MINS) The amount of time a user was logged in. It is measured in “real time” and
is broken down into prime-time and nonprime-time usage. If this number
is high, and the number in the # oF ProCs column is low, the user
probably logs in first thing in the morning and then hardly uses the
terminal.

DISK BLOCKS  An accounting of the disk usage by user as it is calculated by the
acctdusg program. The # OF PROCS column gives the number
of processes used. A very high number might indicate a shell process
gone wild. The # OF SESS column tells you how many times each user
logged in.

DISK SAMPLES  The number of times the acctdusg ran to obtain the information in the
DISK BLOCKS column.

FEE A record of disk charges to each user ID. This information is written to
/usr/adm/fee and merged with the other accounting records duting
the night. It then appears in the FEE column in the daily report.
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The next two parts of the report, the DAILY COMMAND SUMMARY and the MONTHLY
COMMAND SUMMARY, summarize command usage over the report period. The report period is
specified in the number argument to the monacct command, if it is not specified, the
default is the current month. These parts are identical in format. The daily report summarizes
the command usage for the report period, and the monthly report summarizes the command
usage from the beginning of the month through the current period. Entries may appear in the
monthly command name column that do not appear in the daily report. These are commands
that were used some time during the current month but not during the current reporting
period. You can fine-tune the system by making commonly used commands more accessible.

The columns and their output are defined as follows:

DAILY, MONTHLY, and TOTAL KCOREMIN
Both the pbAILY and MONTHLY command summaries are sorted by the
TOTAL KCOREMIN column, which provides the total amount of memory a
process uses per minute, measured in kilobytes.

coMMAND NAME  Self-explanatory. All shell commands, however, are lumped under the entry
sh. For example, the command cd won't appear in the report; it is
included in the sh column.

¢ Note: Entries such as a. out, core, or mysterious command
names indicate errors in compiled programs. If a compiled
program is not named, it appears in the report under the default
name a.out. The name core indicates errors in the execution of
a compiled program. You can use acctcom to tell you who used
a suspicious command, perhaps an alias, or who has been
exercising superuser privileges. See “Special Accounting
Procedures: acctcom,” later in this chapter, for more
information.

NUMBER CMNDS Total number of times a command was executed.

TOTAL CPU-MIN
Total processing time dedicated to a command.
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TOTAL REAL-MIN
Time it takes to process the command in real time, including the real-time

usage of background processes.
MEAN SIzZE-K  Calculated as TOTAL KCOREMIN over NUMBER CMNDS.

MEAN CPU-MIN Calculated as NUMBER CMNDS over the TOTAL CPU-MIN used to execute
the commands.

HOG FACTOR The ratio of system availability to system utilization. Calculated by
dividing the total CPU time by the elapsed time, it provides a relative
measure of the CPU time the process used during its execution.

cHARS TRNSFD The total number of characters transferred by the read and write system
calls. The number of characters is calculated command by command.
It can be a negative number; for example, the reads may outnumber
the writes.

BLOCKS READ A total count of the physical block reads and writes that a process
performs.

The last part of the accounting report is a compilation of all the logins on the system and the
last date they logged in. The report looks like this:
Sep 29 04:05 1990 LAST LOGIN Page 1

90-09-25 apple
90-09-27 alice
00-00-00 phil
00-00-00 sys

90-09-29 john

The first column gives the date of the last login in yy-mm-dd format. The second column gives
the login name itself. As you can see from the example, the date information can be blank. If
the system is shut down for any reason, the last login date for all users who have not logged on
since the shutdown is 00-00-00. You can use this part of the report to determine which users
are no longer active. These users (excluding those who may have logged on prior to a crash but
not since) may be candidates for removal.

Of course, if your system date is set incorrectly, or the battery dies, all the information is
potentially wrong.
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The prdaily procedure

The script prdaily generates a printout of the runacct process. The report resides in
/usr/adm/acct/sun/rprtmmdd. The command syntax is

/usr/lib/acct/prdaily [-1][-c] [mmdd]

The notation mmdd indicates the month and day of the report. You can generate previous
daily reports using this option, specifying the month and day of the data you wish to see.
Note that the report generated on 0611, for example, is actually the report on usage for 0610.
Remember, the daily information is no longer available after monacct is run. The -1 flag
prints a report of exceptional usage by login identification for a date specified with mmdd.
The -c flag prints a report of exceptional resource usage by command. You can use it on the
current day’s accounting data only. These values are considered to signal exceptional usage:
CPU > 80, KCORE > 500, and CONNECT > 120.

Restarting runacct

The runacct procedure is designed to recognize possible errors and give warnings before
terminating the process. During processing, messages are written in the
/usr/adm/acct/nite/active file to inform the operator of successful completion of the
various phases of the procedure.

Diagnostics are written into the £d21og (all runacct files are located in the
/usr/adm/acct/nite directory unless otherwise specified). The runacct procedure
informs you if Lock or 1ock1 exists. To prevent generation of more than one report per day,
the 1astday file keeps a record of the month and day the program was last run.

The runacct procedure does not damage active accounting or summary files. It records its
progress by writing messages into the file /usr/adm/acct/nite/active. When it detects
an error, it writes a message to the console, sends mail to root and adm, and then terminates.

The runacct procedure uses a series of lock files to prevent reinvocation of the accounting
process until the errors have been corrected. It uses the files 1ock and 1ock1 to prevent
simultaneous invocation; the file 1astdate prevents more than one invocation per day.
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In case runacct fails

If you must restart runacct after a failure, begin by following these steps:

1. Check for diagnostic error messages in the active mmdd file located in
the /usr/adm/acct/nite directory. If this file contains error messages
and the lock files exist, check the £d210g for unusual messages.

2. Fix any corrupted data files, such as pacct or wtmp.
3. Remove the lock, lockl, and lastdate files if they are present.

If runacct cannot complete the procedure for any reason (lock file encountered, error
encountered, or the like), a message is written to the console (with copies sent via mail to
root and adm), locks are removed, diagnostic files are saved, and the process is terminated.
If you review the messages in the active file and at the console or in mail, you can determine at
which point the process was stopped and why. You can then restart the process at the
appropriate location and let it finish.

To make it easier to recover from errors, runacct is broken down into separate, restartable
states. Under ordinary circumstances, the name of the state is written into statefile as
each state is completed. The runacct procedure then checks statefile to determine
what has been done and what state to process next. States are executed in the following order:

SETUP Moves active accounting files into working files.

WIMPFIX Verifies the integrity of the wtmp file and corrects date changes if
necessary.

CONNECT1 Produces connect session records in ctmp . h format.

CONNECT2 Converts ctmp .h format files into tacct .h format.

PROCESS Converts process accounting records into tacct . h format.

MERGE Merges the connect and process accounting records.

FEES Converts the output of chargefee into tacct . h format and merges it

with the connect and process accounting records.

DISK Merges the disk accounting records with connect, process, and fee
accounting records.

Chapter 9 System Accounting Package  9-13
030-0762-A



MERGETACCT Merges the daily total accounting records in daytacct with the summary
total accounting records in /usr/adm/acct/sum/tacct.

CMs Produces the command summaries.
USEREXIT You can include customized accounting procedures here.
CLEANUP Cleans up the temporary files and exits. COMPLETE appears in this file

when runacct is finished.

The runacct procedure begins processing with the next state in statefile. If you want to
begin processing at another state, include the desired state on the command line to designate
where processing should begin. You must also include the argument mmdd, specifying the
month and day for which runacct should rerun the accounting process.

For example,
nohup runacct 0601 2>>/usr/adm/acct/nite/fd2logé&

restarts the accounting process for June 1 (reporting data for May 31) at the next state in
statefile. If you enter

nohup runacct 0601 MERGE 2 >>/usr/adm/acct/nite/fd2logé&

then runacct restarts on June 1 at the merge state.

Normally, it is not a good idea to restart runacct in the setup state. Instead, run SETUP
manually and restart by giving the command
runacct mmdd WIMPFIX

If runacct failed in the process state, be sure to remove the last ptacct file, because it will
not be complete.

Error messages

The acctems -a command produces a core file in /usr/adm/acct each day that system
accounting runs.

The runacct program produces a core dump in /usr/adm/acct if given filenames contain
a period or an underscore.
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If runacct is terminated, error messages are written into the act ive mmdd file in the
/usr/adm/acct/nite directory. If this file and the lock files exist, check £d210g for
unusual messages.

The following are some common error messages and possible solutions. The list is by no means
complete.

ERROR: locks found, run aborted
The files 1ock and 1ock1 were found. You must remove them to restart

runacct.

ERROR: acctg already run for date: check/usr/adm/acct/nite/lastdate
Today’s date is the same as the last entry in 1astdate; remove the last
entry in lastdate.

ERROR: turnacct switch returned rc= ?
Check the integrity of turnacct and accton. The accton program

must be owned by root and have the set-uid bit set.

ERROR: Spacct?.mmddalready exists
File setups probably have already been run. Check the status of files and
run setups manually.

ERROR: /usr/adm/acct/nite/wtmp.mmdd already exists. Run setups

manually.
File setups have probably already been run. Check the status of files and

run setups manually.

ERROR: wtmpfix errors see /usr/adm/act/nite/wtmperror
The wtmp file is corrupted. Use fwtmp to correct it.

ERROR: connect acctg failed: check /usr/adm/acct/nite/log
The acctconl program encountered a bad wtmp file. Use fwtmp to

correct it.

ERROR: Invalid state, check /usr/adm/acct/nite/active
The statefile is probably corrupted. Check it and read the active file

before restarting.
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Fixing corrupted files

When it is necessary to restart runacct, you may need to recreate some of the files before
proceeding. You can ignore some, and you can restore others from backups. Some files,
however, must be fixed.

Fixing wtmp errors

If the date is changed while the system is in multi-user mode, a set of date change records is
written into /etc/wtmp. The wempfix program is designed to modify the time stamps in
the wtmp files when this happens. If there has been a combination of date changes and
reboots, the wtmp£ix program might not work, causing acctconi to fail.

If this happens, you should make the following adjustment:

cd /usr/adm/acct/nite
fwtmp < wtmp.mmdd > xwtmp

ed xwtmp

and delete the corrupted records, or delete all records from beginning up to the date of
change:
fwtmp -ic < xwtmp > wtmp.mmdd

If you can't fix the wtmp file, create a null wtmp file, which will prevent connect time from
being charged incorrectly. The actprc1 procedure is not able to determine which login used a
specific process; it will charge the process to the first login in that user’s password file.

Fixing tacct errors

If you are using the accounting system to charge users for system usage, you must maintain the
integrity of the tacct file in the /usr/adm/acct /sum directory.

If tacct records have negative numbers, duplicate user IDs, or a user ID of 65,535, the file
may be corrupted. First, check sum/tacctprev with prtacct. If it looks all right, patch up
the latest sum/tacct . mmdd, then recreate sum/tacct.
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A sample patchup follows:

cd /usr/adm/acct/sum
acctmerg -v < tacct.mmdd > xtacct

ed xtacct

Next, remove the bad records and write duplicate UID records to another file:

acctmerg -i < xtacct > tacct.mmdd
acctmerg tacctprev < tacct.mmdd > tacct

¢ Note: You can recreate sum/tacct by merging all the tacct . mmdd files (the
monacct procedure does this).

The monacct procedure

The monthly accounting summary is another automated procedure in the accounting package.
You should invoke monacct once each month or once each accounting period. The line in the
cron ﬁle

15 5 1 * * /usr/lib/acct/monacct

causes monacct to be invoked once per month (see “The cron Program” earlier in this
chapter.)

When run from the command line, the form of the monacct command is
/usr/lib/acct/monacct [number)

where number indicates a month or period. You can specify the week (01-52), the month
(01-12), or the fiscal period, such as quarters (01-04). If you don't specify an argument,
monacct uses the current month as the default. The monacct procedure creates summary
filesin /usr/adm/acct/fiscal and restarts summary files in /usr/adm/acct /sum.
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Special accounting procedures: acctcom

Besides the user information you can get from the automated procedures, additional
information about users is available. For example, the automated procedure does not tell you
who is doing what, or when. One way to gather this information is by implementing additional
accounting commands supplied with your system.

The acctcom command is the most useful accounting command supplied with your system. It
reports what processes are associated with a particular terminal, user, or group of users.

The command syntax of acctcom is

acctcom [options] [file]

The acctcom command reads a specified file, the standard input, or /usr/adm/pacct, and
writes the selected records to the standard output. Each record represents the execution of
one process.

If you don't specify a file, and standard input is associated with a terminal,
/usr/adm/pacct is read. If this isn’t the case, the standard input is read. If file arguments
are given, they are read in the order given. Each individual file is read in chronological order by
process completion time. The /usr/adm/pacct file is usually the current file to be
examined. A busy system, however, may have several pacct files to be processed.

The output generated by this command is similar in format to the report generated by
runacct. It includes the following column headings:

COMMAND NAME The command name is preceded by a number sign (#) if the command was
executed with superuser privileges. By using the -n option of the
command, you can find out which users (selected with the -u option) are
executing the commands.

USER NAME The login name of the user.

TTY NAME The terminal associated with the process. If a process is not associated
with a known terminal, a period (.) appears in this column.

START TIME The time the process began.

END TIME The time the process terminated.
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REAL (SEC) The elapsed real time the process took to complete.
CPU (SEC) The elapsed CPU time the process took to complete.

MEAN SIZE (K) The average amount of memory (in kilobytes) used by a process over the
number of invocations of the process.

The following information appears in the output if certain options are used with runacct.
The options are explained next.

STAT The system exit status.

HOG FACTOR Ratio of system availability to system utilization. It is calculated as total
CPU time over elapsed time.

KCORE MIN The amount of kilobyte segments of memory used by a process.
CPU FACTOR A measurement of user time over system time plus user time.
cHARS TRNSFD The number of characters transferred by the read and write commands.

BLOCKS READ A total count of the physical block reads and writes that a process
performed.

The acctcom command can be used with several options. Here is a list of options with a brief
explanation of what each does. Try a few to find out which ones are best suited to your

purposes. Pay particular attention to the -u option, which describes user usage of the system.
For a full listing of all the options, see acctcom(IM) in A/UX System Administrator’s Reference.

-a The main acctcom option. In addition to printing the column headings in
the preceding list, it prints some average statistics about the processes
selected at the end of the report.

-f Prints a report with columns showing the number of fork /exec flags and
the system exit status.

-h Displays the fraction of total available CPU time consumed by the process
during its execution in a column headed BOG FACTOR.

-1 This option is not extremely useful, given the state of tty information. If
you specify this option, you always get information for all terminals.

Chapter 9 System Accounting Package  9-19
030-0762-A



=u

-9

9-20

Gives you a report of all system usage by a particular login name. The
option requires the argument user, which specifies the login name about
which you wish to generate a report. You can use it in conjunction with the
-s, -e, -8, and -E options to limit the search to a specific time period. If
you specify an incorrect login name, -u generates an error message and
then produces the entire report anyway.

Similar to the -u option. Instead of printing system usage by user,
however, it prints usage by the group. It requires the argument group,
which may be either the group name or group ID. The /etc/group file, of
course, must be correct for this option to work properly.

Limits the reported information to processes that occur by a specified
time. These options can be used with the other options to specify a range
of time to which the report of activities will apply. These options require
the argument

hri:min{ :sec] ]

- s selects processes existing at or after time.
-5 selects processes starting at or after time.
-e selects processes existing at or before time.
-E selects processes ending at or before time.
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Chapter 10 System Activity Package

Two packages provided with your A/UX system allow you to keep track
of the details of system operation and usage:

m The system accounting package collects information and
generates reports on buffer activity, CPU use in general, device
activity, and so on. For more information, see Chapter 9, “System
Accounting Package.”

m The system activity package permits you to keep track of all
low-level activity in your system. This chapter discusses the system
activity package.

The system activity package provides features for collecting data about
the low-level functioning of your system. You can use commands to get
information on low-level system activity and to generate reports that
summarize this activity. The system activity package does this by using
various counters to monitor kernel activity. The counters are sampled
regularly, and the data is saved in binary format. This data is then used to
generate ASCII reports, which can help you to determine if and where the
system needs fine-tuning. You can view the output from these commands
immediately or redirect it to a file for future use.

The system activity commands use a series of activity counters to gather
and sample data and generate a report on system activity. These counters
are described in conjunction with the commands that use them to
generate reports.
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The system activity counters

A series of system activity counters must be working to determine what processes are being
run at any given time. These counters, which are located in the operating system kernel, record
various activities at selected times. For example, you can set them to record all processes used
at 8:00 A.M. Monday, and store the information in a file for later review.

There are several types of counters. Each counter generates various pieces of information, but
the same counter may be used by different commands to provide different information. The
CPU counter, for instance, reports the prime-time and nonprime-time usage in minutes in the
accounting report (see Chapter 9, “System Accounting Package”), whereas in the activity
report the same counter reports the state or states that the CPU is in: idle, user, kernel, or wait.

In this chapter, each type of counter is explained as it first occurs in relation to the system
command that invokes it. Most are explained in relation to the sar command, because this is
the most useful system activity command. Particular emphasis is placed on those counters
that you can use to troubleshoot or fine-tune your system.

If you would like more detailed information about the counters, keep the following in mind:

m The data structure for most counters is defined in the sysinfo structure in
/usr/include/sys/sysinfo.h.

m The system table overflow counters are kept in the _syserr structure.

m The device activity counters come from the device status tables.

The system activity data collector

The system activity data collector (sadc) is the automated data collection feature supplied
with your system. Two shell scripts, sa1 and sa2, assemble the data for the reporting
functions.
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The sadec command

The sadc command is used to collect system activity information at regular intervals. It is an
executable program that reads the system counters located in /dev/kmem and records them
in binary format in a file for later sampling by the system activity reporting functions.

The command sadc can be used alone or with arguments. It has the format
/usr/lib/sa/sadc [tn] [file]

When used without arguments, sadc sets the startup time. It creates a special record that tells
the system to reset the system counters to zero. The same thing occurs when the system is
rebooted. When the arguments ¢#and 7 are used, sadc samples the counters # times every ¢
seconds and writes the data in binary format to the named file or, by default, to the standard
output, /usr/adm/sa/sadd, where dd stands for a given day.

The sal and sa2 commands

The sal and sa2 commands supply the default parameters for the operation of sadc
and sar.

The sa1 command invokes sadc to enter the information gathered by the system counters at
the intervals specified in the /usr/1ib/cron/crontab file into the daily data file
/usr/adm/sa/sadd. This information is in binary format.

The sa2 command is a variation of the saxr command. It reads the data file created by sa1
and uses it to generate a report in ASCII format. This report is stored in the /usr/adm/sa
directory in the files named sardd. Again, dd stands for the day of the report. You can use the
sar options with the sa2 command. For a complete explanation of these options, see “The
sar Command Options,” later in this chapter.
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Setting up the system activity functions

It is a good idea to monitor and record system activity routinely in a standard way for
historical analysis. Each of the previous commands initiates activity observations. For these
observations to occur, you must first initiate the data collection functions. By automating
these functions, you can generate regular system activity reports.

Your system can automatically sample the activity counters and store the information in a file
for later reporting.

To do this, edit the following lines in /usr/spool/cron/crontabs/adm so that they are
“commented out.” This is done by placing a number sign before each line:

0 * *x ¥ 0,6 /usr/lib/sa/sal
0 18-7 * * 1-5 /usr/lib/sa/sal
0 8-17 * * 1-5 /usr/lib/sa/sal 1200 3

Next, run the crontab command on this newly modified file. This produces records every 20
minutes during working hours and hourly otherwise.

You can generate hourly records during working hours by substituting

5 18 * * 1-5 /usr/lib/sa/sa2 -s 8:00 -e 18:01 -i3600 -A

for

0 18-7 * * 1-5 /usr/lib/sa/sal

These entries cause the collection functions to operate. They do not, however, generate

reports automatically. It is still the responsibility of the system administrator to check the
desired reporting function regularly and to generate the report for current and later review.

The system activity report commands

The three commands sar, sag, and t imex generate system activity reports.

You can use these commands to observe system activity during

m normal operations

m a controlled stand-alone test of a large system

= an uncontrolled run of a program to observe the operating environment
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The sar command generates system activity reports in real time and saves the output in a file.
The sag command displays system activity in graph form.

The t imex command is a modified t ime command that reports how long a given command
takes to execute and how much user and system time was spent in execution of the command.

These commands and their options and applications are discussed in detail in the following
sections.

The sar command

The system activity reporter command is sar. You can use the sar command alone or with a
series of options. If you enter

sar

a report on today’s CPU activity scrolls across the screen. The output should look like this:

00:00:03 gusr gsys swio gidle
01:00:03 1 1 0 98
02:00:03 1 1 0 98
14:39:12 41 12 4 42
14:59:12 3 5 3 89
15:20:04 14 12 4 70
15:40:04 11 8 3 78
Average 5 5 1 89
The column headings display the following:

%usr amount of time running in user mode

$sys amount of time running in system mode

$wio idle time with process waiting for block I/O

$idle idle time not waiting for block I/O

If you enter

sar > sar.output

the output from sar is stored in the file sar . output. It doesn't scroll across your screen.
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By entering sar with the options discussed in the next section, you can sample various
counters to view activity at specific times and intervals. By redirecting the output to a file,
you can save the information for later review.

The full sar command syntax is written in one of these two ways:

sar [-u] [-b] [-d] [-w] [-c] [-al [-q] [-v] [-m] [-A] [-ofile] t [n]
sar [-u] [-b] [-d] [-w] [-c] [-al] [-q] [-v] [-m] [-A] [-stime]
(-etime] [-isec] [-£file]

The first word is the command itself; the bracketed letters within the brackets are flag
options that sample different counters. The remaining options allow you to sample certain
counters at specified times and save the results for later viewing.

In the command syntax
sar [-u] [-b] [-d] [-w] [-c] ([-a] [-q] [-v] [-m] ([-A] [-stime]
[-etimel [-isec] [-ffile]

sar extracts the data from a previously recorded file (which you specify with the -f file
option) or, by default, from the standard system activity daily data file
/usr/adm/sa/sadd, where dd stands for a given day. This file appears unreadable when you
view it because it is stored in the internal format used by the system reporting functions to
prepare reports. The reports themselves are in a readable format.

You can specify the starting and ending times of the report by invoking the -s time and
-e time options, using the format Ahl:mml:ss].

The -1 option selects records at sec second intervals. Otherwise, all intervals found in the data
file are reported. For example,

sar -s8:00 —-el18:01 -1i3600

samples activity at intervals of 3600 seconds, which means it samples activity at intervals of
3600 seconds, or every hour starting at 8:00 A.M. and ending at 6:01 P.M.

In the command syntax
sar [-u] [-b] [-d] [-w] [-c] [-a] [-q] [-v] [-m] [-A] [-ofile] t [n]

sar invokes the data collection program sadc to sample the system activity counters every
t seconds for 7 intervals and generates a system activity report.

- If you specify the -o option, sar saves the output in binary format into file.

106  A/UX Local System Administration
030-0762-A

PN



If you supply no frequency arguments, sar generates system activity reports for the time
interval specified in the existing data file. On this system, that time period is from 8:00 to
18:00, and the data is sampled every hour. See “Setting Up the System Activity Functions,”
earlier in this chapter. Unless you redirect the output to a file, it scrolls across the screen.

¢ Note: All reports you generate with the options listed print a time stamp for each
entry. This time stamp appears in the first column of each report section in the
format hh:mm:ss.

When used without options, the sar command generates a report about CPU activity only.
This is the same report you receive if you enter

sar -u

The system activity package automatically generates a report containing all of the options
listed in the following sections. The report is stored in the /usr/adm/sa directory, in the
files listed as sardd. These files are the binary representations of the sar reports. You can get
the same report by typing

sar —-A

This generates the same information as

sar —udgbwcayvm

but takes fewer keystrokes.

The sar command options

The options you can use with the sar command are listed in the following subsections.

The -u option

Use the -u option to get a report on CPU utilization. This is the default option, the option the
system selects if none is specified.
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If you enter

sar -u

a report similar to the following is displayed:

07:00:02 $usr %sys Swio $idle
08:00:04 0 1 0 99
09:00:02 10 7 3 80
11:00:07 8 8 4 81
12:00:05 15 10 4 71
13:00:03 12 10 2 76
15:00:08 31 16 4 48
16:00:06 39 15 4 43
18:00:02 1 1 0 97
19:00:02 0 0 99
Average 12 8 2 78
The column headings display the following:

$usr amount of time running in user mode

$sys amount of time running in system mode

swio idle time with process waiting for block 1/O

%idle idle time not waiting for block 1/O

All of the information under these headings is sampled each hour to produce the report. The
headings correspond to the four CPU counters: user, kernel, wait for I/O completion, and idle.
These counters are increased by one (incremented) each time the clock calls for an interrupt
(a count on the system), which occurs 60 times per second.

The -b option

The -b option reports buffer activity. This option works by accessing three sets of read and
write counters:

m lreadand lwrite (logical read,logical write)

m breadandbwrite (block read, block write)

m phreadand phwrite (physical read, physical write)
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If you enter

sar -b

the system generates a report organized in columns as follows:

bread/s, brwrit/s
Samples the bread and brwrite counters, giving the transfers of data
per second between the system buffers and the disk.

lread/s, lwrit/s
Samples the 1read and 1write counters, giving the number of times the
system buffers are accessed.

phread/s, phwrit/s
Samples the phread and phwrite counters, giving the number of data
transfers via raw devices.

%rcache, %wcache
Gives the cache hit ratio, the ratio of buffer reads (oread) to logical
reads (1read) and buffer writes (bwrit) to logical writes (1writ). The
cache hit ratio reports if files are being accessed from the buffers or if the
information has to be retrieved from the disk itself. A low ratio might
suggest that more efficient buffering could increase system response time
in a certain area.

The -d option

The -d option reports device activity. This option is unreliable, and the information it
provides is usually inaccurate. When you select this option, you can view information on block
devices, such as the disk or tape drives.
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If you enter

sar -d

the system generates a report organized in columns as follows:
Device The device being sampled.

$busy Samples the device counters and displays the time, expressed as a
percentage of total report time, during which the device was engaged in
transferring data.

avque Displays the average number of requests waiting to be processed.

r+w/s Displays the number of data transfers to or from the disk or tape drive.
blks/s Displays the number of bytes transferred and counted in block-sized units.
avwait Displays the number of milliseconds that transfer requests have to wait in

the queue before being processed.

avserv Displays the average time it takes to service the request.

The figures in these columns represent a sampling of a combination of 1/O activity counters
and character counters. The $busy column, for example, represents a sampling of the i0_ops
counters and the io_act counters. The b1ks/s column represents a sampling of the
io_bent counters. The avserv and avwait columns represent a sampling of the io_act
and io_resp counters. These counters are explained in greater detail later in this section, and
some suggestions for fine-tuning are given.

Each disk or tape device has four counters to record activity. The activity information is kept
in the device status table. Whenever an 1/O request occurs, io_ops (I/O operations) is
incremented. It keeps track of block 1/0, swap 1/O, and physical I/O.

Transfers between the device (particular disk or tape drive) and memory are recorded in
512-byte blocks by io_bent (I/0 block counters). The io_act and io_resp are
particularly useful I/O counters. By time ticks, they measure the time it takes a device to
receive, process, and transmit a request, summed over all I/O requests for the device. The
io_act counter measures the active time, which is the time during which the device is
actively engaged in seeking, rotating, and transferring data (all measured by different counters
and combined into one active count).
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The io_resp counter measures the total elapsed time between the time the request is
received in the queue and the time it is completed. By looking at the ratio between active
time and response time, you can determine if the disk and tape devices are being put to their
best use. For example, if one device is so heavily used that response time is significantly
increased, pethaps you can shorten system reaction time by transferring some frequently used
information to another, less used device. Also, if the active time counter for a device is high
compared with the number of requests on the system, perhaps you can load the file systems on
the device differently for more effective access.

The -w option

The -w option reports swapping and switching activity. This option uses the swapin and
swapout counters. (The column headings that appear in the report, swpin and swpot, are
abbreviations.) These counters are incremented each time the system receives a request
initiating a transfer to or from the swap device. The swap device is a disk partition used as a
“holding area” for processes that are not currently running. When main memory is full,
processes that are not currently running are swapped out (transferred) to the swap device.
When the CPU is ready to work on a process that is in the swap device, the process is swapped
back into memory.

The amount of data swapped in and out is measured in blocks and counted by the bswapin
and bswapout counters. The data collected by these counters is displayed under the column
headings bswin and bswot.

The figures for swpin are usually higher than those for swpot. This peculiar asymmetry arises
from programs with the “sticky bit” set, which keeps a program on a contiguous area of the
swap device. Therefore, moving the program back and forth between memory and the swap
device is more efficient if the sticky bit is not set.

If you enter sar -w, the system generates a report organized in columns as follows:

swpin/s Reports the number of transfers from the swap area on disk to
main memory.
swpot/s Reports the number of transfers from memory to the swap area.

bswin/s, bswot/s
Reports the number of bytes transferred.

pswch/spswch/s
Reports the number of process switches that have occurred.
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The -c option

The -c option reports system calls. This option accesses the pswitch and syscall
counters. These counters are related to the management of multiprogramming, which occurs
when one process, the parent process, calls (forks and executes) another program, the child
process. While the parent waits, the child performs its task, terminates, and reinvokes the
parent process, which continues.

The syscall counter is incremented every time a system call occurs. Certain system calls—
the read, write, fork, and exec calls—are counted individually in sysread, syswrite,
sysfork, and sysexec.

The pswitch counter keeps track of the number of times the switcher is invoked. The
switcher is invoked when the program running cannot complete its intended process.
The following situations cause pswitch to be incremented:

m 2 system call that had to wait for an unavailable resource

m an interrupt that caused the awakening of a higher-priority process

m 2 l-second clock interrupt

To check the number of system calls, type

sar -c

The first five columns of the resulting output give information on the number of system calls
made. The first column (scal1/s) gives the total number of system calls; the next four
columns give the number of specific system calls for read (sread/s), write (swrite/s),
fork (fork/s), and execute (exec/s) system calls. The last two columns give the number of
characters transferred by the read (rchar/s) and write (wchar/s) system calls.

The -a option

The -a option reports on use of file access system routines. Avoid using this option, because
this information is usually inaccurate. This option of sar checks the following:

m the number of times a file’s inode number is requested
m the number of file path searches
m the number of directory blocks read by the system
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If you enter

sar -—a

the system samples the file access counters and generates a report showing the number of
times each of the file access routines was performed. The report is organized into columns
as follows:

iget/s Measures the number of requests for the inode number that corresponds to
a particular file. The iget routine is used to locate the inode entry
(i-number) of a file. See Chapter 8, “Checking the A/UX File System:
£sck,” for an explanation of i-numbers and inodes. The iget routine first
searches the in-core (main memory) inode table. If the inode entry is not
in the table, iget gets the inode from the file system where the file resides
and makes an entry in the inode table.

namei/s Measures the number of requests for a file-system path search. The namei
routine performs file-system path searches. It searches the various
directory files to get the associated i-number of a file corresponding to a
special path. Like other file access routines, name1i calls iget to find the
i-number of the file it is searching for. Therefore, counter iget is always
greater than counter namei.

dirblk/s Measures and records the number of directory block read requests issued
by the system. Dividing the directory blocks read by the number of name i
calls results in an estimate of the average path length of files. A long path
length may indicate a significant number of subdirectories. Rearranging
the file structure to move the more commonly accessed files higher up the
path would correct this problem.

Each time one of these routines is called, the respective counter is incremented.
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The -q option

The -q option reports on queue activity. At intervals of one second, the clock routine
examines the process table to see whether any processes are queued and ready. If so, the
counter runocc is incremented and the number of processes waiting is added to the runque
counter. While this is happening, the clock routine also checks the process status of the
swapper. If the swap queue is occupied, the counter swapocc (swap occupied) is
incremented and the number of processes waiting in the queue is added to the swapque
counter.

If you enter

sar -q

the system reports on the average time a process is queued before it is acted on. The report
lists the average queue length while the queue is occupied (the columns ending in -sz) and the
percentage of time the queue is occupied (the columns beginning with ¢). It is broken down
into two main parts: the run queue (the rung columns), which lists the processes in memory
and runnable; and the swap queue (the swp columns), which lists the processes swapped out
but ready to run.

The -v option

The -v option reports the status of text, process, inode, and file tables. The information
provided is usually inaccurate. When an overflow occurs in any of the inode, file, text, or
process tables, the corresponding counter (inodeovf, £ileovt, textove, of procove) is
incremented. These indicate resource problems with tables or with the size of memory.

You can use the -v option of the sar command to discover the size of tables and any table
overflows.

If you enter

sar -v

the system produces a report in which the first five columns show the number of used and
available entries in each table. This information is typically given for intervals of one hour. The
measurement is taken once at the sampling point. The last four columns give the number of
overflows that occur between the sampling points.
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The -m option

The —-m option reports message and semaphore activities. This option of the saxr command
reports which processes requested the operating system to send information directly to
another process.

If you enter
sar -m

the system generates a report on message and semaphore activity. The message and
semaphore columns (msg/s and sema/s) reflect the most basic I/O operations of the
system. These “primitives” (for example, read and write) are called by other programs,
which use them as building blocks to complete their processes. The message primitives keep
track of interprocess communications; that is, the number of times one process asks the
operating system to send information directly to another process. The semaphore primitives
synchronize the actions of various processes and facilitate the use of shared resources.

The sag command

The system activity graph command is sag, which displays the system activity data that was
created by a previous run of the sar command and stored in binary format. You can plot the
graph using any single column or combination of columns since sag can prepare cross-plots or
time plots.

A graphics package that can invoke the graphics and tplot commands must reside on the
system for you to print a system activity graph. Unfortunately, very few terminals are
supported. The Macintosh II and common emulators such as the VT100 are not among those
supported. See sag(1G) in A/UX Command Reference.

The timex command

The t imex command is an extension of the t ime command; see t ime(1) and t ime%(1) in
A/UX Command Reference. It times a command and reports process data and system activity.
The command you are tracking is executed, and the elapsed time, user time, and system time
spent in execution are reported in seconds.

The options available with sar are also available with t imex. However, t imex tracks one
command, whereas sar tracks all commands. The output of the t imex command is easier to
understand than the output of sar, and it is also generally more reliable.
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Normally you use the t imex command to measure a single command. If you want to measure
multiple commands, combine the commands in an executable file and time the file. You can
also do this by entering

timex

sh -c "cmdl; cmd2;..;"

This allows ¢ imex to measure the user and system times consumed by all the commands as if
they were one single command. See sh(1) in A/UX Command Reference.

Because process records associated with a command are selected from the accounting file
/usr/adm/pacct, background processes that have the same user ID, terminal ID, and
execution time window are included in the totals given.

You can specify options to list or summarize process accounting data for the command and
its children and to report the total system activity during the execution interval. If you don’t
specify any options, t imex behaves exactly as the t ime command does.

The syntax for the t imex command is

timex

[-pos] command

The t imex command options are

P

=0

10-16

Lists the process accounting records for the specified command.
This option has six suboptions:
Prints the fork/exec flag and system exit status.

h  Reports the fraction of total available CPU time the process consumes during
its execution and suppresses reporting of the mean memory size.

k  Reports the total kcore-minutes and suppresses reporting of memory size.
m  Reports the mean core size.

r  Reports the fractional representation of CPU factor (user time over system
time plus user time).

t  Reports separate system and user CPU times.

Reports the total number of blocks read or written and total characters transferred by
the command selected and all its children.

Reports the total system activity during the execution interval of the command, not
just the activity resulting from the command specified. All the data items listed in
sar are reported.
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Chapter 11 Troubleshooting

This chapter lists some common problems that A/UX users may experience,
along with actions that you can take to identify and correct them.
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m When starting the machine, you press the power button but the machine
doesn’t start.

o Check the power cord to make sure that both ends are tightly plugged into the
correct socket. (One end plugs into the power supply and the other into the
electrical outlet.)

o Make sure that the keyboard is plugged into the appropriate port with the
appropriate cable.

o The electricity may not be functioning in the outlet; try one that you know
works. If you are using a power strip, check to be sure that it is turned on.

= When you start the computer, a floppy disk icon with a blinking question
mark shows up in the middle of the screen.

o Make sure that the external hard disk is turned on.

o Restart the computer, using the programmer’s switch. The computer may not
have recognized all of your disks during startup.

o Examine the SCSI cables for proper configuration.

o Make sure that the SCSI chain has been terminated properly.

o Verify that each SCSI device has its own separate SCSI ID (0 to 7).

o System software may not be installed. Install, or reinstall, if necessary.
o Boot blocks may be damaged. Reinstall system software.

o System file may be corrupt. Reinstall system software.

o The internal or external disk, or both, may have crashed. After trying all of the
other suggestions, contact your authorized Apple dealer.

m A Macintosh icon with an unhappy face appears on the screen, accompanied
by a chiming sound.

o Turn the machine off, using the switch on the back of the computer. Boot from
a floppy disk containing system software to rule out any hardware problems. If
the system boots from the floppy disk, reinstall the system software onto your
MacPartition, or try removing inits, which are the contents of your
initialization script.
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o If the system fails to boot from the floppy disk, contact your authorized
Apple dealer.

m After double-clicking the A/UX Startup icon, you receive the error message

Chroot failed.

o If you have a different device for the root A/UX file system than the device that
contains A/UX Startup, choose Preferences from the General menu and change
the (default) / field to reflect the SCSI ID number for your root file system.
Click OK and choose Quit from the File menu. Then double-click on the
A/UX Startup icon and attempt to bring up A/UX again.

& Note: The only reason to change from the (default) / SCSIis when
A/UX Startup and A/UX are not on the same SCSI ID, or when you boot
the system with A/UX Startup on a floppy disk.

During the launching of A/UX, £sck locates a problem with the file system.
You are asked to click on the Repair button.

o Let £sck automatically repair the file system by clicking Repair.

o Another method is to run £sck from A/UX Startup. Reboot your system. Cancel
the boot process to enter the A/UX Startup command shell window. Enter £sck
-p /dev/dsk/cxd0s0, where x stands for the SCSI number of your device.

o See Chapter 8, “Checking the A/UX File System: £sck,” for more information on
repairing your file system.

o If these suggestions don’t work, contact your local authorized Apple dealer for
assistance.

=  A/UX s frozen at the login window and the keyboard does not respond.

o Make sure that the keyboard is plugged into the back of the Macintosh with the
appropriate cable.

o Restart the machine and cancel the booting process, so that you are in
A/UX Startup. Use the cat command to display the /etc/inittab file;
check that all of the inittab settings are correct. If you are using Yellow Pages,
make sure that the server is running.
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m You add an init or a cDEV to the System Folder that does not show up
while booting A/UX, or else it does not work.

m}

Perhaps the init or cDEV files were not designed to show their icons during the
startup process, or they weren't turned on in the Control Panel.

A/UX uses a different System Folder than does the Macintosh OS for inits and
CDEVs. Place the appropriate files in /mac/sys/systemFolder and log out.
Then log in. The cDEV or init should be installed.

m The error message £serr: filesystem full appears on the screen
every few minutes.

m]

The file system has run out of space or inodes. Enter d£, which displays the
number of blocks and inodes available for use on the current file system. To free
space and inodes, remove old files from the full file system. Make backups of
files to be removed, either on tape or on floppy disks.

m  While you try to partition a disk for A/UX with Apple HD SC setup, the drive
cannot be found.

]
]

0

114

Make sure that the external hard disk is turned on.
Make sure that the SCSI cables are properly configured.
Make sure that the SCSI chain has been terminated properly.

If the disk is not an Apple product, contact your vendor to get the
right software.

A non-SCSI device, such as the Apple Hard Disk 20, cannot be read by
Apple HD SC setup.

Two disks with the same SCSI ID may be turned on. Shut the machine down and
turn one of the drives off. Insert the point of a pushpin or a straightened paper
clip into the small hole in the SCSI selector switch to change the SCSI ID. Turn on
the drive and the Macintosh computer.

The drive may be damaged. Contact your authorized Apple dealer.
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m The error message m_expand returning 0 appears on the screen every
few minutes.

m}

Increase the number of NMBUFS with the kconfig command. NMBUFS
allocates buffers for networking; when installing n£s, the number should be
increased. Remember that these changes do not take effect until the kernel has
been rebooted.

The error message file: table is full appears on the screen every
few minutes.

[}

The system file table is full and needs to be increased. The kconfig command
allows the NFILE parameter to enlarge the table. When you increase the NFILE
parameter, the NINODE parameter should be equal to or greater than the NFILE
parameter. (They are usually kept at the same number.) The total memory
configuration of your system should determine the size of your NFILE and
NINODE parameters.

The error message proc: table is full appears on the screen every
few minutes,

a

The system has attempted to increase the total number of system processes
beyond the default number set in the kernel. The kconfig command allows the
NPROC parameter to reflect a higher number. Increase NPROCs in increments of
25 until the message no longer appears. You must reboot each time you enter the
kconfig command.

While you are using the tar or cpio command with a floppy disk, the
error message cannot open /dev/floppyO is displayed.

[m}

The drive that has the floppy disk could be /dev/£1loppyl, or else the disk is
write-protected.

When you are using chgrp and chown, the error message
filename: Not owner appears.

O

You do not have the appropriate permissions to change owner or group of that
file. Enter su to become the superuser and run the command again.
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m While trying to unmount a mounted file system, you encounter the error
message : /filesystem: Device busy.

0

The file system is currently in use. Change to the root directory by entering cd /.
Enter the umount command again. Make sure that no other windows are open in
which users have changed directories to the file system you wish to unmount.

Somebody else on the network may be accessing that directory. Use the who
command to see if someone else is using that file system.

m While you are using tar or cpio with the Apple Tape Backup unit, an error
message appears indicating that the utility cannot open /dev/rmt/tcx.

]

[m]

o When using tar, you failed to use -£/dev/rmt/tcx, where xis the SCSI number.

The tape is write-protected.

The device file you selected was assigned an incorrect SCSI device number.
Reselect it with the correct device number.

The kernel may not have been updated with the correct drivers. Verify by running
the module dump /unix command. Look for the tc driver in the list. If it
isn’t there, run autocon£ig to configure the kernel with the tape driver.

Reboot the computer.

m While you are creating a file system on a disk that has been initialized and
partitioned with A/UX, an error message is displayed indicating that the
block limit is too large to fit on that partition.

[m]

]

Check the slice number to be sure that it coincides with the partition you gave it
while using Apple HD SC Setup.

Perhaps the number of blocks that you specified while using mk £s for a SVFS file
system is too large.

Make sure that you used the correct SCSI ID number.

m Files sent to the printer have not printed.

m}

m}
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Make sure that the printer is not out of paper.

Make sure that the cable from the LaserWriter to the Macintosh is plugged in to
the right ports.

If using the 1pr spooler, run 1pq to verify that the printer is accepting requests.
With the 1p spooler, enter the 1pstat command. Restart the scheduler
/usr/1lib/lpsched.
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GMT bias 2-27
Greenwich Mean Time 2-27
group ID 3-11

out of range 3-37
groups, A/UX maximum 3-9
Guest account, security on 3-13
Guest user 2-10

account for 1-3

H

hard disks, SCSI
booting from 2-25
partitioning. See partitioning hard disks
reinitializing error-prone 5-18
Hard Disk 20 2-25
hard /O errors, while backing up 4-14, 4-33
HD SC Setup 5-19 to 5-25
A/UX compatibility 5-4
benefts of 5-3
general description of 5-6
troubleshooting of 11-4
quitting 5-25
help command, A/UX Startup 2-16
holiday, updating 9-4 to 9-5
holidays file, format of 94
home directory 1-3, 3-4
problems with 3-36
home variable
built-in 2-20
host name 2-10

LJ

ImageWriter printer queue 7-4
in-core blocks 8-15
incremental backups 4-3
indirect blocks 8-6 to 8-7, 8-15
initgroups 3-11
initialization script 11-2
initial processes 2-35
init program, considerations when
running 2-39

inodes

access time 8-7

definitions 8-4

location 89

modification time 8-7

as type of file system update 8-15
installation script 7-28

K

kconfig command 2-35, 11-5
NPROC parameter 11-5

kernel
building new. Seenewconfig
launching during boot 2-7
loading 2-6
rebuilding 2-8, 2-22, 7-26

known parameter 8-2

Korn shell 3-11, 3-12

L

list command 3-15
loading, canceling of 2-6
logfiles 1-2
logging in 2-9 to 2-10
changing modes during 2-9
establishing user’s environment 3-11 to 3-12
logging out 2-11
logical block 8-3
login accounts
administrative login 1-3 to 1-4
start 13
Login command, Guest account 3-13
Login dialog box 2-9
login files 3-12
login name 3-3
login program 3-11
login shell 3-12
lost+found directory 5-35, 8-16, 8-43
1p administrative group 1-4
1p administrative login 1-4
1p print spooler 7-28 to 7-46
commands for general use 7-29
commands for 1p administrator 7-29 to 7-30
configuring the system 7-33 to 7-37
determining status 7-3
handling requests 7-39 to 7-42
syntax of command 7-38
system files 7-45 to 7-46
troubleshooting 7-43 to 7-44
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1p scheduler 7-31 to 7-33

1pc error messages 7-11

1pd error messages 7-11

1pd print scheduler 7-4

1pqg command 7-7 _
error messages 7-10 to 7-11

lpr print spooler 7-3 to 7-11
commands for general use 7-7
commands for 1pr administrator 7-8
setting up 7-4 to 7-7
troubleshooting 7-9 to 7-11

lprm command 7-7
error messages 7-11

lpstat command 7-31

M

Macintosh display, setting up 7-14
Macintosh folders, access permission 3-3
Macintosh Operating System
bypassing for A/UX 2-2
working exclusively within 2-5
Macintosh volume 5-6
MacPartition 2-15, 5-3
disk for 22
MacsBug 2-39
MacTerminal application 7-18
mail administrative group 1-4
manual pages 6-11

message and semaphore activity report 10-15

Misc A/UX partition type 5-11, 5-21 to 5-22
mkdir command 4-6
creating a directory 3-5
mk fs command 5-35, 11-6
modem
as an incoming device 7-25
setting up 7-22
modes. See permissions
monacct command 9-10
monacct procedure 9-17
mount command 5-11, 5-13
accessing partitions 5-14
mount points 2-7, 5-12
definition of 4-6
mount table 5-10
entry 5-14

IN-6 A/UX Local System Administration
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mounting process 5-14
mt command 4-17
multi-user mode 2-34

and autoconfig 2-22
mv command 5-14

N, O

NBUF parameter 2-34

network communication 1-3

Network File System, serving read-only files with
6-12 to 6-13

newconfig program 2-22,7-26 to 7-27

newfs command 5-31, 5-34 to 5-36

newfs Commando dialog 5-35, 5-36

newfs program 5-17

newgrp command 3-9

newunix program 7-26, 7-27

NF ILE parameter 2-35, 65

NFS (Network File System), serving read-only files
with 6-12 to 6-13

NINODE parameter 2-35, 6-5

NMBUFS 115

nobody administrative login 1-4

NPROC parameter 2-35

nuucp administrative login 1-3

P

pack compressing tool 6-14
parent process 10-12
partitioning hard disks 5-6 to 5-7. See also
partitions
troubleshooting 11-4
partition map 5-6 to 5-7, 5-10, 5-24
partition names
eliminating duplicate 5-27
used by A/UX utilities 5-15
partitions. See also slice numbers
adding 5-20, 5-22
checking information about 5-24 to 5-25
definition of 5-3
grouping of 5-22 to 5-23
moving 5-19 to 5-20
reconfiguring 5-17



referring to 5-14 to 5-15
removing 5-19 to 5-20
types of 5-21
password aging 3-13
password program 3-20
passwords
incorrect 3-36
permissions for 3-19
requirements 3-38
restrictions for System V 3-13
pax utility 4-2 to 4-3, 4-8t0 49
compressing file archive 6-15
pcat program 6-14
peripheral devices 7-1
permissions 3-3
description of 3-14
directory 3-16
file access 3-14 to 3-15
folder 3-16
physical block 8-3
pname utility 6-6
port 7-13
powering down. See shutting down
prdaily procedure 9-12
print job request 7-3

print spooler 7-3. See also 1p print spooler; 1pr

print spooler

modifying 7-4, 7-5
printcap database 7-5to 7-7
printer interface program 7-4
printer output filters, writing 7-12
printer queues, access to 7-7
printers

naming 7-5

remote 7-6

serial-line 7-5

spool directory 7-6

system default destination 74
printing, troubleshooting 11-6
pswitch counter 10-12
pwck command 3-6

Q

queue activity report 10-14

R

raw devices 4-10, 8-13
read permission 3-14
recovering files
all files 4-13
selected files 4-14
redundancies 8-2
relative filename 3-4
remove shell procedure 9-6
Repair button in £sck dialog box 11-3
restart command 7-8
restarting A/UX 2-11
Restart menu item 2-17
restore utlity 4-28 to 4-32
advantages of 4-22
disadvantages of 4-22
interactive mode 4-29 to 4-30
keys 4-30 to 4-31
options 4-32
restricted shell 3-33, 7-7
rfloppy 4-10. See also raw devices
rlogin command 7-7
root account 1-3. See also superuser
privileges of 2-33
root administrative group 1-4
root administrative login 1-3
root file system 2-6
root variable, built-in 2-20
rsh command 3-33, 7-7
runacct procedure 9-7to 9-15
error messages 9-14 to 9-15
failure of 9-13 to 9-14
fixing corrupted files 9-16
restarting 9-12 to 9-13
run levels
changing 2-38
current 2-39
defaultin /etc/inittab 2-35

S

sal command 10-3
sa2 command 10-3
sadc command 10-3, 10-6
sag command 10-5, 10-15
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sar command 10-5 to 10-15
options 10-7 to 10-15
syntax 10-6
screen, frozen 11-3
SCSI, definition of 5-1
selective backups 4-3
serial ports, setting up 7-15 to 7-16
session type, invalid 3-37
set-gid command 3-19
setport command 7-15 to 7-16
setport Commando dialog 7-15
set-uid command 3-19
settimezone command 2-27
shell programs
changing default program 3-33
default 3-4
selecting for new user 3-24
and setup files 3-10 to 3-11
Shut Down dialog box 2-11
shutdown message, sending 2-14
shutdown program 2-13
shutting down
from the A/UX command line 2-13 to 2-14
in an emergency 2-39
from the Finder 2-11 to 2-13
overview 2-2
single-user mode 2-33 to 2-34
init process 2-33
from multi-user mode at shutdown 2-14
making default mode 2-33
reasons for 2-33
slice 30 5-16. See also MacPartition
slice 31 5-16
slice numbers 5-10 to 5-11
Apple conventions for 5-16
assigning permanent 5-28 to 5-30
special files 8-11, 8-12
spooler system 7-3 to 7-12
start account 1-3
start command 7-8
starting up the system 2-2 to 2-8
overview 2-2, 2-3
startup application 2-24
startup device
changing 2-24
order of 2-25
startup disk, contents of 2-23
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sticky bit 3-20, 10-11
stop command 7-8
superblocks

definition 5-8

errors 8-29

list of contents 8-10

SVFS vs. UFS 8-10

as type of file system update 8-14
superuser 1-1, 1-3. See also root account
SVES 1-5
swap device 10-11
swapping activity report 10-11
swap space, adding 5-38 to 5-39
synch command 8-14
sys administrative group 1-4
sy s administrative login 1-3
syslog file 7-11
system, customizing 2-26 to 2-35
system accounting, turning on 9-2 to 9-3
system accounting package 9-1 to 9-20, 10-1
system accounting programs 1-3
system activity counters 10-2
system activity data collector 10-3, 10-6
system activity functions, setting up 104
system activity graph, printing requirements of
system activity graph command 10-5, 10-15
system activity package 9-1, 10-1, 10-16
system activity reports 10-4
system administrator’s log 1-1
system call report 10-12
system clock 2-35
system console, displaying during shutdown 2-14
system files

backing up 1-1

monitoring growth 6-11
System V file system 1-5

password restrictions 3-13
System Folder

adding init or CDEV 114

creating 3-5

personal 3-5
system startup 2-2 to 2-8

overview 2-2, 2-3
system time

A/UX clock 2-27

adjusting for daylight saving 2-27



Macintosh clock 2-27

overriding 2-30

reasons for resetting 2-26

setting with sett imezone command 2-28
to 2-29

time zone menu 2-28

T

table full, error message 11-5
tacct file, maintaining integrity of 9-16
tail utlity 6-11
tape cartridges. See also Apple Tape Backup 40SC
drive; Apple Tape Backup 40SC software;
backing up
table of contents for 4-13
when to use 4-8
tape controller 4-11
tar utility 4-15to 4-22
adding later file version 4-19
advantages of 4-15
cannot open device error message 11-5
copying directory to disk 4-17
copying specific files 4-18
copying to tape 4-16
disadvantages of 4-15
extracting a file 4-20
listing files created with 4-20
moving a user across file systems 3-31 to 3-33
multiple-volume backup 4-16
recovering a particular file version 4-21 to 4-22
recovering latest version of file 4-21
relationship to other backup utilities 4-2
and selective backups 4-3
storage capacity limitation 4-7
tcb filter 4-11
terminals
attaching a Macintosh Plus or SE as 7-21
attaching Macintosh Plus or SE as 7-19
attaching non-VT100 7-21
attaching VT100 7-21
using another computer as 7-18
time. See system time
time command 10-15
timex command 10-5, 10-15 to 10-16
Trash icon, removing accounts with 3-35
troubleshooting 2-39 to 240, 11-1 to 11-6

file system full 11-4

problems with partitioning 11-4

problems with printing 11-6

problems at startup 11-2 to 114

user account problems 3-36 to 3-38
TZ environmental variable 2-30

U

UFS, advantages of 1-5
UID (user ID)
checked when creating files 3-9
defined 3-3
finding unused one 3-23
invalid number error message 3-37
read at login 3-11
umask command 3-21
umount command 1-5, 4-6, 5-33, 11-6
unmounting file system, problems with 11-6
Useful Command folder, installing 3-28
user ID. See UID
users
adding 3-22 to 3-28
adding manually 3-22 to 3-27
adding with adduser 3-27to 3-28
moving 3-29
removing 3-34 to 3-35
specifying working environment for 3-24 to
3-27
user's working environment, specifying 3-24 to
3-27
uucp administrative group 1-4
uucp administrative login 1-4
UUCP communications package 1-4

A

vipw command 3-25

w

wall command 1-2

who administrative login 1-4
write permission 3-14
wtmp£ix program 9-16
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X
X11 mode 2-9

Y

Yellow Pages
passwords 36
with adduser program 3-28

z
zcat program 6-14
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