




























11 YOU can use a diSPlay system 
generating up to 500,000 char/sec ... 

Tasker has it: the new 
high-speed 922 - a modular, 
customized system for a 
variety of exacting 
requirements in computer 
communications and 
input/output control. 

Here is high-efficiency 
man/machine interfacing ... 
with a system that displays 
analog and digital data as 
well as dynamic data against 

static backgrounds. It also 
features random access: 3.5 
microseconds to any position. 
Basic equipment includes 
the CRT, high-speed deflection 
circuits, controls and power 
supply. Optional accessories 
are five input and five output 
devices that give the 922 
flexible, universal interface 
compatibility. Characters are 
bright, flicker-free, variable 
in size from 0.1 to 1.5 inches, 
and can be shaped to conform 

to customer specifications. 
Shapes generated by the 
optional stroke-writer comp1y 
with MIL-C-180 i 2A. 

The 922 typifies Tasker's 
ability to solve tough, special 
problems in the new electronics 
generation. To prevent your 
project from snagging on dis­
play·s and computer controls, 
get the best of help - ahead of· 
time-from Tasker. 

look to Tasker 
Tasker Instruments Corp.! 7838 Orion Ave.! Van NLiys, Calif. 91409! (213) 781-3150 

CIRCLE 13 ON READER CARD 

April 1966 

fact, a monitor which performs the 
total executive, interrupt, and 1/0 
control functions for all on-line and 
time-shared programs can be ( and 
has been) written in less than 1500 
words. 

Meanwhile who is going to specify 
R TL (Real-Time Language) and when? 

D. C. PISTOLE 

Programming Services, Inc. 
Tarzana, California 

The author replies: "I am very happy that Mr. 
Pistole agrees that existing languages are not 
adequately flexible to fulfill the. needs of the 
entire process control industry. His English­
language scanning and logging generating 
program is a good example of what I termed 
Process Oriented Languages, special purpose 
languages directed toward the user. Such pro­
grams could be produced very economically if 
a higher level language were available. 

"There is a real need for an off-line monitor 
in the following sense: the off-line monitor is 
actually a part of the total operating system 
and· operates when there is free time available 
(that is, time not required by the process). This 
permits compilation and debugging at the 
process site without taking the computer off­
line, a very useful feature. Mr. Pistole is quite 
correct in his statement that the monitor itself 
is not necessarily large. 

II A start at specifying RTL has been made 
at the Systems· Research Center, Cleveland, 
Ohio. This is a cooperative research' program 
sponsored by approximately 12 suppliers and 
users in the process control industry, including 
the major computer suppliers." 

perpetual calendars 

Sir: 
Mr. Opler ought to reprogram his 

UTSS ("Bon Voyage-1984 Style," 
Jan., p. 24). Barring calendar reform 
or thermonuclear disaster, July 7, 1984 
will be on Saturday, not Monday. 

W. M. JACOBS 

New York, N. Y. 

Datamation welcomes your 
correspondence concerning 
articles or items appearing in 
this ma·gazine. Letters should 
be double spaced ... and the 
briefer the better. We reserve 
the right to edit letters sub-
mitted to us. ._-
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TIME-SHARI NG . 
MEASUREMENT 
by ALLAN L. SCHERR 

D 
This articl, e describes measurements made of 
time-shared system performance and user char­
acteristics and discusses how they might be ap­
plied to the design of future systems. These 

measurements, 'taken on the Project MAC time-shared 
IBM 7094,1-3 were made as part of a larger study4 of 
analysis techniques for time-shared system performance. 
Users are characterized by the computational load they 
place on a system. The system's response to this load is 
a measure of performance. The statistics presented are the 
results of measurements made during the three-month 
period from December, 1964, through Feburary, 1965, 
and of simulations run thereafter. 

First, the operation of the MAC system is brieRy ex­
plained, and the user community described. The param­
eters measured are defined, and the measurement tech­
niques described. Then, the results of the measurements 
are presented. Finally, the usefulness of these measure­
ments in determining aspects of the performance of future 
systems is discussed. 

description of the MAC system 
The MAC system, during the period of measurement, 

consisted of an IBM 7094 (Model I) two 32K 2 usec 
memories, IBM 1301-2 discs,' an IBM 7320 A drum, 
and ,an IBM 7750 connected to Teletype Model 35 
and IBM 1050 terminals. Other equipment is present 
(e.g., two tape channels), but is not used during "nor­
mal" time-shared operation. 

By typing at his console (terminal), a user may com­
municate with either the supervisory program or a pro­
gram activated by this supervisor. A line of input for 
communication with the supervisor is called a "com­
mand." Commands cause programs to be loaded from 
the disc. These programs are queued, and each is executed 
for a short period of time; not necessarily to completion. 
The sequence in which programs are run and the dura­
tion of each period of processor time is determined by 
a subroutine in the supervisor called the "scheduling al­
gorithm". 

The supervisory program is permanently resident in 
one of the 32K memories; the other memory is used to 
hold the command-activated programs while they are 
being executed. This second memory holds only one 
complete program at a time. The other programs waiting 
for execution are either on the drum, split between the 
drum and core, or on the disc prior to the initial loading 
into core. At the end of a period of processing or 
"time-slice," the currently running program is dumped in­
to the drum, and the next program to be run is loaded 
either from the drum or, if it has never run before, from 
the disc. Only as much of the former program is dumped 
as is required to make room for the latter. This process is 

1 Corbato, F. J.' et ai, The Compatible Time-Sharing System, The MIT 
Press, Cambridge, 1963. 

2 Corbato, F. J. and Glaser, E., ,ilntroduction to Time-Sharing," 
Datamation, November, 1964. ' 

3 Saltzer, J. H., "CTSS Technical Notes," Technical Report MAC-TR-16, 
MIT,1965. 

"* Scherr, A. l., An Analysis of Time-Shared Computer Systems, The 
MIT Press, Cambridge (in press). 
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called "swapping." The information swapped between 
drum and core and loaded from disc to core is called a 
" core-image." 

Users or the programs serving them are considered to \ 
be in one of six states. These are: 

a. Dead.' No program is waiting to run for' this user; 
moreover, there is no core-image being saved on 
the drum. This state is the normal starting point for 
a user just entering the system. All input lines typed 
while in this state are commands. After a command 
is typed, the user's state becomes 

b. Command Wait. A program is waiting to run for 
this user, but has not yet run for the first time. 
When the scheduling algorithm decides to run this 
program, it is loaded from the disc, and the user's 
state becomes 

c. Working. A program is running or waiting to run for 
this user. A core-image is either in core, on the drum, 
or split between core and drum. Upon completion 
of the program, the next state is Dead, Dormant, 
Input Wait, or Output Wait, depending on the 
nature' of the completion. The Dead state is re-en­
tered on the majority of final program completions; 
the core-image is erased. 

d. Input Wait. The user's program required a line of 
input from the console. Input typed while in this 
state is sent directly to the program, and is not 
interpreted by the supervisor. Upon the completion 
of the input line, the program is returned to the 
Working state. During the time a program is in 
Input Wait the core-image is saved on the drum. 

e. Output Wait. Output lines to the console may occur 
at any time during program execution and are buf­
fered within the 7750. If the program's buffer is 
full, and the program attempts to write additional 

The author is now a staff engi­
neer with IBM's Systems De­
sign Department in Pough­
keepsie and was previously as­

sociated with Project MAC lor 
two years. He holds SB, SM, and 
PhD degrees in electrical engi­
neering Irom MIT and is the 
author 01 the book" An Analy­
sis 01 Time-Shared Computer 
Systems," published by the MIT 
Press. 

Work reported in this article was supported (in part) by Project MAC, an 
MIT research project sponsored by the Advanced Research Projects 
Agency, Department of Defense under Office of Naval Research Contract 
NONR-4102(01). Reproduction in whole or in part is permitted for any 
purpose of the United States Government. 
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PROGRAMMING 
THE COMPACTS 

integration of 
sectored memories 

by CHARLES W. WALKER 

D 
The recent trend in small computer design 
has been away from what might be called the 
classic single-instruction, single-address format 
that most word-type computers have tradition­

ally employed. The most significant departure is in the meth­
od used to address memory. Typically, these computers are 
unable to directly address more than a small portion of the 
total memory at any given time. They generally have a 
memory sh'ucture of 2n words divided into 2 m sectors,each 
sector having 2n

-
m words. 

The fundamental reason for this type of memory struc­
ture is to reduce the number of address bits required in an 
instruction word. This is very important in the design of 
short-word-Iength computers. Take, for example, a com­
puter having a 16-bit word length and 214 (16,384) 
words of memory. To directly address any word in a 214_ 
word memory requires an address of 14 bits. If this 14-bit 
address were required in every instruction word, only two 
bits would remain for specifying operation codes, index­
ing and indirect addressing-hardly a practical arrange­
ment. If the memory is divided into 2m sectors, the address 
field of the instruction can be reduced by m bits. If the 
214-word memory is divided into 25 (32) sectors, the 
address field can be reduced to nine bits, leaving seven 
bits to specify the operation code, indexing, etc. This is a 
very workable arrangement. Several computers have been 
built with this general structure, some having words as 
short as 12 bits and sectors as small as 32 words. Of 
course, as the sector size decreases, the probability of any 
instruction being able to directly address its operand de­
creases. 

The usual design has the contents of one or two sectors 
directly accessible to any given instruction. Numerous 
techniques have been devised to enable any instruction to 
access all of memory. Among the more common schemes 
are bank selection, displacement addressing, two words 
per instruction (to permit a full instruction address), in­
direct linkage, indexing and various combinations of the 
above. With instructions generally unable to directly ac­
cess all of memory, the interaction between hardware and 
software becomes even more important a consideration 
than it is with computers employing the classical structure. 
. DesectorizingT:lI software was developed to make a 
computer having a sectored memory appear to the pro­
grammer as if all of its memory were contiguous and at 
all times directly addressable, and to make possible the 
writing of highly efficient (both in terms of memory utiliza­
tion and program execution time) relocatable programs. 
One of the fundamental advantages of desectorizing to 
the programmer is much the same as one of the funda­
mental advantages of an assembly program: the program­
mer need not concern himself with where in memory an 
operand is located. All that is necessary is to symbolically 
refer to that operand, and the assembly program will 
provide the proper instruction address. Desectorizing in 
conjunction with an assembly program provides, in addi-
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tion to the symbolic reference to operands, the automatic 
generation of any linkage necessary to reach that operand 
if the operand is not directly accessible. 

Before embarking on a more detailed description of 
Desectorizing, it is necessary to describe in some detail 
the type of computer to which Desectorizing is applicable. 

typical sectored memory 
Desectorizing has been developed for the Computer 

Control Company DDP-116 computer, which typically 
has a memory of 16,384 words divided into 32 sectors, 
each sector having 512 words. The DDP-116 instruc­
tion word consists Qf an indirect address indicator, an 
index indicator, a four-bit operation code field, a one-bit 
sector indicator and a nine-bit intra-sector address. 

If the' sector indicator is zero, the nine-bit intra-sector 
address addresses any location in sector 0. If the sector 
indicator is 1, it addresses any word in the currently 
active sector. The currently active sector is specified by 
the most significant five bits of the 14-bit program counter. 
This means that .the DDP-116 instruction can access any 
one of 512 words in the currently active sector or anyone 
of the ,512 words in sector 0. If the indirect indicator is 
set, specifying indirect addressing, the referenced indirect 
address word contains an indirect indicator for multiple 
level indirect addressing, an index indicator for multiple 
level indexing, and a true 14-bit· address. The true 14-bit 

. address in an indirect address link, of course, can specify 
any word in the total computer memory. Basically then, 
for the DDP-116 instruction to access an operand neither 
in the currently active sector nor in sector 0, it is necessary 
to go through an indirect link to specify the actual operand 
address. It is this link that is automatically generated by 
the Desectorizing logic. 

Desectorizing is applicable to any machine of similar 

Mr. Walker is supervisor of 
software development at Com­
puter Control Company, Inc., 
responsible for conceptual de­
sign, writing, and checkout of 
programming systems. Previ­
ous affiliations included RCA, 
GE, and North American Avia­
tion. At RCA's Data Systems 
Division, he was a senior 
member of the engineering 
staff. 

31 









One of a series on topics of importance to data processing, management HoneYlA(el1 
rep'orton 

Data Communication 
Managements across the country are combining the talents of the computer with modern communica­
tion techniques to achieve more efficient operations, improved use of corporate resources, tighter 
control and coordination of operating elements, and faster response to transactions. However, these 
benefits, and the potential cost savings associated with them, can come only to those managements 
that have carefully evaluated the response requirements of their data processing operations and have 
made these major considerations in the choice of a data communication system. This report indicates 
opportunities for effective and economical data communication, discusses requirements for an "on­
time" system, and summarizes the equipment and services available to Honeywell Series 200 users. 







HONEYWELL REPORT ON DATA COMMUNICATION 

THE COMPUTER 
All Series 200 processors are program compatible. This 
and the fact that Series 200 encompasses a variety of 
input/output devices, all of which are available in many 
levels of capability, enable the user to tailor his system 
to the exact dimensions of his data communication job. 

A$ ,an example of the Series 200's modularity, me,mory 
for the Model 200 starts at 4K characters and can be 
enlarged in 4K increments up to 32K and, from there, in 
increments of 8K up to 65K characters. Similarly, mem­
ory cycle times in the Series 200 start at 3 microseconds 
per character, then drop to 2, 1.5, 1, 188 nanoseconds, 
and 94 nanoseconds. Hence, the appropriate processor 
speed and memory size can be selected to meet both 
conventional and communication loads. 

A unique input/output scheme and a hardware interrupt 
capability enable Series 200 systems to handle com­
munications while simultaneously providing high pro­
duction rates on conventional data processing applica­
tions. All Series 200 systems can handle multiple input! 
output data transfers simultaneously with computing; 
thus, they can send and receive messages over com­
munication lines at the same time that input/output de­
vices engaged in regular production runs are running at 
high speeds. 

Series 200 also offers a wide range of peripheral capa­
bilities for both real time and batched processing needs. 
There are 13 magnetic tape units ranging in data transfer 
rates from 7,200 characters per second to 96,000 charac­
ters per second. Honeywell's new Mass Memory File is 
available in three models, offering a range of on-line 
storage capacities up to 2.4 billion characters per control 
un'it and random access-times as low as 95 milliseconds. 
For faster access when storage requirements are less, 
a control/drum subsystem holding up to 20-million 
characters provides access to any record in an average 
time of 27.5 milliseconds. 

TO: Honeywell EDP 
60 Walnut Street 
Wellesley Hills, Mass. 02181 
Attention: Information Services 

BCD 'E F G 

Please send me your publication entitled "Honeywell Data Communi­
cation Capabilities." 

Name ________________________________________________________________ _ 

Tit! e ____________ --'-_______________________________________________ _ 

Company ____________________________________________ --------------

Address 

City _______________________ State ________ Zi p Code _________ _ 

A full complement of software is provided to handle 
communications for any type of application. This soft­
ware includes those routines for interrupt handling, 
real-time input analysis, output stacking, random access 
storage, line utilization and determination of line availa­
bility; and data protection. All communication software 
may perform in conjunction with Series 200 Operating 
Systems. 
MAKE YOUR OWN COMPARISON 
The following table lists important characteristics in a 
data communication system. Honeywell's capabilities 
can be compared with those of any other system by 
filling in the appropriate data in the blank column pro­
vided. 

Check List of 
Data Communication Features Honeywell 

CENTRAL PROCESSOR 
Simultaneous production and 

communications? 
Yes 

I/O interrupt? Yes 
Memory protection features? Yes 
Program compatibility for backup? Yes 
Small·unit modularity? Yes 

INTERFACE 
Single- and multiline Interfaces? Yes 
No. of lines per multiline interface? Up to 63 
Character and message modes? Yes 
Maximum line speeds: Single·line 5100 cps* 

Multiline 300/7.000 cps 
Gradually expandable line-handling Yes 

capability? ' 
Automatic switching for backup? Yes 

SOFTWARE 
Communication·handling routines for: 
Interrupt? Yes 
Real·time input analysis? Yes 
Output stacking and interfacing? Yes 
Random access storage and retrieval? Yes 
Line status? Yes 
Data protection? . Yes 
Choice of operating system control? Yes 

*Higher speeds on special order 

WRITE FOR MORE ON HONEYWELL 
COMMUNICATION DATA CAPABILITIES 

'Other 

Honeywell's concept of dimensional data communica­
tion insures an exceptional opportunity to control costs 
by fashioning your system to the dimensions of your 
workload. For more, detailed information on Honeywell 
communication capabilities, complete and mail the ac­
companying coupon. 

Honeywell 
ELECTRONIC DATA PROCESSING 
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TIME-SHARING . .. 

stored in a temporary area on disc to be completed later. 
A central print driver has been written to prevent the 

printed results of one program from being intermixed with 
another on the line printer. Output from every program, 
as well as compiled listings, is placed on the disc. At the 
end of execution of a given program the monitor initiates 
the disc-to-print program, which then prints in an interrupt 
mode the entire results of that program. After completion 
of one print job, the system looks to see if other programs 
have been completed and require some listing. If so, it 
initiates the listing of that program. Only FORTRAN pro­
grams are allowed to have printed output. The output of 
the assembly language programs will be to the scopes. 

Access to the disc is via a central disc driver. This is to 
eliminate the moving of the disc arms by many programs 
causing a loss of data. ' 

Programs written in FORTRAN are compiled into the 
lower 16K of core. Since they require so much core even 
for a relatively short program, a priority scheme was 
developed to use this portion of core most effectively. 
Priority three was given to FORTRAN-compiled programs 
which require more than five minutes to run while 
priority two programs run in less than five minutes. A 
FORTRAN-compiled program is priority one if it is linked 
with upper core to one of the assembly language pro­
grams. These require highest priority since they use data, 
in real-time from some experiment in progress. This option 
requires that the program be accessible to the investigator 
within two seconds in order to insure no loss of data. 
Although these programs are of highest priority they are 
swapped on the disc during times of no activity from the 
station using the high priority program. 

Above this first 16K area the next 12K is set aside for 
assembly language programs which handle real-time data 
from the laboratories. These programs are designated real­
time programs. These programs are relocatable in this area 
and upon execution are brought into some part of this 
12K area. They remain in core, however, until the experi­
ment is finished or the investigator sends an appropriate 
code to the computer. All programs in this area are called 
from the remote stations by depressing the interrupt button 
after dialing 7XXX in the octal switch, where XXX is the 
program number. The monitor interprets this as the begin­
ning of program XXX, reads it from the disc into memory 
and transfers control to the program. 

Again, the main function of these upper core programs 
is to communicate with the experimenter and do the 
actual transferring of data to and from the computer. For 
example, these programs may write a control message on a 
memory scope (Fig. 3) to tell the experimenter to connect 
his input to certain analog channels or to specify a pro­
gram option desired. Upon completing these functions the 
experimenter then presses the interrupt button telling the 
computer that he has performed the function and is ready 
to proceed with his experiment. This two-way communi­
cation proceeds with the operator controlling the Row -of 
information from the experiment to the computer and the 
computer asking for data and options in the proper se­
quence and finally displaying results on the oscilloscope 
as alphanumeric characters and/or graphs. A more de­
tailed description of several of the programs will be given 
further on in the paper. The monitor can control A-to-D 
and D-to-A 'operations for six such programs in memory 
at anyone time. 

The upper 4K words of memory contains the monitor 
and several special-purpose subroutines which are accessed 
by all of the real-time programs. One such program is the 
subroutine to write alphanumeric information on a scope. 
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Multiplexing between the programs in memory may 
take place as a result of an interrupt from a remote station 
or from the real-time clock within the computer. The 
clock interrupts are normally used to control sampling 
rates. Each program specifies to the monitor the desired 
interval between successive samples of its analog input/­
output. This interval is added to the reading of a 10Ke 
internal clock and placed in an interrupt mask table to 
switch control to that program when the next sample is 

Fig. 3 A message written on a memory oscilloscope 'giving 
procedural instructions to the user. 

due. If in any program there is a time delay for operator 
intervention or for the next sample to be ready, control is 
returned to the monitor which then tests whether there are 
other programs to be serviced. 

transfer interrupts 
Since. each of the real-time programs generates so many 

interrupts requesting that control be transferred to its pro­
grarp, it has been found that there need be no scheduled 
cycling through the programs by the monitor. The only 
program not generating interrupts is the FORTRAN program 
in the lower 16K; but since only one such program is 
allowed to be executed at any time there is no need to 
interrupt it periodically to look for other similar programs 
in core since they do not exist. When a FORTRAN program 
has been interrupted by some real-time program it takes 
from 0.1 to 50 milliseconds for the computer to complete 
the function required by the real-time program and return 
to the FORTRAN program. There is a small probability of a 
real-time program being interrupted at a time in the 
program when it is no longer generating interrupts by an 
interrupt which initiated a FORTRAN program, thus causing 
a long delay before returning to complete the real-time 
program. It has been found through experience, however, 
that the probability of this happening is negligible. For 
this reason, cycling periodically through the various pro­
grams to determine if they require servicing would only 
reduce computer efficiency. 

FORTRAN-compiled programs are debugged in the nor­
mal manner using the compiler diagnostics and a sufficient 
number of print-outs in the program to inform the pro­
grammer of his errors. Debugging the real-time assembly 
language programs is accomplished on-line through the use 
of a special debug program. This program uses a memory 
scope and the on-line typewriter to communicate with the 
programmer and his program. It permits the programmer 
to execute a single instruction, read and write in core and 
execute specified portions of his program without actually 
stopping the machine or interfering with other experiments 
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directly from the animal the raw data and calculates the 
derived variables for a time interval specified by the investi­
gator. It then logs this data on a digital tape for replay 
later. When the investigator has programmed his model on 
the analog computer he is then able to call the second 
portion of the program which reads these variables from 
the digital tape. With each sweep of the oscilloscope a 
clamp pulse is generated which initiates the solution in the 
analog computer and acts as an interrupt to the digital 
computer. The digital computer outputs these variables 
through the D-to-A, some acting as forcing functions for 
the analog computer model and others being displayed on 
an oscilloscope for comparison with the corresponding 
variables being predicted by the analog computer model. 
The output from the digital computer may be at any mul­
tiple of real time requested via the digital switch. It would 
be difficult to justify this mode of operation were it not 
for time-sharing and multiple-station operation because of 
the inefficient use of the 3200 by this single program. 
However, under the multiple-station processing mode, this 
becomes an effective use of machine time as well as the 
investigator's own time in developing his mathematical 
model. 

Continuous monitoring of various parameters from an 
experimental animal is another task readily accomplished 
by the multiple-station, time-sharing approach. An example 
of a program to do this is the pressure pulse stroke volume 
program which provides a means for estimating the amount 
of blood ejected by the heart on each beat from the 
contour of the pressure wave recorded in the aorta.2 

Fig. 4 Comparison of stroke volume determination by pres­
sure pulse method and flowmeter method. 

Within ten milliseconds after the end of each heart cycle, 
an analog voltage is generated to represent each of five 
variables calculated from the pressure waveform and the 
input of data can continue indefinitely. The method is 
based on the fact that the aorta is distensible and acts as 
a capacitor. Part of the blood that is ejected by the heart 

2 Warner, H. R., Swan, H. J. c., Connolly, D. C., Tompkins, R. G., and 
Wood, E. H. "Quantitalion of Beat-to-Beat Changes in Stroke Volume 
from Aortic Pulse Contours in Man." Journal of Applied Physiology 
5:495, 1953. 
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